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Preface

The present volume contains the proceedings of the Scandinavian Conference on
Image Analysis, SCIA 2007, held at Hotel Hvide Hus, Aalborg, Denmark, June
10–14, 2007.
Initiated in 1979 by Torleiv Orhaug in Sweden, SCIA 2007 represented the
15th in the biennial series of conferences. It is arranged in turn by the Scandinavian countries of Sweden, Finland, Denmark, and Norway, making it a regional
conference. However, judging by the nationalities of contributing authors and
participants, it is also an international conference.
Worldwide, there is no lack of conferences on image analysis. Indeed, hardly
a day passes without an announcement of yet another conference. Therefore the
pattern recognition societies of the Scandinavian countries take particular pride
in being able to continue the SCIA tradition. SCIA has indeed matured over the
many years it has been in existence, but in our opinion SCIA has maintained flexibility and has been able to adopt and incorporate necessary changes and adjustments over that time span. An important key to the success of SCIA is the constant
and continuing high quality of the scientific content. Furthermore, the relaxed and
friendly atmosphere of the conference itself is well known within the community.
The objective to keep in mind must be to continue along those lines.
The number of submissions for this year’s event was an impressive 228. Of
these, 99 can be found in the present proceedings, leading to an acceptance rate
of 43%. In order to optimize the outcome for the participants, the conference
was organized as a single track event. Thirty-three papers were presented in the
oral sessions and 66 were presented in the poster sessions. Each paper was reviewed by at least two peers. Acceptance was based solely on these reviews. The
papers can roughly be grouped into the following topics: computer vision; 2D
and 3D reconstruction; classification and segmentation; medical and biological
applications; appearance and shape modeling; face detection, tracking and recognition; motion analysis; feature extraction and object recognition. Two tutorials
preceded the conference.
A conference is the result of careful planning and lots of work from numerous
volunteers. It is important that we acknowledge these important contributions.
We thank the invited speakers for enlightening us in their areas of research
and the contributing scientists for their presentations. Furthermore, we thank
the reviewers for the pleasant interaction during the review process and for the
excellent work in helping to maintain the high quality of SCIA.
It is our sincere hope that the participants had an enjoyable and fruitful
experience, both scientifically and socially, in Aalborg.
June 2007

Bjarne Kjær Ersbøll
Kim Steenstrup Pedersen
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Accurate Interpolation in
Appearance-Based Pose Estimation
Erik Jonsson and Michael Felsberg
Computer Vision Laboratory
Dept. of Electrical Engineering, Linköping University
erijo@isy.liu.se, mfe@isy.liu.se

Abstract. One problem in appearance-based pose estimation is the
need for many training examples, i.e. images of the object in a large
number of known poses. Some invariance can be obtained by considering translations, rotations and scale changes in the image plane, but the
remaining degrees of freedom are often handled simply by sampling the
pose space densely enough. This work presents a method for accurate interpolation between training views using local linear models. As a view
representation local soft orientation histograms are used. The derivative
of this representation with respect to the image plane transformations
is computed, and a Gauss-Newton optimization is used to optimize all
pose parameters simultaneously, resulting in an accurate estimate.

1

Introduction

Object recognition and pose estimation can be done in several ways. In the bagof-features approach, local coordinate frames are constructed around points of
interest [5], [9], and features from each local frame vote for a certain object and
pose hypothesis. In the model-based approach [2], [11], a geometrical model is
ﬁtted to the observed image. This approach is often very accurate, but requires
a good initial guess and a manually constructed 3D model. Global appearancebased methods extract features from the appearance of the entire object and
match these to training views in memory. Ever since [10], [7], the most common
approach seems to be using PCA.
In this paper, we use an appearance-based method using full object views, but
avoid PCA due to the global nature of this representation. The main goal is to
maximize the accuracy of the pose estimate by interpolating between a limited
number of training views. The interpolation method is based on representing the
views with channel-coded orientation [3], [4], and optimizing all pose parameters
(including position, rotation and scale in the image plane) simultaneously using
a Gauss-Newton method. The method requires an initial guess, which in a real
system could be obtained using your favorite fast but inaccurate bag-of-features
approach.
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The motivation for using full object views is two-fold. The ﬁrst reason is
that once we have formed an initial object hypothesis, it makes sense to use as
much image information as possible in order to get an accurate estimate. The
second reason is that using full views, we can focus on the interpolation and
view representation, and ignore other aspects like how to choose interest points
and construct local frames in a bag-of-features approach. This makes it easier
to compare diﬀerent view representations. Similar interpolation techniques as
proposed here should however be possible to integrate also in a bag-of-features
framework.
In contrast to model-based methods, our approach requires no knowledge of
3D geometry in the system, and is in no way speciﬁc to 3D pose estimation. The
training set could consist of any parameterized image set, e.g. a robotic arm in
diﬀerent conﬁgurations etc.

2

Algorithm

2.1

Pose Estimation

The appearance of an object is determined by the object state p = [θ, φ, s, α, x, y].
The parameters s, α, x, y represent the scale, rotation and position of the object
in the image plane and will be referred to as the image parameters pimg . The
two auxiliary angles θ and φ cover all pose variations not explained by rotation
in the image plane and will be referred to as the pose angles ppose .
During training, we learn the appearance of the object given (θ, φ) using
canonical image parameters. The result of the learning can be seen as a function
f that maps the pose angles to a predicted feature vector:
ĉ = f (θ, φ) .

(1)

During operation of the system, we maintain a current hypothesis of the object
state, and cut out an image patch around the current (x, y) with rotation α and
size s. This can be formalized by a function
c = g(s, α, x, y)

(2)

producing an observed feature vector from the image given certain image parameters. The pose estimation problem is now to ﬁnd an object state p∗ which
minimizes the diﬀerence between the observed and predicted feature vectors:
p∗ = arg min r(p)2

(3)

r(p) = f (θ, φ) − g(s, α, x, y) .

(4)

p

where
This can be solved using your favorite optimization method. We use a GaussNewton method, with a simple backtracking line search [8]. The update step
direction s is given by
Js = −r ,
(5)
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where J is the Jacobian of r:



, −gx , −gy
J = [f  , −g ] = fθ , fφ , −gs , −gα

(6)

The derivative of g with respect to transformations in the image plane depends
on the choice of view representation and will be discussed in Sect. 3. The derivative of f can be approximated by a local linear approximation of the training
manifold, discussed in Sect. 2.3.
In each step of the iterations, we measure g(pimg ) directly in the query image,
i.e. we cut out a new patch using the current pimg and extract a new feature
vector from the image. A faster but less accurate option would be to keep the
original feature vector and Jacobian, and use them as a linear approximation of
g throughout the entire solution procedure.
2.2

Geometrical Interpretation of Gauss-Newton

To fully understand the method, it is useful to have a geometrical image in
mind. The output of the functions f and g deﬁne two manifolds in feature space.
The ﬁrst manifold contains all expected appearances of the object, learned from
training examples, and the second one contains all observable feature vectors at
diﬀerent positions in the query image. The objective is to ﬁnd one point on each
manifold such that the distance between the two points is minimal.
What the Gauss-Newton method does is to approximate each manifold with
its tangent plane and ﬁnd the points of minimal distance on these hyperplanes.
Let f (ppose + spose ) ≈ f (ppose ) + f  (ppose )spose and g(pimg + simg ) ≈ g(pimg ) +
g (pimg )simg . The minimum-distance points are given by the over-determined
equation system
f (ppose ) + f  (ppose )spose = g(pimg ) + g (pimg )simg ,

(7)

which is solved by (5) with s = [spose simg ]. If the linear approximation is good
enough, we can expect good results even after a single iteration.
2.3

Local Linear Approximation

In this section, we describe how to approximate the value and derivative of f
by a variety of locally weighted regression [1], [6]. To simplify the notation and
avoid double subscripts, let p = [θ, φ]T , and let p0 be the current guess of p, i.e.
we consider only the auxiliary pose angles. The system is given a set of training
views with pose angles pi , from which features ci are extracted. The learning
consists simply of storing all these training samples {pi , ci }. In operation mode
we need the value and derivative of f at the current hypothesis p0 , which is
computed by ﬁtting a linear model to the training samples closest to p0 . The
basic strategy is to weight all training samples according to their distance to p0 :
wi = K(pi − p0 ) .

(8)
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Here K is a smooth Gaussian-looking weighting kernel with compact local support; in our case a second-order B-spline. We then solve the weighted leastsquares problem

min
wi (A(pi − p0 ) + b − ci 2 .
(9)
A,b

i

This produces an interpolation using neighboring points only. From the Taylor
expansion of f , we can identify b and A as the approximated function value and
derivative respectively:
f (p) ≈ f (p0 ) + f  (p0 )(p − p0 ) ≈ b + A(p − p0 ) .

(10)

If the training views are irregularly distributed in (θ, φ)-space, the number of
samples included within the support of K is arbitrary and may even be zero. In
contrast, if the weighting kernel is large, the linear approximation may be poor.
Instead of using a ﬁxed kernel, we could always select the k nearest neighbors,
but without any sample weighting this would produce a discontinuity when set
of neighbors changes. Since we expect f to be a smooth function, and since we
are going to use the approximation in an iterative optimization, it is important
that our approximation is also smooth.
Our method does something in between, by using a weighting kernel that is
scaled according to the nearest training samples. We let K(r) be scaled such that
K(r) = 0 iﬀ r > 1 and sort the training samples by their distance to p0 , such
that pi − p0 | ≤ pi+1 − p0  for all i. We now weight our samples according to
wi = K (βpi − p0 /pk − p0 ) .

(11)

If β = 1, this gives zero weight to the k’th sample and non-zero weight to all
samples strictly closer to p0 . However, if there are several samples with the same
distance to p0 as pk , all these samples will get zero weight as well, which may
produce too few active samples for a reliable model ﬁtting. This is solved by
choosing β slightly larger than 1, giving at least k active samples. Each wi is
now a continuous function of p0 , and A, b depend continuously on the wi ’s. This
ensures that our approximation responds continuously to changes in p0 .

3

View Representation

Given the pose estimation procedure in Sect. 2.1, we wish to ﬁnd a good description of each view in terms of a feature vector c. To make the representation
depend continuously on the input image, we avoid too complicated things like
region detection etc. What we want is a simple non-linear transformation of
the view. In order to be invariant to lighting, we use local orientation instead
of image intensity. For robustness against occlusion and background clutter, we
avoid global view representations like PCA or DCT. One simple option could be
to simply downsample the gradient magnitude. Note however that in order for
the interpolation between training views to be successful, the same edge of an
object must be visible within the receptive ﬁeld of one pixel in the downsampled
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image for several views (see Fig. 1). Since our training views are rather coarsely
spaced, we would need very heavy smoothing or downsampling, which would
destroy much image information. Instead, we use channel coded orientation or
soft orientation histograms as view representation.

Fig. 1. Top: Gradient magnitude of two adjacent training views and an interpolated
intermediate view. Since the spatial resolution of the feature representation is too large,
linear interpolation does not produce the expected features of intermediate views.

3.1

Channel Coding

Given a scalar-valued feature image z(x, y) and a weight function w(x, y), the
channel coded feature map is a 3D array c with elements

Bijk (x, y, z(x, y))w(x, y) dx dy ,
(12)
cijk =
R2

where
Bijk (x, y, z) = B1 (x − x̃i )B2 (y − ỹj )B3 (z − z̃k )

(13)

are smooth, localized but overlapping basis functions, causing each pixel to
smoothly contribute to several channels. Each channel cijk measures the presence of the feature value z̃k around image position (x̃i , ỹj ). The points (x̃i , ỹj , z̃k )
are called the channel centers. We can think of it as ﬁrst representing the feature image as a set of points (x, y, z) in a 3D spatio-featural space, and then
downsampling this space in all three dimensions simultaneously.
In our case, the feature z is local orientation taken modulo π, such that we
do not distinguish between positive and negative edges. The gradient magnitude
is used as weight w(x, y). If the kernels are chosen as rectangular and nonoverlapping, we get a simple 3D histogram. If we create a binary weight wB (x, y)
by thresholding w(x, y) at 10% of the maximum value and use ﬁrst order (linear)
B-spline [12] as basis function, we something similar to the SIFT descriptor [5].
By increasing the overlap and smoothness of the basis functions, we expect to
get a smoother behavior. In the evaluations, second order B-spline kernels will
be used.
The expected advantage comes from the fact that we can use a coarse spatial
resolution but still maintain much useful information. For example, we can represent the presence of multiple orientations in a region without averaging them
together. The low spatial resolution and the smoothness of the basis functions
makes it more likely that the view representation transforms smoothly between
the training poses, which makes it suitable for view interpolation.
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Derivatives of the Channel Coding

In updating the image parameters iteratively according to Sect. 2.1, the derivatives of the view representation with respect to the image parameters are required. For simplicity of notation, we ignore the weight function w(x, y) for a
moment, and rewrite (12) in vector notation:

cijk =

R2

Bijk (x, z(x))dx .

(14)

The weights will be considered again in Sect. 3.3. We consider now a certain
channel coeﬃcient cijk , and to further simplify the notation, the integral limits
and indices ijk will be dropped. We are interested in what happens when the
feature image is rotated, scaled and translated:

c=

B(x, z(Ax + b)) dx

where


s

A=e R=e

s

cos α −sin α
sin α cos α

(15)




, b=

bx
by


(16)

Substituting u = Ax + b where u = [u, v]T gives x = A−1 (u − b) and
c = |A−1 |



B(A−1 (u − b), z(u)) du .

(17)

We now want to diﬀerentiate (17) with respect to α, s, bx , by , and start with α.
For compactness, we leave out the arguments to B and its derivatives. These
arguments are always as in (17). First note that |A−1 | is constant with respect
to α. Since everything is smooth and well-deﬁned, we can replace the order of
the integration and diﬀerentiation.
dc
= |A−1 |
dα



d
[B(. . .)] du = |A−1 |
dα



Bx (. . .)

dA−1
u du
dα

(18)

where

dA−1
− sin α cos α
= e−s
− cos α − sin α
dα

(19)

Bx = [Bx , By ]

(20)

The diﬀerentiation with respect to b proceeds similarly. We get
dc
= |A−1 |
db



d
[B(. . .)] du = −|A−1 |
db



Bx (. . .)A−1 du

(21)
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In diﬀerentiating with respect to s, |A−1 | is no longer constant. The product rule
gives us


dc d|A−1 |
d
=
B(. . .) du + |A−1 |
[B(. . .)] du =
(22)
ds
ds
ds


dA−1
= − 2|A−1 | B(. . .) du + |A−1 | Bx (. . .)
u du =
(23)
ds

(24)
= − |A−1 | 2B(. . .) + Bx (. . .)A−1 u du
Setting s = 0, α = 0, b = 0 gives A−1 = I, and the derivatives in (18), (21) and
(24) become

dc
= − Bx (u, z(u)) du
(25)
dbx

dc
= − By (u, z(u)) du
(26)
dby

dc
= − 2B(u, z(u)) + uBx (u, z(u)) + vBy (u, z(u)) du
(27)
ds

dc
= vBx (u, z(u)) − uBy (u, z(u)) du
(28)
dα
By computing these derivatives for each channel and stacking them into vectors,

required in (6). Note that if the basis functions are B-splines,
we get gx , gy , gs , gα
all terms in the above integrals are just piecewise polynomial functions with the
same support, so the amount of computation required to evaluate each of the
derivatives is in the same order of magnitude as computing the channel-coded
feature map itself.
3.3

Weighted Data

In the previous section, the weights from (12) were not considered. By introducing these weights again, the results are similar. Since the weights are deﬁned
for each pixel in the feature image, they transform with the features, i.e. (15)
becomes in the weighted case

c = B(x, z(Ax + b))w(Ax + b) dx .
(29)
After the variable substitution, we have

−1
c = |A | B(A−1 (u − b), z(u))w(u) du

(30)

In this expression, the weighting function is independent of the transformation
parameters α, s, b and is left unaﬀected by the diﬀerentiation. The complete
expressions for the derivatives in the weighted case are just (25)-(28) completed
with the multiplicative weight w(u) inside the integrals.
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Normalization

The method has shown to work better if the channel vectors are normalized
using c̃ = c/c, where  ·  is the L2 norm. In this case, we should change the
derivatives from previous section accordingly. From the quotient rule, we have
dc̃
dc
dc
dc
dc
=c−2 ( c − c
) = c−1 (
− c̃c̃T )
dα
dα
dα
dα
dα

(31)

T dc
where we have used that dc
dα = c̃ dα . The derivatives with the respect to the
other variables are derived analogously.

4

Experiments

The method is evaluated on a set of objects scanned with a turn-table, producing
training images like in Fig. 2. Views are available for every 5◦ in both the θ and
φ domain. The method was trained on views 20◦ apart, and evaluated on all
intermediate views. This gives 50 training views and 629 evaluation views.
In the ﬁrst experiment, we assume that the image parameters are known,
and optimize the pose angles [θ, φ]. The iterations were initialized at the closest
training view, which is similar to what can be expected from an inaccurate object
detector. The best parameter settings were found by an exhaustive search. The
results using diﬀerent varieties around the best option are shown in Table 1.
As we see, the performance is rather insensitive to parameter variations in this
order of magnitude.
In the second experiment, all 6 pose parameters were optimized simultaneously. One problem here is that the set of angles [α, θ, φ] is ambiguous such that
two distinct set of angles can represent the same pose. Because of this, we combine the pose angles and image rotation into a rotation quaternion and measure
the error in the quaternion domain. An RMS quaternion error of 0.015 corresponds to around 2◦ error in each angle. The method was initialized using the

Fig. 2. Training views. Y-axis: θ, X-axis: φ.
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Table 1. RMS error in degrees for pose angles only, around the manually selected
option 8 × 8 × 6 channels, 4 neighbors. Left: Varying spatial resolution. Middle: Varying
number of orientation channels. Right: Varying number of neighbors.
nx × ny
6x6
8x8
10x10
12x12
14x14

error
1.2
1.2
1.3
1.4
1.4

nf
4
6
8
10

neighbors
3
4
5
6
7
8
9

error
1.2
1.2
1.3
1.3

error
1.3
1.2
1.2
1.2
1.3
1.6
1.9

Table 2. RMS error for all parameters (x,y,s error is in pixels) around the manually
selected option 8 × 8 × 6 channels, 4 neighbors. Left: Varying spatial resolution. Middle:
Varying number of orientation channels. Right: Varying number of neighbors.
nx × ny
6x6
8x8
10x10
12x12
14x14

x,y
3.5
3.5
4.2
4.1
4.5

s
6.8
6.2
6.7
7.0
7.6

q
0.016
0.016
0.017
0.017
0.018

nf
4
6
8
10

x,y
3.55
3.5
3.5
3.6

s
6.6
6.8
7.0
7.5

q
0.015
0.016
0.015
0.016

neighbors
3
4
5
6
7
8

x,y
3.5
3.5
3.4
3.1
3.6
3.6

s
6.1
6.2
6.0
6.0
6.3
6.6

q
0.016
0.016
0.016
0.015
0.017
0.020

true image parameters and the closest pose parameters from the training set.
The results for diﬀerent options are shown in Table 2. Here s is the radius in
pixels of a box containing the object, and the errors in x, y, s are measured in
pixels. The size of the car in the images is around 300 pixels.
The current implementation runs at a few frames per second on an AMD
Athlon 3800+.

5

Discussion

This paper has described an accurate interpolation method for view-based pose
estimation using local linear models and Gauss-Newton optimization. Some varieties in the view representation have been compared in terms of ﬁtness to this
framework. However, the evaluation is in no way complete. There are several
more parameters to play around with, e.g. the amount of overlap between basis functions, diﬀerent soft tresholdings of the orientation image etc. It would
also be interesting to perform a more detailed study on the performance of this
representation compared to other approaches like PCA, wavelet representations
etc.
The most critical fact is however that the evaluation dataset is too simple,
without occlusion and diﬃcult backgrounds. To verify that the method works
in the real world, it has been run on hand-camera video sequences, but without
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any quantitative error measures. Some video clips are available online 1 . A more
rigorous evaluation should be performed on real image sequences with ground
truth. In the near future, we plan to create datasets for this purpose and make
them publicly available.
Recall that the full view setting was chosen mainly to be able to focus on
the interpolation and feature representation. The goal of our future research is
to transfer these techniques to methods based on local patches. This creates
new problems, e.g. how to handle the fact that patches may be selected from
diﬀerent positions on the object in diﬀerent views. Solving these problems will
be challenging but hopefully rewarding in terms of greater performance.

References
1. Atkeson, C.G., Moore, A.W., Schaal, S.: Locally weighted learning. Artiﬁcial Intelligence Review 11, 11–73 (1997)
2. Comport, A., Marchand, E., Chaumette, F.: A real-time tracker for markerless
augmented reality. In: Proc. The Second IEEE and ACM International Symposium
on Mixed and Augmented Reality, pp. 36–45 (2003)
3. Felsberg, M., Forssén, P.-E., Scharr, H.: Channel smoothing: Eﬃcient robust
smoothing of low-level signal features. IEEE Transactions on Pattern Analysis
and Machine Intelligence 28(2), 209–222 (2006)
4. Granlund, G.H.: An associative perception-action structure using a localized space
variant information representation. In: Sommer, G., Zeevi, Y.Y. (eds.) AFPAC
2000. LNCS, vol. 1888, Springer, Heidelberg (2000)
5. Lowe, D.G.: Object recognition from local scale-invariant features. In: IEEE Int.
Conf. on Computer Vision (September 1999)
6. Moore, A.W., Schneider, J., Deng, K.: Eﬃcient locally weighted polynomial regression predictions. In: Proc. 14th International Conference on Machine Learning, pp.
236–244. Morgan Kaufmann, San Francisco (1997)
7. Murase, H., Nayar, S.K.: Visual learning and recognition of 3-d objects from appearance. International Journal of Computer Vision 14(1), 5–24 (1995)
8. Nocedal, J., Wright, S.J.: Numerical Optimization. Springer, Heidelberg (1999)
9. Obdrzalek, S., Matas, J.: Object recognition using local aﬃne frames on distinguished regions. In: British Machine Vision Conf. (2002)
10. Pentland, A., Moghaddam, B., Starner, T.: View-based and modular eigenspaces
for face recognition. In: CVPR (1994)
11. Cipolla, R., Drummond, T.: Real-time visual tracking of complex structures. IEEE
Transactions on Pattern Analysis and Machine Intelligence,vol. 24(7) (July 2002)
12. Unser, M.: Splines: A perfect ﬁt for signal and image processing. IEEE Signal
Processing Magazine 16(6), 22–38 (1999)

1

http://www.cvl.isy.liu.se/Research/Object/ChannelCodedFeatureMaps/

Automatic Segmentation of Overlapping Fish Using
Shape Priors
Sigmund Clausen1, Katharina Greiner2, Odd Andersen1, Knut-Andreas Lie1,
Helene Schulerud1, and Tom Kavli1
1

2

SINTEF ICT, Oslo, Norway
University of Applied Sciences, Wiesbaden, Germany

Abstract. We present results from a study where we segment fish in images
captured within fish cages. The ultimate goal is to use this information to
extract the weight distribution of the fish within the cages. Statistical shape
knowledge is added to a Mumford-Shah functional defining the image energy.
The fish shape is represented explicitly by a polygonal curve, and the energy
minimization is done by gradient descent. The images represent many
challenges with a highly cluttered background, inhomogeneous lighting and
several overlapping objects. We obtain good segmentation results for
silhouette-like images containing relatively few fish. In this case, the fish
appear dark on a light background and the image energy is well behaved. In
cases with more difficult lighting conditions the contours evolve slowly and
often get trapped in local minima
Keywords: Segmentation, Overlapping objects, Mumford-Shah, Shape priors.

1 Introduction
In the fish-farming industry it is of major importance to know the total biomass and
weight distribution of the fish within the fish cages. Such knowledge is important in
order to monitor the growth of the fish, to optimize the subsequent logistics and the
process of providing a correct level of feeding. One can think of several measurement
techniques that could be used for this particular problem; however, few have been
tested in detail. A rough estimate of the total biomass could possibly be obtained by
using acoustic techniques like echo sounding and sonars. In order to estimate the
weight distribution, more detailed information and higher resolution is needed. One
possible approach towards solving this problem consists in using a stereo-based
underwater video surveillance system [1]. In this case, stereo images of the fish
swimming around are captured at a certain frame-rate and a stereo mapping is
conducted. Based upon the stereo mapping and the size of corresponding fish within a
stereo pair, the weight of the fish can be estimated using simple empirical calibration
models. Such a system has the possibility of monitoring the fish continuously and
build up adequate statistics over time.
For this approach to work effectively the same fish within one stereo pair has to be
properly segmented. This is a difficult task due to a highly cluttered image
background, inhomogeneous lighting and several overlapping objects. Figure 1 shows
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 11–20, 2007.
© Springer-Verlag Berlin Heidelberg 2007
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an example of a medium complex image within a fish cage. The image contains
approximately 20 fish and our goal is to segment as many of these as possible.
Preferably we would like to segment fish where the complete fish is imaged within
the image frame. We will use the image in Fig. 1 as an example image throughout this
paper.

Fig. 1. An example of a medium complex image of fish swimming around in a fish cage.
Several overlapping fish are observed. In addition the net of the cage is clearly visible, creating
a non-trivial background. The lighting is inhomogeneous with background intensities ranging
from 90 in the lowest part and up to 255 (saturation) in the upper part. We consider 8-bit
monochrome images. The average intensity within a fish will often lie somewhere in between
these values, causing a non-trivial region-based segmentation.

Due to the high complexity of the images, we have chosen to use a variational
segmentation approach, where information about the shape is added to the functional
defining the image energy. Variational image segmentation has become increasingly
popular during the last years and there exist several approaches towards solving this
problem. Some approaches make use of edges [2], whereas others define homogeneity
requirements on the statistics of the regions being segmented [3]. In many cases the
images contain a lot of noise, the contrast may be low and the background is often
highly cluttered. All these effects cause a non trivial behavior of the image energy. To
resolve some of these issues various efforts have been made to include prior
information about the shape of the objects of interest. In this paper we follow Cremers
et al. [4], who have proposed to include information about shape in a modified
Mumford-Shah functional. The modified version is a hybrid model combining the
external energy of the Mumford-Shah functional with the internal energy of the
snakes into one single functional. Following [4], we use an explicit representation of
the contour, but instead of using a spline, we represent the contour by a closed
polygonal curve. The statistical shape model of a fish is based upon a set of training
shapes, all extracted from real images of fish in a semi-automatic manner.
In Section 2 we briefly describe Cremers’ approach. The energy functional
including the shape energy is defined together with a description of the minimization
process using gradient descent. In addition, we describe a simple initialization
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procedure that has been proven to work well for the fish segmentation problem. In
Section 3 we present several segmentation results for images of varying degree of
complexity. Finally, in Section 4 we conclude and discuss possible future
improvements of the procedure.

2 Variational Image Segmentation Using Shape Priors
In this section we describe the energy functional following Cremers et al. [4]. The
image information and shape information are combined into one variational
framework. For a given contour C, the energy is defined by

E (u, C ) =Ei (u, C ) + α ⋅ Ec (C ) .

(1)

Here Ei measures how well the contour C and the associated segmentation u
approximate the image. The term Ec favors statistically familiar contours by a learning
process, where the parameter α defines the relative strength of the shape prior. We
refer to [4] and [5] for detailed information about the theory underlying the model and
aspects regarding the implementation of the model.
2.1 Image Energy from Polygonal-Based Mumford-Shah
Cremers’ modified Mumford-Shah functional for the image energy Ei is given by the
following expression [4]:

1
λ2
2
2
f
−
u
dx
+
∇u dx + ν ∫ C s2 ds ,
(
)
∫
∫
2Ω
2 Ω −C
0
1

Ei (u , C ) =

(2)

where f is the input image and u is an approximation of f within the image plane Ω.
The image u may be discontinuous across the segmenting contour C. The parameter λ
defines the spatial scale on which smoothing is performed. In all the results presented
here we have used λ=7. For this value, the diffusion process obtained when
minimizing (2) produces a medium smooth image u maintaining some of the local
information in the original image. In this way, gradient information is allowed to
propagate towards the fish contour. The last term is due to Cremers et al. [4], who
replaced the original contour length norm in the Mumford-Shah functional with the
squared L2-norm to restrict the contour points from clustering in one place.
2.2 Shape Energy from Gaussian Shape Statistics
The explicit representation of the contour allows for a statistical treatment of the
different shapes. This is obtained by extracting several training shapes from high
contrast images containing non-overlapping fish. The images of the training shapes
are binarized and the fish contour is extracted and represented by a polygonal curve.
All the training contours are aligned by similarity transformation and cyclic
permutation of the contour points. The contour is represented by a polygonal curve z
with N points:
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z =( x1 , y1 ,..., x N , y N ) .
T

(3)

For a given set of training shapes, the distribution of all contours given by (3) is
assumed to have a Gaussian shape probability, with μ denoting the mean contour
point vector and Σ the regularized covariance matrix [4]:

⎛ 1
⎞
Ρ( z ) = exp⎜ − ( z − μ ) T Σ −1 ( z − μ ) ⎟ .
⎝ 2
⎠

(4)

The Gaussian shape probability corresponds to the following energy measure:

1
E c ( z ) = − log(Ρ( z )) + const = − ( z − μ ) T Σ −1 ( z − μ ) .
2

(5)

Figure 2 shows 20 training fish used to collect information about the fish shape
statistics. All these contours are aligned with respect to similarity transformations and
a cyclic permutation of the contour points. Based upon the aligned contours, the mean
shape μ and the regularized covariance matrix Σ are extracted.

Fig. 2. 20 fish training shapes extracted from images of real fish. The Gaussian shape statistics
is built from these 20 training shapes and incorporated in the Mumford-Shah energy functional.

2.3 Energy Minimization by Gradient Descent
We briefly present the resulting evolution equations and refer to Cremers et al. [4,5]
for details. Note that the total energy (1) is minimized with respect to both the
segmenting contour C and the segmented image u. The Euler-Lagrange equations
corresponding to the minimization are then solved by gradient descent.
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It can be shown that the x-component of the evolution equations for the segmenting
contour is given by the following expression

[

]

dxi (t )
= e + ( si , t ) − e − ( si , t ) ⋅ nx ( si , t )
dt
+ ν ( xi − 2 xi + xi +1 ) − α Σ −1 ( z − μ ) 2i −1.

[

]

(6)

where nx is the x-component of the outer normal vector and the index 2i-1 in the last
term is associated with the x-component of contour point number i. e+/- is the energy
density in the regions si adjoining the contour C at contour point number i

e + / − = ( f − u ) 2 + λ2 ∇u .
2

(7)

The same equations apply for the y-component of the segmenting contour C. Now, the
first term in (6) forces the contour towards the object boundaries. The second term
forces equidistant spacing of the contour points, whereas the last term causes a
relaxation towards the most probable shape. As pointed out by Cremers et al. [4], the
most probable shape is weighted by the inverse of the covariance matrix causing less
familiar shape deformations to decay faster.
Now, let us turn to the evolution equation for the segmenting image u. Minimizing
(1) with respect to the segmenting image u is equivalent to the steady state of the
following diffusions process [4]:

∂u
1
= ∇ ⋅ (ωc ∇u ) + 2 ( f − u ).
∂t
λ

(8)

Here the contour defines a boundary giving rise to an inhomogeneous diffusion
process. The indicator function ωc equals zero at the boundary C and one otherwise.
Cremers [5] suggested both an explicit finite-difference scheme for (8) and a
multigrid method for solving the steady-state equation directly. In this work we use
the explicit approximation of (8).
2.4 Automatic Initialization of the Contours
The initialization of the contours is of major importance towards a successful
segmentation. In this work we have developed a simple algorithm to provide an initial
estimate of the segmenting contour. First we locate the potential tails of the fish by
thresholding a low-pass filtered difference image between to consecutive video
frames. These consecutive frames are separated 20 ms in time and the motion of the
fish usually creates a significant difference between the two frames, especially for the
tail region of the fish. This difference is caused by the fish swimming in a direction
perpendicular to the edge of the tail. Figure 3 shows the potential tail regions marked
with black diamonds in our example image from Fig. 1.
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Fig. 3. Potential fish tail candidates marked by black diamonds in our example image from
Fig.1. The final initial contours in black and white lines are given by minimizing the projection
of the local image orientation along the normal vector of the mean-shape fish μ..

As can be seen from the figure all the true fish tails are correctly located. However, in
addition there are quite a few erroneously detected tails related to other parts of the fish
or movements of the camera and/or background. All these wrongly classified tails are
ruled out by the next step in the initialization process. This step provides a coarse
estimate of the size and the rotation of the fish by minimizing the projection of the local
image orientation along the normal vectors of the mean-shape fish μ. The projections
are obtained by calculating the average scalar product of the fish normal vectors and the
local image orientation vectors for several possible fish sizes and angles of rotation.
During this process the contour of the mean shape fish is locked to the tail position.

3 Segmentation Results
In this section we present several segmentation results. We start by considering our
example image in Fig. 1, where we focus on two different cases.
Figure 4 shows the resulting segmentation of one fish located in the upper left
corner of our example image for 4 different initializations of the fish contour. The
figure illustrates the sensitivity to the initialization and the problem of the evolving
contour being trapped in local minima.
Figure 5 shows a similar behavior for the large silhouette-like fish in the middle of
the example image in Fig. 1.
In [4], Cremers et al. discuss the modified Mumford-Shah model and its cartoon
limit, which is obtained as λ→∞ in (2). In this case, the diffusion process for u in (8)
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is replaced by a simple averaging process across the two regions separated by the
contour. Thus, the cartoon model is more affected by global gray-level information.
Actually, the cartoon model is equally affected by the gray-level information in any
part of the image. The cartoon model works poorly for the fish-segmentation problem
due to the highly varying gray-level information within both the object and the
background. In many cases, the average image intensity inside the fish is similar to
the average background intensity causing the segmentation to fail totally. By using the
full modified Mumford-Shah model, more local image information is taken into
account and in many cases we obtain good segmentation results. This is especially the
case for silhouette-like images, where the fish appear dark on a light background.
However, the previous two examples show that the segmentation might still fail if the
initial contour is too far from the object of interest. Parts of the contour are easily
locked to edges belonging to other fish, thereby causing the segmentation to get
trapped in local minima. A good initialization is therefore a prerequisite for a correct
segmentation.

Fig. 4. Segmentation results for one fish in the upper-left corner of the example image in Fig. 1.
The images show the final segmentation results (full black lines) for four different contour
initializations (dashed black lines). The lower-right plot shows an example of the segmentation
process being trapped in a local minimum, where a part of the fish contour is stuck to the edge
of a nearby fish.
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Fig. 5. Segmentation results for one fish in the central region of the example image in Fig. 1.
The images show the final segmentation results (full white lines) for four different contour
initializations (dashed white lines). The lower-right plot shows an example of the segmentation
process being trapped in a local minimum, where a part of the fish contour is stuck to the
contour of a nearby fish. By increasing the scale parameter λ to 20, a correct segmentation is
obtained also for this initialization. For this value of λ the gradient information from the true
fish edge is propagated all the way to the fish contour.

The following examples in Fig. 6 show segmentation results on complete images
based upon the contour initialization procedure described in Section 2.4. The upper
left figure shows the final segmentation result for our example image from Fig. 1.
Recall that the initial fish contours for this example image are shown in Fig. 3.

4 Summary and Future Work
We have presented results from a study where we segment fish in images captured
within fish cages. Our ultimate goal has been to use this information as part of a
stereo-based video surveillance system to extract the weight distribution of the fish
within the cages. Statistical shape knowledge was added to the Mumford-Shah
functional following Cremers et al. [4]. The fish shape was represented explicitly by a
polygonal curve and the energy minimization was done by gradient descent. We
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Fig. 6. The figure shows the automatic segmentation results for four different images with a
varying degree of complexity. The upper-left image shows the segmentation result for the
complete example image from Fig. 1. All the fish are correctly segmented except one of the fish
in the bottom part of the image. Here two fish are overlapping almost completely and the
segmented fish hiding behind is probably larger than ground truth. In the upper-right image
both fish are correctly segmented. The upper fish has a more complex intensity distribution
than the silhouette-like fish we have looked at so far. The two lowermost images show
examples of automatic segmentation results in rather complex images, where the background is
practically similar to the objects of interest. In the lower-left image only one fish has passed the
initialization criterion. The segmented contour misses the tail somewhat. In the lower-right
image the lowermost fish is correctly segmented. The contour of the uppermost fish misses the
upper part of the fish, whereas the contour of the fish in the central region of the image is a bit
too small. The rightmost fish seems to be correctly segmented; however, it is hard to tell since
half the fish is outside the image frame.

obtained good segmentation results for silhouette-like images containing relatively
few fish. In this case, the fish appears dark on a light background and the image
energy is well behaved. In cases with more difficult lighting conditions, the contours
evolve slowly and often get trapped in local minima. Here the interior of the fish often
contains many edges and the image intensity varies in a non-trivial manner. In this
case, the Mumford-Shah hypothesis of a piecewise homogeneous gray level value is
violated.
To improve the existing segmentation, we intend to incorporate local gray-level
models for the interior of the fish. In addition, we have the possibility to include
motion cues and stereo information to make the segmentation more robust. Moreover,
adding balloon forces to the functional (1) could in some cases resolve the problem of
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the fish contour being locked to nearby edges. Finally, by using more global methods,
like graph-cuts and dynamic programming for minimizing the energy, the problem of
contours being trapped in local minima should be reduced even further.
Acknowledgments. We thank AKVASmart for providing images of fish within fish
cages.
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Abstract. Automatic construction of Shape Models from examples has
recently been the focus of intense research. These methods have proved
to be useful for shape segmentation, tracking, recognition and shape understanding. In this paper we discuss automatic landmark selection and
correspondence determination from a discrete set of landmarks, typically
obtained by feature extraction. The set of landmarks may include both
outliers and missing data. Our framework has a solid theoretical basis
using principles of Minimal Description Length (MDL). In order to exploit these ideas, new non-heuristic methods for (i) principal component
analysis and (ii) Procrustes mean are derived - as a consequence of the
modelling principle. The resulting MDL criterion is optimised over both
discrete and continuous decision variables. The algorithms have been implemented and tested on the problem of automatic shape extraction from
feature points in image sequences.

1

Introduction

Inspired by the successful methods for ﬁnding feature correspondences along
curves and on surfaces for deriving shape variation models, [4], this paper develops these methods further for the problem of shape modelling of unordered
point sets with outliers and possibly missing data. The main idea is that an information criterion, such as Minimum Description Length (MDL), is well suited
for determining which points should be considered as outliers and which points
should be considered to be in correspondence.
One motivation for this study is that, although it is straightforward to detect
interesting features in images, e.g., using corner detectors such as [8], it is not
at all straightforward to solve the correspondence problem. Many methods for
ﬁnding correspondences are based on either continuity assumptions, e.g., [18] or
that a model is a priori known, e.g., [16].
For unordered points sets, as opposed to what is usually assumed for curves,
it is often the case that points are frequently missing and that there are outliers.
Traditional methods for shape analysis have problem with missing data. As a
by-product of the development here, we derive novel methods for Procrustes
analysis and principal component analysis for missing data, based on principles
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 21–30, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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for model selection. Although generalisations to missing data have been done
before both for Procrustes analysis, [9] and for principal component analysis,
[11], in the present formulation they are shown to be a logical consequence of
the modelling principle.
The underlying modelling principle we will use is MDL, that is, choose the
representation or model with shortest description, cf. [15]. It has previously been
successfully applied in computer vision to model selection problems, e.g., [12] and
as mentioned curve and surface modelling [4].
MDL has also been used on sets of images to unify groupwise registration and
model building, [20], although these mostly work on appearance based models.
This is related to our approach, but here we include decisions about what to
include in the modelling and what to consider as outliers explicitly in calculating
the description length. The algorithm therefore decides what in the images to
build the model from and what to consider as irrelevant background data.
There are several algorithms for matching one point cloud to another by
determining both a deformation and correspondences, see for example [2], and
many handle outliers in some way. However, these algorithms do not work with
a whole sequence of point sets at once. Although it is conceivable that such
methods could be used to construct shape variation models, the model built from
the corresponding points might not be optimal at all. In this paper the model
itself is an integral part of the algorithm for determining the correspondences.
Another line of research that is related to our work is the area of non-rigid
factorisation methods, e.g., [3]. In addition to reconstructing a model for the
point set, they also try to estimate the camera motion. However, they assume
that feature correspondences are given or obtained by some heuristics. Similarly,
outliers and missing data are handled with ad-hoc techniques. Our framework
is well-suited to be applied to these problems as well.

2

MDL for Feature Point Selection and Correspondence

The main problem that we formulate and solve in this paper is the following.
Assume that a number of examples S = {S1 , . . . , Sn } are given, where each
example Si is a set of unordered feature points
Si = {zi,1 , . . . , zi,ki },

(1)

and each point zi,j lies in Rp for some dimension p, typically p = 2 or p = 3. An
example of such sets is the output of a feature detector, e.g., [10].

(i) How should one determine which points in each set is considered to be outliers?
(ii) How should one determine the correspondences of feature points across the
examples?
(iii) What is a suitable shape variation model for the inliers?
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Such a procedure would be useful for unsupervised learning of shape variation
in image sequences. The learnt models could then be useful for a number of
applications, including tracking, recognition, object pose etc.
The idea here is to transfer similar ideas from shape variation estimation
for curves and surfaces, [19,4], where the correspondence problem is a crucial
problem, to the concept investigated here.
As opposed to the theory for curves and surfaces, however, we do not here
have the problem of how to weight diﬀerent parts of the curves relative to the
other. On the other hand we will here allow outliers and missing data. In this
paper we will use the minimum description length paradigm, [1], to select a
suitable model.
We pose the problem as that of selecting: (i) outliers, (ii) correspondences and
(iii) model complexity, so that the description length is minimised. As we shall
see this becomes a mixed combinatorial and continuous optimisation problem,
where for each of a discrete set of possible outliers/correspondences, there is
a continuous optimisation problem which has to be solved. These continuous
optimisation problems involve both the problem of missing data Procrustes and
missing data principal component analysis. In contrast to other ad-hoc methods
dealing with outliers and missing data, the way we deﬁne missing data Procrustes
and missing data principal component analysis is a natural consequence of the
way we model the whole problem.

3

Unordered Point Set Shape Analysis

The formulation of the problem is as follows. Assume a set S of n unordered
point sets, S = {S1 , . . . , Sn } is given. For simplicity we order the points in each
set Si of ki points arbitrarily, cf. (1).
The object is now to ﬁnd a reordering of such points. Assuming that the model
contains N points, such a reordering can be represented either as a matrix O
of size n × N whose entries are either 0 - representing that a model points is
not visible in an image or the identity number between 1 and ki telling which
image point correspond to the model points, i.e. Oi,j = 0 if model point j is
not visible in image i or Oi,j = k if model point j in image i is zi,k . Also
introduce the set I of indices (i, j) such that model point j is visible in image j,
i.e. I = {(i, j) | Oi,j = 0}. Outliers are then not represented in O.
Given an ordering O the data can be reordered, possibly with missing data
into a structure T of N points in n images, i.e.

zi,Oi,j
if (i, j) ∈ I
Ti,j =
undeﬁned if (i, j) ∈ I.
For such a ordered point set T with missing data one can do a Procrustes
mean shape analysis with respect to a transformation group G. In loose terms
the aim is to ﬁnd a mean shape m and a number of transformations {g1 , . . . , gn }
with gi ∈ G such that gi (m) ≈ Ti .
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The usual method is then to perform a Principal Component Analysis on the
residuals between gi−1 (Ti ) and m, from which a number of shape variational
modes,
denoted vl , can be determined. New shapes can then be synthesised as
g(m + dl=1 λl vl ), where λl are scalar coordinates.
Here we need to assess a number of diﬀerent choices: the number of model
points N , the ordering O, the mean shape m, the transformation group G,
the transformations gi , the number of variational modes d, the shape variation
modes vl and the coordinates λl . The approach we make here is that a common
framework such as the minimum description length framework could be used to
determine all of these choices [13]. This would put the whole chain of diﬃcult
modelling choices on an equal footing and would make it possible to use simple
heuristics for making fast and reasonable choices, while at the same time have a
common criterion for evaluating diﬀerent alternatives.
The whole process can thus be seen as an optimisation problem
min dl(S, M),
M

over the unknowns M = (O, m, {gi }, d, {vl }, {λli }) given data S.

4

Calculating the Description Length

A number of sets are given. Each set of points comes typically from images,
where a number of interesting points have been detected. In order to determine
a model that explains points that can be seen in many of the images, the goal is
to minimise the description length that is needed to transmit all the interesting
points of all views, in hope that a model will be able to make a cheaper description than simply sending the data bit by bit. Here we will derive the description
length for the data and the model. For the outliers one must simply send the
information bit by bit. For the points that are modelled, the idea is that it is
cheaper to send the model with parameters and residuals etc. to explain the
data. For the modelled points one must send: the model, the model parameters,
information if a certain point is missing, the transformation and the residuals.
Preliminaries on information theory. To transmit a continuum value α it is
necessary to quantify the value. The continuum value α quantiﬁed to a resolution
of Δ is here denoted α̂, αmin ≤ α̂ ≤ αmax , α̂ = mΔ, m ∈ Z.
The ideal coding codeword length for a value α̂, encoded using a statistical
model P(α̂) is given by the Shannon codeword length [17]. Using Shannon’s
codeword length the description length of a given value, α̂, encoded using a
probabilistic model, is −log(P(α̂)) , where P is the probability-density function.
Coding data with uniform distribution. Assume α is uniformly distributed
and quantiﬁed to αmin ≤ α̂ ≤ αmax , α̂ = mΔ, m ∈ Z. Then α can take
αmax −αmin
diﬀerent values. Since uniform distribution is assumed, the probabilΔ
ity for a certain value of α̂ is P(α̂) = αmaxΔ
−αmin . This gives Shannon’s codeword
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length for α̂, −log(P(α̂)) = −log( αmaxΔ
−αmin ) . If the parameters αmin , αmax
and Δ are unknown to the receiver, these need to be coded as well.
Coding data with assumed Gaussian distribution. Since the mean of our
data μ is zero, the 1-parameter Gaussian function can be used. The frequency
x2
function of the 1-parameter Gaussian function is f (x; σ) = σ√12π exp(− 2σ
2 ). The
derivation for sending a number of normally distributed 1 dimensional data sets
was done in Davies [5]. The derivation gives the following expression: Lguassian =
ng
ng +nmin
σj
F̃ (ns , R, Δ)+ i=1
(ns −2) log(σi )+ n2s + j=n
(ns −2) log(σmin )+ n2s ( σmin
)2 ,
g +1
where σmin is a cutoﬀ constant, ng is the number of directions where σ > σmin
holds and nmin is the number of directions where σ ≤ σmin holds. F̃ (ns , R, Δ)
is a function that only depends on the number of shapes ns , the range of the
data R, and the resolution Δ. It is assumed constant for a given training set,
i.e. it does not depend on decisions about outliers or correspondences.
Lguassian = F (ns , R, Δ) +

ng


(ns − 2) log(σi ) +

i=1



ng +nmin

(ns − 2) log(σmin ) +

j=ng +1

ns
+
2

ns σj 2
(
) ,
2 σmin

(2)

The total description length of the interesting points in all images.
The description length for a point x̂ equally distributed over the image is
dlrect = −log(P(x̂)) = −2log(

dx
) .
X

Here X is the range, typically 100 pixels in our examples, and dx is the resolution,
which has been set to 0.5 pixels. The factor 2 comes from that an image point
is two-dimensional.
The outliers are assumed to be uniformly distributed over all the image, so
with no number of outliers dloutliers = no dlrect . For each model point we need
to know if the point is missing in an image or not. This means one bit for each np
model points in all nv images. Conversion to nats gives dlindex = log(2)nv np ,
where np is the number of landmarks in the model and nv is the number of images. For each image the transformation g of the model has to be encoded. The
transformations are assumed equally distributed within the size of the image.
For translations this gives the following expression dltrans = (nv − 1)ndof dlrect ,
where nv is the number of images and ndof is the degrees of freedom in the
transformation group, e.g. with 10 images and using 2D translations, 18 translation parameters has to be encoded. The coordinates of the mean shape and the
coordinates of the shape modes are also assumed equally distributed within the
size of the image, thus the cost is
dlmeanshape = np dlrect
dlshapemodes = np nm dlrect ,
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where nm is the number of shape modes used by the model. The residuals and
the λ-parameters are assumed Gaussian. The cost for these are
dlλ + dlres = Lguassian .
So the full cost for sending the data is
DLtot = dlλ + dlres + dlmeanshape + dlshapemodes + dltrans + dlindex + dloutliers
Given a shape model that describes part of the data for a situation we can
now calculate the description length for this data and model. For each suggested
model one needs to calculate the description length of sending all the outliers
and all the data modelled with that particular model. The number of shape
modes can vary between zero to ns − 1 and all these models must be evaluated.
Note here that since the shape modes calculated when using missing data PCA
depends on the number of modes used, the model needs to be calculated over
and over as the number of shape modes increase. In the optimisation procedure
the tested model with least description length is then compared to previous
solutions.

5

Optimising DL

The whole optimisation process over all unknowns can be divided into two parts:
(1.) Optimisation over the discrete ordering matrix O and (2.) optimisation over
the remaining parameters M̃ = (m, {gi }, d, {vl }, {λli }).
Assume that a reordering O is given, then it is straightforward to reorder the
inlier points into the data structure T as described above. Each ordering also
determines the number of inliers ninlier and the number of outliers noutlier . The
description length for the outliers is then independent of M̃. Assume now also
that a transformation group G and the number of shape variational modes d
are given. The description length now depends more or less on the remaining
residuals of the inliers. Minimising the description length is then a question of
minimising



d

 


vj,l λl,i  .
min
Ti,j − gi mj +


m,{gi },{vl },{λli }
(i,j)∈I

l=1

We solve this minimisation problem explicitly. To get an initial estimate we
solve ﬁrst for missing data Procrustes by

|Ti,j − gi (mj )|2
min
m,{gi }

(i,j)∈I
(−1)

and then use the residuals missing data residuals ri,j = gi (Ti,j )−mj to obtain
initial estimates on v and λ. These initial estimates are used as a starting point
in a Gauss-Newton optimisation scheme to ﬁnd the nearest local minima.
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It is straightforward to search through the number of nodes d and the different transformation groups G and as described above, it is then possible to
ﬁnd optimal Procrustes, missing data PCA and model order that gives minimal
description length, thereby determining the solution with the best description
length for this particular choice of point reordering O. Thus, the minimal description length can be seen as a function of the ordering O.
Optimising description length with respect to O is a combinatorial optimisation
problem. We suggest the following algorithm that (1) ﬁnds a reasonable initial guess
by heuristics and (2) searches for a local minima in a combinatorial optimisation
sense by adding/removing inliers and adding/removing model points.
We approach this optimisation by a local search methods with the following
four types of perturbations: (i) Change of a point from outlier to inlier, (ii)
Change of a point from inlier to outlier, (iii) Deletion of a model point, (iv)
Addition of a model point.
The ﬁnal algorithm for determining minimal description length is then
1. Make an initial guess on point ordering O based on heuristics or randomness.
2. Calculate optimal description length for that ordering.
3. See if any of the perturbations above lowers the description length.
4. – If it does, make those changes and continue with step 3.
– If not, then we are at a local minima, stop.
5.1

Initial Guess

One way of picking a reasonable initial guess is the following. The initial guess
is made by using the points in one image as the model. For each new image
matching is done as follows. Given n points in the model and m points in the new
image. Form an n + 1 × m + 1 cost matrix C whose ﬁrst n × m elements Cij is the
Euclidean distance between model point i and feature point j after the model
points are translated or transformed according to the best ﬁt in the previous
frame. This step of the algorithms, thus assumes that there is a smooth motion
of the feature point. The last row Cn+1,j is set to a constant representing the cost
of not associating a feature point j with a model point. Similarly the last column
Ci,m+1 is set to a constant representing the cost of not associating a model point
j to any of the feature points. The matching is then done by solving the transport
problem with supply of s = [1, . . . , 1, m] and demand t = [1, . . . , 1, n]. Here we
used standard algorithms for solving the transport problem, cf. [14].

6
6.1

Experimental Validation
Feature Point Selection, Model Extraction and Shape
Recognition

In this experiment we have taken a digital ﬁlm recording of a persons face as
it moves in the scene. A sequence of 944 frames was captured and a standard
interest point detector [10], was run on all of the frames. In each frame a face
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detector was run and those interest points that were within the rectangular frame
of a face detector [6], was kept.
The ﬁrst 100 frames were used for model estimation. This gave roughly 880 feature
points(between5and13pointsineachframe).ThreesuchframesareshowninFigure1
together with the extracted feature point shown as small rectangular points.
The initial guess ordering resulted in 584 of the 880 feature points being associated
withanyofthe9modelpoints.Thedescriptionlengthforthisorderingwas10826bits.
After local optimisation the description length lowered to 9 575 bits for a
model with 12 model points. Here 740 of the 880 points were associated to a
model point. In Figure 2 is shown three frames out of the 100 overlayed with
feature points and best ﬁt of the 12 model points obtained after minimising
description length. Notice that certain points in Figure 1 are classiﬁed as outliers
and are not shown in Figure 2.

Fig. 1. Three out of 100 frames used for testing. Detected feature points are shown as
white squares.

Fig. 2. Three out of 100 frames used for testing. For measured points (in white) the
ﬁtted model points are shown in black. For missing data the ﬁtted model points are
shown in gray.

Recognition using the shape model
The model can also be used to ﬁnd the object in a new image without any prior
knowledge about its position. This is accomplished by the RANSAC algorithm
[7], where the consensus was based on the description length of the matching.
For simple transformation groups, such as translation, it is enough to randomly
match one point in the model to a feature point in the image.
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Current limitations. Although the theory presented in this paper is quite
general in the sense that any transformation group G can be used, our current
implementation handles only the cases of ’no transformation’ and ’pure translation’. Another limitation is the way the combinatorial optimisation scheme
is implemented. It happens that the algorithms gets stuck in local minima, so
that some points that are inliers are associated to the wrong object point or are
considered as outliers. More perturbation types could be allowed, for example
moving an image point from one model point to another. Yet another limitation
of the scheme is that it is relatively slow. Each evaluation of a selection of inliers
and outliers involves several steps, including a singular value decomposition with
missing data for the PCA.

7

Conclusions

In this paper we have studied the problem of automatic feature point correspondence
determination and shape analysis with missing data and outliers using MDL.
The modelling problem is posed as a combined combinatorial/continuous optimisation problem. The continuous part involves missing data Procrustes and
missing data PCA. The combinatorial part is solved by an initial guess based on
heuristics followed by local search. Although not the main focus of this paper,
missing data Procrustes and missing data principal component analysis are deﬁned and algorithms for their determination are developed. The deﬁnitions are
natural consequences of the modelling principles followed.
Theresultisanalgorithmthatgivenanumberofunorderedpointsetsdetermines(i)
the number of model points, (ii) the mean shape and shape variational modes of the
model, (iii) the outliers in the data sets, (iv) the transformations g, and (v) the inliers
with correspondences. We envision this algorithm being used on a set of images after
extraction of feature points. The fact that the model can be learnt automatically
makes it possible to acquire models on the ﬂy, without manual interactions. Such
models can then be used for tracking, pose determination, recognition.
In this paper we have focused on the point positions. This makes the method
relatively stable to lighting variations. However, it would be interesting to extend the
ideas to that of feature points including local descriptors, that capture the local
variations in intensity in patches around the feature points. This would probably
make the system better at recognising and tracking under most circumstances.
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Abstract. The segmentation of objects in image sequences is an important and diﬃcult problem in computer vision with applications to
e.g. video surveillance. In this paper we propose a new method for variational segmentation of image sequences containing nonrigid, moving
objects. The method is based on the classical Chan-Vese model augmented with a novel frame-to-frame interaction term, which allow us to
update the segmentation result from one image frame to the next using
the previous segmentation result as a shape prior. The interaction term
is constructed to be pose-invariant and to allow moderate deformations
in shape. It is expected to handle the appearance of occlusions which
otherwise can make segmentation fail. The performance of the model is
illustrated with experiments on real image sequences.
Keyword: Variational formulation, segmentation, tracking, region-based,
level sets, interaction terms, deformable shape priors.

1

Introduction

In this paper we address the problem of segmentation in image sequences using
region-based active contours and level set methods. Segmentation is an important and diﬃcult process in computer vision, with the purpose of dividing a
given image into one or several meaningful regions or objects. This process is
more diﬃcult when the objects to be segmented are moving and nonrigid. The
shape of nonrigid, moving objects may vary a lot along image sequences due to,
for instance, deformations or occlusions, which puts additional constraints on
the segmentation process.
There have been a number of methods proposed and applied to this problem.
Active contours are powerful methods for image segmentation; either boundarybased such as geodesic active contours [1], or region-based such as Chan-Vese
models [2], which are formulated as variational problems. Those variational formulations perform quite well and have often been applied based on level sets.
Active contour based segmentation methods often fail due to noise, clutter and
occlusion. In order to make the segmentation process robust against these effects, shape priors have been proposed to be incorporated into the segmentation
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 31–40, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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process. In recent years, many researchers have successfully introduced shape
priors into segmentation methods such as in [3,4,5,6,7,8,9].
We are interested in segmenting nonrigid moving objects in image sequences.
When the objects are nonrigid, an appropriate segmentation method that can
deal with shape deformations should be used. The application of active contour methods for segmentation in image sequences gives promising results as in
[10,11,12]. These methods use variants of the classical Chan-Vese model as the
basis for segmentation. In [10], for instance, it is proposed to simply use the
result from one image as an initializer in the segmentation of the next.
The main purpose of this paper is to propose and analyze a novel variational
segmentation method for image sequences, that can both deal with shape deformations and at the same time is robust to noise, clutter and occlusions. The
proposed method is based on minimizing an energy functional containing the
standard Chan-Vese functional as one part and a term that penalizes the deviation from the previous shape as a second part. The second part of the functional
is based on a transformed distance map to the previous contour, where diﬀerent transformation groups, such as Euclidean, similarity or aﬃne, can be used
depending on the particular application.
This paper is organized as follows: in Sect. 2 we discuss region-based segmentation, the level set method, and gradient descent procedures. In Sect. 3 we
describe the segmentation model proposed. Experimental results of the model
are presented in Sect. 4. We end the paper with some conclusions and future
work plans.

2
2.1

Theoretical Background
Region-Based Segmentation

We begin with a brief review of the classical Chan-Vese segmentation model [2].
In this model a gray scale image is considered to be a real valued function
I : D → R deﬁned on the image domain D ⊂ R2 , usually a rectangle. A point
x ∈ D is often referred to as a pixel, and the function value I = I(x) as the pixel
value, or the gray scale value. The Chan-Vese model is an active contour model.
The idea is to ﬁnd a contour Γ , by which we mean a ﬁnite union of disjoint,
simple, closed curves in D, such that the image I is optimally approximated by
a single gray scale value μint on int(Γ ), the inside of Γ , and by another gray
scale value μext on ext(Γ ), the outside of Γ . The optimal contour Γ ∗ and the
corresponding pair of optimal gray scale values μ∗ = (μ∗int , μ∗ext ) are deﬁned as
the solution of the variational problem,
ECV (μ∗ , Γ ∗ ) = min ECV (μ, Γ ),
µ,Γ

(1)

where ECV is the well-known Chan-Vese functional,
 



1
1
ECV (μ, Γ ) = α
dσ+β
(I(x)−μint )2 dx+
(I(x)−μext )2 dx .
2 int(Γ )
2 ext(Γ )
Γ
(2)
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Here dσ denotes the arc length element, and α, β > 0 are weight parameters. The
ﬁrst term in ECV is the total length of the contour: It serves to regularize the
optimal contour. The second term is the ﬁdelity term, which penalizes deviations
of the piecewise constant image model from the actual image I.
For any ﬁxed contour Γ , not necessarily the optimal one, it turns out that
the best choice of the gray scale values μ = (μint , μext ) corresponds to the mean
value of the pixel values inside and the outside Γ , respectively:

1
I(x) dx,
(3)
μint = μint (Γ ) =
| int(Γ )| int(Γ )

1
μext = μext (Γ ) =
I(x) dx.
(4)
| ext(Γ )| ext(Γ )
Here the symbol |A| denotes the area of the subset A ⊂ R2 . Now, if we introduce
the so-called “reduced” Chan-Vese functional
R
(Γ ) := ECV (μ(Γ ), Γ ),
ECV

(5)

then the optimal contour Γ ∗ can be found by solving the simpler minimization
problem
R
R
(Γ ∗ ) = min ECV
(Γ ).
(6)
ECV
Γ

∗

∗

∗

Once Γ is found we have μ = μ(Γ ), of course. The minimization problem in
(6) is solved using a gradient descent procedure, which will be recalled in the
next section, after the material on the level set representation and the kinematics
of moving surfaces have been presented.
2.2

The Level Set Method and Gradient Descent Evolutions

A simple closed curve Γ can be represented as the zero level set of a function
φ : R2 → R as
Γ = {x ∈ R2 ; φ(x) = 0} .
(7)
The sets int(Γ ) = {x ; φ(x) < 0} and ext(Γ ) = {x ; φ(x) ≥ 0} are then
the inside and the outside of Γ , respectively. Geometric quantities such as the
outward unit normal n and the curvature κ can be expressed in terms of φ as
n=

∇φ
|∇φ|

and κ = ∇ ·

∇φ
.
|∇φ|

(8)

The function φ is usually called the level set function for Γ , cf. e.g. [13].
A curve evolution, that is, a time dependent curve t → Γ (t) can be represented
by a time dependent level set function φ : R2 × R → R as Γ (t) = {x ∈
R2 ; φ(x, t) = 0}. Let us consider the kinematics of curve evolutions. It does
not make sense to “track” points as there is no way of knowing the tangential
motion of points on Γ (t). The important notion is that of normal velocity. The
normal velocity of a curve evolution t → Γ (t) is the scalar function deﬁned by
v(Γ )(x) =

∂φ(x, t)/∂t
d
Γ (t)(x) := −
dt
|∇φ(x, t)|

(x ∈ Γ (t)) .

(9)
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The normal velocity is independent of the curve representation, in particular of
the choice of level set function φ for Γ , and is therefore a geometric property of
the evolution, cf. [14]. The set of possible normal velocities v = v(Γ ) of moving
contours t → Γ (t) passing through the contour Γ at time t = 0 is an inﬁnite
dimensional vector space. This vector space can be endowed with a natural scalar
product and a corresponding norm, cf. [14],

v(x)w(x) dσ and
v 2Γ = v, v Γ ,
(10)
v, w Γ =
Γ

where v, w are normal velocities and dσ is the arc length element. In the following
we therefore denote the vector space of normal velocities at Γ by L2 (Γ ).
The scalar product (10) is important in the construction of gradient descent
ﬂows for energy functionals E(Γ ) deﬁned on curves. Suppose v ∈ L2 (Γ ) is a
ﬁxed normal velocity, and let t → Γ (t) be any moving contour which satisﬁes
Γ (0) = Γ , and (d/dt)Γ (0) = v. Then the Gâteaux variation dE(Γ )v of the
functional E = E(Γ ) at the contour Γ is deﬁned as the derivative,
dE(Γ )v :=


d

E(Γ (t)) .
dt
t=0

(11)

Suppose there exists a function ∇E(Γ ) ∈ L2 (Γ ) such that E’s Gâteaux variation
dE(Γ )v at Γ can be expressed in terms of the scalar product (10) in the following
manner,
(12)
dE(Γ )v = ∇E(Γ ), v Γ for all v ∈ L2 (Γ ) .
Then the vector ∇E(Γ ) it is called the L2 -gradient of E at Γ . It is unique if it
exists. The gradient descent ﬂow for the problem of minimizing E(Γ ) can now
be deﬁned as the initial value problem:
d
Γ (t) = −∇E(Γ (t)),
dt

Γ (0) = Γ0 ,

(13)

where Γ0 is an initial contour speciﬁed by the user.
As an example, relevant for the application in this paper, notice that the
R
deﬁned in (5) is given by:
L2 -gradient of the reduced functional ECV
R
(Γ ; x) = ακ+β
∇ECV


1
1
(I(x)−μint (Γ ))2 − (I(x)−μext (Γ ))2 ,
2
2

(x ∈ Γ ), (14)

where κ = κ(x) is the curvature at x ∈ Γ . If we combine the deﬁnition of
gradient descent evolutions in (13) with the formula (9) for the normal velocity,
then we get the gradient descent procedure in the level set framework:

1

1
∂
φ(x, t) = ακ + β (I(x) − μint (Γ ))2 − (I(x) − μext (Γ ))2 |∇φ(x, t)|, (15)
∂t
2
2
with φ(x, 0) = φ0 (x), where φ0 is the level set function for the initial contour
Γ0 . It is understood that the gray scale values μint (Γ ) and μext (Γ ) are given by
(3) and (4), respectively.
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Segmentation of Image Sequences
A Variational Updating-Model

In this section we are going to present the basic principles behind our variational
model for updating segmentation results from one frame to the next in an image
sequence.
Let Ij : D → R, j = 1, . . . , N , be a succession of frames from a given
image sequence. Also, for some integer k, 1 ≤ k ≤ N , suppose that all the
frames I1 , I2 , . . . , Ik−1 have already been segmented, such that the corresponding contours Γ1 , Γ2 , . . . , Γk−1 are available. In order to take advantage of the
prior knowledge obtained from earlier frames in the segmentation of Ik , we propose the following method: If k = 1, i.e. if no previous frames have actually
been segmented, then we just use the classical Chan-Vese model, as presented in
Sect. 2. If k > 1, then the segmentation of Ik is given by the contour Γk which
minimizes an augmented Chan-Vese functional of the form,
A
R
ECV
(Γk−1 , Γ ) := ECV
(Γ ) + γEI (Γk−1 , Γ ),

(16)

R
is the reduced Chan-Vese functional deﬁned in (5), EI = EI (Γk−1 , Γ )
where ECV
is an interaction term, which penalizes deviations of the current active contour Γ
from the previous one, Γk−1 , and γ > 0 is a coupling constant which determines
the strength of the interaction. The precise deﬁnition of EI is described in the
next section.

3.2

The Interaction Term

The interaction EI (Γ0 , Γ ) between a ﬁxed contour Γ0 and an active contour Γ ,
used in (16), may be chosen in several diﬀerent ways. Two common choices are
the so-called pseudo-distances, cf. [6], and the area of the symmetric diﬀerence
of the sets int(Γ ) and int(Γ0 ), cf. [3]. We have found that none of the mentioned
contour interactions satisfy our needs, and we have therefore chosen to introduce
a completely new pose-invariant interaction term.
To describe this interaction term, let φ0 : D → R denote the signed distance
function associated with the contour Γ0 , that is, the function:
φ0 (x) =

dist(x, Γ0 )

for x ∈ ext(Γ0 ),

− dist(x, Γ0 )

for x ∈ int(Γ0 ).

Then the interaction EI = EI (Γ0 ; Γ ) is deﬁned by the formula,

EI (Γ0 , Γ ) = min
φ0 (T −1 x) dx,
T

(17)

(18)

int(Γ )

where the minimum is taken over the group of Euclidean transformations T :
R2 → R2 which preserves the orientation of the plane, that is, transformations
T which are compositions of translations and rotations (but not reﬂections).
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Minimizing over groups of transformations is a standard devise to obtain poseinvariant interactions, see [3] and [6].
For any given contour Γ , let T = T (Γ ) denote the transformation which minimizes the expression on the right hand side of (18). Since this is an optimization
problem T (Γ ) can be found using gradient descent. For simplicity of presentation, suppose we only consider the group of translations Ta : x → x + a, a ∈ R2 ,
and want to determine the optimal translation vector a = a(Γ ). Then we have
to solve the optimization problem

φ0 (x − a) dx .
min
a

int(Γ )

The optimal translation a(Γ ) can then be obtained as the limit, as time t tends
to inﬁnity, of the solution to initial value problem

ȧ(t) =
∇φ0 (x − a(t)) dx ,
a(0) = 0 .
(19)
int(Γ )

Similar gradient descent schemes can be devised for rotations and scalings (in
the case of similarity transforms), cf. [3], but will not be written out explicitly
here.
3.3

The Gradient Descent Equations

The augmented Chan-Vese functional (16) is minimized using standard gradient
descent as described in Sect. 2. That is, we solve the initial value problem
d
A
R
(Γk−1 , Γ (t)) := −∇ECV
(Γk−1 , Γ (t)) − γ∇EI (Γk−1 ; Γ (t)),
Γ (t) = −∇ECV
dt
(20)
R
with the initial contour Γ (0) = Γk−1 , and pass to the limit t → ∞. Here ∇ECV
is the L2 -gradient of the reduced Chan-Vese functional, see Eq. (14), and ∇EI
is the L2 -gradient of the interaction EI , which is given by the formula,
∇EI (Γk−1 , Γ ; x) = φk−1 (T (Γ )x),

(for x ∈ Γ ),

(21)

as is easily veriﬁed. Here φk−1 is the signed distance function for Γk−1 .

4

Numerical Implementation and Experiments

In this section we present the results obtained from experiments using three
diﬀerent image sequences. In the ﬁrst image of the sequence we use the ChanVese model to segment a selected object with approximately uniform intensity.
Then the proposed method is applied to segment the image sequences sequentially frame-by-frame, where the segmentation in one frame is used as the initial
contour in the next one. The minimization of the functional, giving the optimal
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contour, is obtained from the gradient descent procedure (20) which has been
implemented in the level set framework outlined in Sect. 2. See also [13].
As illustrated in Fig. 1, the original Chan-Vese model is capable of segmenting
a selected object in an image sequence without any problems. Further such
results can be found in [10].

Fig. 1. Segmentation of a person in human walking sequence using the classical ChanVese model

Another experiment is given in Fig. 3, where a walking person is being segmented. Here the proposed method prevents the segmentation of the wrong
objects, as is clearly shown.
However, as pointed out in the above reference, the classical Chan-Vese method
will have problems segmenting an object if occlusions appear in the image which
cover the whole or parts of the selected object. In Fig 2, we show the segmentation results for a car (the white van) in a traﬃc sequence, where occlusions
occur. The classical Chan-Vese method fails to segment the selected object when
it reaches the occlusion (ﬁrst column). Using the proposed method, including the
frame-to-frame interaction term, we obtain much better results (second column).
In both experiments the coupling constant γ is varied to see the inﬂuence of
the interaction term on the segmentation results. The contour is only slightly
aﬀected by the prior if γ is small. On the other hand, if γ is too large, the contour
will be close to a similarity transformed version of the prior.

5

Conclusions and Future Works

We have presented a new method for variational segmentation of image sequences
containing nonrigid, moving objects. The proposed method is formulated as variational problem, with one part of the functional corresponding to the Chan-Vese
model and another part corresponding to the pose-invariant interaction with a
shape prior based on the previous contour. The optimal transformation as well as
the shape deformation are determined by minimization of an energy functional
using a gradient descent scheme. Preliminary results are shown on several real
image sequences and its performance looks promising.
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Fig. 2. Segmentation of a car which passes occlusions in the traﬃc sequence. Left
Column: without interaction term, and Right Column: γ = 80.
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Fig. 3. Segmentation of a person covered by an occlusion in the human walking sequence. Left Column: without interaction term, Middle Column: γ = 20, and Right
Column: γ = 70.
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Abstract. A robust object/face detection technique processing every
frame in real-time (video-rate) is presented. A methodological novelty
are the suggested quantized angle features (“quangles”), being designed
for illumination invariance without the need for pre-processing, e.g. histogram equalization. This is achieved by using both the gradient direction and the double angle direction (the structure tensor angle), and by
ignoring the magnitude of the gradient. Boosting techniques are applied
in a quantized feature space. Separable ﬁltering and the use of lookup
tables favor the detection speed. Furthermore, the gradient may then be
reused for other tasks as well. A side eﬀect is that the training of eﬀective cascaded classiﬁers is feasible in very short time, less than 1 hour
for data sets of order 104 . We present favorable results on face detection,
for several public databases (e.g. 93% Detection Rate at 1 × 10−6 False
Positive Rate on the CMU-MIT frontal face test set).
Keywords: Object detection, Face Detection, Biometrics, Direction Field,
Orientation Tensor, Quantized Angles, Quangles, AdaBoost.

1

Introduction

When attempting to detect faces (or locate a single face) in a visual representation, image-based and landmark-based methods may be primarily distinguished
between [1, 2]. This paper focuses on the detection of frontal faces in 2D images
and is assigned to the former category. Features here represent measurements
made by means of some basis functions in a multidimensional space which should
be contrasted to the term “facial features” sometimes used in the published studies to name subparts of a face, e.g. the eyes, mouth, etc., which we refer to as
“landmarks”. Challenges in face detection are generally comprised of varying
illumination, expression changes, (partial) occlusion, pose extremities [1] and
requirements on real-time computations.
The main characteristics of still image-based methods is that they process
faces in a holistic manner. Faces are learned by training on roughly aligned portraits as well as non-face-like images, and no parts of the face are intentionally
favored to be used for face detection. The speciﬁc statistical pattern recognition method employed characterizes published studies. A popular approach uses
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 41–50, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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the so-called Eigenfaces [3], or the PCA (Principal Component Analysis) coordinates, to quantify the “faceness” of an image (region). More recent face
detection systems employed neural networks [4, 5], or Support Vector Machines
(SVM) as [6] in [7] to classify image regions as face or non-face. Also, a naive
Bayes scheme was implemented in [8], and recently in [9], whereas an AdaBoost
procedure [10] was concurrently adapted in [11, 12]. In principle, these techniques are not speciﬁc to detect faces in an image, but can be trained in an
analogous manner to detect other objects, e.g. cars. The AdaBoost based face
detection in [11,12] has been suggested as being real-time, and has been followed
up with other studies extending it to multi-poses, and reducing classiﬁer complexity, e.g. [13, 14]. However, the employed features play a decisive role besides
the used classiﬁers. Of all the published methods, only a few use the gray values
directly for classiﬁcation, but rather features. However, almost all approaches use
a preprocessing of the gray values (e.g. histogram equalization or normalization)
to minimize the eﬀect of adverse light conditions, at the expense of computational processing. The methods suggested by [11, 13, 14] use Haar-like rectangle
features, translating into a high detection speed whereas [12, 9] employed edge
features with arguably lower execution speed. The recent method of [15] proposed binary coded local histograms (LBF) as features. A novelty in this study
is the use of gradient angles only driven by the observation, that the gradient
angle as opposed to the magnitude is, simply put, naturally robust to illumination changes. Gray value preprocessing becomes redundant, and we extend
the illumination resilience by two contributions: First, the use of hierarchical
and adaptive quantization levels improves the detection performance. Second,
we do not only exploit the gradient angle, but also the structure tensor direction [16], encoding local orientation. Because we use quantized angle features,
we term the latter “quangles” for expediency. Furthermore, these quangles are
boosted in layers of a decision cascade as in [11], enabling also small classiﬁers.
We achieve scale invariance through signal theoretically correct downsampling in
a pyramidal scheme. The usefulness of our technique is shown in the context of
face detection. A methodological advantage of the suggested scheme is the readily availability of some ﬁltered signals for diﬀerential algorithms, for example,
optical ﬂow estimation, exploited for immediate person “liveness” [17] assessment. In comparison, the rectangle features suggested in [11], despite their value
in pure object detection in still images, have limited reusability when it comes
to other tasks. For a survey of landmark-based methods, which focus on a few
salient parts, landmarks, e.g. the single eyes, mouth, nose of the face, we refer
to [18, 1]. We present experimental results on several public databases, namely
the MIT-CMU [5] and the YALE [19] face test sets.

2
2.1

Object Detection
The Quantized Angle Features (Quangles)

In this section we present the features for object detection, which we call “quangles”, representing quantized angle features. The gradient of an image is given
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Fig. 1. Example of a set of quangle masks (angle displayed in polar form). The gray
shaded areas correspond to the partitions yielding value 1 in equation (2).

in equation 1,


∇f =

fx
fy


(1)

where fx and fy denote the derivatives in x and y direction respectively. Furthermore, |∇f | indicates the magnitude of the gradient and ∠∇f refers to its angle.
For the sake of object detection, we disregard the magnitude or intensity since
it is highly aﬀected by undesired external inﬂuences like illumination variations.
The key instrument of our quangle features are the quangle masks, which are
denoted as follows:

1, if τ1 < φ < τ2 ,
Q(τ1 , τ2 , φ) =
(2)
0, otherwise
The thresholds τ1 and τ2 constitute the boundaries of a partition in [0, 2π].
The quangle mask yields 1 if an angle φ, is located within such a partition
and 0 otherwise. In order to produce a set of quangle masks, we divide the
full angle range [0, 2π] into an increasing number of quantizations (partitions),
which are additionally rotated. An example is depicted in ﬁgure 1. A set of
quangle masks {Q}maxQuant,numRot is fully determined by the maximum number
of quantizations maxQuant and rotations numRot. The parameter maxQuant
has to be interpreted cumulatively, meaning that all quangle masks with less
quantization steps are included in the set as well. The second parameter, numRot,
indicates the number of rotations included in addition to each basic quangle
mask. For example the ﬁnal row in ﬁgure 1 corresponds to {Q}4,2 , which consists
of 27 diﬀerent quangle masks. In order to create such a set of quangle masks the
thresholds τ1 and τ2 of each partition need to be determined. This can be done
in a three step procedure:
1. First we deﬁne a sequence of threshold pairs α1 and α2 delimiting the desired number of partitions nQuant in the interval [0, 2π], disregarding the
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2π
2π
rotational component, by α1 = nQuant
· quant and α2 = nQuant
· (quant + 1),
where quant ∈ {0, ..., nQuant − 1}.
2. In the second step we create the ﬁnal threshold sequence for nQuant conquant we include
taining the threshold pairs τ1 and τ2 . For each partition


π
the number of rotations up to numRot, by τk = mod αk − nQuant
· rot, 2π ,
where rot ∈ {0, ..., numRot} and k ∈ {1, 2}.
3. Performing the ﬁrst two steps corresponds to creating a single cell in ﬁgure
1. In order to produce a complete quangle set, the two steps above need to
be repeated for nQuant = {2, ..., maxQuant}.

To detect objects in a single scale we use a sliding window approach, where an
image is scanned by a so-called search or detection window. In order to look
for candidates, the quangle masks need to be assigned to positions (i, j) within
the detection window x. This deﬁnes at the same time our quangle features. We
furthermore distinguish between two diﬀerent types: Equation (3a) describes
a quangle feature using the original gradient angle, whereas in equation (3b)
double angle representation is employed.
q1 (x, i, j, τ1 , τ2 ) = Q (τ1 , τ2 , ∠∇x(i, j))

(3a)

q2 (x, i, j, τ1 , τ2 ) = Q (τ1 , τ2 , mod (2 · ∠∇x(i, j), 2π))

(3b)

Both quangle feature types in the equations above take the detection window
x, the position (i, j) within x and a particular quangle mask out of {Q}. Using both, q1 and q2 , the number of possible features is determined by the size
of the detection window and the number of employed quangle masks. We include both, single and double angle representation in our set of quangle features
since they are meaningful at diﬀerent sites within the search window. The original gradient is more informative within the object, e.g. between landmarks of
a face, because it distinguishes between dark-light and light-dark transitions.
The double angle representation maps φ to 2φ, and has been shown to represent the structure tensor eigenvector directions [16]. Thereby ∇f and −∇f are
equivalent and represent orientations of linear structures, e.g. lines. The double
angle representation is more resistant to illumination changes, especially helpful
at object boundaries (background changes). Accordingly, both single angle and
double angle features are complementary and meaningful features to represent
objects.
2.2

Classiﬁer Building

A good classiﬁcation (yielding low error rate) cannot be obtained with a single quangle feature, but obviously, it is neither meaningful nor practical to
evaluate all of them within the detection window. In order to ﬁnd the most
suitable quangles we employ AdaBoost [10]. In the process, a number of good
features (termed weak classiﬁers) are combined, yielding a so-called strong classiﬁer. Following the discrete AdaBoost algorithm, we select the weak classiﬁer
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Fig. 2. Example lookup tables (stripes) representing quangle masks in case of single
angle (left hand side) and double angle (right hand side) representation


ht (x) = qkt (x, it , jt , τ1t , τ2t ) which minimizes the error et = min i,j,τ1 ,τ2 ,k l wl ·
|qk (x, i, j, τ1 , τ2 ) − yl | over the training set (indexed by l) in round t of the feature selection (y denotes the true class “1” or “0” and w weights the training
examples). Eventually, we obtain a strong classiﬁer which is composed of T weak
classiﬁers, and each of the latter has a say in the ﬁnal decision depending on
t
the individual error αt = log 1−e
et . While generally improving the detection/false
positive rates, adding more and more weak classiﬁers unfortunately directly affects the classiﬁcation time. An alternative to a single strong classiﬁer is the
so-called cascaded classiﬁer scheme, a series of less complex strong classiﬁers,
which is computationally eﬃcient [11]. A single negative decision at any level
of such a cascade leads to an immediate disregard of the concerned candidate
image region. When training a strong classiﬁer and adding it to the cascade,
we apply a bootstrapping strategy. Previously rejected negative class examples
are replaced by new ones, which the current cascade would (wrongly) classify as
positive examples.
Another important factor for the training of such a cascade is time. Viola&Jones, for example, reported that the training time of their ﬁnal classiﬁer
was in the order of weeks on a single machine. This was due to the large amount
of rectangle features, necessary there, in combination with ﬁnding an eligible
threshold for each of them. Employing our features, the training of a comparable cascade takes about an hour on an ordinary desktop computer, because
less features suﬃce (quangles build upon derivative features) and the expensive
calibration is skipped.
2.3

Implementation

Cascaded classiﬁers favor processing time in that only a few strong classiﬁcations
accrue per image site. Furthermore, we can reduce the number of operations
needed to calculate and classify a single feature. In this study, we employ socalled lookup tables to speed up this process. Recalling the quangle features of
type q1 and particularly q2 in equations (3a) and (3b), lookup tables provide
an eﬀective solution for both of them. Figure 2 depicts two exemplary lookup
tables for both q1 and q2 . Each quangle mask is represented by a binary lookup
table, generated oﬀ-line. Gray shaded areas correspond to 1 and are deﬁned by
the respective quangle mask. The original gradient angle is used as table index,
therefore we ﬂoor it to integer values in [0, 360[. However, the quangle features of
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Fig. 3. The proposed object detection process

type q2 , need some further attention. As visualized, mod (2 · ∠∇, 2π) corresponds
to ∠∇, by means of “helper quangles” (displayed alleviated), only existing in
the form of lookup tables. To construct one such, we half the thresholds of
the original quangle mask. The resulting partition together with a 180◦ shifted
version deﬁne the lookup table for q2 . As a consequence, 1 array access is needed
per weak classiﬁcation for any quangle.
The whole detection process is illustrated in ﬁgure 3. The image to be analyzed
serves as a starting point at scale s = 0 and scale factor sf = 1. We approximate
the gradient (see equation (1)) of the whole image using separable Gaussians
and their derivatives and extract the angle information. After this, we scan the
image with the detection window to be classiﬁed using a trained cascade and
the lookup tables introduced above. Having the candidates of the ﬁrst scale,
we successively reduce the image size by a factor of 1.25 and start over with
the gradient calculation and window scanning, repeating like this for 10 times.
The candidates from each scale are integrated. In order to eliminate multiple
detection, neighboring candidates in position and scale are grouped.
2.4

Face Detection

In this section we apply the object detection system introduced in sections 2.1
and 2.2 to face detection. The size of the search window for face detection is
22 × 24. Our system operates in real-time at a resolution of 640 × 480 using 11
scales on a standard desktop computer. We have been collecting approximately
2000 faces of varying quality from online newspapers for training purposes. All
face images were aligned and artiﬁcially rotated in the interval [−10◦ , ..., +10◦ ]
for pose resilience. Some background is included in a typical positive (face) example. On the other hand, the negative examples are chosen randomly from a
large amount of images, which do not contain any faces.
In order to strengthen the argument in section 2.1, where we suggest the use
of both single and double angle features, we train a strong classiﬁer employing
both feature types. This will also help us to pre-conﬁne the feature space, in
an attempt to prevent overtraining and to support feature selection a priori.
Empirical tests on a subset of positive examples (900) and 9000 negative examples revealed that {Q}8,5 is an eligible set of quangle masks for face detection.
The least number of quangle features to separate this 9900 examples errorfree
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Fig. 4. A strong classiﬁer employing 36 both, single and double angle features, which
are displayed (projected lookup-tables) side by side

served as a criterion, besides economic parameters for the set {Q}. By doing
so, we also advanced to reduce the complexity of strong classiﬁers. A number of
36 quangle features (28 of type q1 and 8 of type q2 ) were selected in the case
of using {Q}8,5. Figure 4 visualizes the selected features in separate detection
windows. In both cases the black arrows indicate ∠∇ of the underlying average training face. The white partitions show the range, the respective angle is
supposed to be in. The hourglass-shaped partitions in the second image indicate double angle features, where the gradient could also have pointed in the
opposite direction (gray arrows). The radii are modulated by αt , the weight of
the corresponding weak classiﬁers. It can be observed that single angle features
frequently occur in the inner facial regions, whereas features of the second type
are situated in the bounding regions. In a further step, we trained two strong
classiﬁers using the same training setup, yet employing either features of type
q1 or q2 . Error-free separation of the training data involved 49 single angle or 83
double angle features, thus clearly favoring the combined setup. Other studies
have suggested schemes for reducing classiﬁer complexity [13, 14], which we did
not investigate yet, because our features resulted in small classiﬁers. In a related
study, [9], using a naive Bayes classiﬁer, the single gradient angle was quantized
into 7 partitions without a further study of ﬂexible and lower quantization levels.
In [12], no quantization but integer conversion was done and only the doubled
gradient angle was used. Furthermore, the weak classiﬁers were diﬀerent there,
involving signiﬁcantly more operations. We show an example of face (and mouth)
detection by our method in ﬁgure 5.

3

Experiments

For the experiments, the face detector was conﬁgured as follows: The size chosen
for the detection window was 22 × 24 and the employed quangle masks were in
{Q}8,5 . A cascaded classiﬁer, comprising 22 levels, was trained on 2000 faces and
4000 non-faces (reﬁlled). The total number of weak classiﬁers in the cascade was
700. Such a classiﬁer complexity is very small compared to a couple of thousands
as reported in [11,13]. In operation, the ﬁrst two levels of the cascade, comprising
only 3 and 5 quangle features, respectively, are already able to reject 75% of all
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Fig. 5. A (cropped) example image from the CMU-MIT face test set, with faces and
mouths detected by the proposed method

Fig. 6. Two images from the YALE face test set, illustrating ”severe” illumination
changes, managed by the proposed method though

non-faces. Furthermore, we used s = 0 (original resolution) as the starting scale
and sf = 1.1 as the factor for downsizing.
The performance of the face detection system detailed above is benchmarked
on two publicly available databases, namely the YALE [19] and the CMU-MIT
[5] face test sets. Extreme illumination and expression changes are the main
challenge of the former test set, which consists of 165 frontal face images of 15
subjects. Table 1 shows the detection rates and the number of false positives of
our method together with the ones for the face detection algorithm proposed
in [9], on the YALE face test set. The results on the YALE test set conﬁrm
Table 1. Detection rates and the number of false positives on the YALE face test set
Detection Rate False Positives
Method
Nguyen [9]
86,6%
0
0
Proposed method 100%

that our face detection method is resistant to substantial illumination changes
without performing any (histogram related) preprocessing. Note, that the latter
is actually done in all methods we compare our results to. In ﬁgure 6, two “YALE
faces” are shown, with indicated detections by the proposed method. Note the
severity of the illumination conditions.
The CMU-MIT frontal face test set is among the most commonly used data
sets for performance assessment of face detection systems. It is composed of 130
images, containing 507 frontal faces in total. The quality of the images, as well
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as the scale of faces (compare ﬁgure 5) vary substantially here. In addition to
the detection rate, this set also permits to give representative numbers for the
false positives, because of many high resolution images. In table 2, the results
of our technique on the CMU-MIT frontal test set are related to those of two
prominent face detectors [11,5], by adjusting the false positive rate to a common
level. Also, the detection rate achieved by our method for 1 false detection per
million evaluated windows is given, constituting our best result.
Table 2. Detection and false positive rates on the CMU-MIT frontal face test set
Method
Rowley [5]
Viola&Jones [11]
Proposed method
Proposed method

4

Detection Rate False Positive Rate
89,2%
1, 27 × 10−6
92,9%
1, 27 × 10−6
94,2%
1, 25 × 10−6
93%
1 × 10−6

Conclusion

In this study, we presented a novel real-time method for face detection. However, the technique is possible to be used as a general image-object detector, as
current experiments indicate. The introduced quantized angle (“quangle”) features were studied experimentally and we presented evidence for their richness
of information measured by their discriminative properties and their resilience
to the impacts of severe illumination changes. They need no preprocessing, e.g.
histogram equalization, histogram normalization, adding to their computational
advantage. This is achieved by considering both the gradient direction and orientation, yet ignoring the magnitude. A quantization scheme is presented to
reduce the feature space prior to boosting, i.e. it enables fast evaluation (1 array
access). Scale invariance was implemented through an image pyramid. The training excels in rapidness, which enables the use of our object detector for changing
environments and application needs. The practicability of the proposed methods
and ideas was corroborated by satisfying experimental results for face detection
(e.g. 93% Detection Rate at 1 × 10−6 False Positive Rate on the CMU-MIT
frontal face test set).
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Abstract. Many potential applications exist where a fast and robust
detection of human faces is required. Diﬀerent cues can be used for this
purpose. Since each cue has its own pros and cons we, in this paper,
suggest to combine several complimentary cues in order to gain more
robustness in face detection. Concretely, we apply skin-color, shape, and
texture to build a robust detector. We deﬁne the face detection problem
in a state-space spanned by position, scale, and rotation. The statespace is searched using a Particle Filter where 80% of the particles are
predicted from the past frame, 10% are chosen randomly and 10% are
from a texture-based detector. The likelihood of each selected particle
is evaluated using the skin-color and shape cues. We evaluate the diﬀerent cues separately as well as in combination. An improvement in both
detection rates and false positives is obtained when combining them.

1

Introduction

The ”Looking at people” research ﬁeld covers applications where cameras observe
humans. This ranges from surveillance, HCI, to motion capture and analysis of
athletes’ performance. All applications require the humans to be segmented in
the image and a tremendous amount of research has been conducted in this ﬁeld
due to the potential applications [11]. For some applications only one or a few
body parts are required. For example the human face for applications such as
identity recognition, facial expression recognition, head pose estimation or simply
to detect the presence of a person. The core technology for such applications is
ﬁrst of all to detect human faces in an image or video sequence. Diﬀerent methods
for doing this have been suggested and they can roughly be grouped according
to the type of data they operate on.
Many operate by ﬁnding skin pixels in the image and group then into headshaped objects [6,10,11]. Such methods are sensitive to other skin-color objects
present in the scene. A diﬀerent approach is to look for head-shaped objects in
either a silhouette or edge version of the input image [7,9,10,11,18]. But again,
background clutter can disrupt this data type. Yet another approach is to ﬁnd
features inside the face, e.g., eyes, nose, mouth, hair-line, cheeks, etc., and build
a classiﬁer based on their structural relationships [10,14,17]. Such approaches are
indeed aﬀected by background clutter and therefore work best as a veriﬁcation
tool for possible head candidates [10]. Furthermore they tend to operate best on
frontal images and can be quite heavy computational-wise. A related approach
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 51–60, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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is to apply the appearance of the entire face, for example using the texture of
the face [10,16,17].
No matter which cues one uses background clutter and other noise sources
will challenge the detector. A combination of multiple cues can therefore be
applied to make a detector more robust. Often this is done by using either a
skin-color detector followed by a veriﬁcation using facial features [6,10] or using
an appearance-based detector followed by a veriﬁcation using facial features
[10,14].
In this work we do a parallel fusion of multiple cues in other to beneﬁt directly the complimentary characteristics of the diﬀerent cues. This is similar to
approaches followed in other domains. For example in [13] where persons are detected using color and texture, and in [15] where hands are detected using color
and motion, and in [1] where arms are detected using color, motion and shape.
Concretely we combine color, shape and texture to build a robust and fast face
detector. Furthermore, since we are interested in detecting faces in video, we
apply the temporal context to improve the detections. In section 2, 3, and 4, we
describe the shape, color and texture cues, respectively. In section 5 we describe
how they are integrated and how the temporal context is applied. In section 6
results are presented and in section 7 a conclusion is given.

2

Shape-Based Detection

Shape-based detection is based on the fact that the contour of the head is a
rather distinct feature in a standard image and the face can hence be found by
ﬁnding this shape.
Shape-based detection (and recognition) is based on as least two key elements:
1) a deﬁnition and representation of the shape and 2) a measure for the similarity
between the shape model projected into the current image and the edges found
in the current image.
2.1

Shape Model

A correct model of human heads and their variations can be trained and modeled using for example a Point Distribution Model. However, for the purpose of
detecting the human face a rough model will suﬃce. A rough and very simple
model is an ellipse, which in many cases is a rather accurate match, see ﬁgure 1.
The elliptic shape is not necessarily unique, i.e., other objects in a scene might
have this shape. It has therefore been suggested to enhance the uniqueness by
including the shoulder-proﬁle [18], see ﬁgure 1. While the contour of a head seldom deform this is not the case for the shoulder and the head-shoulder proﬁle
is therefore often modeled using some kind of dynamic contour represented by a
Spline. Due to the extra parameters such methods require extra processing and
can be sensitive to arm/shoulder movements. We therefore use an elliptic model.
We note that the neck can be hard to identify resulting in a poor match for
the lower part of the ellipse. We therefore only apply the elliptic arc seen in
ﬁgure 1.
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Fig. 1. An illustration of matching diﬀerent shape types with the human head in the
image

2.2

Shape Matching

Matching is here based on edges extracted from the images. When matching a
shape to an image, it is desired that a smooth search space is present. This ensures that not only a perfect match results in a high similarity measure but also
solutions in the proximity. This is vital since a perfect match is virtually impossible due to noise and an imperfect shape model. We apply Chamfer matching
[2] to generate a smooth search space from an edge image.
Chamfer matching can be used to ﬁnd occurrences of a shape in an image based on
edges extracted from the image. The matching is based on a distance map, which is
created from the edge image using a distance transformation. This distance map is
an image, in which each pixel contains the distance to the nearest edge. The
matching is done by projecting the shape into the distance map, and sum the values
of the overlapping pixels in the distance map. The sum is normalized by the number
of pixels resulting in the average distance, d, for a particular shape x. This average
distance is converted into a likelihood measure as

0,
d ≥ 10;
PShape (x) =
(1)
α·d
1 − 10 , Otherwise.
where α is a constant learned during training.

3

Color-Based Detection

Detecting a face based on color relays on the notion that skin-color is a rather
distinct feature in a standard image. Skin color is in fact a strong cue for ﬁnding
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faces, but obviously ﬂawed by the fact that other skin regions, e.g., hands and
arms, are often present. As for the shape cue, this cue also requires the choice
of an appropriate representation and matching scheme.
We have assessed diﬀerent color representations (spaces) and matching
schemes and found the one suggested by [8] to be the best in terms of sensitivity.
Besides, it operates in the RGB color space, which means that there is no computational overhead in transforming the colors from the input image (R,G,B).
Furthermore, the method is chosen, because it is able to detect skin color in
indoor scenes with changing illumination. The matching scheme is shown below.
The likelihood measure for the color cue is implemented as an AND operation

Table 1. Skin classiﬁcation rules from [8]
Lighting
conditions

Uniform daylight

Flashlight or lateral daylight

R > 95, G > 40, B > 20
Skin color
classification
rule

R > 220, G > 210, B > 170
Max{R,G,B}-Min{R,G,B} > 15
|R-G|  15, B < R, B < G
|R-G| > 15, R > G, R > B

between the thresholded and ﬁltered skin-color image and an ellipse representing a
candidate face, see ﬁgure 2. When representing a face using an ellipse, not all face
pixels will be classiﬁed as skin color, due to eyes, hair, and mouth. The likelihood
measure is therefore calculated by counting the number of skin pixels within the
ellipse and dividing by β of the total number of pixels within the ellipse.

8029 white pixels

AND

Likelihood =

11796 white pixels

=

8029
11796 0.9

= 0.7563

Fig. 2. An example of how the skin color likelihood is calculated for β = 0.9

4

Texture-Based Detection

A texture-based detector looks for templates having face-like appearance. In
its most simple form template matching is applied. However, in recent years a
diﬀerent strategy has been very successful, namely to use a number of simple
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and generic templates as opposed to merely one speciﬁc template. The basic
idea was ﬁrst proposed in [16], where two key ideas are presented: 1) create a
face detector based on a combination of weak classiﬁers and combine them to
a boosted classiﬁer using machine learning, and 2) create a cascade of boosted
classiﬁers resulting in the ﬁnal face detector.
A weak classiﬁer is constructed of a single Haar-like feature, a boosted classiﬁer is a weighted combination of weak classiﬁers, and a cascaded classiﬁer is a
sequence of boosted classiﬁers as illustrated in ﬁgure 3.
Weak classifiers

A cascaded classifier

Į1

+ Į2

+ … + Įn

1

Į1

+ Į2

+ … + Įn

2

Į1

+ Į2

+ … + Įn

3

Į1

+ Į2

+ … + Įn

4

Boosted classifiers
Į1

+ Į2

+ … + Įn

Į1

+ Į2

+ … + Įn

1

2

Fig. 3. Examples of weak classiﬁers, boosted classiﬁers and a cascaded classiﬁer

To detect faces in images a subwindow is moved across the image in diﬀerent
scales. Each subwindow is then processed by the cascaded classiﬁer. Each boosted
classiﬁer in the cascade is denoted a layer, for each of these the subwindow is
evaluated by the corresponding boosted classiﬁer. If the subwindow is classiﬁed
as a face, it is passed to the next layer. A subwindow must be classiﬁed as a face
by all layers of the cascade to be detected. A cascaded classiﬁer is trained to
consists of increasingly more complex boosted classiﬁers. Each boosted classiﬁer
has a very high detection rate and a moderate false acceptance rate, e.g. 99%
detection rate and 50% false acceptance rate. This enables the ﬁrst few layers
of the cascaded classiﬁer to reject a majority of the non-face subwindows in
the input image. In this way more computation time is spent on more diﬃcult
samples.
The detector can process an image relatively fast due to the simple nature of
the features and the clever invention of an integral image [16]. However, training the detector takes a very long time due to the massive amount of possible
features, positions and scales and a large training set of normally several 1000s
positive and negatives samples.
We apply a subwindow size of 24x24 pixels resulting in around 160.000 possible
features. We use the AdaBoost algorithm [16] to do the training using around
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5000 face images and 7000 non-face images (which took approximately one month
of constant processing!) resulting in a detector consisting of 11 boosted classiﬁers
with a total of 587 weak classiﬁers.
The output of the detector is a number of subwindows likely to contain a face.
Overlapping subwindows are merged into only one output.

5

Combining the Cues

The diﬀerent detectors can each analyze a particular position, scale, and rotation
in the image. In order to represent all possible solutions we deﬁne a state-space
spanned by the diﬀerent degrees-of-freedom. These are the two translations in
the x- and y-direction, rotation in the image plane and scale. The ﬁrst two have a
resolution of one pixel and are limited to the image plane. The rotation parameter
has a resolution of 15◦ degrees and is limited to ±30◦ [12]. The scale parameter
is linked to the two primary axes of the ellipse in the following manner.
The size of an ellipse is deﬁned by the major and minor axes. In order to limit
the number of parameters we use the 2006 anthropometric data from NASA [12]
to ﬁnd the ratio between these axes for average humans: Male: 25,7cm(Height)
/ 16,5cm(Width) = 1,558. Female: 24,3cm(Height) / 16,8cm(Width) = 1,446.
Based on this we deﬁne a general average ratio of 1.5 and use that to scale
the ellipse. The resolution of the scale-factor is 5 and it is limited by height
∈ [48; 144] pixels, corresponding to 1m − 3m from the camera.
The state-space is spanned by four axes and each point in the space corresponds to one particular position, rotation and scale of the head. A detector
can now operate by trying each possible state and see how well it matches the
current image using the detectors described above. If a state has a high match
then a face is located. Due to the size and resolution of the state-space such a
brute force approach is not realistic due to the heavy processing.
For most applications where face detection is required the movement of people
between frames will typically be limited, hence, temporal knowledge can be used
to reduce the state-space. A well-documented framework for this is a Particle
Filter [11].
When a particle ﬁlter is used to reduce the state-space, the space is limited
to the states, denoted particles, with a high likelihood in the previous frame.
This allows for approximating the entire state-space using several magnitudes of
fewer possible solutions. A low number of particles may however cause problems
if new persons enter the scene or if a person is not detected in all frames. We
therefore only sample 80% of the particles from the state-space in the previous
frame and as suggested in [4] we randomly sample 10% of the particles to cover
random events. The last 10% are sampled from the output of the texture-based
detector. This means that the likelihood function used to evaluate each particle
will only be based on color and shape. We have tried diﬀerent combinations and
found this to be the most suitable solution since the texture-based detector is the
best stand-alone detector and tends to produce many false positives making it
suitable to detect new objects and lost objects. Furthermore, the texture-based
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time: t

Fig. 4. An illustration of the cue integration

detector only estimates three of the four state-space parameters. In ﬁgure 4 the
cue integration is illustrated.
To summarize, the particle ﬁlter has two main steps for each frame. First
a search space is generated, i.e., likely particles are deﬁned. 80% are predicted
from the previous frame using Random Walk. 10% are chosen randomly, and the
last 10% are taking from the output of the texture-based detector and diﬀused
to create slight variations. This results in N particles likely to contain a correct
state of a face in the current image. Each of these N states are now evaluated
regarding color and shape using both the color-based detector and the shapebased detector. The output will be a state-space where each entry contains a
likelihood of this particular state being present in the current image. By ﬁnding
the maximum peaks the faces are detected. Since the particle ﬁlter is deﬁned in
a Bayesian framework the peaks are equal to the MAP (maximum a posteriori).

6

Results

We deﬁne a correct detection as a situation where minimum 50% of the face is
inside the ellipse deﬁned by a state and minimum 50% of the pixels inside the
ellipse are skin-pixels from the face. A face is deﬁned as the visible region of the
head with hair, but without the neck. We use 250 manually annotated frames
from a complicated scene containing background clutter, non-human skin color
objects and motion in the background. The algorithm is evaluated using 1000
particles corresponding to 0.2% of the total number of possible solutions in the
state-space. The framerate is 5.1Hz on a Pentium 1300MHz Centrino.
Five diﬀerent evaluations are performed:
A: Texture-based detection
B: Particle ﬁlter using color detection, and 10% randomly sampled particles in
each image
C: Particle ﬁlter using shape detection, and 10% randomly sampled particles in
each image
D: Particle ﬁlter using color and shape detection, and 10% randomly sampled
particles in each image
E: Particle ﬁlter using color and shape detection, and 10% randomly sampled
particles in each image, and 10% samples distributed using the texture-based
detection
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Fig. 5. The results of evaluating the ﬁve detectors

The particle ﬁlter is initialized by random sampling all particles. However, in
evaluation E the particle ﬁlter is initialized by randomly sampling 50% of the
particles and distributing the remaining 50% based on the detections from the
texture-based detection. In ﬁgure 5 the detection rates and the number of false
detections for each of the detectors are shown.
The results show that detector E has the highest detection rate and has
signiﬁcantly fewer false detections than the other detectors, i.e., using multiple
cues outperforms any of the individual detectors. Detector A has signiﬁcantly
higher detection rate than B, C, and D, which underline the current trend in
computer vision of using machine learning based on massive training data. The
detection rate of detector B is slightly higher than the detection rate of detector
D which is unexpected. However, the number of false detections using detector
D is remarkably lower than using detector B meaning that detector C is too
sensitive as a detector (primarily due to background clutter), but can contribute
to eliminating false detections as it compliment detector B. Comparing detector
D and E shows the signiﬁcance of introducing particles selected by the texturebased detector A. Detector A does introduce more false detections, but using the
color and shape cues allow us to prune non-supported states resulting in relative
few false detections. Figure 6 shows example images containing for detector E.

7

Discussion

The tests clearly show the beneﬁt of combining several complimentary cues.
Most of the errors of detector E are very close to the actual face, see ﬁgure 6,
meaning that the detection rate can be increased and the false detections lowered
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Fig. 6. Example images containing both true and false detections using detector E

if the deﬁnition of detection in section 6 is relaxed. Another possible improvement
is to increase the number of particles, but experiments show that signiﬁcantly
more particles are required resulting in a somewhat slower system. Other alternatives are either some kind of postprocessing, e.g., a Mean Shift tracker [3] or
to make each particle converge to a local maximum see e.g., [5]. But again, such
improvements will reduce the speed of the system.
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Abstract. The accuracy of data classiﬁcation methods depends considerably on the data representation and on the selected features. In
this work, the elastic net model selection is used to identify meaningful
and important features in face recognition. Modelling the characteristics
which distinguish one person from another using only subsets of features
will both decrease the computational cost and increase the generalization
capacity of the face recognition algorithm. Moreover, identifying which
are the features that better discriminate between persons will also provide a deeper understanding of the face recognition problem. The elastic
net model is able to select a subset of features with low computational
eﬀort compared to other state-of-the-art feature selection methods. Furthermore, the fact that the number of features usually is larger than the
number of images in the data base makes feature selection techniques
such as forward selection or lasso regression become inadequate. In the
experimental section, the performance of the elastic net model is compared with geometrical and color based algorithms widely used in face
recognition such as Procrustes nearest neighbor, Eigenfaces, or Fisherfaces. Results show that the elastic net is capable of selecting a set of
discriminative features and hereby obtain higher classiﬁcation rates.

1

Introduction

Historical facts (New York, Madrid, London) have put a great emphasis on
the development of reliable and ethically acceptable security systems for person
identiﬁcation and veriﬁcation. Traditional approaches such as identity cards,
PIN codes, and passwords are vulnerable to falsiﬁcations and hacking, and such
security breaks thus also appear frequently in the media.
Another traditional approach is biometrics. Biometrics base the recognition of
individuals on the intrinsic aspects of a human being. Examples are ﬁngerprint
and iris recognition [1][2]. However, traditional biometric methods are intrusive,
i.e. one has to interact with the individual who is to be identiﬁed or authenticated. In some cases, however, iris recognition is implemented as a standard
security check in airports (e.g. New York JFK). Recognition of people from facial
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 61–71, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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images on the other hand is non-intrusive. For this reason, face recognition has
received increased interest from the scientiﬁc community in the recent years.
Face recognition consists of problems with a large number of features (of geometrical or color related information) in relation to the number of face images in
the training sets. In order to reduce the dimensionality of the feature space we
propose to use least angle regression - elastic net (LARS-EN) model selection
to select discriminative features that increase the accuracy rates in facial identiﬁcation. LARS-EN was introduced by Zou et. al in 2005 [3]. It regularizes the
ordinary least squares (OLS) solution with both the Ridge regression and Lasso
constraints. The method selects variables into the model where each iteration
corresponds to loosening the regularization with the Lasso constraint. The ridge
constraint ensures that the solution does not saturate if there are more variables
in the model than the number of observations.
The rest of the paper is organized as follows: In section two, a review of
the standard face recognition techniques is presented. Section three describes
the LARS-EN algorithm. In section four, we describe and state the results for
several experiments which we conducted to test the discriminative capacity of
the obtained features. Finally, section 5 gives a conclusion of the conducted
experiments and discusses some future aspects of the research.

2

Face Recognition Review

The ﬁrst techniques developed for face recognition aimed at identifying people
from facial images based on geometrical information. Relative distances between
key points such as mouth or eye corners were used to characterize faces [4][5]. At
this ﬁrst stage of facial recognition, many of the developed techniques focused
on automatic detection of individual facial features. The research was notably
strengthened with the incursion of the theory of statistical shape analysis. Within
this approach, faces were described by landmarks or points of correspondence
on an object that matches between and within populations. In a 2D-image, a
landmark l is a two dimensional vector l = (x, y) that, to obtain a more simple
and tractable mathematical
description, is expressed in complex notation by
√
l = x+iy, where i = −1. In this framework, a face in an image is represented by
a conﬁguration or a set of n landmarks [l1 , l2 , ..., ln ] placed on meaningful points.
Geometrical face recognition based on landmarks is conducted by evaluating the
similarity of the conﬁguration of a test face with respect to the conﬁgurations
in a facial database. In order to achieve this, diﬀerent measures of similarity
have been proposed, see e.g. [6]. Among all the proposed metrics, the Procrustes
distance has been the most frequently used. Given two conﬁgurations w and z,
the Procrustes distance between them is deﬁned by
DP (w, z) = inf 
β,θ,a,b

w
z
−
βeiθ − a − ib ,
z w

(1)

where  ·  represents the l2 norm, and the parameters β, θ, a, and b, which
denotes a scaling, a rotation, and a translation of conﬁguration w, are chosen
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to minimize the distance between w and z. Several extensions of this measure
have been proposed. For instance, Shi et. al [7] has recently proposed a reﬁned
Procrustes distance based on principal component analysis. The conﬁgurations
(the landmark representations of the faces) are ﬁrst centered at the origin and
transformed to have unit size. Then a complex principal component analysis is
conducted to reduce the dimensionality. The similarity measure is deﬁned in this
lower m-dimensional space by
DRP (w, z) =

m


ẑk
ŵk

−

(z)
(w)
k=1
λk
λk

,

(2)

where ẑk is the k th eigenvector of conﬁguration y, ŵk is the k th eigenvector of
(z)
(w)
conﬁguration w, and λk and λk the corresponding eigenvalues.
The publication of Eigenfaces by Turk and Pentland [8] showed that it was
possible to obtain better classiﬁcation rates by using the color intensities. Since
then, geometrical face recognition was gradually declining until the extent that,
nowadays, it principally remains to support color face recognition. The appearance of Eigenfaces provided an excellent way of summarizing the color information of the face. The facial images in a training database were ﬁrst registered
to obtain a correspondence of the pixels between the images. Then, a principal
component analysis was conducted to reduce the high data dimensionality, to
eliminate noise, and to obtain a more compact representation of the face images. When a new test image was desired classiﬁed, the same data reduction was
applied to obtain a comparable compact test image representation. The similarity of the compact test image representation was measured with each of the
compact training image representations based on the Euclidean distance. The
test image was associated with the training image with the smallest Euclidean
distance. Based on Eigenfaces, Fisherfaces obtained higher classiﬁcation rates by
applying a Fisher Linear discriminant on the obtained principal components. As
a result of the publication of Fisherfaces a considerable percentage of the current
research in the ﬁeld is devoted to ﬁnd more discriminative projections [9][10].
In this paper, an approach to increase the discrimination among individuals is
proposed. However, instead of looking for more discriminative projections as the
previous methods, it aims at ﬁnding more discriminative features. This is in line
with the face detector of Viola and Jones [11] that selects Haar features which
are important for the face detection task. Basing the identiﬁcation on only a
subset of the features will make the system work faster for future identiﬁcations.
The approach is described in next section.

3

Elastic Net Model Selection

We consider the linear model:
y = Xβ +  ,

(3)
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n
where each i ∼ N (0, σ 2 ). We assume y centered (i.e.
i=1 yi = 0) and the
columns of X normalized to zero mean and unit length.
The LARS-EN method is used to make multiple individual discriminative
models by the use of dependent variables with ones and zeros discriminating one
individual from the remaining people in the data set. In the case of one image
per individual the k th individual model is:
⎤⎞ ⎡ ⎤ ⎡ ⎤
⎛⎡
⎤⎞
⎛⎡
β1
x11 . . . x1p
1
0k−1
⎥
⎟
⎢
⎥
⎜
⎢
⎢
.
.
.
.
⎦⎠ = normalize ⎝⎣ . . . . ⎦⎠ ⎣ . ⎦ + ⎣ .. ⎥
center ⎝⎣ 1
(4)
.
.
.
. ⎦ ,
0n−k
xn1 . . . xnp
βp
n
where n is the number of individuals (there are n − 1 individuals distinct from
individual k), and p is the number of features. 0k−1 denotes a vector of k−1 zeros.
The geometrical features used in this work were the x and the y coordinates of
the landmarks. The color based features were the gray scale intensities of the
facial images after warping.
3.1

The Elastic Net

Least angle regression - elastic net (LARS-EN) model selection was proposed by
Zou et. al [3] to handle p  n problems. The method regularizes the ordinary
least squares (OLS) solution using two constraints, the 1-norm and the 2-norm of
the coeﬃcients. These constraints are the ones used in the least absolute shrinkage and selection operator (Lasso) [12] and Ridge regression [13], respectively.
The naive elastic net estimator is deﬁned as
(5)
β̂ = argminβ {y − Xβ22 + λ1 β1 + λ2 β22 } ,
p

p
where β1 = i=1 |βi |, | · | denoting the absolute value, and β22 = i=1 βi2 .
Choosing λ1 = 0 yields Ridge solutions, and likewise choosing λ2 = 0 yields Lasso
solutions. For the Lasso method it is likely that one or more of the coeﬃcients is
zero at the solution, while for the Ridge regression it is not very likely that one
of the coeﬃcients is zero. Hence, we obtain a sparsity in the solution by using
the Lasso constraint. The Ridge constraint ensures that we can enter more than
n variables into the solution before it saturates.
We can transform the naive elastic net problem into an equivalent Lasso
problem on the augmented data (c.f. [3, Lemma 1])
 


X
y
, y∗ =
.
(6)
X∗ = (1 + λ2 )−1/2 √
0p
λ2 Ip
The normal equations, yielding the OLS solution, to this augmented problem
are
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T  
∗
1
1
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√X
√X
√X
√
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⇔
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λ2 Ip
λ2 Ip
λ2 Ip
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1 + λ2
 T
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1
√
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∗

1
We see that √1+λ
β̂ is the Ridge regression estimate with parameter λ2 . Hence,
2
performing Lasso on this augmented problem yields an elastic net solution. The
least angle regression (LARS) model selection method proposed by [14] can be
used with advantage to compute the Lasso solution on the augmented problem.
The LARS algorithm obtains the Lasso solution with a computational speed
comparable to computing the OLS solution of the full set of covariates.
The algorithm uses the LARS implementation with the Lasso modiﬁcation as
described in the following section. Hence, we have the parameter λ2 to adjust,
but also the number of iterations for the LARS algorithm can be used. The
larger λ2 , the more weight is put on the Ridge constraint. The Lasso constraint
is weighted by the number of iterations. Few iterations corresponds to a high
value of λ1 , and vice versa. The number of iterations can also be used to ensure
a low number of active variables like the forward selection procedure.

3.2

Least Angle Regression

The least angle regression selection (LARS) algorithm method proposed by Efron
et. al [14] ﬁnds the predictor most correlated with the response, takes a step in
this direction until the correlation is equal to another predictor, then it takes
the equiangular direction between the predictors of equal correlation (the least
angle direction) and so forth.
By ensuring that the sign of any non-zero coordinate βj has the same sign
as the current correlation ĉj = xTj (y − μ̂), the LARS method yields all Lasso
solutions1 . This result is obtained by diﬀerentiating the Lagrange version of the
Lasso problem. For further details see [14].
3.3

Distance Measure

By introducing a distance measure we obtain a measure of how close a new image
is to the diﬀerent individuals in the database. We used the absolute diﬀerence
between the predicted value ŷk for model k and the true value yk for an image
belonging to individual k as a measure of the distance between the new image
and individual k.

4

Results and Comparison

In order to test the performance of LARS-EN with respect to the previously
commented geometrical and color face recognition technique, two identiﬁcation
experiments were conducted. The diﬀerence of the experiments is in the used
features. In the ﬁrst experiment, only the landmarks were used. The second
experiment considered only the color. In order to conduct the experiments, the
XM2VTS database was used [15]. Eight images for each of the ﬁrst 50 persons
were selected. For all experiments a 4-2-2 strategy was chosen: 4 images of each
1

y is centered and normalized to unit length, X is normalized so each variable has
unit length, and μ̂ = Xβ̂.
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person to train the model, 2 images of each person to adjust the parameters in
the model, and 2 images of each person to verify the model.
To evaluate the performance of the algorithms we used rank plots of the
cumulative match scores as proposed in [16]. The horizontal axis of the rank
plots is the rank itself (referring to the sorted distance measure) and the vertical
axis is the cumulated probability of identiﬁcation. Hence, we obtain an answer
to the question: ”Is the correct match in the top n matches?”.
4.1

Geometrical Face Recognition

In order to conduct this ﬁrst experiment, a set of 64 landmarks were placed
along the face, eyes, nose and mouth of each of the 400 selected images. Figure 1
displays the landmarks used in the experiment.

Fig. 1. Illustration of the landmarks used in the experiment

Table 1 summarizes the classiﬁcation rates obtained using only the landmarks.
The LARS-EN and the Fisher methods are comparable in validation error. However, the test error of the Fisher method is increased by 7%, which might indicate
an overﬁtting of the training and validation images.
The LARS-EN models included on average 55 of the 128 shape features (x and
y coordinates of the landmarks). It should be noted that the mean square error of
both the training and the test set in LARS-EN were of the same size, i.e. no severe
Table 1. Summary of the classiﬁcation rates for the models based solely on the landmarks
Method/Classiﬁcation rate Training Validation Test
Procrustes
1.00
0.67
1.00
0.76
0.52
Reﬁned Procrustes
1.00
0.73
0.63
PCA
1.00
0.88
0.81
PCA+Fisher
1.00
0.91
0.91
LARS-EN
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Fig. 2. Identiﬁcation performance of the models based solely on landmarks

overﬁtting was observed. Figure 2 illustrates a rank plot of the performances of
the landmark models. We see a very good performance for LARS-EN as all
persons were identiﬁed correctly using the top two matches.
Figure 3 illustrates which landmarks are selected for four of the individual
models. Observe how the selected landmarks depend on the facial characteristics
of each person.
4.2

Color Face Recognition

In order to obtain a one to one correspondence of pixels between the images the
faces were aligned with warping. The same 4-2-2 validation strategy as before was
applied and the Eigenfaces, Fisherfaces, and LARS-EN methods were compared.
Table 2 summarizes the results.
Table 2. Summary of the classiﬁcation rates for the models based solely on the color
information
Method/Classiﬁcation rate Training Validation Test
Eigenfaces
1
0.87
0.85
1
0.96
0.94
Fisherfaces
1
0.97
0.92
LARS-EN
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Fig. 3. Illustration of four persons and the selected landmarks in the individual LARSEN models. x-coordinates are marked with crosses, and y-coordinates are marked with
circles. From left to right the person are: No. 1, no. 13, no. 36, and no. 44.

Fig. 4. Identiﬁcation performance of the models based solely on color information
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Fig. 5. Illustration of four persons with the ﬁrst 200, 500, and 1000 selected pixels
marked

Based on color information we observed only slightly higher classiﬁcation rates
than those for LARS-EN based on geometrical information. Furthermore, we observed some over ﬁtting of the test and validation set for the LARS-EN method,
which was also reﬂected in the mean square error of the regression analysis. The
LARS-EN models included around 2000 features (pixels). Figure 4 illustrates
the performance of the color based methods. The performance of Fisherfaces
was slightly better than for the other two methods which were comparable in
performance. Notably, the performance of Fisherfaces was not better than that
for LARS-EN based on geometrical information.
Similar to what was done for the geometric features we now examine which
features were selected in experiment two. Figure 5 shows the selected color pixels
on four diﬀerent persons. The selected pixels are to a high degree situated around
the eyebrows, the eyes, the nose, and the mouth, but also on e.g. the cheeks
and the chin. Furthermore, the features are individual from person to person.
Observe e.g. the diﬀerent selection of pixel features on and around the noses of
the individuals.

5

Discussion and Conclusion

The LARS-EN method performed better than the reference methods
(Procrustes, reﬁned Procrustes, PCA, and PCA+Fisher) when based solely on
information from landmarks. LARS-EN identiﬁed all persons in the top two
matches.
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Based on color information the LARS-EN models obtained slightly better
classiﬁcation rates than the geometrically based models. However, the rank identiﬁcation performance was poorer. Here, Fisherfaces performed better.
Additionally, we identiﬁed important features via the feature selection. For the
landmarks, only 55 features were needed on average for the individual models.
The color models were based on around 2000 features which were situated around
the eyes, the nose, the mouth, and the eyebrows, but also on the cheeks and the
chin. Furthermore, the selected features diﬀer from individual to individual.
Consequently, our results show that a limited number of geometrical features can suﬃce for face recognition, and emphasize that geometrical information
should not be disregarded. There are several other possibilities of feature extraction from geometrical information of faces, such as ratios and angles between
landmarks, which would be interesting to explore. The LARS-EN algorithm is
a good tool for exploring new feature spaces and ﬁnding the more interesting
ones.
In future work, it is furthermore of interest to examine the methods for a
larger database.
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Abstract. The work presented here takes place in the ﬁeld of computer
aided analysis of facial expressions displayed in sign language videos.
We use Active Appearance Models to model a face and its variations
of shape and texture caused by expressions. The inverse compositional
algorithm is used to accurately ﬁt an AAM to the face seen on each video
frame. In the context of sign language communication, the signer’s face
is frequently occluded, mainly by hands. A facial expression tracker has
then to be robust to occlusions. We propose to rely on a robust variant
of the AAM ﬁtting algorithm to explicitly model the noise introduced
by occlusions. Our main contribution is the automatic detection of hand
occlusions. The idea is to model the behavior of the ﬁtting algorithm on
unoccluded faces, by means of residual image statistics, and to detect
occlusions as being what is not explained by this model. We use residual
parameters with respect to the ﬁtting iteration i.e., the AAM distance
to the solution, which greatly improves occlusion detection compared to
the use of ﬁxed parameters. We also propose a robust tracking strategy
used when occlusions are too important on a video frame, to ensure a
good initialization for the next frame.
Keywords: Active Appearance Model; occlusion; facial expression;
tracking; inverse compositional.

1

Introduction

We use a formalism called Active Appearance Models (AAM – [1,2]) to model
a face and its variations caused by expressions, in term of deformations of a
set of vertex points of a shape model. These points can be tracked with a good
accuracy along a video when the face is not occluded and when it has been
learned beforehand.
We focus here on the analysis of sign language videos. In sign language, facial
expressions play an important role and numerous signs are displayed near the
signer’s face. Furthermore, the signer’s skull frequently performs out-of-plane
rotations.This implies, from the interlocutor’s point of view (here replaced by
the video acquiring system) that face might often be viewed only partially.
Past works mainly focused on robust variants of AAM ﬁtting algorithms ([3],
[4]) able to consider outlier data. We follow here the approach developed in [5],
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 72–81, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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where parametric models of residual image are used in order to automatically
detect the localization of occlusions. The main idea is here to learn various
parameters computed from various ﬁtting contexts and to select one in particular
at each iteration, which greatly improves occlusion detection compared to the
use of only one ﬁxed parameter in earlier work,
In section 2 are presented Active Appearance Models and the way they are
used to extract facial deformations of a face with an accurate optimization algorithm that can take occlusions into account by means of a pixel conﬁdence
map. In section 3 we show, through experiments, how to optimally compute the
pixel conﬁdence map to detect occlusions. Section 4 describes a robust tracking
strategy that we use to track facial deformations along a video sequence.

2

Active Appearance Models

An Active Appearance Model (AAM) describes an object of a predeﬁned class
as a shape and a texture. Each object, for a given class, can be represented by
its shape, namely a set of 2D coordinates of a ﬁxed number of interest points,
and a texture, namely the set of pixels lying in the convex hull of the shape.
The shape can be described by:
s = s0 +

n


psi si

(1)

i=1

where s0 is the mean shape, si are deformation vectors and psi are weighting
coeﬃcients of these deformations. It can be written in matrix notation by s =
s0 + Sps .
The texture is described by:
t = t0 +

m


pti ti

(2)

i=1

or, in matrix notation t = t0 + Tpt
The model is built upon a training set of faces, where a shape i.e., 2D coordinates of a ﬁxed set of interest points, is associated to each image. All the shapes
are extracted from the training set and global geometric deformations are differentiated from facial deformations by a Procrustes analysis. It results a mean
shape s0 and shapes that diﬀer from the mean only by internal deformations.
Pixels that lie inside the shape of each face is then extracted and piecewiseaﬃne-warped to the mean shape s0 to build the (shape-free) texture associated
to a face.
Principal Component Analysis is applied both to aligned shapes and aligned
textures and the eigen-vectors form the matrices S and T. In our case, we retain
enough eigen-vectors to explain 95% of the shape and texture variance (corresponding to 12 shape deformation vectors and 15 texture variation vectors).
A face close to the training set can then be represented by a vector of shape
parameters ps and a vector of texture parameters pt .
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2.1

Weighted Inverse Compositional Algorithm

The goal of the AAM ﬁtting algorithm is to ﬁnd ps and pt that best describes the
face seen on an input image. The shape and texture parameters are optimized
by means of a residual image that represents diﬀerences between a current face
estimation and the face seen on the input image I:
E(x) = t0 (x) +

m


pti ti (x) − I(W (x; ps )), ∀x ∈ s0

(3)

i=1

I(W (x, ps )) is the projection of the input image onto the mean shape s0 ,
obtained by a piecewise aﬃne warp. Instead of the Euclidean norm classically
used in optimization, we can use a weighted distance:

Q(x)E(x)2
x

where Q(x) weights the inﬂuence of the pixel x.
We use the optimization scheme presented in [2], called the inverse compositional algorithm, which is eﬃcient and accurate. Its main advantage is the fact
that the jacobian matrix can be analytically derived, rather than learned by
numerical diﬀerentiation (like in [1]).
Among all the variants proposed by the authors, we choose the simultaneous
inverse compositional algorithm with a weighted distance. The simultaneous is
a variant that can optimize both shape and texture parameters in an accurate
manner. This is not the most eﬃcient variant of the inverse compositional algorithms that can deal with texture variations (see for instance the project-out
algorithm in [2]), but the most accurate.
Iterative update is given by (computation details can be found in [3] and [6]):

−1
Q(x) [Gs (x), Gt (x)] E(x)
(4)
[Δps , Δpt ] = −HQ
x

with



m
m t
∂W
∂W
Gs (x) = (∇t0 (x) + i=1 pti ∇ti (x)) ∂p
pi ∇ti (x)) ∂p
s , . . . , (∇t0 (x) +
s
i=1
n
1
Gt (x) = [t1 (x), . . . , tm (x)]

T
HQ = x Q(x) [Gs (x), Gt (x)] [Gs (x), Gt (x)]
Shape parameters are then updated by inversion and composition:
W (x; ps ) ← W (x; ps ) ◦ W (x; Δps )−1

And texture parameters are updated in an additive way by pt ← pt + Δpt .
Essential steps of the algorithm are summarized on Fig. 1.
This algorithm performs accurately. For our experiments, we use what is called
a person-speciﬁc AAM, meaning that the training set is composed by expressions
of only one person. A more generic AAM would be less accurate and hard to
control.
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Fig. 1. Essential steps of the weighted simultaneous inverse compositional algorithm.
Numbers give chronology of the steps for one iteration.

3

Occlusion Detection

The conﬁdence map Q(x) used in the weighted variant of the AAM ﬁtting algorithm has to be as close as possible to the real occlusion map.
Our problem is to compute the best conﬁdence map without knowledge on
the localization of real occlusions. We propose here to model the behavior of the
residual image in the unoccluded case and to detect occlusions as being what is
not explained by the model, following the approach presented in [5].
3.1

Parametric Models of Residuals

We rely on parametric models of the residual image. We propose to test diﬀerent
conﬁdence map computation functions:

1 if min(x) ≤ E(x) ≤ max(x)
Q1 (x) =
0 else
2



− E(x) 2
1
√ e 2σ(x)
Q2 (x) =
σ(x) 2π

1 if |E(x)| ≤ 3σ(x)
Q3 (x) =
0 else

1 if |E(x)| ≤ 4σ(x)
Q4 (x) =
0 else
2

Q5 (x) = e

E(x)
− 2σ(x)
2
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where min(x) is the minimum value of the pixel x over all the residual images,
max(x) is the maximum value and σ(x) is the standard deviation. One of each
parameter (min, max and σ) are computed for each pixel x of the residual image.
The parameters of the Qi functions could be learned from a random amount
of residuals generated when the AAM ﬁtting algorithm is run on unoccluded
images. However, a residual image generated when the shape model is far from
the solution is totally diﬀerent from a residual image generated when the model
is close to the solution.
That is why the parameters used in the computation of the Qi functions have
to depend on the distance to the solution: they have to be high (resulting in a
permissive toward errors Qi function) when the model is far from the solution
and low when it gets closer (resulting in a strict function).
3.2

Partitioned Training Sets

To explicit the link between the model parameters and the distance to the solution, we conducted the following experiment.
A set of residual images are generated: the (non-weighted) AAM ﬁtting algorithm is launched from perturbed ground truth shapes 15 iterations until convergence. To initialize the AAM, each vertex coordinate is perturbed by a Gaussian
noise with 10 diﬀerent variances (between 5 and 30), and the ps parameters are
obtained by projecting the perturbed shape model onto the shape basis S. It is
launched 4 times on 25 images that belong to the AAM training set. The distance
to the solution, computed by the average Euclidean distance of the shape model
vertices to the optimal ground truth shape vertices, and the residual image are
stored at each iteration.
Instead of computing the model parameters (min(x), max(x) and σ(x)) on
all the residual images, we form 15 partitions by regrouping residual images
according to their corresponding distance to the solution. Each partition Pi
contains 210 residual images and can be characterized by its minimum d−
i and
maximum distance d+
to
the
solution.
The
model
parameters
are
then
learned,
i
for each pixel x, on all the residuals of each partition.
On ﬁgure 2 are represented standard deviations σ(x) learned on each partition.
For visualization purpose, only the average standard deviation σ, computed over
all the pixels x is plotted.
3.3

Model Parameter Approximation

When the ﬁtting algorithm is run on test face images, that might be occluded,
the model distance to the solution is diﬃcult to estimate. In the unoccluded
case, a rough estimate of the distance to the solution can be extracted from the
residual image. Such an information is not reliable anymore in the occluded case,
because the residual image reﬂects either errors caused by a misplacement of the
model or errors caused by occlusions.
However, we assume that we can rely on the iteration number of the ﬁtting
algorithm to select the appropriate partition, especially if the model distance to

Average σ
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Fig. 2. Average standard deviation learned for each partition

the solution in the occluded case is lower than the maximum distance used to
collect residuals in the ﬁrst partition.
To validate this assumption, we proceed to the test that follows. Using variances computed for each of the 15 partitions, we test the weighted ﬁtting algorithm launched for 20 iterations from Gaussian perturbed optimal positions
(with a variance of 20) on occluded (known) images (25% of the input image is
covered with 8 × 8 blocks of pixels of random intensity). Note that the amount
of shape perturbations is less important than the amount used in the partition
construction. Among all the Qi (x) functions, we use only Q3 (x) to compute the
conﬁdence map at each iteration, for we are only interested in how to select its
parameter, not how it performs. Diﬀerent ways of getting the variance at each
iteration are tested:
– Sreal : selection from Pi where the real distance to the solution dmodel is
+
bounded by the distance range of Pi : [d−
i , di ]; for comparison purpose;
– Sit : selection from Pi where i is the current iteration (and i = 15 for iterations
15 to 20);
– Sf : selection from P1 ;
– Sm : selection from P7 ;
– Sl : selection from P15 .
The results on Fig. 3 show clearly that the best choice for the residual model
parameter computation is Sreal . It is not usable in practice (the ground truth
shape is not a priori known), but we can rely on the Sit approximation. As a
comparison, results are given for the unoccluded case and for ﬁxed variances
(Sf , Sm and Sl ).
In [5], variances are ﬁxed and computed on residual images obtained from the
converged AAM, which corresponds here to the Sl selection strategy. When observing the mean distance obtained after 20 iterations, the proposed Sit variance
selection strategy results in a distance divided by about 2 compared to Sl .
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Fig. 3. Average behavior of the ﬁtting algorithm for the reference unoccluded case,
and for the occluded case with diﬀerent computations of the variance

3.4

Choice of the Parametric Model

With the previous result we can then test what is the best way to compute the
conﬁdence map at each iteration.
For that purpose, we proceed to the following experiment: the weighted AAM
ﬁtting algorithm is launched on images of known faces, covered with a varying
amount of occlusions, from a Gaussian perturbed shape (we use a variance of 20
for each vertex coordinate). We test each of the Qi conﬁdence map computation
functions with a parameter choosed using Sit .
The convergence frequency is determined by computing the number of ﬁttings
that result in a shape with a distance to the ground truth lower than 2 pixels.
Results are summarized on Fig. 4. The Q4 function clearly shows the best
results. All the other functions perform worse, except for the function Q1 that
seems to be a good detector in the case of low occlusion rate and a very bad
one in the case of high occlusion rate. Q1 relies on computation of minimum and
maximum value, which are very robust measures compared to variance, that is
why the behavior of Q1 is not always reliable.

4

Robust Tracking Strategy

The goal of the tracking algorithm is to take occlusion into consideration as
much as possible. However, on some video frame, occlusions are too important
to expect good ﬁtting results, because too many pixels are considered unreliable.
In such a case, the ﬁtting algorithm is prone to divergence and the resulting shape
conﬁguration could be a bad initialization if used directly in the following frame.
That is why we propose to rely on a measure of divergence and on a rigid
AAM to initialize the model.
The goal is to avoid bad conﬁgurations of the shape model in order not to
perturb the ﬁtting process on subsequent frames. We detect such bad conﬁgurations by detecting shapes that are not statistically well explained. For that
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Fig. 4. Characterization of the conﬁdence map computations. Average distance to the
solution across iterations for 5% and 50% of occlusions (top curves) and convergence
frequency (bottom curve).

purpose, we compare the shape parameters ps to their standard deviations σi ,
previously learned from the shape training set. The divergence is decided, if:
1  |psi |
> ρ1 or
n i=1 σi



n

max

i=1,...,n

|psi |
σi


> ρ2

The thresholds ρ1 and ρ2 are determined empirically and can be high (here we
choose ρ1 = 2.5 and ρ2 = 7.0). The divergence is only tested after ten iterations,
for the model deformations that occur during the ﬁrst iterations can lead to
convergence.
On a frame, if convergence is detected, the ﬁnal shape conﬁguration is stored
and serves as an initialization for the next frame.
If divergence is detected, we rely for the following frame on a very robust
tracker: an AAM build by retaining only the geometric deformation vectors. It
is represented by the mean shape that can only vary in scale, in-plane rotation
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(a)

(b)

(c)

(d)

Fig. 5. Video tracking results. (a) Example of a good occlusion detection. (b) Example
of a divergence. Divergence on a frame (c) and convergence on the next frame (d).

and position but not in facial deformations. Such a model gives a rough estimate
of the face conﬁguration that can be used as an initialization for the non-rigid
AAM. It avoids the non-rigid shape model to being attracted by local minima.
The rigid AAM ﬁtting algorithm uses also a conﬁdence map to take occlusions in
consideration. However, the conﬁdence maps computed for the non-rigid AAM
are too strict for the rigid AAM, we thus use a coarse occlusion detector (for
example, the conﬁdence map computed over the second partition for the nonrigid AAM).
The rigid AAM ﬁtting is launched for 5 iterations from the last conﬁguration
that converged. The non-rigid AAM ﬁtting algorithm is then launched from the
resulting position.
We test this tracking algorithm on a video sequence of about 500 frames where
signs frequently occlude the signer’s face.
We show some typical results on selected frames (see ﬁgure 5). Blocks of white
pixels represent areas of occlusions detected by our method. Compared to a naive
tracker, the AAM always converges to an accurate conﬁguration on unoccluded
frames that occur after an occluded one.

5

Conclusion

We have presented a way to track facial deformations that occur on a video,
taking into account hand occlusions by means of an Active Appearance Model
of a face, a robust optimization scheme that down-weights pixel contributions
in the presence of occlusions, an optimal way to compute the pixel conﬁdence
map and a robust tracking strategy based on a measure of divergence and a rigid
AAM.
The pixel conﬁdence map is computed based on a model of residual images. We
use one model per iteration of the ﬁtting algorithm, rather than one ﬁxed model.
This is clearly a better choice that improves occlusion detection, compared to
earlier work.
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Concerning the tracking test, experiments on convergence frequency of the
algorithm with respect to the occlusion rate have still to be conducted.
The video sequence used to test the tracking algorithm contains only weak outof-plane rotations. This is why the rigid 2D AAM can give a good initialization
conﬁguration for the non-rigid AAM ﬁtting algorithm. On realistic sign language
videos however, out-of-plane rotations may be important and we would have to
rely on a rigid AAM that can take 3D pose into consideration.
We use the most accurate and most time-consuming robust variant of the
inverse compositional algorithm. We have to investigate if approximations presented in [3], [6] or [5] could be applied to obtain an accurate and eﬃcient facial
deformation tracker.
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Abstract. This paper deals with model based regularization of velocity encoded cardiac magnetic resonance images (MRI). We extend upon
an existing spatiotemporal model of cardiac kinematics by considering
data certainty and regularity of the model in order to improve its performance. The method was evaluated using a computer simulated phantom
and using in vivo gridtag MRI as gold standard. We show, both quantitatively and qualitatively, that our modiﬁed model performs better than
the original one.

1

Introduction

Cardiovascular disease is the main cause of death in the western world with left
ventricular infarction as the predominant contributor to this phenomenon. The
use of non-invasive and non-ionizing imaging techniques, such as echocardiography and MRI have aided in the diagnosis through the ability to directly visualize
cardiac structure and function.
Quantitative assessment of regional myocardial function is a challenging but
important task as subjective assessment of regional wall motion may suﬀer
from poor inter-observer agreement [1]. Several approaches have been developed for the quantitation of regional myocardial function using MRI. Saturation grid-tagging allows direct evaluation of myocardial deformation of the
heart [2],[3], [4],[5] but is limited by relatively low spatial resolution and tag
fading late in diastole [6],[7]. Further, specialized software for identiﬁcation of
tag lines is needed [8].
Another approach utilizes the velocity information present in phase contrast sequences providing velocity ﬁelds with high spatial and temporal resolution [9]. This velocity data may be used to directly calculate myocardial strain
rate [10],[11],[12],[13] or can be integrated with respect to time, giving the motion
of the myocardium. From this basal kinematic descriptor, a number of interesting mechanical properties, such as Lagrangian strain, may be derived, which
may provide understanding of cardiac mechanics and diagnosis of disease.
The measured velocity ﬁeld is subject to noise, imaging artifacts and degradation by sampling in time and space. The ’forward–backward’ integration [14],[15]
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ensures a periodic motion but does not model any spatial coherence of the myocardium. Other approaches have used a deformable mesh guided by a Kalman
ﬁlter, or combined with Fourier analysis to obtain both periodic motion and
spatial smoothness [16], [17], [18],[19].
The purpose of this work is to develop a model based regularization strategy
for velocity data measured using phase contrast MRI in order to be able to
measure cardiac deformation and strain in a quantitative way. Zhu proposed
the use of a cyclic spatiotemporal ﬁnite element model [19]. The elements in
the model were constructed by piecewise linear functions and harmonics with
varying frequency to ensure a periodic motion. The parameters in the model were
determined by an iterative scheme consisting of updating the mesh conﬁguration
and projection of the sampled velocity onto the elements.
We extended upon this spatiotemporal model in a number of ways. Zhu et
al used a moving mesh to deﬁne the spatial elements. These elements needed
to be redeﬁned and the stiﬀness matrix was reconstructed in every iteration.
We instead described the deformation in Lagrangian coordinates which results
in a ﬁxed mesh and also a ﬁxed stiﬀness matrix. Secondly, the use of piecewise
continuous elements may be inappropriate as the velocity ﬁeld in a solid in
motion must be not only be continuous but also diﬀerentiable [20]. We therefore
investigated other elements. Further, the projection of measured velocities onto a
model does not necessarily imply smoothness if no constraints are imposed on the
parameters. The measured velocity ﬁeld may be locally corrupted by e.g. partial
volume averaging. We therefore estimated the certainty of a given measurement
and included this information when determining the model parameters.

2
2.1

Methods
Image Acquisition

Velocity data was acquired in both in-plane directions in long-axis slices in human subjects for a total of 20 acquisitions. A 1.5 T Gyroscan Intera Scanner
(Philips Medical Systems) was used for the acquisitions. Acquisition time varied between 30-90 s. Spatial and temporal resolution was 1.5 mm × 1.5 mm ×
10 mm, with 32 time frames covering the whole cardiac cycle. Typical imaging
parameters were repetition time (TR) = 24 ms, echo time (TE) = 5.3 ms, venc
= 0.20 m/s, ﬂip angle = 20◦ , matrix size = 256 × 192 pixels and ﬁeld of view
(FOV) = 400 mm × 300 mm. Saturation bands (30 mm thickness, 30 mm gap
to image plane) superior and inferior to the imaging slice were applied to reduce
signal from blood [21]. Retrospective gating was used when reconstructing the
images. The boundary of the left ventricle was manually delineated in the ﬁrst
frame of each image sequence.
For validation purposes, saturation tagged images were acquired as a single
breathhold sequence in the same imaging plane. Typical imaging parameters
were: TR = 3.8 ms, TE = 1.8 ms, ﬂip angle = 15◦ , saturation tag gap = 7 mm,
matrix size = 256 × 192 pixels, FOV 400 mm × 300 mm, resulting in a temporal
resolution of 64 ms.
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2.2

Spatiotemporal Model

Let x be the coordinate vector in R2 , and time t = [0, T ]. We assume that we
have acquired an image sequence I(x, t) : R2 × (0, T ) → [0, 1] and a velocity ﬁeld
v(x, t) : R2 × (0, T ) → R2 . The measured image sequence and the velocity ﬁeld
will only be given at discrete points in spacetime but can be treated as functions
deﬁned on all of R2 by interpolation. We let Ω be the set of points, henceforth
called particles, that occupies the left ventricle at time t = 0 and let x denote
the Lagrangian coordinate vector. The set Ω is given by manual delineation of
the left ventricle in the images.
We are interested in the motion φ(x, t) : Ω → R2 for all particles. It is given
by the particle trace equation
dφ(x, t)
= v(φ(x, t), t).
dt

(1)

The right hand side v(x, t) is given by measurements by velocity encoded MRI,
and is subject to noise and artifacts. Therefore we do not attempt to solve (1) for
individual particles. Following an approach similar to the one of Zhu et al [19],
we construct a spatiotemporal model of the deformation of the left ventricle.
We construct a vector G(x) of length N with spatial basis elements gi (x) to be
deﬁned shortly, and a vector H(t) of length K with temporal basis elements of
the form hk (t) = exp 2πjk/T . The spatiotemporal model is constructed as
φ(x, t) = x + (G(x) ⊗ H(t)) c,

(2)

where ⊗ denotes the Kronecker direct product and c is a coeﬃcient matrix of
size N K × 2. By construction, φ(x, t) will be periodic in t which is useful when
describing cardiac motion. The Lagrangian velocity is given by
dφ(x, t)
= (G(x) ⊗ (H(t)ω)) c,
dt
with ω a diagonal matrix with elements 2πjk/T . The goal is to adapt this model
to data by choosing the coeﬃcient matrix c in an appropriate way.
If (1) holds, then

E=
0

T

2
 
 dφ(x, t)


− v(φ(x, t), t) dxdt = 0,
 dt
Ω

so the particle trace equation can be reformulated as minimization of E. If we
consider v(φ(x, t), t) as a ﬁxed function, not depending on c, we can diﬀerentiate
E with respect to c and equate to zero to obtain a linear system
 

 
T

0

T

(G ⊗ (Hω)) (G ⊗ (Hω))dxdt c =

Ω

0

(G ⊗ (Hω)) v(φ(x, t))dxdt.

Ω

(3)
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For ease of notation we let the left hand side stiﬀness matrix be denoted by K
and the right hand side by b so that (3) reads
Kc = b.

(4)

Now, minimization of E can be accomplished by iterative sampling of v(x, t) at
x = φ(x, t), and updating the model parameters by solving (4).
2.3

Choice of Spatial Elements

There is a large selection of basis elements to choose from. A common choice
of elements are the piecewise linear interpolation functions, as used by Zhu et
al [19]. This choice may be inappropriate as the resulting function is not diﬀerentiable which violates the property that a deformation of a body is required to
be in C 2 with respect to both space and time [20].
Our use of the elements is quite diﬀerent from the use in e.g. the ﬁnite element method (FEM) where the purpose is to approximate a function as well
as possible. In FEM applications it is common to reﬁne a solution by adding
and/or reshaping elements. In this application, a reﬁnement would potentially
lead to a less regular solution as the increased number of degrees of freedom will
make it easier for the model to adapt to noise and artifacts. A similar reasoning
applies to elements with a small support.
Thin plate splines (TPS) are a class of widely used non-rigid mappings, and
are often used in computer vision tasks such as image registration or warping.
The TPS is given by [22],
g(x) = |x|2 ln x,
which is a C 2 function outside the origin. We construct the vector G in (2) as
G(x)i = g(x − xi ), where the points xi , i = 1, . . . , N are placed on the boundary
of Ω. By this we obtain a model that generates a C 2 mapping that can be locally
controlled by the coeﬃcient matrix c.
2.4

Extension of the Spatiotemporal Model

The right hand side in (4) is constructed using measurements. It would therefore
be a good idea to estimate a certainty of v(φ(x, t)). We formally construct it as
w(x, t) : R2 → [0, 1], and redeﬁne E as a weighted functional
2
 T 
dφ(x, t)
E=
− v(φ(x, t), t) w(φ(x, t), t)dxdt = 0.
dt
0
Ω
The explicit construction of w(x, t) will be discussed below. This will also lead
to a linear system, which will be similar to (3). We construct the weight function
by considering the local variation of the vector ﬁeld around a given point φ(xk , t)
and let
 

2
2
w(φ(xk , t) = exp −
(v(φ(x, t)) − v(φ(xk , t))) dx/σ ,
Br ∩Ω
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where Br (xk ) is a neighborhood of xk and σ is a tunable parameter. Here we
note that the variation is deﬁned for the measured velocities sampled along the
estimated particle traces. As these velocities are supposed to be sampled within
the myocardium, we do not expect them to have a large variation within a given
neighborhood.
Even if we use a motion model, it does not necessarily generate what we, in
some sense, mean by a regular deformation. If the coeﬃcient matrix can be chosen arbitrarily it would be easy to generate deformations that are unreasonable
from both a physiological and a physical point of view. To avoid such unwanted
behavior we propose an additional regularity term in the energy functional. We
construct it as
 T
|Δφ(x, y)|2 dxdt,
Eregularity =
0

Ω

where Δ is the spatial Laplace operator. This regularity term only aﬀects the spatial part of the deformation. The temporal part can be regularized by e.g. using
only few harmonics in the model. Further, the regularizing term does not penalize
aﬃne transformations and as a consequence does not penalize rigid transforms.
This is an important property, as otherwise the regularity term would depend
on our choice of coordinate system. The addition of this term will transform (4)
to
Kc + λLc = b,

where Lij = Ω Δgi (x)Δgj (x)dx and λ > 0 is a tunable parameter that determines the inﬂuence of the regularity term.
2.5

Experimental Validation

In a ﬁrst experiment we constructed a computer generated phantom based on
a kinematic model of the left ventricle described by Arts et al [23]. This model
was used to generate Lagrangian motion as a gold standard and also Eulerian
velocities which was used as input data. The pixel dimensions and temporal
resolution of the model–generated data was chosen to be similar to measured
velocity data. The Eulerian velocities were corrupted by Gaussian noise with
standard deviation ranging from 0 to 5 pixels/frame which should be compared to
the peak velocities of about 2 pixels/frame. The velocities outside the deforming
body were generated as zero mean Gaussian noise with a standard deviation of
5 pixels/frame.
In a second experiment we used the acquired gridtag images as gold standard.
Gridtag sequences were analyzed manually and tagline intersections were tracked
manually through all time frames and for all image series acquired.
We investigated several versions of the spatiotemporal model. As a reference
we used the case with piecewise linear elements with no data certainty estimate
or regularization parameter. This will be close to the method proposed by Zhu
et al [19]. In the other experiments we used TPS elements and combinations of
weighted ﬁt and regularity term. The parameters used were σ = 0.1 pixels/frame,
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λ = 100 and the size of the neighborhood Br was 3 pixels. We typically use
N = 25 spatial basis elements and 10 iterations in the algorithm.
The root mean square (RMS) was used to measure the error between the particle traces estimated by our proposed method and the Lagrangian motion given
by the kinematic model in the ﬁrst experiment and the manually constructed
particle traces in the second experiment.

3

Results

Figure 1 shows the result of motion tracking using simulated data. The linear
element model and the TPS model without adjustments perform in a similar way
and the best model is the TPS model with weighted ﬁt and a regularity term.A
qualitative comparison of the case with piecewise linear elements and the case
with TPS elements with regularity term are shown in Figure 2. The TPS based
model generates a smoother deformation than the other model. It is possible to
see drastic changes in the deformation in the linear elements case which are due
to the tessellation of the domain. In absolute terms the methods perform in a
3
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TPS elements
TPS elements, weighted fit
TPS elemtens, with regularity term
TPS elements, weighted fit and regularity term
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Fig. 1. The ﬁgure shows the motion tracking error for the simulated phantom for
diﬀerent levels of Gaussian noise. It can be seen that linear element model and the
TPS model without adjustments are the worst performers. For higher levels of noise the
weighting term ﬂattens out and treats all noisy measurements in the same way which
explains the appearance of the curve. Thus, it becomes essential that a regularity term
is added when the noise level is high.
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Fig. 2. A qualitative comparison of a spatiotemporal model with piecewise linear elements (top) and a model with TPS elements and additional regularity term (bottom).
The deformation is shown at end systole (peak of contraction). The TPS based model
generated a smoother deformation than the other model. It is possible to see drastic
changes in the deformation in the top ﬁgure which are due to the tessellation of the
domain.
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Fig. 3. A quantitative comparison of the diﬀerent spatiotemporal models. The ﬁgure
gives the mean RMS error for the 20 cases compared to grid tag MRI. The absolute
diﬀerence between the diﬀerent variants is small which is due to the sparsity of the
displacement obtained from the grid tag images. The error is higher during the second
half of the cardiac cycle which is due to grid tag fading. Note that the model using
linear elements has a higher error than all the other methods. The model with the
smallest error is the one with both a data certainty term and a regularity term.

similar way, the diﬀerence between particle traces generated by the two models
will often be on the order of a pixel or less. This diﬀerence is, however, enough
to generate quite diﬀerent deformations, if evaluated in a qualitative way.
Figure 3 shows the RMS error for the diﬀerent models. The best performer
was the model with both data certainty and regularity terms. Again, the absolute
diﬀerences between the models were quite small.

4

Discussion

In this paper we have extended a spatiotemporal model of cardiac deformation
proposed by Zhu et al [19] in several ways. First, we made the observation
that piecewise linear elements are inappropriate as they are not diﬀerentiable.
Therefore we used the TPS as a spatial element. Second, we estimated a data
certainty term so that the model does not adapt to noisy measurements. Third,
we also added a regularity term so that smooth deformations are encouraged.
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We also deﬁned the model in Lagrangian coordinates which is beneﬁcial from a
computational point of view.
Based on the qualitative and quantitative results presented we conclude that
all variants of our proposed model performs better than, or equally well, as
the model of Zhu et al. The adjustments made to the model have proven to
be beneﬁcial as showed using a computer generated motion phantom where the
RMS error can be up to 50% lower for our proposed model. There are however,
only small quantitative diﬀerences between the model variants when evaluated
in vivo. Part of this can be explained by our validation procedure where we
used gridtag MRI as a gold standard. Grid tag MRI will only provide a sparse
displacement ﬁeld which means that the regularity of the calculated deformation
will not be reﬂected in the error. The grid tag images were manually analyzed
which is an additional source of error, in particular during diastole where tag
fading complicates the analysis. This eﬀect can be seen in Figure 3 where the
error is higher during the second half of the cardiac cycle. Figure 2 showed that
the absolute diﬀerence between the deformations generated by the model will
be small, which is reﬂected in the error shown in Figure 3. The use of in vitro
measurements would be helpful in order to determine the best model variant
and is therefore the focus of future work.
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Abstract. In this paper it is shown that there is a diﬀerence in local
fractal dimension between imaged glandular tissue, supporting tissue and
muscle tissue based on an assessment from a mammogram. By estimating the density diﬀerence at four diﬀerent local dimensions (2.06, 2.33,
2.48, 2.70) from 142 mammograms we can deﬁne a measure and by using
this measure we are able to distinguish between the tissue types. A ROCanalysis gives us an area under the curve-value of 0.9998 for separating
glandular tissue from muscular tissue and 0.9405 for separating glandular
tissue from supporting tissue. To some extent we can say that the measured diﬀerence in fractal properties is due to diﬀerent fractal properties
of the unprojected tissue. For example, to a large extent muscle tissue
seems to have diﬀerent fractal properties than glandular or supportive
tissue. However, a large variance in the local dimension densities makes
it diﬃcult to make proper use of the proposed measure for segmentation
purposes.

1

Introduction

It has been put forward that knowledge regarding properties of tissue can be
assessed by estimating the fractal properties of an image, or more speciﬁcally
an x-ray image, of the tissue [1,2]. The results have been hard to reproduce by
other researchers [3,4,5] and the approach has been rightfully questioned.
We have, however, shown [6] that by estimating the box dimension (or any
equivalent measure of fractal dimension) for a projected set, bounds for the
dimension of the unprojected set can be imposed. From a theoretical point of
view this tells us that information regarding the three dimensional object, e.g. the
tissue composition of the breast, might be found by performing fractal analysis
of an image, e.g. on a mammogram. This is of course encouraging, but it still
remains to be shown if we are able to exploit this theoretical advance in practice.
The aims of this paper are to evaluate whether it is possible to use fractal
analysis of x-ray images (mammograms) to classify them into tissue types and
to draw conclusions regarding the fractal properties of the depicted object (the
breast).


Part of this research was funded by the Swedish Research Council under grant number 621-2002-3795.

B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 92–101, 2007.
c Springer-Verlag Berlin Heidelberg 2007


Fractal Analysis of Mammograms

93

In [3] an attempt to diﬀerentiate tumor from healthy tissue using diﬀerent
fractal properties was carried out. The conclusion was that fractal properties
might be useful for segmentation within an image, but it is not possible to
compare fractal properties between images. In [1] the authors match the fractal
dimension to Wolfe-grades [7] thus enabling a predictability on the probability
of breast cancer. In [2] fractal geometry was used to describe the pathology of
tumors but the approach was questioned in [8]. It has been argued that fractal
properties alone are not suﬃcient for eﬀective texture segmentation, thus it is
quite common to use fractal features as part of feature vectors in texture classiﬁcation [9,10]. However, we aim at investigating the correspondence between
the property of the projected image and the properties of the unprojected organ
and pure texture approaches are of little interest for us. Our work diﬀer from
all of the above since we make use of knowledge of the imaging system when
estimating fractal properties from an image in order to gain knowledge of the
structures that generated the image.
The paper is organized as follows; In section 1.1 some mathematical background to fractal geometry is given. In section 1.2 a brief description of mammography and mammographic imaging is given. In section 2 the method is accounted
for and in section 3 the data set used is described. The results are presented in
section 4, the results are discussed in section 5 and conclusions are drawn in
section 6.
1.1

Fractal Geometry and Some New Projective Properties of
Fractals

Fractal geometry has been put forward as being suitable for analyzing irregular
sets and one of the most used measure of fractality is the fractal dimension. In
the literature it is not always clear what is meant by fractal dimension but the
most frequent interpretation seems to be that the fractal dimension is identical
to the Box-dimension as deﬁned in equation (1)1 We let Nε (F ) be the smallest
number of sets of a diameter smaller than ε that is needed to cover the set F .
The Box-dimension is then deﬁned as
dimB (F ) = lim

ε→0

log Nε (F )
.
− log ε

(1)

Since we aim at applying an estimate of the Box-dimension on a digital (discrete)
image we have to modify equation (1) slightly. The reason for this is, of course,
that we cannot let ε → 0 since ε ≥ Δ where Δ is the pixel size. The solution is
to rewrite equation (1) according to
log Nε (F ) + log ε · dimB (F ) + h(ε) = 0

(2)

where h(ε) is assumed to be approximately constant.
1

From a mathematical point of view the Box-dimension is a simpliﬁcation of the
dimensionality concept, since the dimension should be based on a measure to be
interesting. Examples of such dimensions are the Hausdorﬀ and Packing dimensions.
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Equation (2) shows that there is a linear relationship between log ε and
log Nε (F ) where dimB (F ) is the constant of proportionality. Thus, the box dimension dimB (F ) is found as the slope of a straight line ﬁtted to the points
{(log εi , log Nεi (F ))}N
i=1 , where ε1 < ε2 < · · · < εN ≤ w1 . The ﬁtting of the line
to the points is done in a least square sense. The upper boundary w1 is deﬁned
in section 2.
As an extension of work in [6] we have proved that
dimB (F ) ≤ dimB (F ) ≤

12 · dimB (F )
12 − dimB (F )

(3)

for almost all directions of projection. In equation (3), F ⊂ R2 × R is the projection2 of a set F ⊂ R3 × R . In fact, we can show that it is not possible to ﬁnd
tighter bounds than the ones presented in equation (3). By using equation (3)
we ﬁnd bounds for the dimension of the unprojected set (for instance the breast)
by estimating the Box-dimension of the projected set (for instance the mammogram). By using the upper and lower bounds from equation (3) it is possible
to establish the required diﬀerence in box-dimensions for us to be able to say
anything regarding the diﬀerence in the original set. This is illustrated in Fig.
1. Furthermore, by using equation (3) and an estimated dimension dimB (F ) we
can ﬁnd an interval of dimensions for which we cannot exclude the possibility
that the fractal properties of the projected volumes do overlap. This interval is
given by





12 · dimB (F )
12 · dimB (F )
, min 3,
.
(4)
IF = max 0,
12 + dimB (F )
12 − dimB (F )
/ IF1 then dimB (F2 ) =
By using IF we can make assertions like: If dimB (F2 ) ∈
dimB (F1 ). The reverse is not true, i.e. if dimB (F2 ) ∈ IF1 we cannot conclude
that dimB (F1 ) = dimB (F2 ).
There are many versions of the Box-dimension that diﬀer in what type of
covering sets are used and how they are allowed to be arranged etc. In the
continuous case they all have identical mathematical properties [11] while this
is not necessarily the case in the discrete case, a fact that many users of fractal
geometry do not seem to be aware of.
We denote a method for estimating a fractal dimension as an estimator and in
[12,13] we have evaluated the performance of a substantial number of estimators
of intensity images. Based on these results we have picked the method most suitable for determining the local dimension. This was determined to be a method
known as the probability method [14] with some modiﬁcations. The modiﬁcations consists mainly of performing the calculations in local neighbourhoods of a
maximal size w1 × w1 . The estimated local dimensions are then averaged over a
neighborhood of size w2 ×w2 . A third parameter, scale, is the number of discrete
intensity levels used in the calculations. That is, the original m levels of intensity
are linearly mapped to scale levels.
2

We have shown this for parallel, central and realistic x-ray projection.

Fractal Analysis of Mammograms

95

4

3.5

dimB (F)

3

2.5

2

F1

F3

1.5

F2

R3

1

F1
0.5

F2
F3
R2

(a) Projective setting

0
0

0.5

1

1.5

2

2.5

3

dimB (F )

(b) Relationship between dimensions

Fig. 1. (a) A schematic illustration of the projective setting used in mammography. A
volume Fi is projected down to an area Fi . (b) The relationship between an estimated
fractal dimension dimB (F ) from a projection of a set and the upper boundary (dashdotted line) and the lower boundary (dotted line) of the original, unprojected set
dimB (F) as given by equation (3).

1.2

Mammography

As mentioned earlier, we have used mammography as the domain for our study.
A mammogram is an x-ray image of breast tissue and since the diﬀerence in
contrast between tissue types (glandular tissue, fat tissue and supporting tissue)
is very low the technical requirements imposed on a mammographic system are
very hard.
The reasons for using mammograms for a study of this kind are two-fold.
Firstly, a thorough fractal analysis requires rather high resolution and contrast
and we have shown in [15] that of the more popular medical modalities, mammography is the most suitable one for fractal analysis. Since part of our aim is to
evaluate the usefulness for fractal geometry as a method for segmentation it is
important to know that the data we apply it to are as good as possible. Secondly,
the proper method to use for the segmentation of mammograms into tissue types
is an open research question and, furthermore, the relative proportion of dense
tissue can be mapped to a probability of risk for developing tumours [7].

2

Method

Given an image F : D → {0, . . . , m − 1} we use an estimator to calculate an
image of the same size but the intensity at each spatial point corresponds to the
local fractal dimension. We denote this image Floc : D → [0, . . . , 3]. In our data,
see section 3, we have binary markings M k ⊂ D corresponding to an anatomical
feature M given by expert k. Let Floc [M ] denote the local dimensions at the
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(a) Mammogram with calibration surfaces

(b) Local dimensions

Fig. 2. Examples of a mammogram and its local dimensions. The calibration is only
carried out once and the calibration surfaces can be dismissed after completing the
calibration.

spatial coordinates given in M and let Hloc [M ] denote the histogram over these
dimensions. The hypothesis is that the estimated distributions Hloc [M k ] and
Hloc [N k ] diﬀer if M = N . It is also of interest to see if there is a diﬀerence
between the domain experts, that is if Hloc [M k ] and Hloc [M l ] if k = l.
Optimal values for the three parameters (w1 , w2 and scale) that control the
performance of the estimator were found by a simple optimization procedure. We
inserted patches into the mammogram with known fractal properties, Fig. 2(a).
The four patches to the left of the mammogram were generated by approximating
a fractal Brownian motion [16] and have from the top dimensions of 2.1, 2.3, 2.5
and 2.7 respectively. We also added patches with a plane (dimension 2), points
(dimension 0) and lines (dimension 1) to the right of the mammogram. The
points and lines were not used in the optimization of parameters.
By using the calibration areas we could determine what sets of parameters
that yield a linear mapping between estimated dimension and true dimension.
The initial parameter space contains three discrete parameters and it is possible
to impose upper and lower boundaries for each parameter and thus we have
a ﬁnite number of parameter combinations to try out. A coarse discretization
of the parameter space allowed us to determine where in the space the optimal
parameter combinations were situated. Within this area an exhaustive search was
carried out yielding the chosen parameter values. The optimization of parameters
was only performed on the calibration patches in Fig. 2. The actual mammogram
did not take part in this process.
Next we calculated an Floc version for every mammogram in our database.
For each Floc we extracted Hloc [M k ], ∀M, k and used these for further analyses.
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Accumulated Normalised Density for all experts (over 147 images)
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Fig. 3. A distribution over local fractal dimensions (Hloc [Gland], Hloc [P ect],
Hloc [Supp]). The peaks dimloc = 2.060 ± 0.03, dimloc = 2.335 ± 0.03, dimloc =
2.485 ± 0.03 and dimloc = 2.700 ± 0.03 have been marked.

3

Data

The mammograms used in this study are randomly selected from the MIASdatabase (8 bit, 1024 × 1024 images). Three domain experts were asked to mark
the pectoralis muscle, the mamilla, the breast border and the glandular disc
on the images. In total we have used 142 diﬀerent mammograms and we have
3 · 142 diﬀerent markings of regions. In this paper ”Gland” denotes the glandular
tissue, ”Pect” denotes the pectoral muscle and ”Supp” denotes the supporting
tissue (including fat) that surrounds the glandular tissue. Each image in the
MIAS-database is adjusted to be of square size, and since a mammogram is
rectangular we always have empty black areas to the left and right of the actual
mammogram. In these areas we inserted the calibration patches described in
section 2. Thus we did not alter any mammographic information when adding
the patches. The mammograms where all adjusted so that the pectoral muscle
is to the left in the image, but no other preprocessing took place.

4

Results

For D = {1, . . . , 1024} × {1, . . . , 1024} images with intensity levels L =
{0, . . . , 255} the optimal set of parameters was found to be w1 = 47, w2 = 5 and
scale = 51. Using these parameters an Floc was calculated for each image in our
database, and Hloc [M k ] were extracted from each Floc .
The accumulated distributions Hloc [M ] are shown in Fig. 3 (based on 142
images) and here we clearly see that there is a diﬀerence in the relative shape
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Fig. 4. Distributions over ρ-values for glandular tissue, muscle tissue and supportive
tissue as calculated from 142 images. Optimal segmentation is obtained by thresholding
at ρ1 = −0.174 and ρ2 = 0.0218 yielding an lowest combined probability of misclassiﬁcation P (err|Gland) = 0.248, P (err|P ect) = 0.0213 and P (err|Supp) = 0.0423.

of the distributions, specially between the pectoral muscle vs. glandular and
supportive tissue. The pectoral muscle has clear peaks at dimloc = 2.060 and
dimloc = 2.485 whilst glandular and supportive tissue have peaks at dimloc =
2.335 and dimloc = 2.700. The peaks were estimated to have a width of 2δ = 0.06.
We deﬁne a measure

|−x|<δ Hloc [·](x)

ϕ (x) =
x Hloc [·](x)
and calculate
ρ = [ϕ2.060 (x)

ϕ2.335 (x)

ϕ2.485 (x)

T

ϕ2.700 (x)] .

(5)

The vector ρ describes the relative density in the histogram at each of the
identiﬁed peaks. Since we have observed that glandular tissue has peaks at the
second (dimloc = 2.485) and fourth (dimloc = 2.700) values we project the vector
ρ onto the base vector b = [−1 1 − 1 1]T with the inner product
ρ = bT ρ.

(6)

It is easily shown that the value of ρ will be in the −1 to 1 interval, where a value
of 1 corresponds to a histogram with all observed data at dimloc = 2.485 and/or
dimloc = 2.700. A value of -1 corresponds to a histogram with all observed data
at dimloc = 2.060 and/or dimloc = 2.485.
By calculating ρ for all 142 images we are able to estimate a distribution
p(ρ) for diﬀerent tissue types. In Fig. 4 we can see p(ρ) given the three tissue
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Fig. 5. Receiver operating characteristic (ROC) curve for using the measure to diﬀerentiate tissue types when using ground truth from a speciﬁc domain expert (F)

types. The optimal, in the sense least probability for misclassiﬁcation, thresholds
are ρ1 = −0.174 and ρ2 = 0.0218. The thresholds were found by a simple
linear search of ρ (exhaustive). The discriminating power obtainable by using
equations (5) and (6) is illustrated in Fig. 5 where we can see receiver operating
characteristic for the tissue types. The performance diﬀers slightly depending
on what expert we used for the ground truth markings, see Table 1. The best
Az values (area under the ROC-curve) obtained for separating tissue types were
0.9998 for glandular vs. pectoralis, 0.9915 for supporting tissue vs. pectoralis
and 0.9405 for glandular tissue vs. supporting tissue.

5

Discussion

Based on the ROC-curves from the p(ρ) data (Fig. 5) we conclude that by using
the local fractal dimension it is possible to separate tissue types. The ROC
analyses are based on accumulated data from all 142 images but to be useful for

segmentation, we have to use an estimate H
loc [·] from a neighbourhood in Floc .
It turns out that the variance is quite substantial which makes it rather diﬃcult
use the local density distribution. Thus equations (5) and (6) are not necessarily
useful for segmentation purposed.
We have observed that there is a signiﬁcant peak at about dimension 2, see
Fig. 3. To some extent this can be explained by over and under exposure of
the images. Similarly it seems that fractal analysis is very good at detecting
ﬁlm scratches and other artifacts. Both these observations are interesting, but
since mammography as a modality slowly is going digital, where problems with
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Table 1. Intra variance amongst domain experts regarding the area under the ROCcurve
Expert
A
C
F

Area under ROC-curve
Gland. vs. Pect Gland vs. Supp Supp vs. Pect
0.9995
0.8463
0.9994
0.9983
0.8874
0.9882
0.9998
0.9405
0.9915
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Fig. 6. Enlarged part of the normalised histograms for Hloc [Glandk ], Hloc [P ectk ] and
Hloc [Suppk ], k ∈ {A, C, F }. The observable intra variance is very low for the pectoral
muscle and the highest intra variance is found in the supportive tissue.

exposure and ﬁlm scratches are signiﬁcantly smaller, it is not deemed interesting
to investigate this further.
By making use of equation (3) we can say that the structures yielding local
dimensions of dimloc = 2.060 and dimloc = 2.485 must have diﬀerent dimensions in three dimensions. We cannot say the same for dimloc = 2.335 and
dimloc = 2.700. Thus we conclude that muscle tissue has slightly diﬀerent fractal properties than glandular tissue and supportive tissue. The diﬀerence could
to some extent be explained by the fact that the muscle quite often is under
exposed in the images.
From Fig. 4 it appears that supporting tissue and glandular tissue have more
in common than muscle tissue and any other two tissue types. This might be
explained by the fact that glandular tissue and supportive tissue to a larger
extent are projected on top of each other. That is, within each projective cone,
see Fig. 1 (a) there are both tissue types.
In Fig. 6 we can observe the intra variance amongst the domain experts.
Although the observed diﬀerence is relatively low it will give rise to a signiﬁcant
diﬀerence in the area under the ROC curve values, see Table 1.
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Conclusion

We conclude that there is a diﬀerence in local fractal dimension estimated by
the box dimension from a mammogram. To part, we can say that this diﬀerence
is due to diﬀerence in the dimension of the three dimensional unprojected tissue.
However, the high variance of the local density function of the local dimension
makes it diﬃcult to make use of this diﬀerence in tissue segmentation.
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Abstract. We propose a method for restoring the surface of a tooth
crown so that the pose and anatomical features of the tooth will work well
for chewing. The system of teeth has been modeled with a 3D statistical
multi-object shape model build from 3D scans of dental cast models. The
restoration is carried out using the shape model statistics in a Bayesian
framework to calculate the most probable tooth crown shape(s), given
the fragments of one or more neighboring and opposing tooth crowns.
The modeling of and reconstruction with the multi-object shape model
has been realized by extending the model with a concept of elasticity that
generalizes better to new teeth. The elasticity has been calculated from
the surface curvature relations within and between each tooth sample,
simulating a prior knowledge of the shape variation.

1

Tooth Reconstruction

In the dental industry, the design and construction of restorations to be inserted in a patient’s mouth is carried out by dental technicians, that are highly
trained experts in tooth anatomy and the function of the bite. The task can
be to model the missing part of a broken tooth crown, model the crown of a
whole missing tooth or even several missing teeth. The restorations are traditionally constructed directly from the materials by hand, but the use of software
to model the construction elements of a restoration has been growing rapidly the
last couple of years [1,2,3]. Other than saving money on the temporary building
materials, the software solution saves time, as some of the traditional production
steps can be skipped and proper customized 3D modeling tools and automatic
routines can speed up the construction work. The existing dental software systems combines the software with a scanning device to produce a 3D surface model
of the patients remaining teeth, on which the restoration is to be designed. The
modeled restoration can then be exported as a 3D surface model and milled or
printed directly in the ﬁnal material.
One of the most challenging steps towards an automation of dental restoration
modeling software is the anatomical deformations of the tooth crowns to be reconstructed. An anatomical correct deformation of a tooth crown surface cannot
be calculated exclusively from the size and location of the surrounding surfaces
of the scanned data. Some prior knowledge must be added to the system, which
describes the shapes and legal deformations of the teeth. It is our goal to develop
a system that can learn and describe the complex shape system of the bite, and
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 102–111, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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with this knowledge reconstruct the surfaces of missing tooth crown parts, whole
teeth, or several teeth from information extracted from scanned data. The work
reported in this article is based on [4], and the plaster casts have been scanned
by the 3Shape laser scanner, some shown in Figure 1.

(a)

(b)

(c)

Fig. 1. Cast models scanned by the 3Shape laser scanner, aligned (a) and the lower
jaw (b), and a triangulated surface mesh of a scanned cast model (c). Notice on (c)
that the mesh has been decimated to a much lower solution than the usual quality.

2

Shape Modeling

We operate with the notion of shape as that which is left, when translation, rotation, and scaling is removed. To reconstruct the shape of an incomplete object,
we need a model description of the object shape and variability. The classical
approach is based on representing and modeling shape as a set of landmarks
(see [5,6,7,8] and references herein). On each training shape, a ﬁnite number of
landmarks are located on surface features that corresponds between the shapes.
This representation is directly applicable in the Active Shape Model (ASM). The
biggest disadvantage is the time-consuming manual labor needed. Alternative
approaches, that carry a smooth surface implicitly in the shape description, are
the Level-set function representation [9] and the Medial representation (M-rep)
[10]. However, both representations are problematic, since they cannot robustly
handle non-closed shape surfaces such as scans of plaster casts of teeth.
Shape Warping has also been studied in the literature: In [11], each training
shape landmark is warped to a template shape, where a template shape mesh
is projected onto the shape before warping landmarks and mesh vertices back.
Based on this idea, [12] introduced a 3D morphable model that use 3D meshes
as training data rather than images. Each mesh vertex achieves the same status as a landmark, and the correspondence between the training meshes and the
template mesh is estimated from a sparse set of correspondence points, manually
marked by the user on each training mesh. In [3] the reconstructions were adjusted for neighboring teeth using local mathematical morphology. The quality
of the warping depends on both the complexity of the surfaces and the unknown variation of the samples. Further, when only extracting data from the
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occlusal, frontal, and back sides of the teeth, a signiﬁcant amount of surface is
left unknown. We are thus lead to the idea of keeping the surface representation separated from the data. Further, the reconstruction situations depends on
the amount of a tooth that must be reconstructed. If the areas of reconstruction are somehow marked in the process, a better approach is to let the surface
conform to the reconstructed data, while respecting the borders between the reconstructed parts and the original data. The task is to create a mesh that can be
guided through the landmarks, while keeping the surface smooth and respecting
the local and global constraints. This coupling we implement using Variational
Implicit Surfaces [13] interpolated between landmarks, and thus we obtain a
ﬂexible method, that may be extended with additional information about the
anatomical features, and allow us to focus on landmarks only.
A shape will be described as a 3n dimensioned vector of point coordinates
x = [pT1 , pT2 , . . . , pTn ]T = [x1 , y1 , z1 , x2 , y2 , z2 , . . . , xn , yn , zn ]T
with each point representing the position of a landmark and n is the number of
landmarks in the shape. Following [8], we use Procrustes analysis to align each

shape x to the mean shape x̄, where x̄ = N1 N
i=1 xi , and N is the number of
training samples. To align shapes, we ﬁrst normalize for translation and size,
and then normalize orientation by minimizing the Procrustes distance,
d2Procrustes = ||x − x̄||2

(1)

We will misuse notation and use x for the normalized shape coordinates in the
following. After having aligned the shapes we write,
X = [(x1 − x̄), (x2 − x̄), . . . , (xN − x̄)]

(2)

Then we compute the covariance matrix as
C=

1
XXT
N

(3)

and its eigenvalues λi and eigenvectors φi ,
CΦ = ΛΦ

(4)

where Λ is the diagonal matrix of eigenvalues and the columns of the matrix Φ
contains the corresponding eigenvectors or modes. Thus any shape x from the
training set can be reproduced by a linear computation of the mean and the
principal components as
x = x̄ + Φb
(5)
where b is the vector of shape model parameters. The strength of the model is
that the eigenvectors corresponding to the largest eigenvalues model the training
set with an error equal to the sum of the neglected eigenvalues.
Our training set for each tooth consist of 12 samples. The landmarks were set
by a non-expert with expert assistance and are primarily anatomical, with the
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exception of some pseudo-landmarks. 11 principal components were calculated
for each shape model. The relative small training set size could potentially introduce problems regarding the generality, if the dependence on the model statistics
is not relaxed in the reconstruction procedure. We will attempt to add artiﬁcial
eigenmodes to the models, to improve ﬂexibility without hazarding the object
shape or overruling the existing eigenmodes. The rationale is that landmarks
on the same side of a surface are expected to be correlated proportional with
their distance. Thus, if one landmark were to be moved, then we expect that the
neighboring landmarks will be eﬀected. We will refer to this as elasticity, which
will be described in the following.

3

Model Elasticity

The modes of variations were calculated from the covariance matrix of the combined data samples. Consider the general 3n × 3n covariance matrix with covariances cij
⎤
⎡
c1 1 c1 2 . . . c1 3n
⎢ c2 1 c2 2 . . . c2 3n ⎥
⎥
⎢
C=⎢ .
(6)
.. . .
.. ⎥
⎣ ..
. . ⎦
.
c3n 1 c3n 2 . . . c3n 3n
If the covariance matrix of the data sample matrix was replaced by the identity
covariance matrix CId = I3n , then all landmark coordinates would be independent of each other. This means that combinations of the resulting eigenmodes
could move the landmarks of a modeled shape in any direction. In that sense,
CId deﬁnes an under-constrained, lower limit to the shape models. In [14] it has
been shown how to add smoothness constrained deformations to a shape model
by increasing the correlation between neighboring points in 2D shapes. The idea
is, that when adding a small value to neighboring points in CId , a covariation
between the points is artiﬁcially created. Visually, moving a point in the shape
will have an elastic eﬀect on the neighbors. The eﬀect of moving a point in a 2D
shape with CId and CId augmented with with a positive value, e.g. 0.5, in the
covariances between neighboring points, is illustrated in Figure 2.
The actual smoothness used in [14] was, however, not controlled in the relation
to the model statistics, they were implemented to substitute model statistics. We
need to control the amount of smoothness so that its function is a deformation
supplement. Furthermore, we need to re-think the concept of neighbors in 3D,
so that the elastic deformation added makes sense and respect the object shape.
In order to relax the tooth shape models we add a small value to all the
neighbor-landmark covariances in the covariance matrix. Deﬁning ‘neighborhood’ is a little more diﬃcult in 3D, though. Neighborhood should be deﬁned
more in terms of distance than a number of closest neighbors, and should furthermore be measured over the surface and not necessarily as the shortest distance
between two landmarks. As the solid objects teeth are, the smaller artifacts on
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Fig. 2. The original 2D shape (left), the eﬀect on the neighbors when moving a point
with CId as covariance matrix (middle) and with CId augmented with a small value
in the covariances of neighboring points (right)

Fig. 3. Three points on a tooth (green) together with their surface normal (red), and
angle diﬀerence to the rightmost normal. The neighbors to the rightmost landmark is
a weighted sum of the surface-geodesic distance and the angle diﬀerences.

one side of a given tooth type doesn’t have any eﬀect on the smaller surface variations on the other side, disregarding the distance from landmarks on one side
to landmarks on the other. In fact, when teeth have more unusual artifact’s on
the surface and is thus a diﬃcult subject for an over-constrained shape model,
it is usually due to abnormal chewing or smaller damages, both of which only
have a local eﬀect. The neighborhood of a landmark p could be measured as
the landmarks within some ﬁxed distance from p. This, however, leaves us with
the problem of deciding such a distance. Furthermore, it could introduce some
problems regarding the scale of the individual tooth samples – we must choose
a method that determines a well deﬁned neighborhood of all shape samples in a
model. Let dab be the mean surface-geodesic distance between landmark pa and
pb over the training data. Then, a general way of calculating how much they
should aﬀect each other is to calculate this as a weight 0 < wab < 1, where it is
our experience that the following function is useful,
β dab

wab = 31− dmax − 1

1 + na · nb
2

(7)

and where na are the normal at point pa as shown in Figure 3, dmax is the
maximum surface-geodesic distance between points on a shape over the training
set, and β is a locality parameter typically 2 or 3. For a given pair of hypothetical
landmarks pa and pb , where a = b, we modify the 9 corresponding entries of the
covariance matrix, Celastic = {celastic
}, as follows
ij
= cij + wab α
celastic
ij

(8)
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Table 1. Leave-one-out experiments without and with elasticity of v = 0.2 and locality
β=2
Shape model
Upper 1st molar
Upper 2nd premolar
Upper 1st premolar
Upper canine
Lower 1st molar

Mean residual error
0.010820445605
0.017800014466
0.015877468511
0.024195164442
0.011680148542

Mean residual error with elasticity
0.010042073205
0.016395261511
0.014705151320
0.022415077314
0.010770596564

where α = vvN
being a parameter to control the amount of regularization, and
reg n
vreg is found experimentally such that v = 0 implies no elasticity added and
v = 1 implies maximum elasticity. The elasticity inﬂuences the least signiﬁcant
eigenmodes the most, and should be kept suﬃciently small in order not to destroy
the statistical properties of the training data.
The parameters will experimentally be found by performing the leave-oneout (LOU) experiments on the corresponding shape models based on PCA of
Celastic . The goal is thus to ﬁnd a set of parameters that decreases the residual
error for all models in the experiment. The following results were achieved with
vreg = 100. Table 1 demonstrates the generally better results. With higher values
of v than v = 0.2, the most signiﬁcant eigenvectors slowly started changing
direction, until the corresponding eigenmode changed signiﬁcance at around v =
0.9, and therefore we accept v = 0.2 as the maximum. The amount of non-zero
eigenmodes created from Celastic are typically as many as kn, but a big amount
of the least signiﬁcant eigenmodes can be removed while still keeping the model
more general than in the pure statistical model.

4

Reconstruction with Elasticity

We now wish to solve the problem of missing data for crown construction. Let
y be an incomplete shape vector with l < n points, and x be the corresponding
full shape. Then, we wish to ﬁnd a linear transformation L : Rn → Rl such that
y = Lx

(9)

This system is an overdetermined system of equations. Since we cannot expect to
ﬁnd a linear combination of the training samples that solves (9) exactly. Instead
the values of x can be found by minimizing an energy functional,
E(x) = ||Lx − y||2

(10)

which may be solved using the linear least squares method. Assume now that
y has been subtracted with the (dimension reduced) mean x̄, so that a model
approximation can be calculated as x = Φb. Inserting this into (10) we get
E(b) = ||L(Φb) − y||2

(11)
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Table 2. Reconstruction of molar training sample for the normal model and the elastic
model that includes regularized elasticity
Removed landmarks
out of 44 total
1
5
12
36
36 distr

Normal model Elastic model
Errec
Errec
0.00159
0.00075
0.02201
0.00676
0.04915
0.01711
0.65755
0.65539
0.19626
0.11631

However, a fundamental problem with least square ﬁtting of a model to data is
that of overﬁtting. Basically, there is a lot of uncertainties in the data, and the
model is only an approximation to the real physical system. Hence, we formulate the problem in the Bayes setting: Given an incomplete shape vector y, the
reconstruction problem consist of ﬁnding the optimal model coeﬃcients b for y.
In terms of probability:
P (b|y) =

P (y|b)P (b)
∝ P (y|b)P (b)
P (y)

(12)

This states that the optimal coeﬃcients b will be the ones with maximum probability, conditioned to y. Both the prior probability P (b) and the likelihood
P (y|b) can be derived from the shape model deﬁnition. We use a normally distributed on b with a zero mean and covariance matrix equal to the identity,
b ∼ N (0, I), the probability density can then be written as:
P (b) = (2π)−m/2 exp −

||b||2
2

(13)

and the probability density of the likelihood
P (y|b) = (2πσ 2 )−l/2 exp −

||(L(Φb) − y||2
2σ 2

(14)

The point of maximum posteriori is found to be [15]
x = x̄ + ΦV diag

wi
wi2 + σ 2

UT (y − Lx̄)

(15)

The reconstruction error for various missing landmarks is shown in Table 2. The
reduced elastic model results in a signiﬁcantly better reconstruction, compared
to the normal covariance reconstruction.
The reconstruction with the elastic models showed that some kind of regularization is necessary, due to the increased number of eigenmodes and the
eﬀect of the neighborhood relations on the reconstruction. As the complexity
of the reconstruction problem increases, the resulting shape quickly becomes
very distorted. Our experiments indicate that only a small number of artiﬁcial
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Fig. 4. Reconstruction molar training sample with elastic model, and diﬀerent amount
of elastic eigenmodes removed. Three sets of landmarks are shown: origional (green),
the reconstructed (blue), and the ground truth (yellow). From left: 0 %, 50 %, 60 %
and 80 % eigenmodes removed.

(a)

(b)

(c)

(d)

Fig. 5. Reconstruction molar from elastic shape model, with elasticity v = 0.1 and
locality parameter β = 3. (a) Original tooth with surface part to be reconstructed. (b)
Landmarks to reconstruct from. (c) Reconstructed landmarks (blue). (d) Reconstruction with surface mesh.

eigenmodes should be used for optimal reconstruction. This is show in Figure 4.
With this approach we are now able to reconstruct hitherto unseen teeth such
as shown in Figure 5.

5

Bite Constrained Reconstruction

One of the limitations of a PDM-based shape model is the undeﬁned limit of
shape variation in each eigenmode. We assume limits of three standard deviations
of the mean, assuming a Gaussian data distribution. In PCA, when ﬁtting the
data to an aﬃne subspace, we cannot guarantee the displacement vectors in some
eigenmode not to overlap. The approximated limits on the modes of variation
makes it a common problem that the PDM produces shapes with illegal borderoverlaps. This is a problem of particular importance when modeling multiple
tooth shapes with one model, since the surfaces of neighboring and antagonist
teeth in a natural bite are not only close, they also share one or more contact
points, and thus inter-model border overlapping is very likely.
In the reconstruction, we wish to maximize the posterior probability of the
model parameters b given the incomplete shape vector y, by minimizing
||(LΦ)b − y||2 . Let py be the landmark in y that was just given a new position away from the collision, and let pm be the corresponding landmark in the
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(a)

(b)

(c)

(d)

Fig. 6. Reconstruction of upper molar with collision with antagonist. Iterations in the
collision response algorithm. (a) Overview. (b)-(d) iterative reduction in collisions.

model to approximate py . Let Let n be a normal vector in the direction of the
penetration. Then, by minimizing the distance between the landmarks as
||nT pm − nT py ||2

(16)

the distance between the landmarks is only measured in the direction of n. This
expression increases the possibility of estimating a pm in a non-collision position,
by relaxing the movement of pm in the plane through py with the normal n, thus
motivating the most probably pm close to this plane. We will also refer to this
as a plane constraint. To respond to collisions, we apply an iterative algorithm,
where we in each step, seek the landmark of deepest penetration. This landmark
is then pushed out along the surface normal and apply the plane constraint, i.e.
require, that this landmark no longer can move in the normal direction. Steps
from this algorithm is illustrated in Figure 6.

6

Conclusion

We have presented a system for reconstructing teeth based on an extension of
the Principal Component Analysis. Our extensions include both an elasticity
term for the covariance matrix and collision avoidance for antagonist teeth. The
conclusion is, that the reconstruction generalize well in terms of missing data,
collisions are minimized for improved biting, and preliminary clinical evaluation
indicate that the resulting models visualized by variational implicit surfaces are
more natural looking that standard reconstructions.
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Abstract. Crouzon syndrome is characterised by the premature fusion
of cranial sutures. Recently the ﬁrst genetic Crouzon mouse model was
generated. In this study, Micro CT skull scannings of wild-type mice and
Crouzon mice were investigated. Using nonrigid registration, a wild-type
craniofacial mouse atlas was built. The atlas was registered to all mice
providing parameters controlling the deformations for each subject. Our
previous PCA-based statistical deformation model on these parameters
revealed only one discriminating mode of variation. Aiming at distributing the discriminating variation over more modes we built a diﬀerent
model using Independent Component Analysis (ICA). Here, we focus on
a third method, sparse PCA (SPCA), which aims at approximating the
properties of a standard PCA while introducing sparse modes of variation. The results show that SPCA outperforms both ICA and PCA with
respect to the Fisher discriminant, although many similarities are found
with respect to ICA.

1

Introduction

Crouzon syndrome was ﬁrst described nearly a century ago when calvarial deformities, facial anomalies, and abnormal protrusion of the eyeball were reported
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 112–121, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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in a mother and her son [1]. Later, the condition was characterised as a constellation of premature fusion of the cranial sutures (craniosynostosis), orbital
deformity, maxillary hypoplasia, beaked nose, crowding of teeth, and high arched
or cleft palate. Identiﬁcation of heterozygous mutations in the gene encoding ﬁbroblast growth factor receptor type 2 (FGFR2 ) have been found responsible for
Crouzon syndrome [2]. Recently a mouse model was created to study one of these
mutations (F GF R2Cys342T yr )[3]. Incorporating advanced small animal imaging
techniques such as Micro CT, allows for detailed examination of the craniofacial growth disturbances. Studying the craniofacial shape diﬀerences in detail
contributes to the understanding of the syndrome, surgery planning and diagnosis in humans. A recent study, performing linear measurements on Micro CT
scans, proved the mouse model applicable to reﬂect the craniofacial deviations
occurring in humans with Crouzon syndrome [4]. Previously, we have extended
this study to assess the local deformations between the groups by constructing a deformable shape and intensity-based atlas of wild-type (normal) mouse
skulls. Deforming this atlas to all mice, the craniofacial shape diﬀerences can be
analyzed [5].
To analyse and interpret these deformations in a meaningful way, it is desirable
to reduce the large number of dimensions and at the same time localise the growth
deviations with respect to the atlas. This leads us to statistical deformation models (SDMs). These are closely related to statistical shape models but the fact that
the whole correspondence ﬁeld is modelled makes them more powerful. A standard PCA has been a popular approach to build SDMs (e.g. [6,7,8]) but recently
diﬀerent techniques have been applied, e.g. wavelet-based PCA [9].
With respect to the mouse study, PCA was previously performed [10]. This
analysis revealed only one discriminating mode of variation, mainly reﬂecting
global diﬀerences between the groups. This kind of variation can be hard to
interpret and in a recent study, we showed that applying Independent Component Analysis (ICA) to the deformation ﬁelds resulted in several discriminating modes, revealing the local diﬀerences between the groups. Sparse Principal
Components Analysis (SPCA) [11] has proven successful when applied in shape
modelling [12]. In this paper we introduce the use of SPCA to build a Sparse
Statistical Deformation Model and provide a comparison to a standard PCA
and ICA with focus on the discriminative ability. We believe this is the ﬁrst
time SPCA is applied to statistically model deformation ﬁelds.

2

Data Material

Production of the F gf r2C342Y/+ and F gf r2C342Y /C342Y mutant mouse (Crouzon
mouse) has been previously described [3]. All procedures were carried out in
agreement with the United Kingdom Animals (Scientiﬁc Procedures) Act, guidelines of the Home Oﬃce, and regulations of the University of Oxford.
For three-dimensional (3D) CT scanning, 10 wild-type and 10 F gf r2C342Y /+
specimens at six weeks of age (42 days) were sacriﬁced using Schedule I methods
and ﬁxed in 95% ethanol. They were sealed in conical tubes and shipped to the
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(a)

(b)

(c)

Fig. 1. (a) Photo of a Crouzon mouse (left) and a wild-type mouse (right). Skulls
Extracted from CT images of (b) a Crouzon mouse, (c) wild-type mouse.

Micro CT imaging facility at the University of Utah. Images of the skull were
obtained at approximately 46μm × 46μm × 46μm resolution using a General
Electric Medical Systems EVS-RS9 Micro CT scanner. Fig. 1 shows an example
of the living mice and the imaging data appearance.

3

Methods

The steps taken to automatically assess the local shape deviations between
groups, statistically, from the Micro CT images are the following.
1. Build a craniofacial wild-type mouse atlas from the Micro CT’s using nonrigid image registration
2. Match atlas to all 20 cases (wild-type and Crouzon mice) using nonrigid
image registration
3. Use the resulting deformation parameters as input to a SPCA
3.1

Atlas Building and Registration

The ﬁrst two steps of the procedure were presented in [5]. The nonrigid registration algorithm based on B-splines [13,14] was applied. This algorithm uses a
transformation model which is a combination of a global and a local transformation model, T(x) = Tglobal (x) + Tlocal (x). The global transformation model
consists in our case of a rigid transformation matrix (with 6 degrees of freedom).
The local transformation model describing the nonrigid part of the model is
written by the tensor product of the 1D cubic B-splines,
Tlocal (x, y, z) =

3 
3 
3


Bl (u)Bm (v)Bn (w)ci+l,j+m,k+n

(1)

l=0 m=0 n=0

where c are the parameters of the B-splines ordered in a px × py × py lattice. u, v
and w are the (x, y, z) image coordinates translated into the lattice coordinates.
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A Sparse Statistical Deformation Model

The third step of the procedure listed above is the main focus of this paper. The
control points (parameters) of the B-splines in Equation 1 provide a compact
representation of the correspondence ﬁelds. As shown in [6] it is suﬃcient to
perform a statistical analysis on these control points to obtain a compact description of the deformations. Using a common reference frame, e.g. an atlas, as
the origin of the registrations, the control points for a subject reﬂect its local
deviation from this reference frame. Concatenating the 3D control points for
subject i into a row vector Ci = [c1 , ..., cp ], where p = 3px py pz , gives the ith row
of the n × p data matrix to analyse (n is the number of observations).
SPCA approximates the properties of a standard PCA while introducing sparsity in the modes of variation. Zou et al. [11] take advantage of formulating PCA
as a regression problem leading to the SPCA criterion
(Â, B̂) = argminA,B

n
i=1

||xi − AB T xi ||2 + λ
s.t. AT A = I

k
j=1

||bj ||2 +

k

j=1 δj ||bj ||1

(2)
Here xi denotes the ith column of XT . This formulation assumes k modes to be
retained in the model. The columns of B represent the principal axes (loading
vectors bj , j = 1, ..., k) and B projects observation i onto those axes. The
matrix A takes the observation back to the original space. Hence, the ﬁrst term
measures the reconstruction error of the model. The second term, the L2 penalty
is included to ensure a unique solution, also in cases where p > n, and the third
term, L1 penalty, introduces sparsity. These two latter terms are adopted from
Elastic Net regression [15]. The constraint weight, λ, must be chosen beforehand,
and has the same value for all PCs, while δ may be set to diﬀerent values for
each PC, providing good ﬂexibility.
The problem in Equation 2 is usually solved iteratively by ﬁxing A in each
iteration, solving for B using the LARS-EN algorithm [15] and recalculating A.
However, when we have p  n as in our case, Zou et al. have shown that by
letting λ → ∞, B can be determined by soft thresholding1
bj = (|aTj XT X| −

δj
)+ · sign(aTj XT X),
2

j = 1, 2, ..., k

(3)

where k is the number of modes and aj is the jth column of A. This approach
was taken here enforcing the same ﬁxed level of sparsity in each loading vector
by dynamically changing (δj ) in each iteration. To maximise the total adjusted
variance [11] explained by the SPCA, the modes were ordered allowing for perturbations as suggested in [12].
Since the aim of our sparse deformation model is to discriminate between the two
groups of mice the ﬁnal ordering of modes was deﬁned with respect to the Fisher
discriminant. That is, the observations were projected onto the principal directions,
1

(z)+ denotes that if z < 0, z is set to 0 and if z >= 0, z is kept unchanged. The
term is denoted hinge-loss.
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the Fisher discriminant between the groups calculated for each mode and the
principal directions ordered with respect to decreasing Fisher discriminant score. In
general, for class 1 and 2, the Fisher discriminant is deﬁned as
F =

(μ1 − μ2 )2
,
σ12 + σ22

(4)

where μi is the mean of class i and σi2 is the variance of class i.

4

Experimental Results

The accuracy of the image registration algorithm (registering the atlas to each
of the 20 cases) is essential for the deformation model to be valid. In [5], the
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Fig. 2. Projection of observations into the space of the ﬁrst six components (ordered
by Fisher discriminant) using (a-c) SPCA, (d-f) PCA and (g-i) ICA. Crosses denote
Crouzon cases while circles denote wild-type cases. (a,d,g) Mode 2 vs. mode 1; (b,e,h)
Mode 4 vs. mode 3; (c,f,i) Mode 6 vs. mode 5.
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Fig. 3. The Fisher discriminant plotted vs. deformation mode number for PCA, ICA
and SPCA. The values are obtained in a leave-one-out experiment providing the error
bars (one standard deviation).

manual annotations from two observers were used to assess the registration accuracy. Using the optimal transformations from the image registrations, landmarks
were obtained automatically. The landmark positions were statistically compared
to those annotated by the human observers. This showed that the automatic
method provided as good accuracy as the human observers and, moreover, it
was more precise, judged from the signiﬁcantly lower standard deviation.
The SPCA was applied to the matrix of control points (p = 21675). A threshold of 2000 points was used to obtain equal sparsity in each mode of variation.
Fig. 2 (a-c) shows the observations projected onto the ﬁrst six sparse principal
directions (ordered by Fisher discriminant score). To evaluate the ability of the
sparse SDM to assess the local group diﬀerences, it was compared to a standard
PCA and our previous approach [16] using ICA [17]. Fig. 2(d-i) shows scatter
plots of the ﬁrst six modes for ICA and PCA, sorted with respect to the Fisher
discriminant.
The score plots already give an idea about the discrimination ability of the
diﬀerent approaches. To give a more quantitative measure, the Fisher discriminant was assessed in a leave-one-out fashion for all three approaches. This is
plotted with error bars for each of the approaches in Fig. 3.
With emphasis on the group diﬀerences, each mode of the sparse model was
visualised by selecting the extremes from each group in model space (Fig. 2) and
project back into the space of control points. This set of control points generated
from the model was then applied to the atlas to obtain the deformed volumes
of the two extremes. Subsequently the surfaces were extracted for visualisation.
Fig. 4 shows mode 1,3,4 and 6. Mode 2 was excluded from this visualisation due
to an overlap in variation with mode 1.
Deforming the atlas along the discriminating modes of the ICA model reveals
many similarities between ICA and SPCA. To give an example Fig. 5 shows IC 5
which is closely related to SPC 4.
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SPC 1, Wild-type

SPC 1, Crouzon

SPC 3, Wild-type

SPC 3, Crouzon

SPC 4, Wild-type

SPC 4, Crouzon

SPC 6, Wild-type

SPC 6, Crouzon

Fig. 4. Sparse Principal Deformation modes 1,3,4 and 6, visualised on surfaces after
deforming atlas to the extremes of each mode. The colors are intended to enhance the
regions where changes have occurred in the deformed surfaces. The colors denote displacement with respect to atlas (in mm), with positive values (red) pointing outwards.
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IC 5, Wild-type
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IC 5, Crouzon

Fig. 5. Independent Deformation mode 5 visualised on surfaces after deforming atlas
to the extremes of the mode. The colors are intended to enhance the regions where
changes have occurred in the deformed surfaces. The colors denote displacement with
respect to atlas (in mm), with positive values (red) pointing outwards.

5

Discussion and Conclusions

The score plots in Figure 2 indicate that both SPCA and ICA are capable of
discriminating between the two groups in up to six deformation modes. The
standard PCA only discriminates between the groups in the ﬁrst mode. Figure 3
conﬁrms these speculations. It is evident that PCA is only capable of discriminating between the groups in one mode of variation. SPCA performs slightly
better than the ICA, but the ICA seems to be more robust judged from the
error bars. Considering the low number of points in the sparse model, this is
understandable.
Visualising the sparse deformation modes in Figure 4 indicates that compared
to wild-type mice, the skulls of Crouzon mice are higher and longer (SPC 1),
are asymmetric with respect to zygoma and nose (SPC 3), have diﬀerent shape
of the middle ear and back of the head (SPC 4), and have an angulated cranial
base (SPC 6). These observations correspond up to some degree with what has
previously been seen in humans using manual measurements (see e.g. [18]). The
asymmetric behaviour seen in SPC 3 can be explained by the full or partial fusion
of cranial sutures at diﬀerent sides and diﬀerent times. The diﬀerent shape of the
middle ear and the increased angulation of the cranial base has not been reported
in humans to our knowledge and may therefore be an important contribution
to the understanding of the growth disturbances. The angulation was found in
mice both using ICA [16] and PCA (with global transformation model extended
to 9 DOFs) [10]. The diﬀerence in shape of the middle ear and back of the head
was also captured by the ICA approach as seen in Figure 5. In fact SPC 4 and
IC 5 are extremely similar, but SPCA seems to create slightly stronger evidence
for the group diﬀerence. In general, the ICA modes introduce more noise than
sparse PCA, since many elements are close to 0, while in SPCA, the sparsity
property avoids this. Another advantage of SPCA is that it is solely based on
second order statistics making it less committed than ICA, which uses higher
order statistics.
In conclusion, with respect to discriminative ability, SPCA and ICA give
similar results when applied to model deformations. Both of the approaches
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outperform a standard PCA. However, due to the simplicity and ﬂexibility of
SPCA, it should be the preferred method for this type of analysis.
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Abstract. Evolutionary computation techniques are being increasingly
applied to a variety of practical and scientiﬁc problems. In this paper we
present a evolutionary approach for pose estimation of a known object
from one image. The method is intended to be used in pose estimation
from only a few model point - image point correspondences, that is, in
cases in which traditional approaches often fail.

1

Introduction

Pose estimation based on model point - image observation correspondences is
an essential problem in many computer and robot vision applications. In our
special interest are applications of computer aided surgery, where pose of, for
example, surgical instrument with respect to the patient need to be determined
accurately and robustly. In these applications it has been noted sensible to attach
reﬂective, spherical ﬁducials rigidly to the object and thus obtain reliable (point)
observations from diﬀerent imaging directions.
Several diﬀerent approaches to the point correspondence based pose estimation problem has been reported both in photogrammetry and computer vision
literature (see. e.g. [1,2]). The proposed methods can be roughly divided to two
groups: analytical (see. e.g. [3,4,5]) and iterative (see e.g. [6,7,5,8]). General deﬁciency with the analytic methods is the high sensitivity to the noise [5]. Because
this the pose estimation results may be far from true values. Iterative approaches,
on the other hand, need typically a good initial pose estimate. Even if the initial
estimate is near the true solution, which is not always the case, these methods
may ﬁnd only a local optimum of the highly multi-modal solution space of the
pose estimation problem [9], and thus not produce reasonable solution.
Evolutionary algorithms (EA), have also been applied to the pose estimation
from one image [10,11,12,13]. They are reported to oﬀer the advantages like
autonomy, robustness against diverging and local optimums, and better noise
and outlier immunity [9,11]. Common to the previous EA-approaches is that
they have used six genes (parameters) of a chromosome (solution candidate) to
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 122–131, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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deﬁne pose: three for position and three for orientation. In the previous EAbased pose estimation papers the usage of minimum or near minimum number
of point correspondences has not been discussed.
In order to robustly estimate the pose of an artiﬁcial marker comprising only a
few, usually coplanar, point ﬁducial, we propose here a two-phase, geometrically
constrained approach in which
1. Mathematical framework of the problem is formulated so that minimal number of genes are needed, and solution space constrains are inbuilt.
2. Initial search space of the genes is not strictly limited. The restriction of the
search space is performed by the algorithm.
The correspondence of the model points and image observations is solved automatically in the ﬁrst phase of the approach using index genes like in [13]. Similar
to [11] we use real number presentation for the pose genes and apply Gaussian
mutator and Blend crossover as the genetic operators. We also utilize kick-out
genetic operator suggested in [12]. During our procedure no other minimization
technique than the evolution is used.
The rest of the paper is organized as follows: In section 2 mathematical framework of our method is presented. In section 3 outline of our genetic algorithm
approach is described and genetic operators are presented. In section 4 test and
results of these test are presented and paper is concluded in section 5.

2

Mathematical Framework of the Method

The pose estimation problem can be formulated as follows (see also Fig. 1 a)):
Determine the rigid transformation between camera coordinate frame (C) and
model coordinate frame (M) when some number of image observations pC
i =
[ui , vi , f ]T and corresponding model points PiM = [Xi , Yi , Zi ]T are available.
The coordinates of a model point in the camera frame PiC = [xi , yi , zi ]T can be
obtained from the rigid transformation
PiC = RPiM − T,

(1)

where R is a 3x3 rotation matrix and T 3x1 translation vector. The collinear
relation of a model point PiC and its image pC
i can be presented by
C
ki pC
i = Pi ,

(2)

where ki is scalar coeﬃcient. By combining (1) and (2) we can compute the
actual image coordinates in C from the model coordinates in M with
 1 M

 
f
r Pi − tx
ui
= 3 M
,
(3)
vi
r Pi − tz r2 PiM − ty
where f is the focal length known from the camera calibration (throughout of
this paper we assume that intrinsic camera calibration parameters are known),
ri is the row i of R, and [tx , ty , tz ] are the components of T.
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According to (2) the coordinates of a model point PiC in camera frame can
be, in a noise-free case, obtained from the image observations by multiplying the
image observations by some factor ki . The distance between two model points
Pi and Pj should naturally be the same both in the model and in the camera
frames:
  2 C

C
C T C
2 C T C
= ki (pi )T pC
Dij + η = dij = ki pC
i − kj pj
i − 2ki kj (pi ) pj + kj (pj ) pj ,
(4)
where i = 1, .., n − 1, j = 2, .., n, i = j, Dij is the known distance between the
model points PiM and PjM , η is a noise term, and dij the distance between
the computed points PiC and PjC . The distances Dij are assumed to be exactly
known. From n points (n−1)n
equations like (4) are obtained. The principal task
2
of the pose estimation in this formulation is to solve coeﬃcients k. Our approach
is to ﬁx one of the coeﬃcients k and then solve the others from the equations (4).
Fixing one of the coeﬃcients k, let say ki , gives us PiC (eq. 2) and two solutions
for kj (eq. 4). Related to the distance (d) between PiC and the ray from the
projection center through the image point pC
j to the inﬁnity three cases for the
solutions for kj are possible (see Fig. 1b - 1d). If
1. d < Dij , two diﬀerent solutions for kj are obtained. Other points available,
C
say Pm
=i,j , are considered in order to select the more feasible one of these
two solutions.
2. d = Dij , two equal solutions for kj are obtained.
3. d > Dij , two complex solutions for kj are obtained. In this case we use kj =
(ui uj +vi vj +f 2 )ki
u2j +vj2 +f 2

that yields minimum dij on condition PjC = kj [uj , vj , f ]T .

Typically the 3D pose is deﬁned with six parameters, three for position or
translation [tx , ty , tz ] and three for orientation or rotation [ω, ϕ, κ]. In our approach these six pose parameters are extracted from the rotation matrix R
and translation vector T of the rigid transformation (1) after the coeﬃcients ki
and thus the model points PiC are obtained. We solve the rigid transformation

Fig. 1. a): Pose estimation framework. Because of the uncertainty in the image observaC
C
tions pC
i and pj b) two, c) one, or d) no real solution for the Pj is obtained depending
on the distance D and the direction of the ray from C through pC
j to inﬁnity.
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between the model coordinates in the model frame PiM and in the camera frame
PiC by using method presented in [14].

3

Evolutionary Algorithm Approach

In evolutionary algorithms, a population of candidate solutions of the problem (chromosomes) is submitted repeatedly to the genetic operators (selection,
reproduction, crossover and mutation) in order to create new generation of chromosomes with improved ﬁtness with respect to the problem. We propose here
a two-phase approach. In the ﬁrst phase of our approach the correspondence of
the points and a coarse estimate for k1 are solved. In the second phase correspondence is assumed to be known and the ﬁnal estimate for k1 is searched for
by letting also the image observations vary according to some predeﬁned (noise)
distribution. The chromosome encoding and the genetic operators, which are to
be presented next, are partly diﬀerent in the two phases.
3.1

Chromosome Encoding

In the ﬁrst phase only the coeﬃcient k1 and the order of the image observations
are revealed to the genetic operators. Thus we use chromosomes that comprise
the coeﬃcient (real number) and only an index list of the image observations.
During the procedure each index (integers 1, 2, .., n) may and should occur exactly once in the index list. So we have n + 1 genes in a chromosome (Fig. 2a).
In the second phase the genes are the coeﬃcient k and the image observations
[ui , vi ]. In this phase all of the genes can be varied. Thus the a chromosome
includes 2n + 1 real numbered genes (see Fig. 2b).
a)
k1 index1 index2 ... indexn

b)
k1 u1 u2 ... un v1 v2 ... vn

Fig. 2. Chromosome encoding a) in phase 1 and b) in phase 2

3.2

Initialization

In the ﬁrst phase, the value of the ﬁrst gene of each initial chromosome are
randomly generated according to uniform distribution between such a values
that the object can be anywhere between certain distance (along optical axis)
from the camera center. The integer indexes of the image observations [ui , vi ]
are initialized into random order. In the second phase, we limit the search base
so that the gene values obey isotropic Gaussian distribution around the best
solution from the ﬁrst phase. Diﬀerent standard deviation of the distribution
may be used for diﬀerent genes.
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Genetic Operators

Cross-over. Cross-over occurs with a constant probability in both phases. The
ﬁrst gene in the ﬁrst phase and all genes in the second phase of the oﬀ-springs
resulting from the cross-over operation are linear combination of the corresponding genes of the parents (Blend cross-over). The weight of the linear combination
(λ) is randomly generated real number between 0 and 1. Mathematically,
f spring
= (1 − λ)genefi ather + λgenemother
.
geneof
i
i

(5)

For other genes in the ﬁrst phase (indexes) partially matched cross-over (PMX)
is applied in order to guarantee that all indexes are found exactly once in each
oﬀspring.
Mutation. Mutation occurs with a constant probability in both phases. The
ﬁrst gene in the ﬁrst phase of the oﬀ-springs resulting from the mutation operation are random values from uniform distribution used also in the initialization
phase. There is no mutation operation for other genes of the ﬁrst phase (indexes).
In the second phase the value of the ﬁrst gene of the oﬀ-springs resulting from
the mutation operation obeys Gaussian distribution around the best solution
found in the ﬁrst phase. Other genes are from the Gaussian distribution around
the initial image observations. The standard deviations of these distributions are
predetermined constants.
Selection. Parents for the reproduction are selected by using ﬁtnessproportional tournament selection. In this method two chromosomes picked randomly from the population compete and the ﬁtter is selected. In every generation
a certain percent of the ﬁttest choromosomes in current population are selected
to form a basis for the population of the next generation (elite selection). Also
oﬀ-springs are evaluated and the ﬁttest of them are selected to ﬁll in the population for the next generation. In this step of the algorithm the population is also
pruned so that any certain chromosome occurs no more than once in the population. If the size of the population is about to decrease because of this pruning, we
add new chromosomes into it. These new chromosomes are such that their genes
are a little and randomly variated (in maximum ±1% of the current search space
dimension) from some randomly chosen chromosome already in the population.
Kick-out. Kick-out occurs if the best solution has not changed in certain number of generations. In the kick-out operation population is re-initialized.
3.4

Fitness

In the ﬁrst phase the ﬁtness of a chromosome is the inverse of the sum of squared
diﬀerences of the distances between the model points (Dij ) and back-projected
points (the right-hand side of eq. (4)), that is



C 2
Dij − ki pC
f itness−1 =
.
(6)
i − kj pj
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In order to evaluate the ﬁtness of a chromosome, other coeﬃcients kj needed
to back-project all the image observations to model coordinates are ﬁrst solved
(see section 2).
In the second phase the ﬁtness of a chromosome is the inverse of the sum of
distances between the image observations pC
i and the model points projected
to the image plane with (3). In order to incorporate the possible uncertainty
knowledge of the pC
i :s, we use the Mahalanobis distance as a distance measure.
So the ﬁtness measure in the second phase is


C T −1 C
(pC
f itness−1 =
(pi − pC
(7)
i − pi ) Σ
i ) ,
where pC
i are the projected image coordinates. Diﬀerent uncertainty estimates
C
(variances) can be used for every pC
i and also for x- and y-components of any pi
using the covariance matrix Σ obtained e.g. from the image feature extraction
procedures. In our experiments we used identity matrix as Σ.
3.5

Stop Criteria

We use two diﬀerent criteria in order to stop the evolution. The ﬁrst one is
the number of generations evaluated: both minimum and maximum number of
generations are limited. The second criterion is the ﬁtness of the best solution
candidate: if this ﬁtness is better than a speciﬁc limit the evolution is ended.
Diﬀerent values for these parameters is used in the ﬁrst and the second phase of
the algorithm.

4

Experiments

The method presented in this paper was evaluated with both synthetic and
real image data. In both cases the basic test procedure was the following: The
marker was positioned in some position and orientation in the ﬁeld-of-view of
the camera. The image coordinates were either computed according to a pinhole
camera model (synthetic data) or extracted from the image of the real camera
(real data).
The noisy image coordinates were inputted to the ”Extcal” pose estimation
method implemented in the calibration toolbox [15] and to the EA-method presented in this paper. The Extcal-method uses DLT for the pose initialization and
Levenberg-Marquardt minimization for the reﬁnement, and it can be considered
as a traditional bundle-adjustment approach for pose estimation. However, this
method does not include correspondence determination and thus the pose estimation with this method was performed using correct point correspondences.
The parameters used in the EA-method are presented in table 1. Diﬀerent
empirically determined ﬁtness limits for the stop criteria were used for diﬀerent
amount of points, for example limits of 0.8 and 0.00001 mm were used for the four
point cases for the phase 1 and phase 2 stop criteria, respectively. The search space
was limited with k1 = [80, 300] (absolute values) in the ﬁrst phase and the standard
deviations of 4 and 2*noise standard deviation for k1 and ui and vi , respectively.
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Table 1. EA parameters, * = same value for both phases was used
parameter
value
Population size*
150
Minimum number of generations*
20
Maximum number of generations: Phase 1
100
Maximum number of generations: Phase 2
300
Kick-out frequency: Phase 1
5
Kick-out frequency: Phase 2
20
Cross-over probability: Phase 1
0.5
Cross-over probability: Phase 2
0.9
Mutation probability: Phase 1
0.5
Mutation probability: Phase 2
0.5
Elite selection probability: Phase 1
0.3
Elite selection probability: Phase 2
0.5
Selection method*
Tournament
Population initialization distribution: Phase 1 Uniform
Population initialization distribution: Phase 2 Gaussian
Mutation distribution: Phase 1
Uniform
Mutation distribution: Phase 2
Gaussian

4.1

Synthetic Data

In the synthetic data tests a virtual marker with three, four, or ﬁve points was
positioned randomly inside the ﬁeld-of-view of the camera and a volume with
limits tx = [-500, 500] mm, ty = [-500, 500] mm, and tz = [2000, 8000] mm. The
rotations of the marker were limited to ω = [-70, 70] deg, ϕ = [-70, 70] deg, and
κ = [-180, 180] deg. The size of the virtual image sensor was [4.8, 3.6] mm.
Table 2. Average pose parameter errors with diﬀerent methods. The number after
the method name indicates the number of points used in the pose estimation. The
symbol 4b stands for the case where 4 four points were used and the Extcal-method
failed (The Extcal-estimate was doomed to be a failure when the sum of the distances
between image observations and the image coordinates computed with the estimated
pose parameters was more than 20 times bigger than the standard deviation of the
noise). Tabulated values are mean errors of all measurements (60 repeats x 9 noise
levels = 540 measurements) of test in question.
Test
tx [mm] ty [mm] tz [mm] ω [deg] φ [deg] κ [deg]
Extcal-3
0.917 1.078 28.511 1.941 1.778 1.196
EA-3
0.898 0.997 26.781 2.068 1.738 1.224
Extcal-4
0.277 0.305 7.650 0.264 0.177 0.246
EA-4
0.260 0.275 6.950 0.213 0.151 0.137
Extcal-4b 1.853 2.417 80.900 4.352 3.335 3.866
EA-4b
0.343 0.389 7.338 0.399 0.214 0.341
Extcal-5
0.263 0.300 7.496 0.217 0.188 0.231
EA-5
0.288 0.311 8.027 0.203 0.167 0.139
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Fig. 3. Average errors in x and y directions with diﬀerent methods. It should be noted
that in the Extcal-4b and EA-4b cases the input data was chosen such that the Extcalmethod failed. The EA-method succeed to remain robust also with these kinds of input
data.

The model coordinates of the points in a marker were [0 0 0;0 50 0;113 0
0], [0 0 0;0 108 0;100 130 0;113 0 0], [0 0 0;0 108 0;100 130 0; 100 50 0;113 0 0]
mm for three-, four-, and ﬁve-point marker, respectively. Model coordinates were
projected to a image plane according to a pin-hole camera model with 25 mm
focal length. Gaussian noise with standard deviations 0, 0.025, 0.05, ..., 0.2 pixels
was added to the obtained image coordinates. For each noise level 50 random
poses were evaluated.
From the results of this test it was observed that the methods succeeded
almost equally in general, but in some special cases in which Extcal-method
failed (the failure is caused by the faulty initial pose estimate obtained with
the DLT), EA-method still performed satisfactorily. Compiled statistics of the
results are presented in Table 2 and example plot is given in Fig. 3.
4.2

Real Images

A marker with four points (a passive planar rigid body from Northern Digital
Inc.) was attached to a machine tool and moved to 19 poses. The poses were
such that the marker was either translated in the x- direction (limits [-300, 300]
mm) or rotated about y-axis ([-55, 40] deg). In every pose target was halted
and 15 measurements were executed. One measurement comprised acquiring
coordinates by using NDI Polaris tracking system and an image by using Sony
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Table 3. Average errors in the position of the rotation axis and the rotation about it
between diﬀerent poses
Test
tx [mm] ty [mm] tz [mm] ω [deg] φ [deg] κ [deg]
Extcal-4 2.015 2.236 2.763 0.412 1.498 0.277
EA-4
2.036 2.089 2.776 0.461 1.490 0.187

XCD-X710 camera with Rainbow TV zoom lens. The model coordinates of the
points in a marker were [0 0 0;0 108 0;100 130 0;113 0 0] mm.
From the images the centroids of the spherical markers were extracted by
simply thresholding the image and by computing the center of masses of the
spheres. The repeatability of the image formation and feature extraction was
computed by comparing the image coordinates extracted from the images of
same pose. The standard deviation of the extracted image coordinates was 0.030
pix.
The pose of the marker was estimated from every image using again both
Extcal- and EA-methods. The input parameters of the EA-method were same as
in synthetic data tests (see Tables 1), except that 0.030 pix for the noise standard
deviation was used. The motion between of diﬀerent poses was determined and
compared to the known values and the motion information obtained with the
Polaris tracker.
As in the synthetic data tests also here almost similar performance was observed (Table 3). The signiﬁcantly larger errors especially in tx , ty , and φ in
these tests than in the synthetic data tests was observed to be caused by the inaccuracy of the camera calibration and thus deﬁcient correction of the geometric
distortion.

5

Discussion

We proposed here a pose estimation method based on evolutionary computing.
The method proved to be robust and reliable. It does not need accurate initial
guess and ﬁnds point correspondences automatically.
We presented some examples of the test results with three, four, and ﬁve
coplanar points. It should be noted that the proposed method can be directly
used with 3D model points as well. The performance of the method is similar
than we have demonstrated with the coplanar points.
As the evolution based methods in general, also the method proposed here is
slow compared to analytical or more traditional, iterative pose estimation methods (computation of a new generation of ten chromosomes in our EA-method is
about equal to the computation of one iteration in the Extcal-method). However, we believe that evolution based pose estimation is a feasible option for pose
estimation in any application without a strict demand for real-time performance.
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Abstract. Video surveillance becomes more and more extended in industry and often involves automatic calibration system to remain eﬃcient. In
this paper, a video-surveillance system that uses stationary-dynamic cameras devices is presented. The static camera is used to monitor a global
scene. When it detects a moving object, the Pan-Tilt-Zoom (PTZ) camera is controlled to be centered on this object. We describe a method of
camera-to-camera calibration, integrating zoom calibration in order to
command the angles and the zoom of the PTZ camera. This method enables to take into account the intrinsic camera parameters, the 3D scene
geometry and the fact that the mechanism of inexpensive camera does not
ﬁt the classical geometrical model. Finally, some experiment results attest
the accuracy of the proposed solution.
Keywords: Camera-to-camera calibration, zoom calibration, visual servoing, Pan-Tilt-Zoom camera, video surveillance.

1

Introduction

Surveillance companies want simultaneously to monitor a wide area with a limited camera network and to record identiﬁable imagery of all the people passing
through that area. To solve this problem, it has been proposed to combine static
cameras having a large ﬁeld-of-view with Pan-Tilt-Zoom cameras. Indeed, it is
possible to control the angle of rotation of the PTZ camera (pan and tilt angles) and the zoom. In practice, the system proceeds as follows. A scene event
as a moving subject is detected and located using the static camera. The PTZ
camera must be controlled with the information of the static camera in order to
adjust its pan, tilt and zoom such as the object of interest remains in the ﬁeld
of view. Then, the high resolution image can be recorded in order to apply face
or gesture recognition algorithm, for example.
The main problem to solve in this system is how to control the PTZ camera
parameters from the information of the object position extracted in the static
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 132–141, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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camera. These last years, two approaches emerged. Either, each camera is calibrated in order to obtain the intrinsic and extrinsic camera parameters before
to ﬁnd a general relation between 2D coordinates in the static camera and the
pan and tilt angles, like Horaud et al. [5] and Jain et al. [6] or cameras are
not calibrated like Zhou et al. [12] and Senior et al. [9]. They learned a look-uptable (LUT) linking several positions in the static camera with the corresponding
pan-tilt angles. Then, for another point, they estimate the corresponding pan-tilt
angles by interpolating using the closest learned values.
In order to position the presented paper, we develop the existing works. In the
ﬁrst case, wthe problem camera calibration, and in particular dynamic camera
calibration has been extensively addressed. Either cameras calibration is based
on the fact that it is a stereo-vision system like Horaud et al. [5] or each camera
is calibrated separately like Jain et al. [6]. In this case, most existing methods
for calibrating a pan-tilt camera suppose simplistic geometry model of motion
in which axes of rotation are orthogonal and aligned with the optical center ([1],
[2], [10], [4], [11]). If this assumptions can be suitable for expensive mechanisms,
they are not to model the true motion of inexpensive pan-tilt mechanisms. In
reality a single rotation in pan rotation induces a curved displacement in the
image instead of straight lines.
Recently, Jain et al. [6] proposed a new calibration method with more degrees
of freedom. As with other methods the position and orientation of the camera’s
axes can be calibrated, but it can be also calibrated the rotation angle. It is more
eﬃcient, more accurate and less computationally expensive than the previous
works. Actually, Jain et al. [6] mean to be the only one to propose a method
without simplistic hypothesis. The calibration step involves the presence of a
person to deal with the calibration marks. So, this method can not be used in
the goal of a turnkey solution for a no-expert public.
Now, methods based on the no-direct camera calibration are focused. Few
people have explored this approach. The ﬁrst were Zhou et al. [12] who used collocated cameras whose viewpoints are supposed to be identical. The procedure
consisted of collecting a series of pixel location in the stationary camera where a
surveillance subject could later appear. For each pixel, the dynamic camera was
manually moved to center the image on the subject. The pan and tilt angles were
recorded in a LUT indexed by the pixel coordinates in the stationary camera.
Intermediate pixels in the stationary camera were obtained by a linear interpolation. At run time, when a subject is located in the stationary camera, the
centering maneuver of dynamic camera used the recorded LUT. The advantage
of this approach is that calibration marks are not used. This method is based
on the 3D information of the scene but the LUT is learned manually.
More recently, Senior et al. [9] proposed a procedure more automatic than
Zhou et al. [12]. To steer the dynamic camera, they need to know a sequence
transformations to enable to link a position with the pan-tilt angles. This
transformations are adapted to pedestrian tracking. An homography links the
foot position of the pedestrian in the static camera with the foot position in
the dynamic camera. A transformation links the foot position in the dynamic
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Fig. 1. Our system of collocated cameras : the static camera is on the left and the
dynamic camera is on the right

camera with the position in the dynamic camera. Finally, a third transformation
encoded in a LUT as Zhou et al. [12] links the head position in the dynamic
camera with pan-tilt angles. These transformations are learned automatically
from unlabelled training data. The default of this method is the step of the establishment of the training data. If this method is used for a turnkey solution
for a no-expert public and unfortunately the scene changes, it is impossible that
a no-expert public could constitute a good and complete training data in order
to update the system.
A solution in the continuity of works of Zhou et al. [12] and Senior et al. [9]
is proposed. Indeed, [6] need the depth information of the object in the scene.
So they need to use stereo triangulation. But, like in ﬁgure 1, this system is
composed of two almost collocated cameras.
Moreover, in the goal of an automatic and autonomous system, the solution
of Jain et al. [6] and Senior et al. [9] are not used. In fact, they need an expert
person knowing to use a calibration marks in the case of Jain et al. [6] or knowing
to extract the good datas to make the training datas in the case of Senior et
al. [9].
In this paper, an automatic and autonomous solution is presented for a nocalibrated pair of static-dynamic cameras. The solution adapts automatically to
its environment. In fact, if the pair of cameras are in a changing environment,
this solution can be restarted regularly.

2

Automatic Supervised Multi-sensor Calibration
Method

The system used is composed of a static camera with a wide ﬁeld of view and
a Pan-Tilt-Zoom camera with a ﬁeld-of-view 2.5 times smaller than that of the
static camera at the minimal zoom. In the following, the images of the static
and the PTZ camera are respectively noted Is and Id (α, β, Z). The parameters
(α, β, Z) represent the pan, tilt and zoom parameters of the PTZ camera.
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The method presented in this section enables to learn the relation ζ, for all
zoom Zj , between the pixel coordinates (xs , ys ) of Is and the pan-tilt parameters
depending of the zoom Zj :
(αZj , βZj ) = ζ(xs , ys , Zj ) .

(1)

To learn the relation ζ, two steps are needed. The ﬁrst step is the computation
of an camera-to-camera mapping (LUT). The LUT gives the relation between ns
pre-deﬁned pixels of Is and the pan-tilt parameters such as the pixel is mapped
to the center Cd of Id (α, β, Z) for diﬀerent samples of the zoom Zj=0,10,...,m .
In the following, the 
ns pre-deﬁned pixels of Is are called nodes and noted N
= Ns0 , Ns1 , ..., Nsns −1 . The second step is the extension of the LUT for all the
pixel of Is and all values of the zoom Z.
2.1

Camera-to-Camera Calibration : 3D Scene Constraints
Integration in LUT Computation

Computation of the LUT. The computation of the LUT integrates two loops:
(1) computation of the LUT for a constant zoom Z0 for all the nodes of N and
(2) computation of the LUT for each zoom Zj=0,1,...,m for all the nodes of N.
To begin the computation of the LUT at the zoom Z0 , we need to be in the
neighbourhood V0 of Ns0 . In order to move automatically the PTZ camera in V0 ,
pan-tilt parameters are randomly selected until the ﬁeld-of-view of the PTZ is
in a good neighbourhood of Ns0 .
The main steps of this procedure are :
1. Initialization on Ns0 ;
2. For each node Nsi in the static camera :
(a) Selection of images Is and Id (α, β, Z0 ) to be compared
(b) Extraction and robust matching of interest points between Is and Id (α,
β, Z0 )
(c) Computation of an homography H between interest points of Is and
Id (α, β, Z0 )
(d) Computation of the Ni,s coordinates in Id (α, β, Z0 ) : Ndi = H × Nsi
(e) Command of the dynamic camera in order to Ndi catch up with Cd
(f) Process Ni,s until the condition |Ni,d − Cd | <  is reached. Otherwise we
stop the loop after k loops
3. Go to the step (2) to process the node Nsi+1 ;
At the step (2a), a small image Is is extracted from the complete image Is
around the node Nsi to process in order to optimize the matching result. In fact,
the ﬁeld-of-view of the PTZ camera is smaller than the one of the static camera.
So, the size of Is is deﬁned such as the ﬁeld-of-view of Is is nearly the same that
the ﬁeld-of-view of the PTZ camera.
For the step (2b), the scale-invariant feature transform (SIFT) method proposed by Lowe [7] for extracting and matching distinctive features from images
of static and PTZ cameras is used. The features are invariant to image scale,
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rotation, and partially invariant to changing viewpoints, and change in illumination.
At the step (2c), we assume that locally the area in the static and PTZ cameras
can be approximated by a plane. Locally, the distortion in Is can be considered
insigniﬁcant. So, the homography H is searched such as it is the homography that
best matches a set of points extracts of the lists of points obtained previously.
The set of correspondences contains a lot of outliers. So, the homography H
is robustly estimated with a RANSAC procedure. A homography is randomly
computed from only four points, and test, how many other points satisfy it many
times. The optimal solution is the homography which has the highest number of
good points.
When the coordinates of Nsi in Id are known, the parameters (α, β) of the
PTZ camera must be estimated in order to insure the convergence of Ndi to
the center Cd . We use a proportional controller based on the error between the
coordinates of Ndi and the coordinates of Cd , such as it minimizes the criterion
of the step (2e). We assume that the pan-tilt axes and the coordinates axes are
collocated. So we can write :
 
  
Δx
α
Kx→α 0
=
Δy
β
0 Ky→β

(2)

The error (Δx, Δy) corresponds to the coordinates of Ni,d − Cd . As we are in
a static training problem, a proportional controller is suﬃcient.
This procedure is repeated as long as |Ndi − Cd | <  is not achieved. If the
system diverges, we stop after k loops.
After convergence, to steer the PTZ camera in the neighbourhood of the next
point Nsi+1 , the needed angles are estimated with the knowledge of the previous
learned points. For a new point Nsi+1 , we search the closest point among the
previous processed points for each direction. The pan-tilt parameters of the best
result are used to move the PTZ camera in the neighbourhood of Nsi+1 .
For the computation of the LUT for the other zooms, the same procedure is
used. For a given zoom Zj , instead of comparing a small image of Is with an
image Id for a node Nsi , an image Id at the zoom Zj−1 centerred on the node
Nsi is used as the reference image for the visual servoing of the PTZ camera on
the node Nsi at the zoom Zj .
Construction of N. The choice of the ns nodes Nsi depends on the information
contained in the 3D scene. For an image Is , interest points are extracted with
SIFT method. For each pixel of Is , we compute the density function of the
interest points with the Parzen window method. The size of the window depends
on the relation between each ﬁeld-of-view of cameras. Then, we search the pixel
in Is with the maximal probability : it is the ﬁrst node Ns0 of N. The value zero
is given to the probability of the pixels around Ns0 in order to obtain a best
repartition of nodes. This procedure is repeated until the last pixel of Is with a
no-zero probability. The ﬁgure 2 shows the nodes obtained with this procedure.
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Fig. 2. The left ﬁgure represents the estimation of the density function of the interest
points in Is by using the Parzen window method. The right ﬁgure shows an example
of the extracted grid to Is , more the circle is important more the density function is
important.

2.2

Expansion of LUT

After the previous section 2.1, we obtain a LUT for ns pixels of the static image
Is for m diﬀerent zooms. In order to complete the LUT for all the pixels of Is
and all values of the zoom, an approximation of this data is searched.
In such interpolating problems, Thin-Plate-Spline (TPS) interpolation, proposed by Bookstein et al. [3], is often preferred to polynomial interpolation
because it gives similar results, even when using low degree polynomials and
avoids Runge’s phenomenon for higher degrees (oscillation between the interpolate points with a big variation). A TPS is a special function deﬁned piecewise
by polynomials.
The computation of the interpolation relation ζ resulting of the TPS method
needs a training step. The correspondences between the coordinates of a pixel
of Is for a given zoom Zj and the pan-tilt parameters for Zj learned during the

Fig. 3. Result of the TPS interpolation method : zoom Z0 on the left ﬁgure and zoom
Z9 on the right ﬁgure. Plus correspond to the results of the computation of the LUT
for the nodes of N. Points correspond to the use of ζ for unknown pixels of Is .
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LUT computation is used as training data for TPS method. So, for all triplet
(xs , ys , Zj ), the pan-tilt parameters can be estimate with ζ, see ﬁgure 3.

3

Results and Experiments

Cameras of the AXIS company are used. The image resolution used is 640 × 480
pixels for the static camera and 704 × 576 pixels for the PTZ camera. The ﬁeld
of view of the static camera is around 90 ◦ . In the case of minimal zoom, the
ﬁeld of view of the PTZ camera is of 42 ◦ .
The PTZ camera has a 26x optical zoom. The diﬀerence of the ﬁeld of view
between the two cameras can be important. For example, the ﬁeld of view of the
PTZ camera is 2.5 times smaller than one of the static camera at the zoom Z0 ,
5 times smaller at the zoom Z4 and 12.5 times at the zoom Z7 .
The mechanical step of the PTZ camera is 0.11 ◦ . Experimentally, we show
that the mean displacement in the image Id for the minimal mechanical step
depends on the zoom, see table 1. At best, the accuracy of the solution is limited
by this mechanical factor.
Table 1. Mean displacement in pixel in the image of the PTZ camera for diﬀerent
zooms
Zoom
0
1
2
3
4
5
6
7
8
mean in X (pixels) 1.64 2.03 2.42 2.59 3.75 4.76 6.93 9.47 15.71
mean in Y (pixels) 1.57 2.99 2.48 3.54 5.03 5.43 7.92 10.46 13.97

In order to estimate the accuracy of this supervised calibration method, it is
necessary to know exactly the coordinates of a reference pixel Ps in Is and to ﬁnd
precisely its coordinates in Id . To solve this problem, a black ellipsis E which is
visible in the two cases is used. To determine with accuracy the coordinates of
the center of E, the binarization method of Otsu [8] is used. Pixels of a region
of interest can be separated in two classes. Then, the coordinates of the center
of gravity of black pixels are estimated with subpixelic precision.
3.1

Accuracy of the Visual Servoing Loop

For evaluating the accuracy of the visual servoing loop (see section 2.1) at the
zoom Z0 , three positions of the ellipsis E are choosen : (1) E on a node issued
of the Parzen window method with a high range, (2) a node with a middle range
and (3) a node with a small range.
The result of the experimentation is given on the ﬁgure 4 with the absolute
errors of pan and tilt. For the case 1, the standard deviation is small and of
the same order of the mechanical step (0.11 ◦ ). For the other two cases, the
number of interest points around the nodes is less important so the error and
the standard deviation increase. The estimation of the pan-tilt parameters is
less accuracy. This result shows that it is important to choose an to classify the
nodes in function of the density of interest points around the nodes.
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Fig. 4. Absolute errors of pan and tilt in degree resulting of the visual servoing loop
for three positions n the scene. The dot line represents the mechanical step.

3.2

Accuracy of the Supervised Calibration Method

For evaluate the accuracy of the complete solution (see section 2), three cases
are choosen : (1) E on a pixel which is on the same 3D plane that the closer
learned nodes, (2) E on a pixel which is on a diﬀerent 3D plane that each closer
learned node and (3) E on an unknow object when ζ is learned, see ﬁgure 5.
The result of the experimentation is given on the ﬁgure 6 with the error
normalized to mechanical step for the parameters pan-tilt. The case 1 (triangle)
is the most ideal case because the 3D information is homogeneous. So, the error
is small. The case 2 (diamond) is more complex because the 3D information of
the scene presents big variations. So, the error is bigger than the case 1. In the
case 3 (square), the unknown object modify the geometry of the scene. This
variation was not learned during the learning step of ζ. So the error is more
important than the previous cases. Moreover, we note on the ﬁgure 6 the error
increases with the zoom. Along the learning of the LUT for several zoom, the

Fig. 5. Illustration of the method. The left ﬁgure represents the static camera with the
three positions of the target noted. On the right ﬁgure, the result for the PTZ camera
is shown for diﬀerent levels of zoom.
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Fig. 6. Error normalized to mechanical step for pan (a) and tilt (b) parameters for
several zoom for three cases in the 3D scene (see ﬁgure 5) : triangle for case 1, diamond
for case 2 and square for case 3

comparison is made between two consecutive zooms. So, the error accumulates
progressively. But, the ﬁgure 5 shows that even for high zoom, the result can be
a good initialization to track a person.

4

Conclusion and Perspectives

In this paper, an automatic algorithm of camera-to-camera calibration integrating the zoom calibration was presented in order to steer a PTZ camera using
information of the static camera. At the end, we obtain the relation ζ, for all
zoom Zj , between the pixel coordinates (xs , ys ) of Is and the pan-tilt parameters
depending on the zoom Zj : (αZj , βZj ) = ζ(xs , ys , Zj ).
All the parameters are automatically selected. The process includes a measure
of grey level activity (SIFT). We want to apply the system with an automatic
reconﬁguration to develop a tracking survey system to focus on the human face
along a sequence of displacement.
In the future, in order to reduce the error resulting from the step of the LUT
learning for several levels of zoom, the envisaged solution is to compare the
zoom Zj with the zoom Z0 and to change the zoom Z0 for a high zoom when
the diﬀerence between the zoom Zj and Z0 is too important. Then, after this
amelioration, the solution will be tested in real condition of people tracking.
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Abstract. Motion estimation has traditionally been approached either
from a pure discrete point of view, using multi-view tensors, or from a
pure continuous point of view, using optical ﬂow. This paper builds upon
a novel framework of hybrid matching constraints for motion estimation,
combining the advantages of both discrete and continuous methods. We
will derive both bifocal and trifocal hybrid constraints and use them together with a structure estimate based on ﬁltering techniques. A feedback
from the structure estimate will be used to further reﬁne the motion estimate. This gives a complete iterative structure and motion estimation
scheme. Its performance will be demonstrated in simulated experiments.

1

Introduction

Structure from motion is one of the central problems in computer vision and has
been extensively studied during the last decades. The objective is to compute
the motion of the camera and the structure of the scene from a number of its
two-dimensional images. The standard method is to ﬁrst estimate the motion of
the camera, based on matching tensors, obtained from corresponding points in
an image sequence. Then, given the motion of the camera, the structure of the
scene is obtained as a sparse set of 3D-points, which can be used as a starting
point for surface estimation or texture mapping, cf. [1].
The most common method for estimation of the matching constraints is based
on a discrete setting, where e.g. the fundamental (or essential) matrix is estimated between an initial view and another view obtained later in the sequence,
c.f. [2]. In order to deal with long image sequences several matching constraints
are then pasted together, giving a consistent set of matching constraints from
which the motion of the camera can be estimated, cf. [3]. Another approach,
closely related to optical ﬂow, is to use a continuous setting and estimate the
motion parameters from continuous time matching constraints based on image
point positions and velocities, c.f. [4,5,6].
Attempts has been made to combine the discrete and the continuous methods. In [7], a number of diﬀerential matching constraints were derived and an
algorithm for updating the fundamental matrix along an image sequence was
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indicated. However, no experimental evidence or details about the algorithm
were given. These ideas have been taken up and extended to a form suitable for
on-line structure and motion estimation, cf. [8], and preliminary results on an
on-line structure and motion system have been reported in [9].
The main purpose of the present paper is to develop suitable methods for
on-line recursive structure and motion estimation for long image sequences. By
this, we mean methods that can update a current estimate of the position of
the camera and the structure of the scene, when a new image in the sequence
becomes available. Such methods have been presented in [10] and [11], where in
both cases complex non-linear procedures are used to update the structure. We
will propose a novel method where the motion estimation is separated from the
structure estimation, enabling simpler and more stable update schemes.
In this work we derive and utilize two types of matching constraint, called
hybrid matching constraints (HMC), for the estimation and update of motion
parameters. The ﬁrst one is an extension of the epipolar constraint to a hybrid
epipolar constraint, where both corresponding points in two images as well as
their motion in the second image are used. The second one is an extension of
the trifocal constraint to a hybrid trifocal constraint, where both corresponding
points in three images as well as their motion in the third image are used. These
hybrid constraints will enable us to update the current motion estimate linearly
based on at least three corresponding points. This will be shown theoretically,
by proving the exact number of linearly independent constraints obtained from
each corresponding point. The HMC are here fused with a continuous-discrete
extended Kalman ﬁlter for the state estimation, in order to construct an algorithm for recursive estimation of both structure and motion. We also introduce
a linear reprojection error constraint, where feedback of the structure estimates
is used to recursively obtain corrections to the motion estimates. This constraint
connects the structure and motion estimation processes in a consistent way, and
is signiﬁcantly improving the performance of the method.

2
2.1

Problem Description
Camera Model and Notation

We assume the standard pinhole camera model,
λx = P X ,

(1)

where x denotes homogeneous image coordinates, P the camera matrix, X homogeneous object coordinates and λ a scale factor. The camera matrix P is
usually written as P = K[ R | −b ], where K denotes the intrinsic parameters
and (R, b) the extrinsic parameters (R being an orthogonal matrix). We will from
now on assume that the camera is calibrated, i.e. K is known and that the image
coordinates have been transformed such that P can be written as P = [ R | −b].
When several images of the same point are available, (1) can be written as
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λ(t)x(t) = P (t)X, t ∈ [0, T ] or
λi xi = Pi X, i = 1, . . . M

(2)

in the continuous time case and the discrete time case respectively. The camera
matrix P is assumed to have the form
P (t) = [ R(t) | −b(t) ] or Pi = [ Ri | −bi ] ,

(3)

in the continuous case and in the discrete case respectively. We furthermore
assume that the object coordinate system has been chosen such that R(0) =
R1 = I and b(0) = b1 = 0, implying that P (0) = P1 = [ I | 0 ].
2.2

Problem Formulation

A structure and motion estimation problem can now be formulated as the task
of estimating both the structure X in (2) and the motion parameters R(t) and
b(t) in (3) at the time t, given the set of perspective measurements Mt = {x(ti ) |
∀i : ti ≤ t}. A recursive structure and motion problem can be formulated as
given an estimate of the structure and motion parameters up to time t, update
this estimate based on measurements obtained up to time t + Δt.
2.3

Discrete Matching Constraints

The discrete matching constraints are obtained by using the discrete version of
(2), for several diﬀerent i and eliminating the object coordinates X from the
resulting equations. In the case of two views we obtain the well-known epipolar
constraint
xT1 Ex2 = 0, with E = RT b̂ ,
(4)
where we for simplicity have used the notation R2 = R and b2 = b and b̂ denotes
the skew-symmetric matrix corresponding to the vector b. The matrix E in (4)
denotes the well-known essential matrix. This constraint can be used to estimate
the motion parameters linearly from at least eight corresponding points. The
three- and four-view constraints are obtained similarly, by starting with three
(or four) images of the same point and eliminating the object coordinates X,
from the resulting system of equations, see [12,13,14]. In the three-view case the
trifocal constraints and the trifocal tensor are obtained and in the four-view case,
the quadrifocal constraints and the quadrifocal tensor are obtained. These can be
used to estimate the camera motion linearly, from at least 7 and 6 corresponding
points respectively.
2.4

Continuous Matching Constraints

The continuous time matching constraints are obtained from the camera matrix
equation (2) in continuous form and its time derivative (where for simplicity the
time dependency is expressed using an index):
λt xt = [ Rt | −bt ]X = Rt X̃ − bt ,
λt xt

+ λt xt = [ Rt | −bt ]X = w
t Rt X̃ − bt = ŵt (λt xt + bt ) − bt ,

(5)
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where X̃ denotes the ﬁrst 3 components of the vector X and we have assumed
that the X is normalized such that the fourth component is equal to 1. Furthermore, we have used the fact that the derivative of a rotation matrix can be
written as Rt = ŵt Rt , where wt represents the momentary rotational velocity of
the camera at time t. Similarly bt denotes the momentary translational velocity
of the camera at time t. Deﬁne
t bt
νt = bt − w

(6)

(representing the momentary translational velocity in a local coordinate system)
and multiply the last equation in (5) with νt × xt giving
xT ν̂x − xT wν̂x
 =0 ,

(7)

which is the well known continuous epipolar constraint. This constraint can be
used to estimate the motion parameters from at least eight corresponding points.
Higher order continuous multi-view constraints are obtained by taking higher
order derivatives of (2) and then eliminating the structure, cf. [4].

3

Hybrid Matching Constraints

In this section we will introduce a novel concept, called the hybrid matching
constraints, that will be used to update the motion parameters in two diﬀerent
ways.
3.1

Epipolar Hybrid Matching Constraints

Write down the camera matrix equations for time 0, time t and time t + Δt:
⎧
λ0 x0 = [ I | 0 ]X
⎪
⎨
λt xt = [ Rt | −bt ]X
(8)
⎪
⎩
λt+Δt xt+Δt = [ Rt+Δt | −bt+Δt ]X .
Using Rt = etwt as a ﬁrst order approximation of R, valid between t and t + Δt,
implying that
t Rt Δt ,
Rt+Δt = ewt Δt Rt ≈ Rt + w
and

bt+Δt = bt + dt Δt, corresponding to dt = bt ,
λt+Δt = λt + μt Δt, corresponding to μt = λt ,

(9)

xt+Δt = xt + ut Δt, corresponding to ut = xt ,
and eliminating X using the ﬁrst equation in (8) and expanding until the ﬁrst
order in Δt gives
⎡
⎤
−λ0


⎥
Rt x0 xt 0 bt ⎢
⎢ λt ⎥ = 0 ,
(10)
w
t Rt x0 ut xt dt ⎣ μt ⎦
0
1
Md
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implying that rank Md < 4, which will be called the hybrid epipolar constraints.
Assuming normalization such that x = (x, y, 1), u = (ux , uy , 0), and expanding
the minors of Md give the following diﬀerent constraints in the motion parameters:
1. Minors containing the ﬁrst three rows give the epipolar constraint.
2. Minors containing two rows out of the ﬁrst three give linear constraints in
dt and wt , in total nine such linear constraints.
3. Minors containing the three last rows give non-linear constraints on the
motion parameters.
For our purposes, only the second type of constraints are useful. In fact there
are exactly two linearly independent constraints on the motion parameters from
the nine constraints of the second type above. This implies that the essential
matrix can be updated from at least three corresponding points, which is a
huge improvement compared to the standard discrete approaches, where ﬁve
corresponding points give highly non-linear constraints, and at least eight corresponding points are needed to obtain reasonable simple linear constraints.
In order to prove that there exist exactly two linearly independent constraints
among the nine ones of the second type above, we have to prove that there are
exactly seven independent linear dependencies between the constraints. Start by
extending Md with the second column, giving the following 6 × 5-matrix:

Rt x0 xt 0 bt xt
.
w
t Rt x0 ut xt dt ut
The 5 × 5 minors of this matrix are obviously identically zero. Expanding the
three minors obtained by removing each one of the last three columns give
xt L11 − yt L21 + L31 − ux yt E + uy xt E = 0
xt L12 − yt L22 + L32 − ux E = 0

(11)

xt L13 − yt L23 + L33 + uy E = 0 ,
where Lij denotes the hybrid constraint obtained by removing row number i
from the ﬁrst three rows of Md and row number j from the last three rows of
Md and E denotes the epipolar constraint between time 0 and t. Thus (11) contains exactly three linear dependencies among the epipolar hybrid constraints,
assuming that the epipolar constraint between views 0 and t is fulﬁlled. Repeating the same procedure by instead adding the third column and expanding the
minors obtained by removing each one of the ﬁrst three columns give three further linear dependencies. Finally, adding both the second and the third column
and expanding the determinant of the resulting 6 × 6 matrix, give the last linear
dependency. Thus only two linearly independent hybrid constraints remain (assuming the epipolar constraint is fulﬁlled). For practical purposes, there might
be more than two linearly independent constraints when the epipolar constraint
is not exactly fulﬁlled. However, these are numerically unconditioned in the sense
that they are close to spanning a two-dimensional space.
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Observe that when dt and wt has been recovered, the new motion parameters
and the new essential matrix can easily be obtained from

Rt+Δt = ewt Δt Rt
T
(12)
b̂t+Δt .
⇒ Et+Δt = Rt+Δt
bt+Δt = bt + dt Δt
The update in (12) guarantees that the new essential matrix fulﬁls the nonlinear
constraints. Observe also that although the update is nonlinear in the motion
parameters it can be performed eﬃciently using e.g. Rodriguez formula. Finally,
observe that either νt or dt may be used as a parameter for the translational
velocity, since they are related according to (6).
3.2

Trifocal Hybrid Matching Constraints

Write down the camera matrix equations for time 0, s, t and t + Δt:
⎧
⎪
⎪
⎪
⎨
⎪
⎪
⎪
⎩

λ0 x0 = [ I | 0 ]X
λs xs = [ Rs | −bs ]X
λt xt = [ Rt | −bt ]X
λt+Δt xt+Δt = [ Rt+Δt | −bt+Δt ]X .

(13)

Eliminating X using the ﬁrst equation and expanding until the ﬁrst order in Δt
give
⎡
⎤
⎡ ⎤
⎡
⎤ −λ0
⎥
0
Rs x0 xs 0 0 bs ⎢
⎢ λs ⎥
⎣ Rt x0 0 xt 0 bt ⎦ ⎢ λt ⎥ = ⎣0⎦ ,
(14)
⎢
⎥
0
w
t Rt x0 0 ut xt dt ⎣ μt ⎦
1
Nd

implying that rank Nd < 5, which will be called the hybrid trifocal constraints. The
minors of Nd gives the following diﬀerent constraints in the motion parameters:
1. Minors containing only one row out of the ﬁrst three give the previously
derived diﬀerential-algebraic epipolar constraint.
2. Minors containing only one row out of the last three give the standard discrete trifocal constraints.
3. Minors containing two rows out of the ﬁrst three, one row out of the middle
three rows and two rows out of the last three rows give linear constraints in
dt and wt , in total 27 such linear constraints.
For our purposes, only the last type of constraints are useful. It turns out that
there only exist two linearly independent constraints on the motion parameters
from the nine constraints of the second type above, which can be proven in the
same way as above. This implies that the trifocal tensor can be updated from
at least three corresponding points.
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3.3

Motion Estimation Using HMC

Given a current estimate of the motion parameters and a new image with at
least three corresponding points, the motion parameters can be updated using
a linear system of equations of the type

wt
=m ,
(15)
M
dt
where M=M (xk0 , xkt , ukt , Rt , bt ) for k= 1, . . . n, n ≥ 3 and m= m(xk0 , xkt , ukt , Rt , bt )
in the epipolar case and similarly for the trifocal case, where also xks appears as
a parameter.
3.4

State Estimation Using the Continuous-Discrete EKF

Given the motion parameters it is possible to employ a number of algorithms
for recursive structure recovery. Here we optionally select a continuous-discrete
extended Kalman (EKF) ﬁlter for the state estimation process [15]. For further
details, see [9] or [16].
3.5

Motion Estimation Reﬁnement by Reprojection Constraints

Given motion estimates Rt and bt obtained using the HMC through (15), the
measurement xt , and the 3-D estimate X from the EKF, we seek correction
vectors α, β ∈ R3×1 of small magnitude, such that improved motion estimates
Rt+ and b+
t are given by the reprojection constraint
+
+
λ+
t xt = [ Rt | −bt ]X ,

Rt+ = eα Rt ,

b+
t = bt + β .

(16)

Expanding the ﬁrst equation in (16) to a ﬁrst order approximation gives
Rt X̃ + bt + β ⇒ R
λt xt ≈ Rt X̃ + α
t X̃α + β =  := Rt X̃ + bt − λt xt ,

(17)

where  can be interpreted as the reprojection error. Observe that (17) is a
linear constraint in the correction vectors α and β. Since (17) contains two linear
constraints on these 6 parameters (λt is also a free parameter) in the correction
vectors, a linear update on the motion parameters can be made from at least
three corresponding points.
The inclusion of the reprojection constraint correction step signiﬁcantly enhances the performance of the estimation procedure, leading to more accurate
and robust estimates of both structure and motion.
3.6

Structure and Motion Algorithm

Using the results of the previous sections, the following algorithm can now be
employed for recursive structure and motion recovery:
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1. Preparations
– Assume that images are obtained sequentially at time instants ti , i= 0, 1, 2 . . .,
equally spaced by Δt. Also assume some initial values for the state vector
and the error covariance matrix in the EKF.
– Given the images at times t0 = 0 and t1 = Δt with at least eight point
correspondences, get initial parameter estimates w0 and ν0 using e.g. the
continuous eight-point algorithm.
– Compute Rt1 = ew0 Δt and bt1 = d0 Δt.
2. Estimation loop - for i = 1, 2 . . . do
– Using at least three point correspondences, set up the hybrid epipolar or
trifocal matching constraints in (15).
– Solve the linear system (15) for the new parameter estimates wti and dti .
– Update the rotation matrix and the translation vector according to (12).
– Use wti and νti in the EKF to get structure estimates over the time interval
[ti , ti + Δt].
– Reﬁne the motion estimate according to (17).
Note that since we are estimating both structure and motion, the estimates are
inherently subjected to a scale ambiguity. In the above algorithm the scale issue is
resolved by assuming the translational velocity vector ν to be of unit length in the
initialization procedure. This together with the assumption of normalized image
coordinates ﬁxes the scale for the subsequent parameter estimates through (15).

4

Experiments

Since the initial parameter values obtained by the initialization process generally
can be assumed quite accurate, the truly interesting case will be when one or
both of the parameter vectors w and ν are time varying. The hybrid-based
method can then be evaluated by its ability to follow the time-variations in the
parameters, as well as by its ability to correctly recover the 3-D structure.
For purpose of illustration we simulate images of an object consisting of eight
points in a general conﬁguration on a grid of stepsize 10−4 , and with the parameter vectors

T
T 1 
1 
2
1, −1, 1 , ν(t) = √
t, t, −0.5t .
−1, −0.4, 0.4 +
w(t) =
3
2
1.32
Perspective measurements were computed at time instants separated by Δt =
0.01. The estimates of the components of the rotational velocity w and the translational velocity ν together with the true values based on the hybrid epipolar
constraints, are shown in Fig. 1(a) and Fig. 1(b) respectively. The resulting 3-D
estimation error for one of the observed object points is shown in Fig. 1(c).
We also conducted a similar experiment on the same data based on the hybrid
trifocal constraints. The same procedure as before, based on the initialization
using the continuous epipolar constraint, and the recursive estimation using the
epipolar hybrid constraints, was used until time t = 0.4s. After that, the trifocal
hybrid constraints was used, with s = t/2, see Fig 2.
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Fig. 1. Estimation results obtained using the hybrid epipolar constraints: (a) True
(solid) and estimated (dashed) translational velocity ν, (b) True (solid) and estimated
(dashed) rotational velocity w, (c) 3-D estimation errors for one of the observed object
points
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Fig. 2. Estimation results obtained using the hybrid trifocal constraints: (a) True
(solid) and estimated (dashed) translational velocity ν, (b) True (solid) and estimated
(dashed) rotational velocity w, (c) 3-D estimation errors for one of the observed object
points

5

Conclusion

We have proposed an algorithm for recursive estimation of structure and motion from perspective measurements in a continuous-discrete setting, utilizing
the novel concept of the hybrid epipolar and trifocal matching constraint for
the estimation of the velocity parameters, combined with a state estimator, here
optionally selected as the continuous-discrete EKF. The structure and motion
estimation processes are connected by recursive feedback of the structure estimates, resulting in reprojection error constraints used to obtain reﬁned motion
estimates. Simulated experiments are included to illustrate the applicability of
the concept. The main advantages of the presented method is that only three
corresponding points are needed for the sequential update and correction of the
velocity parameter estimates. Further, both these update schemes are linear.
Note that it is not necessary that the same three points are tracked throughout
the whole image sequence. It is easy to change to any other triplet of point
correspondences when needed.
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Abstract. We present an eﬃcient method for detecting planar bilateral
symmetries under perspective projection. The method uses local aﬃne
frames (LAFs) constructed on maximally stable extremal regions or any
other aﬃne covariant regions detected in the image to dramatically improve the process of detecting symmetric objects under perspective distortion. In contrast to the previous work no Hough transform, is used.
Instead, each symmetric pair of LAFs votes just once for a single axis
of symmetry. The time complexity of the method is n log(n), where n is
the number of LAFs, allowing a near real-time performance. The proposed method is robust to background clutter and partial occlusion and
is capable of detecting an arbitrary number of symmetries in the image.

1

Introduction

Symmetry is a visual and physical phenomenon, occurring both naturally and
in manufactured artefacts and architecture. In this paper we will concentrate on
bilateral symmetry where features are reﬂected about a central axis.
Human perception of symmetry has been well-studied. Psycho-physical evidence points to symmetry detection being a pre-attentive process [1] and playing
a role in both signalling the presence of objects and directing visual attention [1].
It is not only humans who can detect symmetry. Bees, for example, have been
shown to naturally choose to visit more symmetrical ﬂowers [2].
Symmetry seldom occurs by accident. If two symmetric image regions are
detected it is likely that these regions are related in the real world, and there is a
good chance that they belong to the same object. Thus by detecting symmetry it
is possible to start grouping or segmenting the image without prior knowledge of
image content. As many objects exhibit some degree of symmetry, this provides
a context-independent mechanism for hypothesising the presence, location and
extent of such objects in a scene. Thus computer vision systems can beneﬁt from
symmetry detection in a manner not dissimilar to the psycho-physical systems
discussed above.
This paper builds on recently published results [3,4] that illustrated the effectiveness of symmetry detection using local features. In this work we use local
aﬃne frames (LAFs) [5] constructed on aﬃne covariant distinguished regions
[6,7] to dramatically improve the process of detecting symmetric objects under
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 152–161, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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perspective distortion, resulting in a simpler, more eﬃcient and more robust approach. The use of LAFs makes it possible to hypothesise the axis of symmetry
from a single symmetric pair of features enabling a very computationally eﬃcient
algorithm. Each matching pair of reﬂected LAFs is hypothesising one bilateral
symmetry axis. The symmetry axis hypotheses are grouped into symmetric constellations about common symmetry foci, identifying both the dominant bilateral
symmetries present as well as a set of symmetric features associated with each
foci. Our method simultaneously evaluates symmetry across all locations, scales
and orientations under aﬃne and perspective projection. An important observation is, that any aﬃne covariant detection and matching process which provides
richer than just point-to-point correspondences can be used in a similar way.
The remainder of this paper is organised as follows, Section 2 reviews previous
work on symmetry detection and gives an introduction to distinguished region
detectors and local aﬃne frames, Section 3 describes the method, Section 4
presents experimental results and discusses the performance of the method, and
Section 5 presents our conclusions.

2

Previous Work

Symmetry detection is a well-studied ﬁeld in computer vision, and comprise a
signiﬁcant body of work spanning over 30 years. Comparatively, distinguished
regions and local aﬃne frames are relatively recent developments in the computer
vision ﬁeld. Here we present a brief review of symmetry detection focusing on
methods that use local features, and also provide an introduction to distinguished
regions and local aﬃne frames which provide the essential tool for streamlining
the solution to the symmetry detection problem.
2.1

Symmetry Detection

Symmetry detection has found use in numerous applications ranging from facial
image analysis [8] and vehicle detection [9], to 3D reconstruction [10] and visual
attention [11,12]. Existing symmetry detection techniques can be broadly classiﬁed into global and local feature-based methods. Global approaches treat the
entire image as a signal from which symmetric properties are inferred, whereas local feature-based methods use local features, edges, contours or boundary points,
to reduce the problem to one of grouping symmetric sets of points or lines. The
local-feature based approaches oﬀers numerous advantages in particular their
ability to more eﬃciently detect local symmetries in images that are not globally symmetric.
Mukherjee et al. [13] used local features called distinguished points detected on
curves that are preserved under perspective or aﬃne transformation. Aﬃne semilocal invariants are used to match pairs and form symmetry hypotheses. The
method was succesfully used to ﬁnd symmetries on contours of simple objects.
Recent methods [14,4] have increased robustness and eﬀectiveness by exploiting
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detection and matching of richer features – distinguished regions. However they
use the Hough transform to accumulate symmetry hypotheses which slows down
the detection process. Moreover, the methods do not utilise the full extent of the
information provided by aﬃne matching techniques. In this work we shall show
that using this additional information signiﬁcantly simpliﬁes and streamlines the
symmetry detection process.
Tuytelaars et al. [14] presented a method for the detection of regular repetitions of planar patterns under perspective skew using a geometric framework.
The approach detected all planar homologies and could thus ﬁnd reﬂections
about a point, periodicities, and mirror symmetries. The method built clusters
of matching points using a cascaded Hough transform, and typically took around
10 minutes to process an image. In contrast the new method proposed herein provides a simpler and more eﬃcient approach. We utilise local feature information
to establish robust symmetric matches that directly vote for single symmetry
hypotheses.
Recently Cornelius and Loy [4] proposed a method for grouping symmetric
constellations of features and detecting symmetry in perspective. This approach
was developed from [3] which matched reﬂective feature pairs to detect symmetry in the image plane. The later method merged pairs of symmetrically
matching features into feature quadruplets, so that each quadruplet deﬁned a
speciﬁc symmetry foci under perspective skew. The quadruplets were grouped
into symmetric constellations of features about common symmetry foci, identifying the dominant symmetries present in the image plane. The disadvantage of
this approach was the necessity to merge feature pairs into quadruplets. This
was both time consuming and could easily result in spurious hypotheses.
Here we take the concept proposed by [4] and improve this by removing the
need to form feature quadruplets, and thus solve symmetry detection under
perspective in a cleaner and more eﬃcient manner more concordant with the
simple approach used to detect symmetry in the image plane [3]. That is, we
show how to derive a unique symmetry hypothesis from a single pair of symmetric
features, with the added challenge of an unknown perspective distortion.
2.2

Distinguished Regions and Local Aﬃne Frames

The ﬁrst step of the proposed algorithm is detection of distinguished regions
followed by construction and description of local aﬃne frames.
Distinguished regions are subsets of image pixels with some distinguishing
property that allows their repeated detection over a range of image deformations, e.g. aﬃne1 transformations and photometric changes. Several aﬃne covariant region detectors were presented and compared recently in [15]. Although
any aﬃne covariant region detector can be used, we have focused on only two
kinds of regions in our work – Maximally Stable Extremal Regions (MSERs) [6]
and Hessian-Aﬃne regions [7]. MSERs (see Fig. 1) are invariant to photometric
1

In the framework described in this work we assume a locally planar scene under
perspective projection.
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Fig. 1. Distinguished Regions detection: a) detected maximally stable extremal
regions, b) example of a reﬂected pair of MSERs

changes and covariant with all continuous transformations. The MSER detector
generates simple polygons – contours that encompass interior pixels of stable
regions. The Hessian-Aﬃne detector ﬁrst localises points in space and scale at
local maxima of the Hessian and Laplacian-of-Gaussians. Aﬃne covariant regions are then computed in an iterative aﬃne adaptation process based on the
second moment matrix of image gradients [16].
To resolve the aﬃne transformations between distinguished regions in a single
image a local aﬃne frames approach [5] is exploited. Local aﬃne frames (LAFs)
are local coordinate systems constructed on distinguished regions covariantly
with aﬃne image transformations. LAFs provide an aﬃne and photometric normalisation of local image patches into a canonical form. Geometrically and photometrically normalised patches can then be directly compared eliminating the
need for invariants. The construction of the local aﬃne frame resolves six free
parameters of a two-dimensional aﬃne normalisation. Two major groups of LAF
constructions, based on shape and local image intensities were proposed in [5].
The shape based LAFs are formed by combining aﬃne covariant measures, e.g.
area, center of gravity and second moment matrix of the distinguished region,
bi-tangent points, curvature extrema, point of inﬂections and other.
Intensity based LAF construction are computed from a center of gravity, covariance matrix and dominant gradient orientation (similar as in [17]) in the
following way: First, a small image patch around the distinguished region is
normalised using its centre of gravity and second moment matrix. Then a histogram of local gradient orientations is computed and dominant orientations are
selected as local maxima of histogram bins. Each dominant orientation is used
to ﬁx the remaining parameter of an aﬃne normalisation. In this work, the intensity based LAF construction is used with Hessian-Aﬃne regions and shape
based constructions with MSERs.
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Detecting Bilateral Symmetry Using Local Aﬃne
Frames

As in [3] and [4], the method for detecting planar bilateral symmetry under
perspective skew presented here is based on pairwise matching of local features
within a single image. The features used here are local aﬃne frames (LAFs).
To allow matching of bilaterally symmetric LAFs, a mirrored version of each
frame and its descriptor from the previous step is computed. The mirroring
depends only on the type of the local aﬃne frame construction. The local aﬃne
frame construction, assumes a right-handed coordinate system when ordering
the points and forming the frame. When constructing the mirrored frame, a
left-handed coordinate system is used e.g. if a frame is constructed from the
centroid and two points on the concavity – entry and exit point – the points
on the concavity are swapped as the ordering on the contour of distinguished
region is changed from clockwise to anti-clockwise. Other LAF constructions are
mirrored in a similar manner without any knowledge about the axis of symmetry.
Examples of LAFs and their mirrored versions are shown in Fig. 2.

a)

b)

Fig. 2. LAF constructions: a) Some of the local aﬃne frames constructed on a
maximally stable extremal region, b) Mirrored LAFs

In the next step LAFs are matched against their mirrored versions to ﬁnd
symmetric pairs. The naive approach would be to match every LAF to all mirrored ones and keep the k best matches for every frame. Such a matching scheme
has time complexity O(n2 ), where n is the number of frames detected in the image. To avoid the O(n2 ) time complexity a decision tree is used as proposed in
[18]. The decision tree is trained oﬄine on a set of LAFs computed from training images2 . In the matching phase frames are ﬁrst entered into the tree in time
proportional to O(n log(n)) and then for each mirrored local aﬃne frame a leaf
2

A single random wide-baseline stereo pair of image was used to train the decision
tree for all experiments.
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a)

b)

Fig. 3. a) Some matching LAF pairs. Each pair can be used to form a hypothesis. b)
A reﬂective pair of LAFs (q1 , q2 ) and the axis of symmetry around which the pair is
symmetric. The intersections of the three lines deﬁned by the three points in the LAFs
all lie on the axis of symmetry (c1 , c2 , c3 ).

with similar frames is located in the tree in O(log(n)). Candidates from a leaf are
sorted using correlation of normalised patches and the k best LAFs are returned.
Throughout our experiments k = 3 was used. The total time complexity of this
matching scheme is O(n log(n)) which in practise means that it is possible to
achieve real-time performance.
When pairs of reﬂected frames have been obtained, an axis of symmetry is
calculated for all pairs where possible. A LAF is deﬁned by three points and
three lines can be obtained by connecting these points. For a symmetric pair
of frames, the three pairs of corresponding lines will intersect on the axis of
symmetry. This means that the axis of symmetry can be estimated from a single
pair of matching LAFs (see Fig. 3) if intersections c1 , c2 , and c3 exist. Please note
that this holds not only for symmetric patterns that lie in a plane, but also if
the two halves of the symmetric pattern lie in diﬀerent planes whose intersection
coincides with the axis of symmetry. For pair of frames reﬂected about an axis
of symmetry a set of necessary conditions has to hold:
1. The intersection, ci , between a pair of lines deﬁned by two points in the
LAFs has to lie on the same side of both LAFs (see Fig. 3).
2. The three intersections (c1 , c2 , and c3 ) have to lie on a line (the axis of
symmetry).
3. The axis of symmetry has to cross the line between the two LAFs.
Due to noise in the positions of the points in the LAFs, the second condition
will in general not hold and small deviations from the line are allowed.
All matched pairs of frames for which these conditions hold, cast a vote for
one axis of symmetry. Lines receiving many votes are identiﬁed as potential
axes of symmetry and the pairs of frames that are consistent with the same
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axis of symmetry are grouped together. Even though just a small fraction of the
feature pairs obtained in an image is correct, false symmetry axes will in general
receive insigniﬁcant support. For a true symmetry axis the majority of the pairs
consistent with it will be correct (inliers).
The lines joining pairs of features that are symmetric around the same axis
of symmetry are parallel in 3D. This means that in an image, these lines will
share a common vanishing point. For a planar bilaterally symmetric pattern, it is
possible to estimate the vanishing point from the positions of the two features in
a pair and the point where the axis of symmetry intersects the line between the
features. The estimate will however be sensitive to small changes in the position
of the axis of symmetry. Furthermore, if both halves of the symmetric pattern do
not lie in the same plane but in two planes that intersect at the axis of symmetry,
the intersections can not be used since they no longer correspond to the points
that lie in the middle between the LAFs in 3D. It is however still possible to
use the directions of the lines between the features and these will also be robust
to small changes in the feature positions. We use the same approach as in [4] to
estimate the vanishing point and reject the pairs that are not consistent with it.
If ψi is the orientation of the line between the two features in the i:th pair of
LAFs and θ is the direction perpendicular to the axis of symmetry, the following
will hold:
hi − p
tan(ψi − θ) =
L
if hi is the point where the line between the two features in the pair intersects
the axis of symmetry, L is the distance from the vanishing point to the axis of
symmetry and p is the point on the axis of symmetry closest to the vanishing
point. Since tan(ψi − θ) is a linear function of hi , p and L (that determine
the vanishing point) can be estimated from two (ψi , hi )-pairs, i.e. from two
symmetric pairs of LAFs. RANSAC [19] is used to ﬁnd a good estimate of p
and L and to reject the pairs not consistent with the vanishing point. Since the
number of inliers will typically be much larger than the number of outliers, a
good estimate of the vanishing point will be found quickly.
The ﬁnal output from the method is one or more symmetry axes and vanishing
points together with the LAF and region pairs that are consistent with the
symmetries.

4

Experiments

We have tested our symmetry detection method on a range of images of symmetric objects and scenes. In Fig. 4 some results of detected symmetries are
shown. The examples contain a wide variety of objects both man-made, such as
the buildings and the carpet, and natural (the butterﬂies and the face). Many
images contain a considerable amount of background clutter (see e.g. Fig. 4(h)),
and some results with severe perspective skew are also shown (Fig. 4(a) and
4(b)). The butterﬂies are examples of symmetric patterns where the two halves
of the patterns lie in diﬀerent planes that intersect at the axis of symmetry. Especially in Fig. 4(i) the eﬀect is quite clear. Symmetry detection on buildings is
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Fig. 4. Symmetry detected in perspective images, showing the reﬂective matches and
axes of symmetry detected

complicated by the fact that a part of a building will be symmetric with respect
to many other parts on the building around diﬀerent symmetry axes. In the
results presented in Fig. 4 our algorithm managed to identify the strongest and
most global symmetry axis. All axes of symmetry with support higher than a
threshold depending on the support for the strongest axis of symmetry detected
in the image are shown. If that threshold would be lowered more symmetry axes
would appear on the buildings.
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The results presented were generated using one of two diﬀerent region detectors. Either MSERs [6] or Hessian-Aﬃne regions [7]. During the experiments,
we observed that the LAFs constructed on MSERs were more accurate than the
ones constructed from the Hessian-Aﬃne regions. This means that more accurate estimates of the axis of symmetry can be made from LAFs constructed on
MSERs. Accuracy in the positions of the points in the LAFs is essential for the
success of our algorithm. A small change in the position of a point sometimes
leads to large changes in the estimated axis of symmetry due to the fact that
the regions, and hence the LAFs, are usually much smaller than the distance
between the regions in a pair.
Although the LAFs obtained from the Hessian-Aﬃne regions were less accurate some good results can still be obtained. The results in the Figs. 4(a), 4(d),
4(f), 4(m) were obtained using the Hessian-Aﬃne region detector.
A problem noted when testing the algorithm is that the symmetric surface
often generates too few regions for the symmetry to be detected. Human faces
are one example. In Fig. 4(d) it can be seen that only a few symmetric pairs
of LAFs were detected on the eyes and the nose. To reduce this problem several region types could be used on the same image instead of just one at the
time.
A natural extension to our current method would be to add a segmentation
step at the end that would segment out the symmetric part of the image. Such
a step would also verify the detected symmetry and could be used to reject
incorrectly detected symmetries. A region growing algorithm like the one used
in [14] could for example be used for this purpose.

5

Conclusions

In this paper we have presented an eﬃcient method for detecting bilateral planar
symmetry in images under perspective distortion. The method uses local aﬃne
frames constructed on maximally stable extremal regions or any other aﬃne
covariant regions. The complexity of the proposed algorithm is n log(n), where
n is the number of LAFs detected in the image allowing in practice a near realtime performance.
Hypotheses are generated from only one corresponding reﬂected pair of local aﬃne frames and veriﬁed using the rest of the corresponding pairs. Hence
our method is very robust to background clutter and able to discover multiple
symmetries in the image in near real-time.
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Abstract. The problem of reconstructing 3D scene features from multiple views with known camera motion and given image correspondences is
considered. This is a classical and one of the most basic geometric problems in computer vision and photogrammetry. Yet, previous methods fail
to guarantee optimal reconstructions - they are either plagued by local
minima or rely on a non-optimal cost-function. A common framework
for the triangulation problem of points, lines and conics is presented. We
deﬁne what is meant by an optimal triangulation based on statistical
principles and then derive an algorithm for computing the globally optimal solution. The method for achieving the global minimum is based
on convex and concave relaxations for both fractionals and monomials.
The performance of the method is evaluated on real image data.

1

Introduction

Triangulation is the problem of reconstructing 3D scene features from their projections. Naturally, since it is such a basic problem in computer vision and photogrammetry, there is a huge literature on the topic, in particular, for point
features, see [1,2]. The standard approach for estimating point features is:
(i) Use a linear least-squares algorithm to get an initial estimate.
(ii) Reﬁne the estimate (so called bundle adjustment) by minimizing the sum of
squares of reprojection errors in the images.
This methodology works ﬁne in most cases. However, it is well-known that the
cost-function is non-convex and one may occasionally get trapped in local minima [3]. The goal of this paper is to develop an algorithm which computes the
globally optimal solution for a cost-function based on statistical principles [4].
In [3], the two-view triangulation problem for points was treated. The solution
to the optimal problem was obtained by solving a sixth degree polynomial. This
was generalized for three views in [5], but the resulting polynomial system turns
out to be of very high degree and their solution method based on Gröbner bases
becomes numerically unstable. In [6] convex linear matrix inequalities (LMI) relaxations are used to approximate the non-convex cost-function (again, in the
point case), but no guarantee of actually obtaining the global minimum is provided. For line and conic features, the literature is limited to closed-form solutions with algebraic cost-functions and to local optimization methods, see [1]
and the references therein.
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 162–172, 2007.
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In this paper, we present a common framework for the triangulation problem
for any number of views and for three diﬀerent feature types, namely, points,
lines and conics. An algorithm is presented which yields the global minimum
of the statistically optimal cost-function. Our approach is most closely related
to the work in [7], where fractional programming is used to solve a number of
geometric reconstruction problems including triangulation for points. Our main
contributions are the following. First, we show how a covariance-weighted costfunction - which is the statistically correct thing to consider - can be minimized
using similar techniques as in [7] for the point case. For many point and corner
detectors, e.g., [8,9], it is possible to obtain information of position uncertainty
of the estimated features. Second, we present a uniﬁed framework for the triangulation problem of points, lines and conics and the corresponding optimal
algorithms. Finally, from an algorithmic point of view, we introduce convex and
concave relaxations of monomials in the optimization framework in order to
handle Plücker constraints appearing in the line case.

2

Projective Geometry

In the triangulation of points, lines and conics, it is essential to have the formulation of the projection from the three dimensional space to the two dimensional
image space in the same way as the standard projection formulation used in the
point case. For that reason we begin with a short recapitulation of the projection
of points with a standard pinhole camera. After that the methods to reformulate
the projection of lines and quadrics into similar equations are considered. For
more reading on projective geometry see [1].
2.1

Points

A perspective/pinhole camera is modeled by,
λx = P X,

λ > 0,

(1)

where P denotes the camera matrix of size 3 × 4. Here X denotes the homogeneous coordinates for the point in the 3D space, X = [U V W 1]T , and x denote
the coordinates in the image plane, x = [u v 1]. The scalar λ can be interpreted
as the depth, hence λ > 0 if the point appears in the image.
2.2

Lines

Lines in three dimensions have four degrees of freedom - a line is determined
by the intersection of the line with two predeﬁned planes. The two intersection
points on the two planes encode two degrees of freedom. Even if lines only have
four degrees of freedom, there is no universal way of representing every line in
P4 . One alternative way to represent a line is to use Plücker coordinates. With
Plücker coordinates, the line is represented in an even higher dimensional space
P5 . The over parameterization is hold back by a quadratic constraint that has to
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be fulﬁlled for every line. In [1] deﬁnitions and properties for Plücker coordinates
are described. The big beneﬁt with Plücker coordinates is the Plücker camera
that makes it possible to write the projection of lines as λl = PL L. A drawback
on the other hand is that they have to fulﬁll the quadratic constraint
l12 l34 + l13 l42 + l14 l23 = 0,

(2)

otherwise projection of lines can be formulated in the same manner as point
projections, but now it is a projection from projective space of dimension 5 to
the image. Hence the line camera matrices are of dimension 3 × 6.
2.3

Conics

As for lines, we are interested in writing the projection of a quadric to an image
conic in the form of the projection formula for points. To do that we use the projection formula of the duals to the quadric conics. These duals are the envelopes
of the structures. For conics, the envelope consists of lines and for quadrics, the
envelope consist of all planes tangent to the quadric locus. Provided the quadrics
and conics are non-degenerate, one can show that the equations for the duals are,
U T LU = 0, where U are homogeneous plane coordinates and L = C −1 . Similar
for conics, one gets, uT lu = 0, where u are homogeneous line coordinates and
l = c−1 . The projection for the envelope forms are,
λl = P LP T λ = 0.

(3)

Now we want to reformulate (3) so it appears in a similar way as the point
 where l̃ and L

projection formula. This can be done in the form, λl̃ = PC L,
are column vectors of length 6 and 10 obtained from stacking the elements in l
and L. PC is an 6 × 10 matrix. The entries in PC are quadratic expressions in P .
As for the line case, it is not possible to make the interpretation that the
scalar λ of the projected conic corresponds to the depth.

3

Triangulation

In triangulation the goal is to reconstruct a three dimensional scene from measurements in N images, N ≥ 2. The camera matrices Pi , i = 1 . . . N , are considered to be known for each image. In the point case, the camera matrix can be
written P = (p1 , p2 , p3 )T , where pj is a 4–vector. Let (u, v)T denote the image
coordinates and X = (U, V, W, 1)T the extended coordinates of the point in 3D.
This gives the reprojection error


u pT3 X − pT1 X v pT3 X − pT2 X
,
r=
,
(4)
pT3 X
pT3 X
N
Further, i=1 ri 22 is the objective function to minimize if the smallest reprojection error is to be achieved in L2 -norm. To use the optimization algorithm
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proposed in this paper (see next section), it is necessary to write the error in
each image as a rational function f /g where f is convex and g concave.
It is easy to see that the L2 -norm of the residual in (4) can be written as
r2 = ((aT X)2 + (bT X)2 )/(pT3 X)2 , where a, b are 4-vectors determined by the
image coordinates and the elements of the camera matrix. By choosing f =
((aT X)2 + (bT X)2 )/(pT3 X) (with the domain pT3 X > 0) and g = pT3 X, one can
show that f is indeed convex and g concave. It is straight forward to form the
same residual vectors in the line and conic cases - the only diﬀerence is that the
dimension is diﬀerent.
3.1

Incorporation of Covariance

The optimal cost-function is to weight the residual vector by its covariance [4]
(at least to a ﬁrst order approximation). Incorporating covariance weighted error
transforms to,
 



x1 pTn X − pT1 X

(5)
,... 
Lr = L
,
pT X
n

where L is the cholesky factorization of the inverse covariance matrix to the
structure in each image. Notice that we have chosen to normalize by the last
coordinate and in that case the covariance becomes a 2 × 2 symmetric matrix in
the point and line cases and a 5 × 5 matrix in the conic case. The reason why
the covariance matrix is one dimension lower than the image vector is that there
is no uncertainty in the last element of the extended image coordinates.
3.2

Problem Formulation

In all of the above cases, the optimization problem to solve is the following:
min

n


Li ri 2 .

(6)

i=1

The only thing which diﬀers (except for dimensions) in the diﬀerent cases is that
in the line case it is necessary to fulﬁll the quadratic Plücker constraint (2) for
the coordinates of the three dimensional structure.

4

Branch and Bound Optimization

Branch and bound algorithms are used to ﬁnd the global optimum for nonconvex optimization problems. The algorithm gives a provable upper and lower
bound of the optimum and it is possible to get arbitrary close to the optimum.
On a non-convex, scalar-valued objective function Φ at the domain Q0 the
branch and bound algorithm works by ﬁnding a lower bound to the function
Φ on the domain Q0 . If the diﬀerence between the optimum for the bounding
functions and the lowest value of the function Φ - calculated so far - is small
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enough, then the optimum is considered to be found. Otherwise the domain Q0
is splitted into subdomains and the procedure is repeated in these domains.
If the lower bound on a subdomain has its optimum higher than a known
value of the objective function in another subdomain it is possible to neglect the
ﬁrst subdomain since we know that the optimum in that region is greater than
the lowest value obtained so far.
4.1

Bounding

The goal of the bounding function Φlb is that it should be (i) a close underestimator to the objective function Φ and (ii) easy to compute the lowest value
Φlb in given domain. Further, as the domain of the bounding functions is partitioned into smaller regions, the approximation gap to the objective function
must converge (uniformly). A good choice of Φlb is the convex envelope [7].
Fractional Relaxation. Fractional programming is used to minimize/maximize a sum of p ≥ 1 fractions subject to convex constraints. In this paper we
are interested of minimizing
min
x

p

fi (x)
i=1

gi (x)

(7)

subject to x ∈ D,
where fi and gi are convex and concave, respectively, functions from Rn → R,
and the domain D ⊂ Rn is a convex set. On top of this it is assumed that fi
and gi are positive and that one can compute a priori bounds on fi and gi . Even
under these assumptions it can be shown that the problem is N P-complete [10].
It is showed in [7] that if you have bounds on the domain D it is possible to
rewrite (7) to a problem that is possible to ﬁnd the convex envelope to for every
single fraction by a Second Order Cone Program (SOCP) [11].
When Φ is a sum of ratios as in (7) a bound for the function can be calculated
as the sum of the convex envelopes of the individual fractions. The summarized
function will be a lower bound and it fulﬁlls the requirements of a bounding
function. This way of calculating Φlb by solving a SOCP problem can be done
eﬃciently [12].
A more exhaustive description on fractional programming in multiple view
geometry can be found in [7] where point triangulation (without covariance
weighting) is treated.
Monomial Relaxation. In the line case the Plücker coordinates have to fulﬁll
the Plücker constraint (2). This gives extra constraints in the problem to ﬁnd
lower bounds.
If we make the choice in the construction of the Plücker coordinates that the
ﬁrst point lies on the plane z = 1 and the second on the plane z = 0, remember
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that the Plücker coordinates are independent of the construction points, the two
points X = (x1 , x2 , 1, 1)T and Y = (y1 , y2 , 0, 1)T gives the following Plücker
coordinates for the line (2.2),
L = (x1 y2 − x2 y1 , −y1 , x1 − y1 , −y2 , y2 − x2 , 1)T .

(8)

This parameterization involves that the last coordinate is one and that only the
ﬁrst one is nonlinear to the points of intersection. Hence it is only necessary to
make a relaxation of the ﬁrst coordinate (in addition to the fractional terms).
In [13] the convex and the concave envelopes are derived for a monomial y1 y2 .
The convex and the concave envelopes are given by,

y1 y2U + y1U y2 − y1U y2U
convenv(y1 y2 ) = max
,
(9)
y1 y2L + y1L y2 − y1L y2L

y1 y2L + y1U y2 − y1U y2L
.
(10)
concenv(y1 y2 ) = min
y1 y2U + y1L y2 − y1L y2U
Given bounds on x1 , x2 , y1 and y2 in the parameterization of a line, it is possible
to propagate the bounds to the monomials x1 y2 and x2 y1 .
4.2

Branching

It is necessarily to have a good strategy when branching. If a bad strategy is
chosen the complexity can be exponentially but if a good choice is made it is
possible to achieve a lower complexity - at least in practice.
A standard branching strategy for fractional programming [14] is to branch
on the denominator si of each fractional term ti /si . This limits the practical
use of branch and bound optimization to at most about 10 dimensions [15] but
in the case of triangulation the number of branching dimensions can be limited
to a ﬁxed number (at most the degree of freedom of the geometric primitive).
Hence, in the point case is it enough to branch on three dimensions, in the line
case four and in the cases of conics nine dimensions maximally.
In the line case, we choose not to branch on the denominators. Instead the
coordinates of the points where the line intersect with the planes z = 0 and
z = 1 are used for the parameterization (4.1). This gives four dimensions to
split at, independent of the number of images. It is also important to choose a
coordinate system such that the numerical values of these parameters are kept
at a reasonable magnitude.
For strategies for branching and more on fractional programming see [15].
4.3

Initialization

It is necessary to have an initial domain Q0 for the branch and bound algorithm.
The method used for this is similar in the point and conic case but diﬀerent in
the line case due to the Plücker constraint.
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Points and Conics. In order to get a bound on the denominators, we assume a
bound on the maximal reprojection error. Ideally, with correctly weighted covariance, each such residual Li ri should approximately be i.i.d. with unit variance.
Thus the bounds are constructed from a user given maximal reprojection error.
The bounds on the denominators gi (x) can then be calculated by the following
optimization problem,
for i = 1, . . . , p, min/max gi (x)
fj (x)
subject to
≤ γ j = 1, . . . , p,
gj (x)

(11)

where γ is the user given bound on the reprojection error. This is a quadratic
convex programming problem. In the experiments, γ is set to 3 pixels.
Lines. In the case of lines, the Plücker constraint makes things a bit more
problematic. Instead we choose a more geometric way of getting bounds on the
coordinates of the two points deﬁning the line.
For each image line l, two parallel lines are constructed with γ pixels apart
(one on each side of l). Then, we make the hypothesis that the two points deﬁning
the optimal 3D line (with our choice of coordinate systems) are located on the
planes z = 0 and z = 1, respectively. Now, ﬁnding bounds on x1 , x2 , y1 , y2 ,
see equation (8), becomes a simple linear programming problem. Again, it is
important to choose the coordinate system such that the planes z = 0 and z = 1
are located appropriately. In addition, to avoid getting an unbounded feasible
region, the maximum depth is limited to the order of the 3D point furthest away.
In the experiments, we set γ to 5 pixels.

5

Experiments

The implementation is made in Matlab using a toolbox called SeDuMi [12] for
the convex optimization steps.
The splitting of dimensions has been made by taking advantage of the information where the minimum of the bounding function is located.
While testing the various cases, we have found that the relaxation performed
in the line case - a combination of fractions and monomials - the bounds on the
denominators is a critical factor for the speed of convergence. To increase the
convergence speed, a local gradient descent step is performed on the computed
solution in order to quickly obtain a good solution which can be employed to
discard uninteresting domains.
Two public sets of real data1 were used for the experiments with points and
lines. One of a model house with a circular motion and one of a corridor with a
mostly forward moving motion. The model house has 10 frames and the corridor
11. In these two sequences there were no conics. A third real data sequence was
used for conic triangulation. In Fig. 1 samples of the data sets are given.
1

http://www.robots.ox.ac.uk/∼vgg/data.html
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Fig. 1. Image sets used for the experiments
Table 1. Reprojection errors for points and lines with three diﬀerent methods on two
data sets
Points
Data set Optimal Bundle
Linear
Mean Std Mean Std Mean Std
House 0.15 0.14 0.15 0.14 0.16 0.15
Corridor 0.13 0.11 0.13 0.11 0.13 0.11

Lines
Optimal Bundle
Linear
Mean Std Mean Std Mean Std
1.40 0.92 1.41 0.93 1.62 1.03
3.42 4.29 3.30 4.34 4.02 5.45

Points and lines were reconstructed and then the reprojection errors between
diﬀerent methods were compared. The other methods compared are bundle adjustment and a linear method [1]. The covariance structure for the lines was
computed by ﬁtting a line to measured image points. In the reconstruction only
the four ﬁrst frames were used. In the house scene, there are 460 points and in
the corridor 490. The optimum was considered to be found if the gap between
the global optimum and the under-estimator was less than 10 %. The results are
presented in Table 1.
In the house scene, the termination criterion was reached already in the ﬁrst
iteration for all points and for most of them the bounding functions was very
close to the global minimum (less than the 10 % required). In the corridor scene,
the average number of iterations were 3 and all minima were reached within at
most 23 iterations.
In the line case, the under-estimators works not as well as in the point case.
This is due to the extra complexity of the Plücker coordinates. Thus more iterations are needed. For the house scene with the circular motion the breakpoint
is reached within at most 120 iterations for all the tested 12 lines. However, for
the corridor sequence with a weaker camera geometry (at least for triangulation
purposes) it is not even enough with 500 iterations for 6 of the tested 12 lines.
Even if a lot of iterations are needed to certify the global minimum, the location
of the optimum in most cases is reached within less than a handful of iterations.
It can be seen in Table 1 that both a linear method and bundle adjustment
works ﬁne for these problems. However, in some cases the bundle adjustment
reprojection errors get higher than the errors for the optimal method. This shows
that bundle adjustment (which is based on local gradient descent) sometimes gets
stuck in a local minimum.
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(a)

(b)

Fig. 2. The result from reprojection of lines. The green dashed line is the original and
the red solid line is the reprojected. Image (a) is from the house scene and (b) is from
the corridor.

The result can also be seen in Fig. 2 where two lines from each data set are
compared with reprojected line.
5.1

Conics

For conics, an example images can be found in Fig. 1. The covariance structure
was estimated by ﬁtting a conic curve to measured image points. The corresponding 3D quadrics were computed with the optimal and a linear method. The result
of the reprojected conics from these two methods are imaged in Fig. 3.

(a)

(b)

Fig. 3. The result of the reprojected conics of the data set in Fig. 1. In image (a) a part
of the reconstruction with optimal method is viewed. The light green is the reprojection
and the dark red the original conic. In (b) the red lines are the reprojection after linear
method and the white when the optimal method were used.

The number of iterations performed to reach the global minimum with a gap
less than 5 % of the bounding function for the three conics were 3, 6 and 14. As
can be seen from the images, the quadrics in the data set are planar and hence
the condition number of the corresponding 4 × 4 matrix should be zero. For the
three estimated quadrics with the optimal method, the condition numbers are
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1.2 · 10−3 , 3.7 · 10−7 and 8.8 · 10−6. This can be compared with the result for the
linear estimate with condition numbers of 3.7 · 10−4 , 4.1 · 10−5 and 1.1 · 10−4 .
Fig. 3 (a) shows the reprojected conic compared with the original for one of
the conics. The ﬁtting is very good and it is obvious from Fig. 3 (b) that the
linear result is far from acceptable.

6

Discussion

A uniﬁed treatment of the triangulation problem has been described using covariance propagation. In addition to traditional local algorithms and algorithms
based on algebraic objective functions, globally optimal algorithms have been
presented for the triangulation of points, lines and conics. For most cases, local
methods work ﬁne (except for conics) and they are generally faster in performance. However, none of the competing methods have a guarantee of globality.
A future line of research is to include more constraints in the estimation
process, for example, planar quadric constraints. This opens up the possibility
to perform optimal auto-calibration using the image of the absolute conic.
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Abstract. Recovering a 3-D scene from multiple 2-D views is indispensable for many computer vision applications ranging from free viewpoint
video to face recognition. Ideally the recovered depth map should be
dense, piecewise smooth with ﬁne level of details, and the recovery procedure shall be robust with respect to outliers and global illumination
changes. We present a novel variational approach that satisﬁes these
needs. Our model incorporates robust penalisation in the data term and
anisotropic regularisation in the smoothness term. In order to render the
data term robust with respect to global illumination changes, a gradient
constancy assumption is applied to logarithmically transformed input
data. Focussing on translational camera motion and considering small
baseline distances between the diﬀerent camera positions, we reconstruct
a common disparity map that allows to track image points throughout
the entire sequence. Experiments on synthetic image data demonstrate
the favourable performance of our novel method.
Keywords: computer vision, variational methods, multi-view reconstruction, structure from motion, partial diﬀerential equations.

1

Introduction

Structure from motion is a challenging task in modern computer vision: Extraction of depth information from the images of a single moving camera is useful
for such tasks as robot navigation, augmented reality [14], [13] or face recognition. In the latter case structure from motion allows to reconstruct a face from a
set of images, obtained by a single moving camera. One of the typical scenarios
in this context is a camera that moves horizontally with a constant speed and
whose optical axis is ﬁxed orthogonal to the path of motion. While such a setting simpliﬁes the computation, it is still diﬃcult to obtain dense reconstructions
that are robust under noise and illumination changes and provide sharp object
boundaries.
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 173–182, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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All these demands can be satisﬁed by variational techniques, that have proved
to be very useful in the context of optic ﬂow estimation [2]. The reconstruction
problem is formulated in an energy minimisation framework, under the assumption of global smoothness of the solution. Compared to other methods variational techniques oﬀer a number of speciﬁc advantages: They allow transparent
modeling without hidden assumptions or post-processing steps. Moreover, their
continuous formulation enables rotationally invariant modeling in a natural way.
The ﬁlling-in eﬀect creates dense depth maps with sub-pixel precision by propagating information over the entire image domain. For these reasons we aim
here at exploring the performance of variational methods in the context of 3-D
reconstruction from multiple views.
Since the fundamental work of Faugeras and Keriven [5] many diﬀerent methods for multi-view 3-D reconstruction have been proposed. In most cases a calibrated camera setup is assumed and locally constant intensity of objects in the
scene is required. In the core of the minimisation procedure there lays either
a gradient descent algorithm such as in [5], [15] or a sophisticated strategy of
successive reﬁnement of results as applied in [6]. The results are highly accurate,
however the reported computational times take up to several hours. Comparing
to other methods, that reconstruct 3-D objects from multiple views using variational framework, like for example in [9], [8] our method produces not a complete
model, but only one disparity map. On the other hand the simplicity of our approach allows us to study more sophisticated models that help to improve the
robustness of the method with respect to noise and varying illumination.
In this paper we focus on a prototypical scenario of a face recognition system
that reconstructs the face surface from images taken by a camera that moves
linearly with constant speed within an orthoparallel setting. This allows us to
exploit a number of ideas that originate from the computation of optic ﬂow ﬁelds.
It is well-known that in the orthoparallel case the following relation holds:
Z=

b·f
.
D

(1)

Here, Z denotes the depth of a point in the 3-D world, b is the baseline distance
between successive camera positions, f speciﬁes the focal length and D is the
disparity, i.e. the distance between the projection of Z on two successive image
planes. Formulating our problem in terms of disparity estimation, we obtain a
scene reconstruction up to a scaling factor that depends on one intrinsic (focal
length) and one extrinsic parameter (baseline).
Since the camera moves slowly with a constant speed, we obtain a series of
consecutive disparity maps that are identical. Hence, it is suﬃcient to compute
a single joint disparity map.
Our paper is organised as follows. The next section describes our variational
model and its underlying assumptions in detail. Its PDE formulation is given
by the Euler-Lagrange equation sketched in Section 3. Experiments in Section 4
illustrate the performance of our approach. The paper is concluded by a summary
in Section 5.
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Variational Framework

We assume a single camera that acquires images while moving slowly with a
constant speed along the x-axis. Thus, approximately the same displacement
ﬁeld (disparity map) λ(x, y) occurs between each pair of subsequent frames and
can be recovered as minimiser of a single energy functional:
E(λ) = ED (λ) + αES (λ) ,

(2)

where ED (λ) is a data term, ES (λ) is a smoothness term, and the regularisation
parameter α > 0 determines the desired amount of smoothness.
Let f i (x) denote the grey value of frame i at location x = (x, y). In order
to render our method robust against noise, we ﬁrst convolve with a Gaussian
Kσ of standard deviation σ > 0. By applying a logarithmic transform to the
result, the multiplicative eﬀects of global illumination changes are transformed
into additive perturbations. This leads to the images g i (x) for i = 1,...,N , which
serve as input data for our variational approach.
For the data term ED (λ) we choose a gradient constancy assumption between
corresponding structures within consecutive frames g i and g i+1 :
∇g i+1 (x + λ, y) = ∇g i (x, y) .

(3)

It ignores any additive perturbations on g i (x) caused by global illumination
changes between consecutive frames f i (x). Penalising deviations from this constancy assumption between all consecutive frame pairs in a statistically robust
way [7] can be achieved by use of the data term

ED (λ) =
Ω

N −1

1  
Ψ |∇g i+1 (x + λ, y) − ∇g i (x, y)|2 dx ,
N i=1

(4)

√
where Ω ⊂ R2 denotes our rectangular image domain, and Ψ (s2 ) := s2 + 2 is
a L1 penaliser with a small regularising constant  > 0 ensuring diﬀerentiability.
Since the baseline distance between consecutive frames is supposed to be small
for our application, we can simplify our data term by the Taylor linearisations
∂x g i+1 (x + λ, y) ≈ ∂x g i+1 (x, y) + ∂xx g i+1 (x, y) λ ,
∂y g i+1 (x + λ, y) ≈ ∂y g i+1 (x, y) + ∂xy g i+1 (x, y) λ .
Introducing the matrices


i+1 2
i+1 2
i+1
i+1
(gxx
) + (gxy
)
(gxi+1 − gxi )gxx
+ (gyi+1 − gyi )gxy
i
J =
i+1
i+1
(gxi+1 − gxi )gxx
+ (gyi+1 − gyi )gxy
(gxi+1 − gxi )2 + (gyi+1 − gyi )2
and the vector w := (λ(x), 1) allows to reformulate the data term in a compact
way as a sum of robustiﬁed quadratic forms:

ED (λ) =
Ω

N −1
1    i 
Ψ w J w dx .
N i=0

(5)
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The role of the smoothness term ES (λ) in our energy functional is to penalise deviations from smoothness in the unknown disparity ﬁeld λ(x). Instead
of a standard quadratic smoothness term (based on the L2 norm), we use the
anisotropic image-driven regulariser of Nagel and Enkelmann [12]:

∇λ D(∇g)∇λ dx .
(6)
ES (λ) =
Ω

Here, D(∇g) is a normalised and regularised projection matrix orthogonal to
∇g. It is given by
 2
1
gy + ν 2 −gx gy
D(∇g) =
2
2
−gx gy gx2 + ν 2
|∇g| + 2ν
with some small regularisation parameter ν.
Now we can write down the complete energy functional by combining the data
term (5) and the smoothness term (6):

E(λ) =
Ω

3

N −1
1    i 
Ψ w J w + α∇λ D∇λ dx .
N i=0

(7)

Euler-Lagrange Equation

From the calculus of variations [4] we know that a necessary condition for a
function λ(x, y) to be a minimiser of the energy functional (7) is given by the
Euler-Lagrange equation
N
−1

i=0

1   i
i
i
Ψ w J w (J11
λ + J12
) − div(D(∇g)∇λ) = 0
N

with reﬂecting boundary conditions.
This nonlinear partial diﬀerential equation can be solved with the help of two
nested ﬁxed point iterations: The outer loop ﬁxes nonlinearities with previously
computed values of λ, while the inner loop solves the resulting linear problem
with the well-known successive overrelaxation (SOR) method [16].

4

Experiments

We evaluate the performance of the algorithm with the help of two synthetic sequences created in OpenGL: The ﬁrst one illustrates a female head, as shown in
Figure 1, while the second one represents a more challenging task – reconstruction of a tree illustrated in Figure 2. The performance of the method was tested
on original sequences and versions with varying illumination as well as variants
with noise. Moreover, the results for the original sequences were compared to the
publicly available two-frame graph cuts method of Kolmogorov and Zabih [10].
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In our experiments both sequences contain up to 8 images with small displacements of up to one pixel between successive camera positions. The ground
truth maps were obtained by rescaling and transforming the original OpenGL
Z-buﬀers into disparity maps. Consequently, for comparison with a ground truth
we compute the average absolute disparity error (AADE)
M
1  truth
AADE =
|d
− diestimate | ,
M i=1 i

where M denotes the number of pixels.
There are just two model parameters that require adjustment: A smoothness
parameter α and a standard deviation of a Gaussian σ for the preprocessing step.
Other numerical parameters were kept ﬁxed and constant for all experiments.
The computation in all cases was stopped when the normalised L1 norm of the
updates at a certain iteration k became suﬃciently small:
i

|λki − λk−1
|
i
<η
k
λ
i i

In our experiments values for η vary between 10−6 to 10−8 . The average time,
required for the evaluation of our experiments on an Intel Pentium 4 CPU with
3.2 GHz is in the order of 10 to 40 minutes (for 8 images degraded with Gaussian
noise). More sophisticated solvers such as multigrid methods, however, may allow
even for runtimes of less than a second [3].
4.1

Face Sequence

In this experiment we were using 8 images of a head scene, created in 3DS Max
8.0 and imported to OpenGL. The performance of the algorithm was tested on
the original sequence, its degraded version, contaminated with Gaussian noise
of σ = 25 and a sequence made from the same scene but under conditions of
varying illumination (see Figure 1). In all experiments we observed that the main
details of the head have been reconstructed in a realistic way: One can recognise
that the reconstructed object represents a human face with clearly shaped nose,
lips and eye slots. All experiments in this subsection have been carried out with
two slightly diﬀerent error measures: Once, the overall AADE of the computed
disparity map was used; the other time, the AADE measurement was restricted
to the face region by using a mask shown in the Figure 1. Table 1 shows optimal
parameters and error measures for the ﬁrst setting, while Table 2 presents the
results for the second setting. Further on we observe that the results are fairly
robust under noise and varying illumination: All essential features of the face
remain recognisable and in accordance with the ground truth map.
Additionally we have investigated the inﬂuence of the number of images on the
reconstruction quality. The clear diﬀerence in error measurements conﬁrms our
expectations: A larger number of images produces more stable results, since the
amount of correspondences and, therefore, the reliability of the result increases.
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Table 1. Results for the Head scene. AADEf = Average absolute disparity error
computed for the whole disparity map. Disparity values for these experiments vary in
the interval (0.1, 1). The parameters α and σ have been optimised.

α
σ
AADEf

2 Frames 4 Frames 6 Frames 8 Frames Noise, 8 Fr. Illum., 8 Fr.
0.5
0.12
0.06
0.05
4.9
0.6
2.5
2.7
2.8
2.9
5.7
1.7
0.0357
0.0298
0.0284
0.0286
0.0819
0.0387

Fig. 1. Head sequence, top to bottom, left to right. First row: Original frame 1, frame
7 of a sequence with varying illumination, frame 1 of the sequence degraded with
Gaussian noise of σ = 25. Second row: Typical results of reconstruction for 8 images of
the original sequence, the sequence with illumination changes, and the noisy sequence.
Third row: Graph cuts result (8 disparity levels), ground truth and mask.
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Table 2. Results for the Head scene. AADEm = Average absolute disparity error
computed for the face only. Disparity values for these experiments vary in the interval
(0.1, 1). The parameters α and σ have been optimised.

α
σ
AADEm

2 Frames 4 Frames 6 Frames 8 Frames Noise, 8 Fr. Illum., 8 Fr.
0.4
0.27
0.21
0.14
4.0
31
4.1
3.9
4.0
4.1
10.1
2.2
0.0244
0.0204
0.0193
0.0192
0.0569
0.0371

Finally, let us compare our results to the one obtained by using the graph
cuts method of Kolmogorov and Zabih [10]. Since this method relies on large
displacements, we computed the disparity map between the ﬁrst and the eighth
image of the noise free sequence and divided the obtained result by 7 (number of
images minus one). The corresponding disparity map which is presented in Figure
1 illustrates a very precise reconstruction of the silhouette of the head with clear
distinction of the ears and the neck. However, the main features of the face were
completely lost. Evidently, the algorithm is not able to reconstruct these features,
because this would require to estimate the displacements at the corresponding
locations with sub-pixel precision. But even for relatively large displacements it is
well-known that reconstructions of graph cuts methods for such smoothly varying
surfaces suﬀer from similar stair-casing eﬀects [11], this time, however, due to
the strong non-convexity of typical regularisers. Our observations are conﬁrmed
by the higher AADE for the graph cuts method for both the face region and
the whole sequence which is given by AADEf = 0.0766 and AADEm = 0.030,
respectively.
4.2

Tree Sequence

In this experiment we reconstruct an object of a very complex structure with ﬁne
level of details. Additional diﬃculty for the algorithm represents a homogeneous
region, that corresponds to the sky above the landscape. As before, we make our
task even more challenging by degrading the original sequence with Gaussian
noise of σ = 25 and also varying the illumination in the scene.
For the original sequence we observe a very detailed reconstruction: Separate branches of the tree were estimated in accordance to the model, the overall
silhouette of the tree was preserved quite well, even the diﬀerence in depth between neighbouring leaves appears to be very close to the ground truth map.
The homogeneous region, corresponding to the sky was also estimated satisfactory: Since hardly any information is available in the sky region that allows for
a direct estimation of the motion, our method propagates this information via
the smoothness term. Again, the reconstruction process shows robustness with
respect to noise and varying illumination: Both disparity maps show high similarity to the ground truth map with slightly higher values of AADE. In this
experiment the diﬀerence between AADE values for the original sequence and
those with noise and illumination change is not so large as in the previous experiment for the head sequence. This can be explained with the complexity of
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Fig. 2. Tree sequence, top to bottom, left to right. First row: Original Frame 1, frame 7
with varying illumination, frame 1 degraded with Gaussian noise of σ = 25. Second row:
Typical results of reconstruction from 8 images of original sequence, with illumination
changes and noise. Third row: Graph cuts results for noise free and noisy image sequence
(8 disparity levels), ground truth.

the reconstructed object which leads to larger errors already in the undisturbed
sequence.
The result of the graph cuts method for the noise free sequence between the
ﬁrst and eighth image (see Fig. 2) shows quite accurate reconstruction of the
scene. Separate branches and overall shape of the tree were reconstructed very
well and in accordance with the ground truth map. However, once again small
variations of the disparity values cannot be estimated appropriately (the diﬀerent
disparity layers within the tree are very well visible). The corresponding AADE
of AADE = 0.0793 for the graph cuts method is nevertheless close to ours. This
is due to the accurate spatial reconstruction of the shape of the tree. For the
noisy image sequence, however, the graph cuts method gives very poor results.
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Table 3. Results for the Tree sequence. AADE = Average absolute disparity error.
Disparity values for these experiments vary in the interval (0.1, 1).
2 Frames 4 Frames 6 Frames 8 Frames Noise, 8 Fr. Illum., 8 Fr.
α
0.7
0.2
0.1
0.03
27.0
0.12
σ
1.8
2.0
2.3
2.66
2.7
2.18
AADE 0.0718
0.0644
0.0622
0.0616
0.0635
0.0650

Although we applied the same presmoothing strategy as for our stereo method,
the disparity map contains many artifacts and the overall shape of the tree is
very hard to recognise.
As before, we have experimented with smaller data sets of 2, 4 and 6 consequent images. Resulting error measures, presented in the Table 3 show consequent improvement as the number of images in the sequence grows.

5

Summary and Outlook

We have proposed a variational technique for a speciﬁc task of 3-D reconstruction
for multiple views with small baseline distances. The method has been tailored
towards applicability under more challenging conditions by incorporating various
concepts that allow to handle data sets with varying illumination and noise. We
have evaluated the performance of the approach with two sets of synthetic data
with good results. The phenomena which are not taken into account so far are
occlusions and specular reﬂections. This is a part of our ongoing work, whereby
for the handling of specular reﬂections ideas from [9] and [1] are expected to be
useful. An extension of our algorithm to arbitrary camera ego-motion is another
topic of current research.
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Abstract. Computing high quality 3D models from multi-view stereo
reconstruction is an active topic as can be seen in a recent review [15].
Most approaches make the strong assumption that the surface is Lambertian. In the case of a car, this hypothesis is not satisﬁed. Cars contain
transparent parts and metallic surfaces that are highly reﬂective. To face
these diﬃculties, we propose an approach to robustly reconstruct a 3D
object in translation. Our contribution is a one-dimensional tracker that
uses the vanishing point computed in a ﬁrst pass. We applied it to video
sequences of cars recorded from a static camera. Then, we introduce a
local frame for the car and use it for creating a 3D rough model. The ﬁnal
result is suﬃcient for some applications where it is needed to estimate
the size of the vehicle. This model can also be used as an initialization
for more precise algorithms.
Keywords: Structure From Motion, Feature Tracking, Surface Fitting,
RANSAC.

1

Introduction

Automatic solutions for creating 3D digital representation of objects are needed
in many domains. A practical approach is to use a video as input. Having a
moving camera recording a static scene [14] can be useful to build a 3D model of
outdoor scenes, or object like statues in archeology. In this article, we deal with
the dual approach of having a static camera recording a moving rigid object.
Some articles use this conﬁguration to build a high quality model of an object
that rotates on a turn-table in front of a static camera [5]. Many methods perform
well in the case the object has a rich enough texture and does not contain much
reﬂection or transparency. The recent review in [15] compares several algorithms
that give sub-millimeter precision with these conditions.
Most of the structure-from-motion algorithms make the hypothesis that the
object surface is Lambertian. This ensures that two images taken from two lightly
diﬀerent points of view are not very diﬀerent. With this hypothesis, and assuming a rich texture on the surface object, a Lucas-Kanade based point tracker
coupled with robust pose estimation method (e.g., RANSAC [6]) and non linear
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 183–192, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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minimization (e.g., Bundle Adjustment step [18]) leads to good quality 3D point
cloud. Several books detail precisely these methods ([9],[13]).
Motivated by some industrial application, we chose to reconstruct a 3D model
of a car. Cars are challenging objects because the Lambertian assumption is
strongly violated, parts of the objects are transparent and large parts have no
texture. The lights for example are highly reﬂective surfaces behind a transparent
plastic surface. The wheels are parts of the object that are moving relatively to
the car. This leads to many diﬃculties for 3D reconstruction without priors. A
feature tracker would not be able to make any diﬀerence between a moving part of
the vehicle and an object of the environment reﬂected on the car surface. If there
is much reﬂection, the number of outliers among the tracked points could exceed
50 percent. Moreover, many steps of tracking or reconstruction measures are
based on photo-consistency over time. For example, the Lucas-Kanade feature
tracker [17] assumes that a window around a point remains constant within a
small interval of time. In some recent reconstruction algorithm, the depth of a
point is correct if its corresponding 2D positions in movie frames have a high
Normalized Cross Correlation score ( [7],[5]). This photo-consistency measure
cannot be used on cars because of highly reﬂective parts and transparency.
Our new approach is to use a two-pass features tracking to analyze the motion. The presented method can be used for building a 3D point cloud from
video sequence of an object in translation in front of a static camera. The translation hypothesis makes the algorithm robust by using the vanishing point and
achieves to track much more features. Then, we show that for cars, results still
contain outliers. We propose methods to ﬁlter the 3D point cloud. Our second
contribution is an approach to compute a local 3D frame for the car. Then, this
local frame is used to ﬁt the point cloud to a simple 3D car model. Figure 1
shows some images of an input sequence we used. The overall advantage of our
method is to robustly build an approximate 3D model whereas other methods
could fail because of the reﬂections and the transparencies.

Fig. 1. Frames 20,40,60 and 100 of an input movie

2

Structure from Motion for an Object in Translation

In the following section, we introduce a one dimensional feature tracker. Compared to a traditional Lucas-Kanade based feature tracker, this two-pass tracker
is more robust and tracks many more points. The output is used in a classical
structure from motion algorithm. At ﬁrst, a two-views reconstruction is established and then, other views are added iteratively, in a manner close to [14].
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Internal parameters of the camera are computed oﬀ-line by using a chessboard
pattern.
2.1

Feature Tracking

The point tracker of Lucas-Kanade [17] is a well known algorithm. Its underlying
assumption is that a window around a point stays constant between two frames.
When applied to features on cars, this suﬀers from lighting changes, orientation
changes, reﬂections. Moreover, good features to track must contain gradients in
both directions, meaning they are corners. When using a Harris detector [8] on a
car image, there are only few of these points. This is a consequence of the lack of
texture on surfaces. Still, when using a pyramidal implementation of the Lucas
Kanade, as described in [3], a proportion of the corners are correctly tracked.
To increase the number of tracked points, the translation hypothesis is used.
In the case the object is translating in front of a static camera, and assuming
that radial distortion has been removed, each feature track is ideally projected
as a line on the focal plane of the static camera. All the feature lines are meeting
at a vanishing point. Knowing this point would allow to apply a one dimensional
tracking. In practice, the result of the bi-dimensional feature tracking does not
lead to perfect lines meeting at a single point. Still, some parts of the tracks can
easily be approximated by linear segments. A robust algorithm must then be
used to approximate the vanishing point. Some high precision algorithms have
been proposed [1]. In practice a RANSAC [6] framework is very eﬃcient. Every
pair of lines is a suﬃcient subsample to compute a potential vanishing point.
The vanishing point is the one with the largest consensus.
In the traditional Lucas-Kanade tracker, the two dimensional displacement d
of a feature is solution of the linear system




gg  .d =
(It − It+1 )g ,
(1)
Wt

Wt

where Wt is the window of interest around a corner at time t, It the image intensity value at time t, It+1 the image intensity at time t + 1, g the image intensity
gradient. This system is applied recursively in a Newton-Raphson manner to
minimize the diﬀerence between windows at time t and t + 1. But once the vanishing point is known, the bi-dimensional tracking is over-parametrized. With
this knowledge, the equation (1) can be simpliﬁed (with a proof very close to
the one from [17]) to a one dimensional equation :




2
(g.dir) .d =
((It − It+1 ).(g.dir)) ,
(2)
Wt

Wt

where dir is the direction from the feature to the vanishing point and d is now
a scalar representing the displacement along the vanishing direction.
In practice, we track features in two passes. At ﬁrst, a bi-dimensional tracking
is done to compute the vanishing point. In a second pass, the features are tracked
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by the one-dimensional tracker. As good features to track only need to have
gradient along the vanishing direction, this leads to much more tracks, resulting
in a better input for the structure from motion algorithm. The table 1 shows the
number of inlier points that are valid for reconstruction between two frames. For
the selected sequences and pairs of frames, the gain of our method is between
2.4 and 5.1. And on some sequences, the result of the bi-dimensional tracker is
too poor to be used directly in a structure from motion algorithm.
Table 1. Number of tracked points declared inliers by the reconstruction algorithm

Seq
Seq
Seq
Seq
Seq
Seq

2.2

1
2
3
4
5
6

2D tracker 1D tracker
138
405
118
508
73
370
55
134
75
348
37
120

gain
2.9
4.3
5.1
2.4
4.6
3.2

3D Point Cloud Reconstruction

The algorithm we implemented is close to [14], except that it is adapted to
translation. At ﬁrst, two frames are used for reconstruction. Then views are
added iteratively to complete and reﬁne the 3D point cloud.
Initial Reconstruction from Two Frames. A point x in a frame fi and its
correspondence x in the frame fj are linked by the fundamental equation :
xT F x = 0 ,

(3)

where F is called the fundamental matrix. It encodes the spatial relationship between the two cameras positions. In the particular case of translation, it can be
seen [9] that the fundamental matrix has the particular form of a skew-symmetric
3x3 matrix. If the vanishing point, which is equivalent in this special case to the
second epipole, is noted e = (xe , ye , ze ), the fundamental matrix F is:
⎤
⎡
0 −ze ye
0 −xe ⎦
F = [e ]x = ⎣ ze
−ye xe
0
Because computing the fundamental matrix can be unstable, this is very valuable to get it directly from the vanishing point. The problem is that all the points
conform to the fundamental equation (3). And thus it is impossible to use the
fundamental matrix as a ﬁlter between two views.
Using the internal calibration computed oﬀ-line, the fundamental matrix directly leads to external calibration ([9],[13]). Once the camera poses are known
for two frames, using the two 2D positions of a point to ﬁnd its 3D position is
called triangulation. Again, because camera calibration is known, triangulation
is achieved in Euclidean space and thus, a simple linear method leads to good
quality 3D point cloud ([9], [10]).
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Adding a View. From the cloud of 3D points and their corresponding 2D positions in a new frame, there are several methods to compute the camera pose
for this frame. In case of pure translation, there are only three unknowns for
the camera external calibration. That could be reduced to one parameter as the
motion direction is known. But for not being too dependent of the vanishing
point computation, we look for the full 3D translation. The projection equations
lead to two equations for each couple 3D-2D. Thus we only need two 3D-2D
correspondences to compute a pose. Because of the small number of data samples needed to estimate a model, a RANSAC approach [6] ﬁts very well to this
problem. Figure 2 shows a 3D point cloud with all the locations and orientations
of cameras used for reconstruction.

(a)

(b)

Fig. 2. (a) Top view of the 3D point cloud and its bounding box. Cameras locations
are on a line on the side of the car. (b) Another reconstruction example. For nicer
display, point clouds shown here have been ﬁltered using steps of section 3.

3

Cloud Filtering

Figure 3(a) shows the ﬁnal result of the previous algorithm. There are still many
outliers. This is because there is no ﬁltering on points yet. A ﬁrst cloud is computed from two views. Then other views are robustly added and the point positions are reﬁned but none is rejected. In this section, we introduce two simples
ﬁlter that achieve eﬃcient ﬁltering for our 3D clouds.
The ﬁrst ﬁlter is to impose a threshold τ on the retro-projection error. For a
3D point Xi that has been reconstructed from a subset of views F , the retroprojection error err(Xi ) is deﬁned as :
err(Xi ) = maxc ∈ F (Pc (Xi ) − xc ) ,
where Pc is the projection matrix for frame c and xc the 2D position of the point
in this frame. A 3D point Xi is declared outlier if err(Xi ) > τ .
Figure 3(b) shows the result with a threshold τ of one pixel. With our experiments, one pixel is the lowest acceptable value and setting a sub-pixel threshold
remove too many points. This is mostly because there is no non-linear optimization in the presented algorithm. When using the bundle adjustment implementation of [12], the average value of the err(Xi ) deﬁned above can get below 0.1
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(a)

(b)

(c)

(d)

Fig. 3. (a) Initial cloud. (b) Cloud ﬁltered by retro-projection error below one pixel
(c) cloud ﬁltered by retro-projection error below one pixel and feature tracked for at
least three frames. (d) Perspective view of the ﬁnal ﬁltered cloud.

pixels for more than 200 points. But this optimization is time consuming and
because our goal is to compute an approximate model, we skip it.
Filtering with the retro-projection error does not remove all the outliers. Figure 3(b) still contains large outliers. Analyzing these points leads to several
potential sources of error. Some points are tracked only for the two initial reconstruction frames. Thus, their retro-projection error is zero. Other points belong
to the shadow in front of the car. For a short distance, they have a displacement
that is very close to the car’s move. To ﬁlter these outliers, the chosen heuristic
is to reject a point if its triangulation has been done from less than n frames.
Figure 3(b) shows results for n=3. In practice, using n=4 or 5 ensures more
robustness.

4

Building a 3D Car Model from the Point Cloud

The previous algorithm leads to a complex cloud of points. Some points on the
car surface are correctly reconstructed. Some interior parts of the car were reconstructed as well. Several points on the wheels were forced to have a linear
track and surprisingly, it happens that they pass the previous ﬁlters and are
reconstructed at a wrong depth. Because of the complexity of the surface, some
reﬂected parts cannot be ﬁltered by algebraic criteria ([16]). Thus we need to robustly approximate the point cloud by a simple model. We propose an approach
to establish ﬁrst a local frame which has the same directions as the car. Working in this local frame, we approximate side part of the car by a second degree
polynomial function and front part by a higher degree polynomial function.
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Computing the Local Frame

Because the camera positions are the dual of the object positions, the vector between successive camera centers gives the inverse 3D direction of the translation
of the car. We present here an approach to compute the missing horizontal direction. Our underlying hypothesis is that a front view of the car would contain
many horizontal lines. At least, top and bottom lines of the license plate should
be detected. Thus, using the 3D point cloud, we generate a textured synthetic
front view of the car and then analyze it to ﬁnd a major direction.
A front view virtual camera is positioned on an axis aligned with the motion
direction, and far enough from the object to include the bounding box in its ﬁeld
of view. Its optical axis is pointing toward the point cloud (ﬁgure 4.a). To render
a textured synthetic view, a 3D surface is needed. But approximating the 3D
point cloud by a surface is a diﬃcult problem. There exist general approaches
based on Delaunay tetrahedrization ([2],[4]). For the cars, we consider that the
3D surface is a range image from focal plane of the ﬁrst camera in the sequence.
This allows to ﬁt the points with a spline surface using the Multilevel B-Splines
Approximation algorithm of [11]. Figure 4.b shows a line version of the 3D spline
surface. Once this 3D surface is obtained, one can use any frame of the movie
to texture it. Figure 4.c shows the textured 3D spline surface. To reduce texture
projection error, it is a good choice to work with the camera whose optical axis
is the most aligned with the vehicle motion. In general, this is the ﬁrst camera
of the movie. This ﬁgure shows that the result is good enough on the central
part of the front of the car.
Once this 3D textured surface is obtained, we used the virtual front camera
described above to render it for a front view. Edge detection is applied on the
synthetic view and then lines are detected using an Hough transform on this
edge image. By clustering the direction of the lines, the major direction (i.e.,
the horizontal one) is found. Figure 4.d shows a synthetic front view with the
detected lines and the major direction.
4.2

Fitting a Polynomial Model on the Point Cloud

The 3D bounding box is now aligned on the frame of the car. Thus, its faces
have a high-level meaning relatively to the car (e.g, front face, side face). Using
this knowledge, our approach is to ﬁt the side and front 2D proﬁles of the car
by two polynomial functions.
First, points are projected in the front plane of the bounding box. The car side
proﬁle is then computed by ﬁtting these 2D points by a second degree polynomial
function. Fitting polynomial functions is made as a least square problem but
because of the outliers in the cloud, it is required to use M-estimators (e.g., Tukey
or Huber). These estimators are used in an iterative re-weighted least square
algorithm. The obtained 2D proﬁle is extruded in the car motion direction to
obtain the side 3D surface of the car model. Then, we apply the same procedure
for front proﬁle. The 3D points are projected on the side face of the bounding
box. The front proﬁle is given by the ﬁtting of these points with a higher degree
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(a)

(b)

(c)

(d)

Fig. 4. (a) Virtual front view camera facing the point cloud. (b) The spline ﬁtting on
the point cloud. (c) Same view but the spline has been textured with one frame on
the video sequence. Dark grey parts are spline surface nor reached by the projection of
the texture. (d) The textured spline of (c) has been rendered with camera of (a). All
detected lines are in green. Major direction is wider, in red.

(a)

(b)

(c)

(d)

Fig. 5. A frame (a) of an input sequence and the reconstructed polynomial 3D model
(b). Another frame (c) from another sequence with the corresponding 3D model (d).

polynomial function. This 2D proﬁle is then extruded in the width direction to
obtain the complete front car 3D surface. Final step is to merge the side and
front surfaces to obtain the correct model (ﬁgure 5).
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Conclusion

In this article, we introduced a complete algorithm to construct approximate
3D models of cars from video sequences. Our ﬁrst contribution is to introduce
a one-dimensional tracker that makes use of the vanishing point computed in a
ﬁrst pass. Then, we showed that some basic ﬁlters can clean-up the outliers that
were introduced by the translation hypothesis. Our second contribution is to
propose a method to work in a local frame for building the car model. This local
frame is computed without any external informations as markers on the road.
The obtained model is coarse but still useful for many applications. It can be
used directly to classify vehicles according to their dimensions. Moreover, having
established the local frame orientation is a strong and meaningful knowledge for
further algorithms. For example, the cloud bounding box dimensions correspond
to actual height, length and width of the car (at a certain scale). And one can
generate synthetic views from a point of view relative to the car (i.e., front view,
side view...) for higher-level interpretations. Our future work consists of exploring
methods to use this coarse model in a deformable scheme to achieve high quality
3D cars reconstruction. It could be used as an initialization surface and also to
generate a model-driven force to avoid collapsing through transparent surfaces
of the car.
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Novel Stereoscopic View Generation
by Image-Based Rendering
Coordinated with Depth Information
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Abstract. This paper describes a method of stereoscopic view generation by image-based rendering in wide outdoor environments. The stereoscopic view can be generated from an omnidirectional image sequence
by a light ﬁeld rendering approach which generates a novel view image
from a set of images. The conventional methods of novel view generation
have a problem such that the generated image is distorted because the
image is composed of parts of several omnidirectional images captured
at diﬀerent points. To overcome this problem, we have to consider the
distances between the novel viewpoint and observed real objects in the
rendering process. In the proposed method, in order to reduce the image
distortion, stereoscopic images are generated considering depth values estimated by dynamic programming (DP) matching using the images that
are observed from diﬀerent points and contain the same ray information
in the real world. In experiments, stereoscopic images in wide outdoor
environments are generated and displayed.

1

Introduction

A technology that enables users to virtually experience a remote site is called
telepresence[1]. The telepresence system has to provide rich visual sensation
so that user can feel like existing at the remote site. In general, methods to
provide a user with rich visual sensation are divided into two approaches: A
model-based rendering (MBR) approach[2,3,4] and an image-based rendering
(IBR) approach[5,6,7,8]. In the MBR approach, since virtual scene images are
generated from 3D model with the 3D shape and its reﬂectance properties of an
object, it is diﬃcult to automatically reconstruct large-scale virtual scene such as
an outdoor environment for telepresence. On the other hand, the IBR approach
can render a scene consisting of complicated shapes and reﬂectance properties
because synthesized images are generated from captured images. Therefore, the
IBR approach is often used for telepresence of an outdoor environment[9]. In the
IBR approach, Ikeda et al.[10] have proposed an immersive telepresence system
using high-resolution omni-directional videos. This system can show user a highresolution virtual image, however the user’s viewpoint is restricted on a camera
path and user can see only monocular images.
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 193–202, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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（A）Omni-directional images and

camera position and posture

（B）Selection of ray for stereoscopic view generation

（C）Depth estimation by DP matching

（D）Rendering coordinated with depth information

Fig. 1. Flow diagram of the proposed method

In this paper, we propose a method for generating stereoscopic images from
omni-directional image sequences for telepresence in outdoor environments. In
order to generate stereoscopic images, it is necessary to generate a novel view
image from a set of images captured on the camera path. The conventional
methods of stereoscopic view generation suﬀer from the distortion due to vertical parallax[11,12]. Our method employs the light ﬁeld rendering[13] same as
the conventional method, and tries to reduce the distortion of generated image
by rendering coordinated with depth information. The depth value is estimated
by dynamic programming (DP) matching[14,15,16] with sum of squared distances (SSD) between two images that are observed at diﬀerent position and
are captured a same ray in the world. We can generate stereoscopic images from
omni-directional images that are captured along a free camera path in wide outdoor environments by using a vehicle equipped with a high accuracy position
and posture sensor.
This paper is structured as follows; Section 2 explains a method for generating
the stereoscopic view in detail. In Section 3, we demonstrate experimental results
of the stereoscopic view generation in outdoor environments. Finally, Section 4
describes conclusion and future work.

2

Stereoscopic View Generation

This section describes a method of stereoscopic view generation from omnidirectional images sequences in outdoor environments. Figure 1 shows a ﬂow diagram of the proposed method. First, a pair of omni-directional image sequences
and extrinsic camera parameters including position and posture of camera are
acquired in outdoor environments(A). Next, positions of binocular viewpoint
are determined in a process of stereoscopic view generation(B). Parts of images
needed for stereoscopic image are collected from stored omni-directional images
based on the relationship between the rays from the novel viewpoint and the
captured omni-directional images. To reduce the distortion due to vertical parallax, the depth from novel viewpoint is estimated by DP matching(C). Finally,
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Fig. 2. Omni-directional multi-camera systems mounted on a vehicle

Left camera path

A pair of cameras fixed with
a distance between two eyes Right camera path
：Omni-directional camera position

Fig. 3. Omni-directional camera position (top view)

stereoscopic images are rendered in the image plane coordinated with depth
information(D).
2.1

Omni-Directional Images and Camera Positions

In this study, it is necessary to acquire a lot of rays required for stereoscopic
view generation. We capture omni-directional image sequences in using a pair
of omni-directional cameras ﬁxed with a distance between two eyes as shown in
Figure 2. Omni-directional cameras and their paths are illustrated in Figure 3.
The images obtained from the ﬁxed two omni-directional cameras enable us to
generate the stereoscopic image when the view direction is parallel to the camera
path. In addition, the conﬁguration of cameras makes it possible to capture the
images necessary for depth estimation mentioned in Section 2.3. The position
and posture of each camera should be acquired at the same time with the high
accuracy.
2.2

Selection of Ray for Stereoscopic View Generation

In this study, stereoscopic images at novel viewpoint are generated from precaptured omni-directional images with a light ﬁeld rendering approach. Omnidirectional images exist at discrete points on the camera path as shown in
Figure 4. In Figure 4, a perspective image can be generated from four omnidirectional images captured from T2 to T5 and is vertically divided into four
areas. As illustrated in Figure 5, we generate binocular stereoscopic images so
that the center of left and right eyes is located on a circle whose diameter is the
distance between two eyes. When the view direction is parallel to the camera
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Camera path
T6

Image plane

T5

T5 T4 T3

T2

T4

Novel view point
T3

Generated image

T2

T1

：Omni-directional camera position

Fig. 4. Novel view image generated from pre-captured omni-directional images (top
view)

Left camera path

Right camera path
Left viewpoint

Distance
between two eyes
Right viewpoint

：Omni-directional

camera position

Fig. 5. Alignment of novel binocular viewpoints (top view)

path, each of stereo pair is made from a part of only one omni-directional image.
When there is not ray to generate stereoscopic images because omni-directional
images are captured at discrete positions, the omni-directional image of the nearest position is used. Some omni-directional images may contain the same ray to
generate stereoscopic images. In this case, the omni-directional image captured
at the near position from novel viewpoint is selected. In addition, mutual occlusions of camera bodies occur in the omni-directional images for generation of
stereoscopic images because the omni-directional images are captured by using
adjacent two omni-directional cameras. In this case, the omni-directional image
captured by the other camera is used.
2.3

Depth Estimation by DP Matching

When a novel view is rendered considering without depth information, image
distortion occurs in the boundary between subimages selected from diﬀerent
omni-directional images. The distortion appears in the generated image when the
distances from an object to the omni-directional cameras diﬀer from each other,
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Camera path

Ray r
Ray l
Left camera

Right camera

：Omni-directional camera position

Fig. 6. Omni-directional images containing the same ray (top view)

because the cameras capture the object from diﬀerent position. We reduce the
distortion in generated image by rendering coordinated with depth information.
The depth value is acquired by DP matching[14,15,16] between edges in two
images that are captured at diﬀerent points and containing the same ray as
shown in Figure 6. Similarity measure of DP matching is deﬁned as follows:
⎧
⎪
⎨g(Li−1 , Rj ) + d(Li , Rj )
(1)
g(Li , Rj ) = min g(Li−1 , Rj−1 ) + d(Li , Rj ) ,
⎪
⎩
g(Li , Rj−1 ) + d(Li , Rj )
where Li (i = 1 ∼ I) represents i-th edge in the image captured in the left
camera and Rj (j = 1 ∼ J) does j-th edge in the image captured in the right
camera. d(Li , Rj ) denotes the distance between feature vectors of two edges.
By calculating a path to minimize d(Li , Rj ), both edges are matched. Here, the
distance between feature vectors of two edges is deﬁned by SSD. When the plural
edges can be corresponded with one edge, the edge which has a smallest value of
SSD in plural edges assumes the corresponding edge. In this study the window
size of SSD is 25×25 pixels.
2.4

Rendering Coordinated with Depth Information

The depth values are obtained only on edges by the method above. Dense depth
map is computed by linear interpolation using depth values on edges. A distortion
of generated image due to a vertical parallax by rendering a novel view image
with the depth value. Figure 7 illustrates rendering process of the conventional
and the proposal methods. In conventional method as shown in Figure 7(a), since
a real object is rendered without a depth value, the size of real object can not be
correctly represented in the image. On the other hand, in the proposed method
(Figure 7(b)), the real object can be correctly rendered because the real object
is projected onto an image plane with a perspective projection whose center is
a viewpoint of the novel image. Therefore, the proposed method can reduce the
distortion of novel view image.
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Image plane

Image plane
Real
object

Novel viewpoint
Viewpoint of
pre-captured image

Real
object

Novel viewpoint
Viewpoint of
pre-captured image

(a)conventional method

(b)proposed method

Fig. 7. Rendering process (side view)

3

Experiments

To verify the validity of the proposed method, we have actually generated novel
stereoscopic views of outdoor environments. In experiments, omni-directional
movies and extrinsic camera parameters including position and posture are acquired by vehicle-mounted two omni-directional multi-camera systems and a position and posture sensor. As an omni-directional multi-camera system, we use
Ladybug2 (Point Grey Research). The camera unit consists of six cameras: Five
radically conﬁgured on horizontal ring and one pointing vertically. The camera system can collect synchronized movies at 30fps covering more than 75%

(a)Left camera

(b)Right camera

Fig. 8. Omni-directional images

0
Fig. 9. Camera path

100[m]
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(b)Right camera

Fig. 10. Images for depth estimation
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Fig. 11. Result of depth estimation

(a)Without depth information

(b)With depth information

Fig. 12. Example of generated novel view images coordinated with and -out depth
information
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(a)View of left eye

(b)View of right eye

Fig. 13. Generated stereoscopic images
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of the full spherical view almost the same apparent point of view. The camera
position and posture are measured by a hybrid sensor which consists of a real
time kinematic global positioning system (RTK-GPS) LogPakII (Nikon-Trimble)
and an inertial navigation system (INS) TISS–5–40 (Tokimec). This hybrid sensor can supplement the lowness of the measurement rate of GPS and the accumulation of measuring error of INS each other. The camera position and posture
are measured at a high rate with high accuracy by this hybrid sensor. Input
omni-directional images (resolution: 2048×1024 pixels) are shown in Figure 8.
We captured the omni-directional movies along a free path as shown in Figure 9.
Figure 10 shows input images whose vertical center lines are observed along a
same ray in the real world. Figure 11 shows the result of depth estimation on the
line. In Figure 10, the distances between objects in an outdoor environment and
camera position become far in the upper part. In the result of depth estimation
as shown in Figure 11, the distances between objects and captured position are
almost same as the real environment. From Figure 12, we can conﬁrm that the
distortion on the boundary was reduced by rendering coordinated with depth
information. Using a PC (Pentium D 3.0GHz, memory 3.0GB), calculation cost
is about 5.8 sec for one image generation. We generated binocular stereoscopic
images in oﬀ-line processing when the view direction is turned by ﬁve degrees at
a time. Examples of stereoscopic views (resolution: 1024×768 pixels) are given
in Figure 13. We conﬁrmed that these images can correctly show a stereoscopic
view with glasses and display for a stereoscopic vision. Using generated and
stored images, we can see stereoscopic view and free looking around following
the indication of a user interactively were possible.

4

Conclusion

In this paper, we have proposed a method for generating novel stereoscopic view
from omni-directional image sequences in wide outdoor environments. The proposed method can reduce the distortion, which is generated by conventional
method in[11], by rendering coordinated with depth information that is estimated by DP matching between two images which are captured a same ray. In
experiments, a user could look around a scene in outdoor environments and well
perceive parallax in generated stereoscopic view. When omni-directional image
sequences are captured in an outdoor environment, some moving objects such
as human or vehicle are often observed. In order to generate a novel stereoscopic
image, we should investigate a method for eliminating moving objects from the
omni-directional image sequences.
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Abstract. There is biological evidence that human actions are composed out of action primitives, like words and sentences being composed
out of phonemes. Similarly to language processing, one possibility to
model and recognize complex actions is to use grammars with action
primitives as the alphabet. A major challenge here is that the action
primitives need to be recovered ﬁrst from the noisy input signal before
further processing with the action grammar can be done. In this paper
we combine a Hidden Markov Model-based approach with a simpliﬁed
version of a condensation algorithm which allows to recover the action
primitives in an observed action. In our approach, the primitives may
have diﬀerent lengths, no clear “divider” between the primitives is necessary. The primitive detection is done online, no storing of past data is
required. We verify our approach on a large database. Recognition rates
are slightly lower than the rate when recognizing the singular action
primitives.

1

Introduction

There is biological evidence that actions and activities are composed out of action
primitives similarly to phonemes being concatenated into words[21,7,20].
In this sense, one can deﬁne a hierarchy of action primitives at the coarsest
level, and then actions and activities as the higher abstract levels where actions are composed out of the action primitives while activities are, in turn, a
composition of the set of actions [2,17]1 . If the action primivies are used as an
alphabet one can use action grammars [12,23] to model actions and activities. It
is an open problem how to deﬁne and detect these action primitives and how to
deﬁne these grammars. It is reasonable to assume that these things can only be
deﬁned in context of the speciﬁc application at hand.
If an observed complex action is given and a grammar should be used for
parsing and recognition, then the ﬁrst necessary step is to recover the letters in
1

In the following, we deﬁne the term action as a sequence of action primitive of
arbitrary length.

B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 203–212, 2007.
c Springer-Verlag Berlin Heidelberg 2007


204
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this observed action, i.e., the action primitives. Once the observed (continuous)
sequence has been translated into a discrete set of symbols (letters), parsing
based on the grammar description can be done.
In other words, if we have given an alphabet of action primitives P and if
we deﬁne any action O to be a composition O = a1 a2 a3 . . . aT of these action
primitives, then our goal is to recover these primitives and their precise order.
The same problem is also found in speech recognition where the goal is to ﬁnd the
right sequences of phonemes (see Sec. 2). Once we have recovered the sequence
of action primitives in the observed sequence, we can identify the action through
parsing. (In speech recognition, the sequence of detected phonemes is used to
identity the corresponding word.)
The recovery of the action primitives is a non-trivial problem. Unlike phonemes (see also discussion in Sec. 2), action primitives can have a “long” durations and the variance of their execution speed may vary greatly. Also, action
primitives can be heavily smeared out which complicates the distinction between
them.
In this paper we deal with the recovery of the sequence of the action primitives
out of an action, when a set (or alphabet) of action primitives is given.
In order to take into account possible noise and imperfect data, we base our
approach on Hidden Markov Models (HMMs) [9,18] and represent our action
primitives with HMMs.
Thus, given a set of action primitives P where each action primitive is represented by an HMM and given an observed sequence O of these action primitives
where
1. the order of the action primitives and
2. the duration of each single action primitive and the position of their boundaries
are unknown, we would like to identify the most likely sequence of action primitives in the observation sequence O.
According to the biological ﬁndings, the representation for action recognition
is closely related to the representation for action synthesis (i.e. the motor representation of the action) [21,7,20]. This motivates us to focus our considerations
in this paper to actions represented in joint space. Thus, our actions are given as
sequences of joint settings. A further justiﬁcation for this approach is that this
action representation can then be used, in future work, to bias 3D body trackers
as it operates directly on the 3D parameters that are to be estimated by the 3D
tracker. However, our focus on joint data is clearly without limiting generality
and our technique can be applied also to other types of action representations
as long as the features live in a metric space. In our on-going research we have
applied the same techniques of this paper also to action recognition based on
silhouettes[15].
This paper is structured as follows: In Sec. 2 will will give an overview of
related work. In Sec. 3 we will discuss our approach for the HMM-based recognition of the action primitives. In Sec. 4 we present our extensive experimental
results. The paper is concluded then in Sec. 5 with ﬁnal comments.
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Related Work

The recovery of phonemes in speech recognition is a closely related to our problem and thus the techniques applied there wore worthwhile to be investigated. In
speech recognition, acoustic data gets sampled and quantized, followed by using
Linear Predictive Coding (LPC) to compute a cepstral feature set. Alternatively
to LPC, a Perceptual Linear Predictive (PLP) analysis [8] is often applied. In
a later step, time slices are analyzed. Gaussians are often used here to compute
the likelihoods of the observations of being a particular phoneme[10]. An alternative way to the Gaussians is to analyze time slices with an Artiﬁcial Neural
Network[3]. Timeslices seem to work well on phonemes as the phonemes have
usually a very short duration. In our case, however, the action primitives have
usually a much longer duration and one would have to deal with a combinatorial
problem when considering longer time slices.
In the following we will shortly review the most recent publications that consider the action recognition problem based on action primitives.
As mentioned above, the human visual system seems to relate the visual
input to a sequence of motor primitives when viewing other agents performing
an action [21,7,20]. These ﬁndings have gained considerable attention from the
robotics community [22,6]. In imitation learning the goal is to develop a robot
system that is able to relate perceived actions to its own motor control in order
to learn and to later recognize and perform the demonstrated actions.
In [14,13], Jenkins et al. suggest applying a spatio-temporal non-linear dimension reduction technique on manually segmented human motion capture data.
Similar segments are clustered into primitive units which are generalized into
parameterized primitives by interpolating between them. In the same manner,
they deﬁne action units (“behavior units”) which can be generalized into actions.
In [11] the problem of deﬁning motor primitives is approached from the motor
side. They deﬁne a set of nonlinear diﬀerential equations that form a control
policy (CP) and quantify how well diﬀerent trajectories can be ﬁtted with these
CPs. The parameters of a CP for a primitive movement are learned in a training
phase. These parameters are also used to compute similarities between movements. In [5,1,4] a HMM based approach is used to learn characteristic features
of repetitively demonstrated movements. They suggest to use the HMM to synthesize joint trajectories of a robot. For each joint, one HMM is used. In [5] an
additional HMM is used to model end-eﬀector movement. In these approaches,
the HMM structure is heavily constrained to assure convergence to a model that
can be used for synthesizing joint trajectories.
In [16], Lu et al. also approach the problem from a system theoretic point of
view. Their goal is to segment and represent repetitive movements. For this, they
model the joint data over time with a second order auto-regressive (AR) model
and the segmentation problem is approached by detection signiﬁcant changes of
the dynamical parameters. Then, for each motion segment and for each joint, they
model the motion with a damped harmonic model. In order to compare actions,
a metric based on the dynamic model parameters is deﬁned. An approach of using
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meaningful instants in time is proposed by Reng et al. [19] where key poses are
found based on the curvature and covariance of the normalized trajectories.

3

Representing and Recognizing Action Primitives Using
HMMs

In order to approach the action recognition problem, we model each of the action primitives P = {a1 , a2 , . . . , aN } with a continuous mixture-HMM. A Hidden
Markov Model (HMM) probabilistic version of a ﬁnite state machine. It is generally deﬁned as a triplet λ = (A, B, π), where A gives the transition likelihoods
between states, B the observation likelihoods, conditioned on the present state
of the HMM, and the starting state π (see the classics [9,18] for a further introduction). In case of the continuous mixture HMM, the observation likelihoods
are given as Gaussian mixtures with M ≥ 1 mixtures.
Our HMMs are trained on demonstrations of diﬀerent individuals and the
Gaussian mixtures are able to capture the variability between them. The training
results into a set of HMMs {λi |i = 1 . . . N }, one for each action primitive.
Once each action primitive is represented with an HMM, the primitives can
generally simply be recognized with the classical recognition technique for HMMs,
a maximum likelihood or a maximum a-posteriori classiﬁer: Given an observation
sequence Ot of an action primitive, and a set of HMMs λi , the maximum likelihood (ML)
(1)
max P (Ot |λi )
i

identiﬁes the most likely primitive. An alternative to the ML technique is the
maximum a-posteriori (MAP) estimate that allows to take into account the
likelihood of observing each action primitive:
max P (λi |Ot ) = max P (Ot |λi )P (λi ) ,
i

i

(2)

where P (λi ) is the likelihood that the action, represented by the HMM λi appears.
Recognition with HMMs
In general, the likelihood of an observation for some HMM λi can be computed
as

P (O, S|λi )
(3)
P (O|λi ) =
S

=



P (O|S, λi )P (S|λi )

(4)

S

=

T

S t=0

P (Ot |St , λi )

T

t=0

P (St |St−1 , λi ) .

(5)
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Here, one needs to marginalizes over all possible state sequences S = {S0 , . . . , ST }
the HMM λi can pass through.
To apply this technique to our problem directly is diﬃcult in our case: In
Eq. 3-5 we evaluate at the end of the observation O and select the HMM which
explains this observation best. In our case, however, we are not able to identify
when one primitive ends and where a new one starts. Thus, the problem is that
we do not know when to evaluate, i.e. at what time steps t we should stop and
do the maximum-likelihood estimation to ﬁnd the most likely action primitive
that was just now being observed.
Instead of keeping the HMMs distinct, our suggestion is to insert the “action
identiﬁer” i of the HMM λi as a random variable into Eq. (5) and to rewrite
it as
P (O|a) =

T


P (Ot |St , it )P (St , it |St−1 , it−1 ).

(6)

S t=0

In other words, we would like to estimate at each time step the likelihood of
action i and the state S from the previously seen observations, or, respectively,
the probability of λi being a model of the observed action:
P (ST , iT |O0:T ) =

T


P (Ot |St , it )P (St , it |St−1 , it−1 ).

(7)

t=0

The diﬀerence in the interpretation becomes more clear when we write Eq. (7)
in a recursive fashion:
P (St+1 , it+1 |O0:t+1 ) = P (Ot+1 |St+1 , it+1 )P (St+1 , it+1 |St , it )P (St , it |O0:t ) .(8)
This is the classical Bayesian propagation over time. It computes at each time
step t the likelihood of observing the action it while having observed O0:t . If we
ignore the action identiﬁer it , then Eq. (8) explains the usual eﬃcient implementation of the forward algorithm [9]. Using the random variable it , Eq. (8) deﬁnes
a pdf across the set of states (where the state vector St is the concatenation of
state vectors of each individual HMM) and the set of possible actions. The eﬀect
of introducing the action i might not be obvious: using i, we do not any more
estimate the likelihood of an observation, given a HMM λi . Instead, we compute
at each time step the probability mass function (pmf) P (St , it |O0:t ) of each state
and each identity, given the observations. By marginalizing over the states, we
can compute the pmf P (it |O0:t ) for the action at each time step. The likelihood
P (it |O0:t ) converges to the most likely action primitive as time progresses and
more data becomes available (see Fig. 1).From Fig. 1 it is apparent that the pmf
P (it |O0:t ) will remain constant after convergence as one action primitive will
have the likelihood 1 and all other primitive likelihoods have vanished. To properly evaluate the entire observation sequence, we apply a voting scheme that
counts the votes after each convergence and then restarts the HMMs. The states
are initialized with the present observation likelihoods and then propagated with
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Fig. 1. shows an example for a typical behavior of the pmf P (it |O0:t ) for each of the
actions i as time t progresses. One can see that the likelihood for one particular action
(the correct one in this example, marked with ”+”) converges to 1 while the likelihoods
for the others vanish.
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Fig. 2. shows an example for a typical behavior of the pmf P (it |O0:t ) as time t progresses. The input data consisted of two action primitives: ﬁrst, action primitive “2”,
marked with “+”, then, action primitive “3”, marked with “o”. One can see that until
≈ sample 52 the system converges to action “2”, after sample 70, the system converges
to primitive 3. The length of the ﬁrst sequence is 51 samples, the length of sequence 2
is 71 samples.

the transition matrix as usual. Fig. 2 shows the repeated convergence and the
restarting of the HMMs. In the example shown in Fig. 2 we have used two concatenated action primitives, denoted by the green curve with the “+” and by
the blue curve with the “o”, respectively. The ﬁrst action primitive was in the
interval between 0 and 51, while the second action primitive was from sample 52
to the end. One can see that the precise time step when primitive 1 ended and
when primitive 2 started cannot be identiﬁed. But this does not pose a problem
for our recovery of the primitives as for us the order matters but not their precise
duration. In Fig. 1 a typical situation can be seen where the observed data did
not give enough evidence for a fast recognition of the true action.
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Experiments

For our experiments, we have used our MoPrim [19] database of human one-arm
movements. The data was captured using a FastTrack Motion capture device
with 4 electromagnetic sensors. The sensors are attached to the torso, shoulder,
elbow and hand (see Fig. 3). Each sensor delivers a 6D vector, containing 3D
position and 3D orientation thus giving a 24D sample vector at each timestep (4 sensors with each 6D). The MoPrim database consists of 6 individuals,
showing 9 diﬀerent actions, with 20 repetitions each. The actions in the database
are simple actions such as point forward, point up, “come here”, “stop!”. Each
sequence consists of ≈ 60-70 samples and each one starts with 5 samples of the
arm in a resting position, i.e., it is simply hanging down.
Instead of using the sensor positions directly, we transform the raw 24D sensor data into joint angles: one elbow angle, one shoulder angle between elbow,
shoulder and torso and a 3D orientation of the normal of this shoulder-elbowtorso-triangle. The orientation of the normal is given with respect to the normal
of this triangle when the arm is in resting position. All angles are given in radians.
No further processing of the MoPrim data was done.

Fig. 3. marks the positions of the magnetic sensor on the human body

We have carried out several diﬀerent experiments:
1. In the ﬁrst test, we tested for invariance with respect to the performing
human. We have trained nine HMM for nine action. Each of the HMMs
was trained on 6 individuals and all the 20 repetitions of the actions. The
recognition testing was then carried out on the remaining individual (leaveone-out-strategy). The HMMs we use were mixture HMMs with 10 states
and 5 mixtures per state (these numbers are chosen arbitrarily, and they
gave good results).
2. Here, we tested for invariance with respect to the variations within the repetitions. We have trained nine HMMs for nine actions. Each HMM was trained
on all individuals but only on 19 repetitions. The test set consisted of the
20th repetition of the actions.
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3. As a base line reference, we have tested how good the HMMs are able to
recognize the actions primitives by testing action primitive sequences of
length 1. Here, the HMMs were trained as explained under 2 above. This
test reﬂects the recognition performance of the classical maximum-likelihood
approach.
4. We have repeated the above three experiments after having added Gaussian
noise with zero mean and a standard deviation of σ = 0, σ = 0.3 and σ = 1
to the training and testing data. As all angles are given in radians, thus, this
noise is considerable.
To achieve a good statistic we have for each test generated 10.000 test actions
of random length ≤ 100. Also, we have systematically left out each individual
(action) once and trained on the remaining ones. The results below are averaged across all leave-one-out tests. In each test action, the action primitives
were chosen randomly, identically and independently. Clearly, in reality there is
a strong statistical dependency between action primitives so that our recognition
results can be seen as a lower bound and results are likely to increase considerably when exploiting the temporal correlation by using an action grammar (e.g.
another HMM).
The results are summarized in Table 1. One can see that the recognition rates
of the individual action primitives is close to the general base-line of the HMMs.
The recognition rates degrade with increasing noise which was to be expected,
however, the degradation eﬀect is the same for all three experiments (identities,
repetition, baseline).
Table 1. summarizes the results of our various experiments. In the experiments, the
training of the HMMs were done without the test data. We tested for invariance w.r.t.
identity and w.r.t. the action. The baseline shows the recognition results when the test
action was a single action primitives.
Leave-one-Out experiments
Test
Noise σ Recognition Result
Identities (Test 1)
0
0.9177
Repetitions (Test 2)
0
0.9097
Baseline (Test 3)
0
0.9417
Identities (Test 1)
0.5
0.8672
Repetitions (Test 2) 0.5
0.8710
Baseline (Test 3)
0.5
0.8649
Identities (Test 1)
1
0.3572
Repetitions (Test 2)
1
0.3395
Baseline (Test 3)
1
0.3548

All actions in the action database start and end in a resting pose. To assure
that the resting pose does not eﬀect the recognition results, we have repeated the
above experiments on the action primitives where the rest poses were omitted.
However, the recognition results did not change notably.
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Conclusions

In this work we have presented an approach to recover the motion primitives from
an action where the motion primitives are represented with a Hidden Markov
Model. The approach we have taken is to consider the joint distribution of the
state and the action at the same time instead of using the classical maximum
likelihood approach. The experiments show that the approach is able to successfully recover the action primitives in the action with a large likelihood. It is
worth pointing out that in our experiments the pairwise appearance of action
primitives was statistically independent. Thus, for the recovery of the action
primitives no temporal constraints between the action primitives were used or
exploited. Temporal constraints between the action primitives are later introduced at a higher level though action grammars.
In future work we will use a further HMM to learn sequences of action primitives from training examples to learn such an action grammar.
Acknowledgment. This work was partially funded by PACO-PLUS (IST-FP6IP-027657).
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V. Krüger and D. Grest

12. Ivanov, Y., Bobick, A.: Recognition of Visual Activities and Interactions by Stochastic Parsing. IEEE Transactions on Pattern Analysis and Machine Intelligence 22(8), 852–872 (2000)
13. Jenkins, O.C., Mataric, M.: Deriving Action and Behavior Primitives from Human
Motion Capture Data. In: International Conference on Robotics and Automation,
Washington DC, USA (2002)
14. Jenkins, O.C., Mataric, M.J.: Deriving Action and Behavior Primitives from Human Motion Data. In: International Conference on Intelligent Robots and Systems,
pp. 2551–2556, Lausanne, Switzerland, September 30 – October 4, 2002 (2002)
15. Krueger, V., Anderson, J., Prehn, T.: Probabilistic model-based background subtraction. In: Scandinavian Conference on Image Analysis, pp. 180–187, June 19-22,
Joensuu, Finland (2005)
16. Lu, C., Ferrier, N.: Repetitive Motion Analysis: Segmentation and Event Classiﬁcation. IEEE Transactions on Pattern Analysis and Machine Intelligence 26(2),
258–263 (2004)
17. Nagel, H.-H: From Image Sequences Towards Conceptual Descriptions. Image and
Vision Computing 6(2), 59–74 (1988)
18. Rabiner, L.R., Juang, B.H.: An introduction to hidden Markov models. IEEE ASSP
Magazine, pp. 4–15 (1986)
19. Reng, L., Moeslund, T.B., Granum, E.: Finding Motion Primitives in Human Body
Gestures. In: Gibet, S., Courty, N., Kamp, J.-F. (eds.) GW 2005. LNCS (LNAI),
vol. 3881, pp. 133–144. Springer, Heidelberg (2006)
20. Rizzolatti, G., Fogassi, L., Gallese, V.: Parietal Cortex: from Sight to Action. Current Opinion in Neurobiology 7, 562–567 (1997)
21. Rizzolatti, G., Fogassi, L., Gallese, V.: Neurophysiological Mechanisms Underlying
the Understanding and Imitation of Action. Nature Reviews 2, 661–670 (2001)
22. Schaal, S.: Is Imitation Learning the Route to Humanoid Robots? Trends in Cognitive Sciences 3(6), 233–242 (1999)
23. Stolcke, A.: An Eﬃcient Probabilistic Context-Free Parsing Algorithm That Computes Preﬁx Probabilities. Computational Linguistics 21(2), 165–201 (1995)
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Models for Rigid Motion
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Abstract. This paper deals with the segmentation of multiple moving
objects in image sequences. A method for estimating the motion of objects without the use of features is presented. This is used to predict
the position and orientation in future frames of the sequence. Experiments on real data show that this estimation can be used to improve
segmentation.

1

Introduction

Segmentation is the process of decomposing an image in meaningful regions, such
as e.g. diﬀerent objects and background. In this paper, segmentation in image
sequences of objects undergoing rigid (and possibly non-rigid) motion is studied.
Based on the segmentation in previous frames we are interested in obtaining
estimates of the object position in the next frame. We are especially interested
in regions and boundaries that are diﬃcult to track using standard methods.
Examples are textureless objects and objects having boundaries without easily
identiﬁable points. If the scene contains textured regions where feature points
can be detected and tracked through the sequence, the estimation of a rigid (or
non-rigid) transformation between frames is straightforward. When the objects
are featureless however, it is much harder.
A method for estimating the between-frame translation and rotation directly
from the object boundaries without the use of features or landmarks is presented.
Based on these estimates, dynamic models of the motion of the scene objects
can be derived to estimate the position in new frames. This gives a useful online
initialization algorithm. We use the Chan-Vese segmentation model [1] and a
simple linear motion model to illustrate the procedure for a number of examples.
The procedure is general enough to be used as initialization for curve based
methods such as traditional active contour methods in the form of snakes [2],
geometric active contours [3], and other similar models [4,5].
We will use a level set representation [6,7] for representing the image regions
and the boundary curve of the segmentation. The proposed estimation method
uses normal velocities and is therefore compatible with any representation of the
boundary, explicit or implicit, cf. [8].
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 213–222, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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The method in itself is based on the property that any curve evolution can be
partitioned into translation, rotation and deformation. This was earlier studied
in [9] and [10]. In this paper we use the partition of a particular ﬂow and integrate
over the evolution time to ﬁnd the rigid component of the object displacement
in the image.
When segmenting space-time data, a simple (and eﬀective) idea is to perform
the segmentation in the space-time volume using surfaces. This was studied in
e.g. [11]. This enables regularization of the segmentation both within images and
between images. However, a necessary requirement is that the image sequence
is dense enough to make the between image diﬀerence suﬃciently small. Large
displacements are clearly not handled using such volumetric methods. Another
(perhaps less serious drawback is that volumetric techniques are “global” since
the entire sequence is used and the method can not be used to estimate object
positions at consecutive frames.
The paper is organized as follows; Section 2 presents the necessary background
material, Section 3 shows how translation and rotation can be estimated based
on the shape of the objects in consecutive frames, Section 4 describes how this
can be used to build motion models, Section 5 presents some experiments and
Section 6 our conclusions.

2

Background

As a courtesy to the reader, the necessary background on the level set method,
geometric gradient descent and on determining rotation and translation by orthogonal projections is brieﬂy recalled here.
2.1

The Level Set Representation

The level set method for evolving implicit surfaces was introduced independently
by [12] and [6]. The time-dependent curve Γ (t) is represented implicitly as the
zero level set of a function φ(x, t) : R2 × R → R as
Γ (t) = {x ; φ(x, t) = 0} .

(1)

The sets Ω0 = {x ; φ(x, t) < 0} and Ω1 = {x ; φ(x, t) > 0} are called the
interior and the exterior of Γ , respectively. Using this deﬁnition the outward
unit normal n and the mean curvature κ are given as
n=

∇φ
|∇φ|

and κ = ∇ ·

∇φ
.
|∇φ|

(2)

To evolve the surface according to some derived normal velocity v, a PDE of the
form
∂φ
+ v|∇φ| = 0 ,
(3)
∂t
is solved. For a more thorough treatment of the level set method and implicit
representations, cf. [7].
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In the variational level set method, functionals are used to derive gradient
descent motion PDEs of the form (3). This is done through the use of the differential (Gâteaux derivative). The diﬀerential dE is related to the L2 -gradient
∇E of a functional E as

dE(Γ )v = ∇E, vΓ :=
∇E v dσ ,
(4)
Γ

where v is the normal component of a perturbation of Γ , and dσ is the curve
length element. For details cf. e.g. [8,9,13]. The gradient descent ﬂow for E is
then obtained by solving the following initial value problem
∂φ
= ∇E |∇φ|,
∂t

φ(x, 0) = φ0 (x) ,

(5)

where φ0 is a level set function for the initial curve Γ0 , speciﬁed by the user.
2.2

The Chan-Vese Model

Let us brieﬂy recall the Chan-Vese model [1] which we will use to segment images
in the experiments in Section 5. Let I = I(x) : D → R denote the image to be
segmented, D ⊂ R2 being the image domain. Also, let Γ denote a simple closed
curve in the image domain (or a non-overlapping union of such curves, bearing
in mind that this is allowed in the level set framework). Consider the functional


1
1
|I(x) − μ0 |2 dx +
|I(x) − μ1 |2 dx + α|Γ |,
(6)
E(μ, Γ ) =
2 Ω0
2 Ω1
where μ = (μ0 , μ1 ) ∈ R2 is a pair of parameters, |Γ | denotes the length of the
curve Γ , and α > 0 is a ﬁxed weight. The idea of the method presented in [1]
is to ﬁnd a curve Γ ∗ and a pair of parameters μ∗ which solves the optimization
problem,
(7)
E(μ∗ , Γ ∗ ) = min E(μ, Γ ).
µ,Γ

The segmentation of the image I is deﬁned as the partition of the image domain
induced by the optimal curve Γ ∗ . This partition is found using gradient descent
on Γ where the gradient is
∇E =

1
1
(I(x) − μ0 )2 − (I(x) − μ1 )2 + ακ .
2
2

(8)

It is easy to ﬁnd the optimal parameters for each ﬁxed Γ ; they are simply the
mean intensities of the image taken over each of the sub-domains cut out by Γ

1
I(x) dx,
(i = 0, 1),
(9)
μi (Γ ) =
|Ωi | Ωi
where |Ωi | denotes the area of the set Ωi ⊂ R2 .
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Decomposition of Evolutions

Given a curve evolution, described by the normal velocity as in (3) or (5), it is
possible to decompose this evolution into translation, rotation and deformation,
cf. [9,10]. In this section we brieﬂy describe this process.
The L2 −gradient ∇E, can be divided into three components ΠT ∇E, ΠR ∇E,
and ΠD ∇E. The two ﬁrst terms are the orthogonal projections of ∇E onto the
subspaces (of normal velocities at Γ ) generated by translations and rotations,
respectively, and the last term is the residual ΠD ∇E = ∇E − ΠT ∇E − ΠR ∇E.
The residual corresponds to what is left after a rigid transformation of the curve,
i.e. deformation.
The operator ΠT is the projection on the subspace LT of L2 (Γ ) spanned by
all translations. The elements of LT are then exactly the normal velocities which
come from pure translation motions. The operator can be shown to be
−1 


ΠT v = nT v = nT

nnT dσ
Γ

vn dσ ,

(10)

Γ

2
for
 allT normal velocities v ∈ L (Γ ), cf. [10]. The positive semi-deﬁnite matrix
nn dσ, in the right-hand side, is called the structure tensor of the curve.
Γ


Let us deﬁne x̂ = 01 −1
0 x as the π/2-rotation of the vector x. The projection
on the space of rotations LR around a point x0 ∈ R2 , can be shown to be

nT (x̂ − x̂0 )
vnT (x̂ − x̂0 ) dσ
Γ

.
(11)
ΠR v =
|nT (x̂ − x̂0 )|2 dσ
Γ

The point x0 in (11) is chosen such that the two subspaces LT and LR
are
which means that x0 must satisfy the following vector relation
  orthogonal
T
(x̂
−
x̂
)
n
0 n dσ = 0, hence
Γ


−1 
nnT dσ

x̂0 =
Γ

(nT x̂)n dσ,

(12)

Γ

where, interestingly enough, the structure tensor for Γ appears again. Since
LT and LR are now orthogonal, it follows that the residual operator is also an
orthogonal projection. For more details we refer to [10].

3

Computing Translation and Rotation

In this section we propose a method of computing translation and rotation between frames in an image sequence without the use of landmarks or features.
If the boundary curve of the segmentation is represented using landmarks of
some kind it is trivial to compute the translation and rotation given two curves.
Since it is often diﬃcult to reliably extract landmarks along the boundary we
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would like to do this directly in the implicit framework. The translation can be
estimated using the centroid of the regions but the rotation component is more
diﬃcult. One choice is to use moments of the regions. This fails, however, when
there are no dominant directions.
We propose to rigidly align the boundary curve Γi−1 from one frame to the
boundary curve Γi in the consecutive frame using the gradient descent of the
area of symmetric diﬀerence functional, cf. [14],

1
(χΩi−1 − χΩi )2 dx .
(13)
E(Γ ) =
2
Here χΩi−1 and χΩi are characteristic functions for the regions. The corresponding gradient ﬂow for Γi−1 is given by
∇E(Γ ) =

1
− χΩi .
2

(14)

This evolution is projected on the space of rigid transformations using the operators in Section 2.3. After discarding the deformation part, the evolution is
simply
∂φ
= (ΠT ∇E + ΠR ∇E)|∇φ| .
(15)
∂t
At each iteration the translation vector v can be recovered using the relation


−1

nnT dσ
v n dσ ,
v=
Γ

Γ

from (10). Similarly, the rotation angle ω is given by

vnT (x̂ − x̂0 ) dσ
Γ
ω=
.
|nT (x̂ − x̂0 )|2 dσ
Γ

Now we just sum up the angles and displacements for all iterations, multiplying with the length of the time step of the rigid alignment evolution, to obtain
the rotation ωi and translation vi of the object between the two images. In the
next section we will use this to estimate the future values ωi+1 and vi+1 .

4

Initialization Using Motion Models

In this section we will use the rigid body transformations obtained from the
procedure above to initialize the segmentation in a given image. The goal is to
estimate the position and orientation of the objects in frame i + 1 given the
observations in previous frames 1, . . . , i. If the images are time-stamped one
can ﬁt polynomials, splines or curves to the previous values of v and ω and
extrapolate to predict the values that transform the object to the next frame.
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Here, for the sake of simplicity, we will use a simple linear model which states
that vi+1 = vi and ωi+1 = ωi . We consider the extension to other more sophisticated models to be an interesting ﬁeld for future studies. Examples of interesting
extensions of the simple model are:
– Periodic motion. Many medical examples, such as segmentation in cross
sections of MR cardiac images, show periodic behavior in the sequence.
– Physical models. Incorporate (angular)velocity, acceleration and (angular)momentum of the objects.
– Missing data. Interpolate position and orientation between frames, in missing frames or when the objects are occluded.
Note that the objects in the scene are treated as a single rigid constellation if
they are represented using one level set function. If there are several independent
rigid parts moving non-rigidly one function for each part can be used. In this
case the translation and rotation is estimated for each function at each iteration.

5

Experiments

The framework presented above is applied to some examples in this section. We
show three examples of moving scenes captured by a digital camera. The scenes
contain objects with very little texture and feature points that can be tracked.
We show that the proposed method of estimating rigid motion and using this to
predict the position of the objects in future frames makes it possible to reliably
segment the objects.
In all three examples, the initial segmentation is obtained using standard level
set implementation of the Chan-Vese model described in Section 2.2 and [1]. This
means that the boundary curve is evolved using (8) in a gradient descent,


1
1
∂φ
=
(I(x) − μ0 )2 − (I(x) − μ1 )2 + ακ |∇φ| ,
∂t
2
2
until steady state, starting from some initial curve. The boundary curve of the
segmentation is represented implicitly and no points, landmarks or features are
used. We are also assuming that the objects are moving rigidly when the motion
is estimated and they are therefore represented using a single level set function.
In general, we ﬁnd that the translation vectors obtained using our approach
are very close to the translation obtained through the diﬀerence of the region
centroids. The estimation of the angles appear, at least qualitatively, to be accurate.
The ﬁrst sequence consists of six images of three apples in a translation-like
motion. The images and the resulting segmentation are shown in Figure 1 from
left to right and top down. The ﬁrst two images are automatically segmented and
the translation and rotation of the apples computed by solving (15) and integrating the translation vector and angle as described in Section 4. The white curve
shows the initial curve obtained using a simple linear model for the motion. The
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Fig. 1. Example of a translating scene (right and down). The black curve is the boundary contour of the ﬁnal segmentation for each image. The white curve is the estimated
position used as initial curve based on the last two frames and the red curve is the
curve from the previous frame. As can be seen from the position of these curves the
estimated position is better.

Fig. 2. Example of a translating scene (right and down). The blue curve is the boundary
contour of the ﬁnal segmentation for each image. The white curve is the estimated
position used as initial curve based on the last two frames and the red curve is the
curve from the previous frame. As can be seen from the position of these curves the
estimated position is better.

red curve is the initial curve given by the boundary from the previous frame. It is
clear that the initial segmentation is better with the motion model. In two of the
frames the red curve is to far from the objects and the Chan-Vese motion then
segments the background as the interior region with respect to the boundary.
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Fig. 3. Example of a rotating scene (right and down). The black curve is the boundary
contour of the ﬁnal segmentation for each image. The white curve is the estimated
position used as initial curve based on the last two frames and the red curve is the
curve from the previous frame. As can be seen from the position of these curves there
are several frames where segmentation starting from the red curve would fail.

The ﬁnal segmentation will of course be correct for these simple images but it
takes very long time for the segmentation to converge in this case.
The second sequence shows ﬁve images of printed text on a table side. Three
letters are segmented in the ﬁrst and second image and the ﬁnal boundary is
shown in blue in Figure 2. The white curve shows the initial curve obtained
using the same simple motion model as above. The red curve is the initial curve
given by the boundary from the previous frame. As with the example above, it
is clear that the initial segmentation is better with the motion model. The initial
red curve in the last frame is too far from the letters and as a consequence the
segmentation is slow and “inverted”.
The third example is a sequence containing seven images of three cookies on
a table undergoing a rotation-like motion. The images and the resulting segmentation is shown in Figure 3. The black curve is the boundary contour of the ﬁnal
segmentation for each image. The white curve is the estimated position used as
initial curve based on the last two frames and the red curve is the curve from
the previous frame. The in-plane rotation of the cookies is quite large between
frames and there is no overlap of the regions enclosed by the red curves. The
red curves are therefore a very bad initialization. A “standard” ring-like pattern,
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cf. [1], covering the image would be better in this case. The white curves however,
are much better even if just a linear motion model is used.

6

Conclusions

This paper presented a method for estimating the motion of objects between
images which can be used for featureless objects. Rotation and translation are
obtained by projecting a particular warping ﬂow on the subspace of rigid transformations and integrating over the evolution time of the ﬂow. Using the transformation from previous frames in an image sequence makes it possible to estimate
the position and orientation of the objects in future frames. Experiments show
that this can be used for initialization for segmentation.
Future work and extensions include:
– More sophisticated models for the motion of the objects.
– Multiple objects moving non-rigidly using multiple functions.
– Models for the deformation.
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Abstract. The detection of basic events such as turning points in object trajectories is an important low-level task of image sequence analysis.
We propose extending the SUSAN algorithm to the spatio-temporal domain for a context-free detection of salient events, which can be used
as a starting point for further motion analysis. While in the static 2Dcase SUSAN returns a map indicating edges and corners, we obtain in a
straight forward extension of SUSAN a 2D+1D saliency map indicating
edges and corners in both space and time. Since the mixture of spatial
and temporal structures is still unsatisfying, we propose a modiﬁcation
better suited for event analysis.

1

Introduction

For the analysis of static images, the detection of regions of interest or points
of interest (representing a region) is an important technique to direct the focus of attention. Thus the most relevant patches for further processing can be
found. Such methods serve two purposes: Making computations more eﬃcient,
and pre-selecting relevant patterns. That is, even the close-to-signal algorithms
are actually part of the pattern classiﬁcation. Therefore, multiple cues such as
colour and texture are in use (e.g. [1]).
The beneﬁt of attentional techniques such as segmentation and interest point
(IP) detection is that they are free of context [2], i.e. not adapted to a particular
domain. Thus, they serve as a purely data driven starting point for the processing
cycle. But in spite of the success in the static case, image sequence analysis rarely
makes use of attentional methods, at least not of such that really process the
spatio-temporal data. In other words, attention is directed to regions based on
isolated frames. While for segmentation there are some approaches (e.g. [3])
that exploit the 2D+1D image data (time being the additional dimension), in
the ﬁeld of IP-detection so far only the Harris-detector [4] has been extended to
spatio-temporal data [5].
This is astonishing, since for the decomposition of static scenes into meaningful components, IPs are a standard technique to ﬁlter out and represent areas
which appear relevant at the signal level. Applications are image retrieval [6],
active vision [7], object recognition [8], or image compression [9]. In the present
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 223–232, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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paper, we will therefore transfer the concept to the spatio-temporal domain for
the detection of baisc actions and events. In comparison to the common technique which is computation of the optical ﬂow, IP-detection is less computationally costly. Certainly, it will not be possible to cover the entire complexity of
natural actions by IP-detection, but in the same way as IPs oﬀer cues for static
patterns such as symmetry [2,8], basic events like turning points, acceleration,
rotation, or approach of two objects (a closing gap) can be detected.
For static imagery, IPs are points which are “salient” or “distinctive” as compared to their neighbourhood. To be more precise, an IP is not necessarily an
isolated salient pixel, rather, the IP at a pixel location which stands for a salient
patch of the image. Most algorithms for IP detection are aimed at the detection
of corners or edges in grey value images [10,4,11,12,13,14]. Methods of this kind
which detect edges or corners are particularly promising for the spatio-temporal
case, since 3D-corners may indicate the turning points of 2D-corners in a temporal sequence. Thus they would indicate saliency both in the geometrical sense
and in the sense of an event.
Laptev and Lindeberg [5] have shown how the concept of spatial edge- and
corner-based IPs can be extended to the spatio-temporal domain for the HARRIS
detector [4]. They extend the detection of IPs from the eigenvalues of the 2D
autocorrelation matrix of the signal to the 3D matrix in a straight forward
approach, in addition, they propose a scale space approach to deal with diﬀerent
spatial and temporal scales. But since the 2D- and 3D-HARRIS detector depends
on the often problematic computation of grey value derivatives, we chose to
extend another IP-detector to the spatio-temporal domain: The SUSAN detector
proposed by Smith and Brady [12], which detects edges and corners merely from
the grey values.
We will ﬁrst describe the spatial SUSAN detector (section 2), then its extension to the spatio-temporal domain is described in section 3. The new 3D-SUSAN
detector is tested in section 4 using artiﬁcial image sequences displaying prototypical events. But since the tests uncover shortcomings of the straight forward
extension from 2D to 3D, a modiﬁcation is introduced in section 5. Finally, the
new approach is tested on real image sequences.

2

The SUSAN-Detector for Static Images

Smith and Brady have proposed an approach to detect edges and corners, i.e.,
one- and two-dimensional image features [12]. While most algorithms of this kind
rely on the (ﬁrst) derivatives of the image matrix, the SUSAN-detector relies on
the local binarisation of grey values. To compute the edge- or corner strength
of a pixel (called the “nucleus”), a circular mask A around the pixel is considered. By choice of a brightness diﬀerence threshold ϑ, an area within the mask
is selected which consists of pixels similar in brightness to the nucleus. This area
is called USAN (“Univalue Segment Assimilating Nucleus”). To be more precise,
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let I(r) denote the grey value at pixel r, n the area (i.e. # pixels) of the USAN,
and r0 the nucleus. Then


1 for |I(r) − I(r0 )| ≤ ϑ
n(r0 ) =
c(r, r0 ),
with c(r, r0 ) =
(1)
0 for |I(r) − I(r0 )| > ϑ .
r∈A

The response of the SUSAN-detector at pixel r0 is given by

g − n(r0 ) for n(r0 ) < g
R(r0 ) =
0
else ,

(2)

where g is called the geometric threshold. For edge detection, a suitable value is
g = 34 nmax , for corner detection g = 12 nmax . It can be shown the these values
are optimal in certain aspects for the assumption of a particular signal-to-noise
ratio.
Smith and Brady [12] obtain a saliency map which indicates edge and corner
strength as the inverted USAN area for each nucleus pixel. IPs are then found as
the local minima of the USAN area, thus the name SUSAN (= Smallest Univalue
Segment Assimilating Nucleus).
To ﬁnd the local direction of an edge and to localize corners precisely, geometrical features of the USAN have to be exploited, see [12] for details.
The SUSAN-approach is well suited for a fast detection of one- and twodimensional basic image features with the beneﬁt that both localization precision
and the implicitly built-in noise reduction are robust to changes of the size of
the circular mask.

3

Spatio-temporal Extension of SUSAN

In this section we introduce the extension of the normal 2D-SUSAN-detector to
the spatio-temporal (“3D”) domain [15].
The generalization of an isotropic circular mask in two dimensions is a sphere
in three dimensions. But since the spatial coordinates are independent of time, a
(rotationally symmetric) ellipsoid around the time axis is betters suited for event
detection since it allows suitable scaling (note the same physical event may, e.g.,
be captured using diﬀerent frame rates). However, also other 3D-shapes with a
circular cross section come into question. In the following, two algorithms using
diﬀerent 3D-masks ME and MZ are investigated:

2
2
2
1 if xR+y
+ Rt 2 < 1
2
xy
t
ME (x, y, t) =
(3)
0 otherwise

2
2
1 if xR+y
∧ −Rt ≤ t ≤ Rt
2
xy
MZ (x, y, t) =
(4)
0 otherwise
where Rxy denotes the radius in the x-y-plain, and Rt the extension of the mask in
on the temporal t−axis. In the same way as the 2D-SUSAN-detector is applied to
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Fig. 1. A selection of diﬀerent kinds of motion. The USANs are shown in the x − tplain: (a) Rest, (b) constant velocity, (c) stop-event, (d) acceleration, (e) turn-around,
(f) sudden appearance.

each spatial point, now the mask must be applied to each spatio-temporal point
of an image sequence, and the grey value of the nucleus is compared to the other
pixels within the mask to obtain the USAN-volume. Instead of the original binary
decision function, we use the improved version as proposed by Smith and Brady:
c(r, r0 ) = e−(

I(r)−I(r0 ) 6
)
t

(5)

By this means, the robustness of the algorithm is improved since now slight
variations of luminance may not lead to a large variation of the output. The
USAN-volume can be calculated as

I(x , y  , z  )M (x + x , y + y  , z + z  ),
(6)
V (x, y, z) =
x ,y  ,z 

Fig. 1 illustrates the way SUSAN3D processes diﬀerent motion events (in only
one spatial dimension). The x-axis points from left to right, the t-axis upwards.
The USAN is the white area within the mask. While Fig. 1(a) shows an edge
element at rest, Fig. 1(b) depicts motion at constant velocity. The result of
V = 0.5 (of the area) is the same in both cases. Figs. 1(c) and 1(d) depict a
stop-event and acceleration, respectively. For these cases, values V clearly below
0.5 are to be expected. The smallest value V is to be expected in the case
depicted in Fig. 1e, which shows a turning point. Fig. 1(f) shows either a sudden
appearance of the object or motion at a velocity to high to be resolved. Again,
the volume is V = 0.5.
Summarizing, by evaluating the 3D-USAN values in the manner of the conventional 2D-SUSAN-detector “salient” events can be detected, such as acceleration and turn around (values the smaller the stronger curvature). However,
rest, constant motion, and sudden appearance (all three V = 0.5) can not be discriminated. While this is still satisfactory for rest and constant motion (V = 0.5
being larger than for acceleration and turn-around), sudden appearance should
get the smallest value (i.e. the largest saliency output).

4

Evaluation of the Naive Spatio-temporal Algorithm

In the following, we test the SUSAN3D-detector on artiﬁcial image sequences,
using as a mask a cylinder of 2Rxy = 7 pixels and 2Rt = 7 frames, yielding a
total volume of 224. The brightness threshold is set to 27 as in the 2D-version.
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Simulations

The ﬁrst test sequence shows squares moving in diﬀerent ways. Fig. 2(a) shows,
from top to bottom, the SUSAN3D response maps for an accelerating square, a
moving one with high constant velocity, a moving one with low constant velocity,
and a square at rest. Obviously, the response of the SUSAN3D is mainly governed
by geometrical features, not by dynamical features. To reduce the inﬂuence of
geometrical features, the response of SUSAN3D was tested in 2(b)-(h) by a
moving ﬁlled circle, i.e. an object without any corners. Fig. 2(b) is the resulting
spatio-temporal map of a circle at rest. Figs. 2(c)-(e) show the results for a
circle moving to the right at a constant velocity of one, two, and three pixels
per frame. In 2 (f), the circle is accelerating by a constant acceleration of a =
2 pixels/frame2 , in 2 (g), acceleration grows exponentially Fig. 2 (h) shows a
turn-around.
Now we searched for the minimum of the USAN. To compare the USAN
values achieved at a certain spot of the moving circle, in a ﬁrst test we searched
for the minimum not within the entire response map but only in the area of
the righthand circle border on a horizontal line through the middle of the map.
The rest of the map was discarded. Results are listed in table 1. Remarkably, the
minimal USAN-value is always 112 — except for the turn around — which is half
of the mask volume (ﬁrst line of table 1). So, the expectation that acceleration
expresses itself in lower USAN values did not come true in this experiment. For a
better analysis of this result, the seven circular “slices” of the mask cylinder have
been analysed in separation in table 1 lines “-3” . . . “3” (“0” corresponds to the
central slice of the mask cylinder). Obviously, the contributions of the partial
volumina are diﬀerent. While the distribution diﬀers for columns v = 0, 1, 2
and thus reﬂects the fact that the object moves at a diﬀerent velocity, columns
v = 3, a = 2 and exp do not exhibit any diﬀerence, because velocity is too large

(a)

(b)

(c)

(d)

(e)

(f)

(g)

(h)

Fig. 2. Output of SUSAN3D at a single moment for diﬀerent image sequences, see text
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Table 1. Results of the ﬁrst experiment with SUSAN3D, see Fig. 2
v = 0 v = 1 v = 2 v = 3 a = 2 exp turn
USAN 112
-3
16
-2
16
-1
16
0
16
1
16
2
16
3
16

112
0
4
10
16
22
28
32

112
0
0
4
16
28
32
32

112
0
0
0
16
32
32
32

112 112 36
0
0
0
0
0
0
0
0 10
16 16 16
32 32 10
32 32 0
32 32 0

for the chosen mask size. I.e., the object is so fast that each of the three motions
is equivalent to an “appearance out of nowhere” for the detector (cf. Fig. 1(f) ).
In column “turn”, the turn around becomes visible both in a small USAN-value
and in the distribution throughout the mask cylinder (cf. 1(e) ).
4.2

Discussion on the Simulations

There is still a ﬂaw in the “naive” extension of SUSAN: Geometrical and dynamical features are coupled implicitly. Therefore, an accelerating straight edge
leads to smaller output in the sequence of saliency maps than a stationary corner. For event detection, however, the ﬁrst case is more relevant, so the inﬂuence
of the geometrical features should be attenuated. Fig. 3 illustrates that this is a
non-trivial problem: In both cases, the corners move at a constant velocity from
the left to the right, the only diﬀerence being the rotation of the object. The
circles are the slices of the mask cylinder corresponding to successive frames of
the sequence, which exhibit diﬀerent intersections with the corners. In total, case
Fig. 3(a) leads to a smaller USAN-volume than case Fig. 3(b), though, regarded
in isolation, both the geometrical and the dynamical features are equal for both
types of corners.
The contributions of the single circular slices of the mask cylinder ﬁrst increase, then decrease in Fig. 3(a), whereas they continually increase for 3(b).
Classiﬁcation according to Fig. 1 yields “turning point” for Fig. 3(a) but “constant velocity” for Fig. 3(b). Thus, application of the SUSAN3D-detector is not
feasible since it mixes geometrical and dynamical features.
Further, the size of the mask is diﬃcult to choose: While it should be suﬃciently small to overlap only corners or edges but no larger structures, it should
be large enough to realize a reasonable resolution for the analysis of diﬀerent
velocities and accelerations. These opposing requirements refer both to the temporal and spatial dimension. In principle, the same problem exists for the spatial
SUSAN-detector and in general for any windowed function, but it becomes more
diﬃcult in the spatio-temporal domain. While in the spatial domain a given
window size simply selects a certain scale, in the spatio-temporal domain the
coupling between typical spatial and temporal scales has to be dealt with.

Context-Free Detection of Events

(a)

229

(b)

Fig. 3. A corner with constant velocity moving from left to right at diﬀerent angles (a,
b). The cylindrical mask of the object is indicated by its temporal “slices”.

5

The SUSANinTime Detector

The discussion of the last section has shown that a straight forward extension of
the SUSAN-detector to three dimensions is not satisfying. Of course, additional
features could be computed to correct the detector response, but then the simple
and elegant idea of using the USAN-volume as a feature for IP-detection would be
more or less abandoned. Therefore, in the following we will outline an alternative
approach, which applies the SUSAN principle only on the temporal dimension.
The ﬁrst step is computation of the USAN-area within a cylindrical volume
around the nucleus. The single x-y-slices of the cylindrical mask are evaluated
to ﬁnd the USAN-areas for every frame, these values are saved in a 1D-array
(areas[]). Then the SUSAN principle is applied to the 1D-array areas[] in the
following way: The USAN-area at the current time is considered to be a (second)
nucleus value (nucleus2). Note the second nucleus value is an area, not a grey
value. Then the array areas[] is binarised with respect to the nucleus2 value,
and the ﬁnal detector response is the sum of the now binarised array.
In the pseudocode given in Fig. 4, mask[x][y][t] takes a value of 1 if x,y,t
is inside the volume covered by the detector, else 0. c1 and c2 denote the thresholding functions for the spatial binarisation of the x-y-slices and the binarisation
of the areas[] array, respectively.
SUSANinTime(x, y, t)
nucleus <- getpixel(x,y,t)
FOR tt FROM -R TO R DO
areas[tt] <- 0
FOR yy FROM -r TO r DO
FOR xx FROM -r TO r DO
IF mask[x][y][t] = 1 THEN
pixel <- getpixel(x + xx, y + yy, t + tt);
areas[tt] <- areas[tt] + c_1(nucleus, pixel)
nucleus2 <- areas[0]
value <- 0
FOR tt FROM -R TO R DO
value <- value + c_2(nucleus2, areas[tt])
RETURN value
Fig. 4. Pseudocode of SUSANinTime, see text
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Fig. 5. Left: Output of the SUSANinTime-detector to the sequences of moving squares
used in Fig. 2. Right: USAN-area as a function of time.

The idea of the SUSANinTime algorithm is to give a high response to such
space-time volumes which exhibit a high activity, where “activity” is deﬁned
as a high temporal variation of the USAN-area. Fig. 5 illustrates the principle.
It shows the USAN-area (as the percentage of a complete circular slice) as a
function of time (to be more precise, as a function of the t-coordinate of the
cylindrical mask). The nucleus value is 50% for all of the motion sequences. The
SUSANinTime-detector computes for which span of time the USAN-areas are
still within a surroundings the nucleus value. This time span takes a maximum
for zero velocity (v = 0) and decreases with increasing velocity (v = 1, v = 2).
Thus, it becomes also clear that the return value of SUSANinTime does not
allow measurement of acceleration (a = 2, a = −2). Though the SUSANinTimealgorithm can not classify space-time events in categories velocity / acceleration,
it has nevertheless highly useful properties. Fig. 5, left, shows the response of
the SUSANinTime detector, where the input sequence is the one of Fig. 2(a).
The detector response is approximately proportional to the velocity, for stationary regions, the detector is “blind” (here, small intensity values denote a high
response). In contrast to Fig. 2(a), the corners of the squares yield no stronger response than the edges, though being geometrically more salient. So the response
is determined by the dynamics, not stationary features — a major advantage,
since now geometrical features detected by separate modules can be included in
a ﬁnal saliency map in a well-deﬁned way.
First experiments on real world image sequences have shown that the algorithm yields robust results. Fig. 6 shows the output of the SUSANinTime
detector for a sequence. At ﬁrst, the hand accelerates in a movement to the
right, then stops. Diﬀerent intensities of the map reﬂect the diﬀerent velocities.
Note that the appearance or disappearance of (otherwise) static structures in
the background is likewise detected as motion.
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Fig. 6. Output of the SUSANinTime detector for a real image sequence. The pointing
event can be clearly detected.

6

Summary and Conclusion

For the detection of generic events in image sequences such as turning points,
we have introduced two extensions of the SUSAN IP-detector: A naive extension of SUSAN to a third dimension (time) is unsatisfactory, because dynamical
features are less prominent in the computed sequence of saliency maps than the
static edge- and corner-features. The SUSANinTime algorithms overcomes these
problems both on artiﬁcial and real image sequences. Tests for human gestures
and object manipulation by human hands have shown that important aspects of
motion such as pointing events can be well captured.
In future work, we want to apply SUSANinTime for the classiﬁcation of more
complex events such as grasping an object. For this we plan to gather spatiotemporal IPs over a period of time long enough to capture the movement. Around
each of the IPs local features will be extracted from the space-time volume. While
in isolation features of this kind are not suﬃcient to characterize complex motion,
we hope that a whole “cloud” of IPs provides suﬃcient information, which we
intend to classify in a way similar to the (static) IP-based scene classiﬁcation
described in [16].
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Abstract. Tracking of a camera pose in all 6 degrees of freedom is
a task with many applications in 3D-imaging as i.e. augmentation or
robot navigation. Structure from motion is a well known approach for
this task, with several well known restrictions. These are namely the
scale ambiguity of the calculated relative pose and the need of a certain
camera movement (preferably lateral) to initiate the tracking.
In the last few years time-of-ﬂight imaging sensors were developed
that allow the measuring of metric depth over a whole region with a
frame rate similar to a standard CCD-camera.
In this work a camera rig consisting of a standard 2D CCD camera and
a time-of-ﬂight 3D camera is used. Structure from motion is calculated
on the 2D image, aided by the depth measurement from the time-of-ﬂight
camera to overcome the restrictions named above. It is shown how the
additional 3D-information can be used to improve the accuracy of the
camera pose estimation.

1

Introduction

Determining the position of a single moving video camera without the help of
markers is a well researched problem. One of the most promising solutions is the
Structure From Motion (SfM) technique, where simultaneous to the camera pose
estimation a sparse scene structure is reconstructed from prominent 2D-features,
that are tracked throughout a video sequence.
A recent approach to measure the shape of a surface in a ﬁeld of view (FOV)
is the PMD-Camera. This camera is using the Photo Mixing Detector (PMD)
technology to measure depth values in a FOV, with a frame rate comparable to
a common CCD video camera. The PMD-Camera is based on the time-of-ﬂight
principle [9]. This paper is discussing how a time-of-ﬂight camera can be used
to aid SfM and which beneﬁts and limitations can be expected.

2

Previous Work

Much work was undertaken in the ﬁeld of camera tracking and SLAM [2] using a
single moving 2D-camera. The main contributions were gathered by Hartley and
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 233–242, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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Zissermann in [3], a profound overview was given by Lepetit and Fua in [10].
There was also much research done in the ﬁeld of 3D-imaging based on the
time-of-ﬂight principle [15][7].
Using the depth images of a time-of-ﬂight camera to improve camera tracking
in 6 degrees of freedom is a fairly new idea and is based on the work of Prasad
et al. [12]. There a low resolution 3D-imaging sensor is combined with a conventional high resolution 2D-CCD. The pixel correspondence is assured by an
optical image multiplier which is delivering the same optical information to both
measuring devices. The high resolution image information of this device enables
SfM calculation aided by a known corresponding depth.
2.1

Structure from Motion

The basic idea of SfM is discussed in [11], where a single camera is moved in
a static scene and simultaneously the camera position is tracked and a sparse
3D-model of the scene is generated. This method works in realtime [4] without
any prior knowledge of the scene, especially without knowing the scene depth.
There are approaches where already depth information is used to aid the SfM
task. Koeser et al. [5] i.e. create a scene model in an oﬄine phase. This model is
used to generate 3D-points in the online phase, where the camera pose can be
estimated in realtime.
There are restrictions in the SfM approach, that limit its usability for certain applications as i.e. robot navigation. One restriction is the necessity of an
initial camera movement to be able to start the tracking. A lateral movement
leads to better initialization results than a forward movement. In addition the
camera pose and scene structure is computed “up to scale”, which means that
all gathered distances are scaled with an arbitrary factor.
Based on only SfM navigation a robot would have to start moving without
knowing anything about its surrounding and also would be unable to detect
the real metric distance to an obstacle in its way. In addition the direction for
a common robot movement is forward. This is an ill posed problem for the
standard SfM approach.
2.2

Photo Mixing Detector (PMD) Technology

The time-of-ﬂight technique measures the metric distance to an object. Modulated light is sent out, reﬂected by the object and received by an appropriate
detector. By sampling and correlating the incoming optical signal with a reference signal it is possible to calculate the time-of-ﬂight for the light ray. Knowing
the time, it is easy to calculate the distance the light covered from sending to
receiving and thus the distance of the reﬂecting object.
The PMD technology uses the time-of-ﬂight principle to measure the depth
over a whole FOV [15]. The scene is illuminated by LEDs sending out modulated
near infrared light. The light is reﬂected by all visible objects and received by
an image sensor, that is comparable to a CMOS chip of a common digital camera.
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Also the manufacturing corresponds to the standard CMOS manufacturing
process. This allows a very economic production of the device. Due to an automatic suppression of background light the sensor can be used for indoor as well
as for outdoor scenes, which is a strong precondition for mobile robot navigation.
Current devices provide a resolution of 64 × 48 with active background light
suppression, the maximum FOV is 40◦ . The restriction in the FOV is due to
the necessity of a bright active illumination of the measured scene. The camera
frame rate is 25 Hz and the modulation frequency is 20 MHz, resulting in an
unambiguous range of 7.5m.
2.3

Camera Setup and Test Sequences

The performance increase of SfM with 3D-imaging was measured on simulated
image sequences as well as on real camera data.
The real image sequences were generated using a rig of a high resolution 2D
camera rigidly ﬁxed to a low resolution PMD-camera, ﬁgure 1 shows the setup.
We used a PMD-camera from PMD-Tech [7], based on the technology described
in section 2.2, with a resolution of 64×48 and a horizontal FOV of only 23.1◦ .
The 2D camera was a standard CCD-camera with a resolution of 1024×768 and
a horizontal FOV of 42.3◦ . The alignment of the cameras assured that the FOV
of the PDM-camera was completely covered by the 2D camera. For calibrating
the rig we used the Bouguet calibration toolbox [1] similar to Kolb et al. in [6].
With this calibration the depth data was mapped to the 2D-image, an image
pair is shown in ﬁgure 1. In recent publications the accuracy of the PMD-camera
was evaluated [8] and the measured depth values were calibrated [6]. The results
from these publications were used to get well calibrated depth data with known
uncertainty.
For the real image sequence no ground truth information is available, so it
is necessary to evaluate the pose tracking performance also on synthetic data,
where we are able to quantify the estimation results. The simulated 2D-images
have a resolution of 1024×768 and a FOV of 80◦ , the depth images have a
resolution of 64×48 pixel and a FOV of 40◦ . Image pairs from the simulated
sequence are shown in ﬁgure 2. We use the results of [8] to simulate depth noise
for the synthetic PMD-images.

Fig. 1. 2D/3D-camera rig with image pair, PMD-image mapped to match 2D-image
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Using Depth Information for Camera Tracking

The usage of metric depth images for camera pose estimation has three main
advantages:
– The camera poses can be estimated in a metric coordinate system.
– The camera pose estimation starts from the ﬁrst frame, no initial movement
is necessary (see section 3.1).
– The camera pose estimation is improved by using the additional depth information.
How these improvements are achieved is described in the following sections.
3.1

Metric Pose Estimation from the First Image

Traditional SfM camera tracking always needs two images for initialization.
These images must provide an adequate baseline in order to triangulate 3Dpoints with the necessary accuracy. Movements parallel to the optical axis are
ill conditioned for small FOV cameras, a stable triangulation of 3D points can
hardly be achieved. An initial sideways camera movement is mandatory.
With additional metric depth information available it is possible to estimate
metric 3D scene points and to establish a metric coordinate system for a single
camera image. The coordinate system has its point of origin in the ﬁrst camera
center and the cameras optical axis is at zero rotation. Tracking can start from
the ﬁrst frame without an initial camera movement.
To facilitate tracking we estimate covariances for the 3D-points. The standard
deviation of the PMD-depth data was measured by Kuhnert et al. in [8] as
σz = 2.734 ∗ 10−3 d2 + 2.867 ∗ 10−3 d − 4.230 ∗ 10−4 ,
d is the measured depth in meters. The standard deviation in x and y direction
is inﬂuenced by the 2D feature tracking accuracy. In this work the KLT-cornertracker [13] was used. Its standard deviation is given as σKLT = 0.25 pixel. This
can be back-projected to the 3D-point by
σx = σy = σKLT /fP MD ∗ d
with d as above and fP MD as the focal length of the PMD-camera in pixel.
Knowing the standard deviations along the three axes we are able to approxCam
imate the covariance matrix Σ3D
of a 3D-point X in the camera coordinate
Cam
W orld
into the global coordinate system Σ3D
system. The transformation of Σ3D
needs the 4 × 4 aﬃne transformation matrix T , with rotation matrix R and
camera center C in global coordinates.
⎞
⎛ 2


σx 0 0
R C
W orld
Cam T
Cam
Σ3D
= T Σ3D
T with Σ3D
= ⎝ 0 σy2 0 ⎠ and T =
0 0 0 1
0 0 σz2
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Pose Estimation and Structure Update

By knowing 3D-points and a camera pose in a metric coordinate system it is
now possible to estimate the camera movement for the next image in metric
scale. 2D-features in the high resolution 2D-images can be tracked with high accuracy, and the 6DoF-camera pose can be estimated by a Levenberg-Marquardtminimization from the known 2D/3D-correspondences, facilitated by a RANSAC
to remove outliers [3].
Knowing the pose, again 3D-points and their covariances can be estimated in
the global metric coordinate system as described above. Having two instances of
the same 3D-point, these can be merged with a Kalman Filter [14]. Because the
3D-point is assumed to be static and its coordinates can be measured directly,
the Kalman equations can be simpliﬁed to
Xnew = X1 + G ∗ (X2 − X1 )
ΣXnew = (I3×3 − G) ∗ ΣX1

with G = ΣX2 ∗ (ΣX1 + ΣX2 )−1

where X1,2 are the 3D-positions of the points 1 and 2, ΣX1,2 are the 3×3covariance matrices of points 1 and 2. Xnew is the new merged point and ΣXnew
its covariance. G is the gain matrix from the Kalman equations.
It is still possible to additionally use all SfM standard methods, i.e. triangulation of 3D-points in 2D-image parts without depth information. 3D-points
can still be optimized by minimizing the back-projection error into the current
2D-image, a standard technique for SfM on 2D-images.

4

Results

The described method was evaluated on real as well as synthetic image sequences.
The results are described in the following sections.
4.1

Synthetic Image Sequence

To be able to calculate correct pose estimation errors a synthetic 2D/3D-image
sequence was used. For a description of the simulated camera setup see section 2.3, sample images are shown in ﬁgure 2. The image sequence is diﬃcult
to track for standard SfM, because it starts with a forward movement that is
common i.e. for a moving robot but very disadvantageous for SfM.
The movement is starting in z-direction and the main movement is in the
x-z-plane. It is overall covering 2.1m in x, 0.27m in y and 2.4m in z, the scene is
at a distance of 4.5m to 7.5m for the starting image. The camera is also rotated
during the movement. Figure 4 shows the camera path, the path is a closed loop
of 101 images. Two sequences were generated, the ﬁrst with ideal depth data
despite the low spatial resolution, the second with noise added to the depth
data. The σz of the noise was taken from [8].
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Fig. 2. Synthetic 2D/3D-image pairs. Left: no noise, Right: noise added.

SfM was run on these sequences evaluating three diﬀerent scenarios:
1. 3D-points were created only from triangulation of 2D-features.
2. 3D-points were created only from the 3D-depth-images.
3. 3D-points were created from depth images as well as from 2D-triangulation,
in regions where no 3D-information is available. This increases the solid angle
in which known 3D-points are tracked to the FOV of the 2D-camera, while
still keeping the metric initialization and the 3D-point stabilization.
For scenario 1 the whole sequence was scaled for comparison. The scale factor was calculated using the known ground truth distance for the initialization
movement. In scenario 2 and 3 the estimated camera poses were not scaled or
modiﬁed. The average translation and rotation errors are shown in table 1, absolute in m or degree as well as relative to the overall camera movement. The
error progression over the sequences is shown in ﬁgure 3 for the ideal and noised
depth data. Strong improvements are visible for scenarios 2 and 3 compared to
scenario 1. Scenario 3 outperforms scenario 2 only for rotation estimation. The
rotation in scenario 3 is stabilized by the higher FOV while translation estimation is worse due to the large z-errors of the triangulated points. On the sequence
with the noise added, certain camera poses are estimated wrong. This does not
introduce a drift, the pose estimation regenerates fast.
Please notice that in scenario 2 for the ﬁrst 20 images all 3D-points are located
in a solid angle of 40◦ , since all points are created from the narrow 3D-image.
With the sideways camera movement 3D-points are then moving out of the
PMD-camera FOV and points in a larger solid angle are tracked.
Figure 4 is showing the ground truth and the estimated camera paths as a top
view on the x-z-plane. In ﬁgure 4(a) scenario 1 is shown. The main reason for
the translational error is the drift that is accumulated over the whole sequence.
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Fig. 3. Errors on synthetic sequence with (a) exact depth (b) noise on depth
Table 1. Average translation and rotation errors for synthetic sequences. The relative
translation is relative to the total camera movement.

1.
2.
3.
2.
3.

Absolute Average Relative Average Absolute Average
Translation Error Translation Error Rotation Error
Only 2D
0.29m
10.16%
0.77◦
Only 3D
0.09m
2.63%
0.22◦
2D/3D
0.12m
3.41%
0.13◦
Only 3D with noise
0.08m
3.37%
0.23◦
2D/3D with noise
0.12m
4.30%
0.32◦

Its origin is the initial forward movement, that provides very bad triangulation
baselines. The camera path for scenario 2 is shown in ﬁgure 4(b). Here the pose
estimation for the forward movement is more accurate and thus the estimation
overall better resembles the ground truth data.
4.2

Real Image Sequence

We used the 2D/3D-camera pair from section 2.3 generate an image sequence
that is again starting with a forward movement of about 30 images and is very
diﬃcult for standard SfM. To be able to assess the quality on a free hand camera movement, 75 images were processed in a forward-backward-loop with a
hard turn at image 75. Ideally the camera positions for forward and backward
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(a)

(b)

Fig. 4. Ground truth vs. estimated camera tracks on synthetic sequence without noise.
(a) Scenario 1 - Only 2D (b) Scenario 2 - Only 3D.

Fig. 5. 2D/3D-pairs from the real image sequence

movement should correspond. The scene distance is between 0.6m and 1.1m, the
camera movement spans 0.24m in x, 0.1m in y and 0.44m in z direction. Some
images of the processed sequence and their depth maps are shown in ﬁgure 5.
The forward movement and the small 2D-camera FOV (42.3◦ ) make SfM on
2D-images (scenario 1) impossible. While the movement direction is estimated

Supporting Structure from Motion with a 3D-Range-Camera
translation difference - forward - backward

rotation difference - forward - backward
0,08

7
1. 2D/3D
2. Only 3D

6

0,07

1. 2D/3D
2. Only 3D

0,06

5

0,05

4

degree

degree

241

3

0,04
0,03

2

0,02

1

0,01
0

0
75|75

65|85

55|95 45|105 35|115 25|125 15|135
difference between image numbers

5|145

75|75

65|85

55|95 45|105 35|115 25|125 15|135
difference between image numbers

5|145

Fig. 6. Errors for the real image sequence. Diﬀerences between forward and backward
track. Tracking on pure 2D data was impossible on this sequence.

correctly, the moved distance is estimated very inaccurate. The baseline for triangulating 3D-points is extremely short, thus the 3D-points have high errors in
z-direction. This leads to a strong drift and a fast degradation of the camera
track. No convergence could be reached.
The PMD-depth data is suitable to compensate for this distance misestimation. When using the 3D-data to aid pose tracking, SfM estimates a reasonable
camera track. The average translation error between identical images in forward
and backward movement for scenario 3 is 0.037m, the average rotation error is
2.9◦ . The overall performance on the real sequence is shown in ﬁgure 6. The error
is small near image 75, where the forward-backward turn was just performed.
Near image 1 the drift accumulated over 150 images under extremely diﬃcult
conditions. In contrast to the evaluation on synthetic data, scenario 3 slightly
outperformed scenario 2 on real data, for translation as well as for rotation
estimation. This was repeatable on diﬀerent image sequences.

5

Conclusion

In this work it was shown how a 3D-PMD camera can be used to improve camera
pose estimation with a modiﬁed SfM approach. The results show that the 3Dcamera enables a valuable improvement to the camera tracking performance.
Qualitatively because the estimation can be done starting from the ﬁrst image
in a metric coordinate system and quantitatively by improving the accuracy of
the estimated pose.
Since PMD-cameras will experience a signiﬁcant price drop in the next few
years when productions processes are improved, such a camera provides an interesting and simple way to enhance the pose estimation of a single moving
camera.
Acknowledgement. This work was supported by the German Research Foundation (DFG), KO-2044/3-1.
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Abstract. In this paper, we propose novel blur invariant features for the
recognition of objects in images. The features are computed either using
the phase-only spectrum or bispectrum of the images and are invariant
to centrally symmetric blur, such as linear motion or defocus blur as well
as linear illumination changes. The features based on the bispectrum are
also invariant to translation, and according to our knowledge they are
the only combined blur-translation invariants in the frequency domain.
We have compared our features to the blur invariants based on image
moments in simulated and real experiments. The results show that our
features can recognize blurred images better and, in a practical situation,
they are faster to compute using FFT.

1

Introduction

Recognition of objects and patterns in images is a fundamental part of computer
vision with numerous applications. The task is diﬃcult as the objects rarely look
exactly similar in diﬀerent conditions. In real applications, images contain various artifacts such as geometrical and convolutional degradations. Image analysis
systems should be able to operate also in these nonideal conditions. There has
been a vast amount of research in this ﬁeld of invariant pattern and object recognition [1]. However, the invariant recognition of objects degraded by blur is a
much less studied topic.
In various applications, images may contain blur, which can result, for example, from atmospheric turbulence, out-of-focus, or relative motion between
the camera and the scene. This degradation process can be modeled as a linear
shift-invariant system in which the relation between an ideal image f (x) and an
observed image g(x) is given by
g(x) = f (x) ∗ h(x) + n(x) ,

(1)

where x is a 2-D spatial coordinate vector, h(x) the point spread function (PSF)
of the system, n(x) additive noise, and ∗ denotes 2-D convolution. The point
spread function h(x) represents blur while other degradations are captured by
the noise term n(x).
The analysis of blurred images is often carried out by ﬁrst deblurring the
images and then applying standard methods for further analysis. Unfortunately,
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 243–252, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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image deblurring is a diﬃcult problem. Conventional solutions include the estimation of the PSF of the blur and deconvolution of the image using that PSF.
When the PSF is known, the latter ill-posed problem can be solved using approaches which use regularization [2]. In practice, the PSF is often unknown and
very hard to estimate accurately. In this case, blind image restoration algorithms
are used [3].
The analysis of the blurred images can also be performed without deblurring
using features which are invariant to blur. Flusser and Suk proposed the ﬁrst
blur invariant features in [4]. These invariants are based on geometric moments,
central moments (MOMIs) or the spectrum (SPEIs) of the image. Of these, the
MOMIs are also invariant to translation. The MOMIs have been applied to template matching [4], recognition of defocused objects [5] and registration of X-ray
images [6]. In [7], blur, rotation and scale invariants based on complex moments
were proposed. In [8,9], the theory was extended to blur and aﬃne moment invariants. A shortcoming of these blur invariant features is their sensitivity to
noise, especially in the case of SPEIs [10]. Probably for this reason, the SPEIs
do not have known applications. In addition, translation invariance has not been
incorporated into Fourier domain blur invariants.
The features presented in this paper are invariant to centrally symmetric
blur, which is exactly the same condition as with the MOMIs and SPEIs. The
invariants are computed from the phase-only spectrum, (phase blur invariants,
PBIs) or using phase-only bispectrum in which case we achieve blur-translation
invariants (PBTIs). The computation of the invariants can be done eﬃciently
using FFT.

2
2.1

Frequency Domain Blur Invariant Features
Features Invariant to Blur

In this section, we show how invariance to blur is obtained in the Fourier domain
by using the phase-only spectrum.
If noise n(x) is neglected, (1) can be expressed in the Fourier domain using
the convolution theorem by
G(u) = F (u) · H(u) ,

(2)

G(u) = |G(u)| e−iφg (u) ,

(3)

and in the phasor form by

where u is a vector in the 2-D frequency space.
If the Fourier transform G(u) is normalized by its magnitude, only the complex exponential containing the phase remains, namely
G(u)
= e−iφg (u) = e−i[φf (u)+φh (u)] ,
|G(u)|

(4)
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where φf (u) is the phase of the original image f (x) and φh (u) the phase of the
blur PSF h(x).
Since h(x) is assumed to be centrally symmetric, its Fourier transform H(u)
is real and its phase φh (u) has only two possible values
φh (u) = 0 ∨ φh (u) = π .

(5)

It follows from this and from the periodicity of the complex argument that the
equality
[e−iφg (u) ]2n = e−i2nφg (u)
= e−i2nφf (u) e−i2nφh (u)
= [e−iφf (u) ]2n

(6)

holds for any integer n.
Thus, any even power of the normalized Fourier transform, i.e. e−i2nφ(u) , of
the observed image is invariant to the convolution of the original image with
any centrally symmetric PSF. In other words, any even multiple of the Fourier
transform phase modulo 2π is also invariant. We construct the invariants in this
way using value n=1, namely
B(u) = 2φ(u) mod 2π ,

(7)

where φ(u) is the phase spectrum of the image. Henceforth, B(u) is called phase
blur invariant (PBI). Some similarities with the derivation of the SPEIs in [4]
can be observed. In this case, the invariance is obtained by using the tangent of
the phase spectrum φ(u).
2.2

Features Invariant to Blur and Translation

In this section, we extent the theory presented in Section 2.1 to incorporate also
invariance to translation.
The phase spectrum of an image, which is used to construct the invariants in
Section 2.1, is not invariant to translation. The amplitude spectrum is invariant
to translation, but, on the other hand, blur invariants can not be constructed
from it. This is the reason why we have to turn to the higher order spectra
deﬁned by
Ψn (u1 , u2 , · · · , un ) = F ∗ (s)

n


F (ui ) ,

(8)

i=1

where ui with i = 1, · · · , n are vectors in the 2-D frequency space, and s =
u1 + u2 + · · · + un . It can be easily shown that Ψn is shift invariant [11].
When n = 1 in (8) we get the power spectrum and further with the value
n = 2 the bispectrum, namely
Ψ2 (u1 , u2 ) = F (u1 )F (u2 )F (u2 + u2 ) .

(9)
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We are interested in the bispectrum as besides its invariance with respect to
translation it does not loose any essential information about the original image.
This means that it also retains the phase information in contrast to the power
spectrum. For these reasons, it is possible to construct a blur invariant phaseonly bispectrum where the exponentials containing the phase are raised to the
second power, similar to (6), namely
P (u1 , u2 ) = e−i2φ(u1 ) e−i2φ(u2 ) e−i2φ(u1 +u2 )
= e−i2[φ(u1 )+φ(u2 )+φ(u1 +u2 )] .

(10)

By looking the equation (9), we see that the bispectrum is a function of two
vector arguments, containing totally four scalar variables. Assuming that F (u)
is an N -by-N discrete Fourier transform (DFT) of an image f (x) the bispectrum
becomes a four-dimensional N -by-N -by-N -by-N matrix. Fortunately, it is not
necessary to evaluate the whole bispectrum. It is possible to take only 2-D slices
of the original bispectrum, which contain basically the same information. There
are various ways of deﬁning the slices [12,13]. We deﬁne the slices as
Sk (u) = Ψ2 (u, ku)

∀k ∈ R .

(11)

We then form blur invariants corresponding to (10) using only one slice (11)
with value k = 1 of the whole bispectrum (9), namely


P (u) = e−i2[φ(u)+φ(u)+φ(u+u)]
=e

−i2[2φ(u)+φ(2u)]

(12)

.

Finally, we construct the invariants with respect to blur and translation used
throughout this paper, similarly to (7), as
T (u) = 2[2φ(u) + φ(2u)] mod 2π .

(13)

These invariants are called phase blur-translation invariants (PBTIs).
It would also be possible to use more slices in building up the invariants. It
can be seen from (9), (10) and (11) that we need frequency samples in points u
but also at ku and (k+1)u to compute an arbitrary slice. If we assume that the
images are discrete and that the spectrum is computed using DFT, the samples
in the two latter cases can be extracted from DFT by utilizing its conjugate
symmetry and periodicity. In our case, we only need frequency samples from
points u and 2u.
If the DFT size is N -by-N we have approximately N/2 non-redundant invariants available at once. This is opposite to the MOMIs, of which computation
time depends on the number of invariants used. However, the invariants corresponding to the lower frequencies have higher signal-to-noise ratio (SNR), and
there is some optimal number of invariants that should be used depending on the
noise level. In the experiments, we have used L invariants of (7) or (13) for which
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u21 + u22 ≤ r, when u = [u1 , u2 ], but without using the conjugate symmetric or
zero frequency components. Other possibility would be to weight the invariants
according to SNR.
The distance between images f (x) and g(x) to be classiﬁed is computed as

 L

e2i ,
(14)
D=
i=1

where

(f )
(g)
(f )
(g)
ei = min |Ii − Ii |, |Ii − Ii | − 2π

.

(15)

Here, Ii , i = 1,...,L, are the invariants of (7) or (13).
It should be noted that the composition of our frequency domain invariants
is quite robust to noise in contrast to the SPEIs of [4], which are based on the
discontinuous tangent of the phase. Another useful property of our invariants,
which results from the normalization of the amplitude information, is the invariance to uniform illumination changes.
As mentioned earlier, our invariants, as well as the moment invariants, are
invariant to centrally symmetric blur. However, this is not exactly true for arbitrary images as the blur exchanges the information across the boundaries of the
image causing some error. Also the translation invariance retains only if there is
no information ﬂow across the image boundaries.

3

Experiments

In the experiments, we classiﬁed blurred and noisy images using nearest neighbor classiﬁcation and compared the results of our blur invariant features to the
MOMIs and SPEIs, which were
as proposed in [4]. For all the fre√
√ implemented
quency domain invariants r= 5 or 10, and the order of the MOMIs is up to
5 or 7. This results to either L=10 or 18 invariants.
In the ﬁrst experiment, we compared the features invariant only to blur. In
comparison we used the invariants based on central moments (MOMIs), which
are also translation invariant, as they seemed to perform better compared to the
invariants based on ordinary moments. As test images, we had 40 computer generated uniformly distributed noise images, which were ﬁltered using a Gaussian
low pass ﬁlter of size 10-by-10 with the standard deviation σ=1 to get an image,
as in Figure 1(a), that resemples some natural texture. We picked one image
at time, blurred and added noise to it, as in Figure 1(b), and tried to classify
it as one of the original 40 image categories using the invariants. The blur was
circular with a radius varying from 0 to 10 pixels with steps of 2 pixels. This
kind of blur is a simple model of the out-of-focus eﬀect found in many imaging
systems [2]. The image size was cropped ﬁnally to 80-by-80 containing only the
valid part of the convolutions. The experiment was repeated 20 times for each
blur size and for each of the 40 images.
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(a)

(b)

Fig. 1. (a) An example of the 40 ﬁltered noise images used in the ﬁrst experiment, and
(b) a degraded version of it (blur radius is 5 and PSNR 30 dB)
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Fig. 2. Classiﬁcation accuracy of nearest neighbor classiﬁcation of blurred and noisy
images when PSNR is (a) 40 dB (b) 20 dB. The solid lines show the cases where 10
invariants are used and the dashed lines the case of 18 invariants.

The percentage of correct classiﬁcation for the three methods, our PBIs, the
MOMIs and the SPEIs, is shown in Figures 2(a) and 2(b) when the peak signalto-noise ratio (PSNR) is 40 and 20 dB, respectively. The solid lines show the
case of 10 invariants and the dashed lines the case in which 18 invariants are
used.
In theory, all the methods are invariant to blur, but in practice, there are
diﬀerences in their robustness to noise and boundary error. The results show that
the SPEIs perform worst as was expected because of their unstable construction.
If compared to the PBIs, also the MOMIs seem to be more sensitive at least to
noise. The use of 18 invariants seems to give signiﬁcantly better results compared
to the use of 10 invariants only for the PBIs. In contrast, the result of the SPEIs
and the MOMIs mainly degrades when 18 invariants are used. This means that
the higher order MOMIs and the high frequency SPEIs are already too sensitive
to perturbations in these conditions.
The second experiment mimics the situation in which there is an object to
be classiﬁed on a uniform background. Here we compared the blur-translation
invariants, the PBTIs and the MOMIs. We created 20 60-by-60 images, which
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(b)

Fig. 3. (a) An Example image used in the second experiment containing an artiﬁcial
object (ﬁltered noise). (b) A motion blurred and noisy version of the same image (blur
length 10 and PSNR 30 dB).
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Fig. 4. The object classiﬁcation accuracy of the blur-translation invariant methods.
The solid lines show the cases where 10 invariants are used and the dashed lines the
case of 18 invariants.

were similar to the ﬁltered noise images of the ﬁrst experiment, on a black 80-by80 background depicting an artiﬁcial object, as shown in Figure 3(a). Distorted
versions of these images were then generated, which were to be classiﬁed as
one of the originals using each type of invariants and the nearest neighbor rule.
The distortion included random displacement of the object in the range [-5,5]
pixels using linear interpolation, motion blur with the length of 10 pixels in a
random direction and additive Gaussian noise (also on the background) with
PSNR varying from 50 dB to 10 dB in steps of 5 dB. Figure 3(b) shows a
degraded object. The border eﬀect does not distort the invariants now when the
background is uniform.
Figure 4 presents the classiﬁcation accuracy of the two methods as a function
of PSNR, when the experiment is repeated 20 times for each noise level and for
each test image. Similar to the previous experiment, the number of the invariants
used is 10 and 18 shown by the solid and dashed lines, respectively. It is clear
from the results that the MOMIs are aﬀected much more by the noise. Especially,
the noise in the background seems to be harmful. On the contrary, the PBTIs
can handle also this situation and perform very well compared to the MOMIs.
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Fig. 5. Each row contains examples of one class (Queen of Clubs and King of Hearts,
respectively) of the total of 10 classes of playing card images used in the third classiﬁcation experiment. Cards were unusual and contained very similar ﬁgures. From left
to right, there are a sharp, defocused and motion blurred image of each class.

In the ﬁnal experiment, we wanted to conﬁrm the results of the second experiment in practice. We classiﬁed real gray scale images of playing cards on the
black background which were captured using a Sony DFW-X710 video camera.
First, we formed 10 classes by photographing sharp images of 10 playing cards.
Then, we captured three motion blurred and three out-of-focus blurred versions
of these 10 cards resulting to 60 blurred card images that were to be classiﬁed
as one of the 10 classes. The size of the images was 130-by-130. Motion blur was
generated by panning the camera vertically in a tripod with a relatively long
shutter time. Out-of-focus blur was created by defocusing the camera slightly.
In Figure 5, there are sample images of two classes. In each row, from left to
right, there is a sharp, defocused and motion blurred image of the same class.
As can be seen, the blur is so strong that it is impossible to recognize the cards
visually. Table 1 shows the classiﬁcation accuracies for the two methods when 10
and 18 invariants are used. The best accuracy 95 % is achieved using 18 PBTIs.
The number of correctly classiﬁed images is nearly double compared to the 18
MOMIs with the accuracy of 48 %. For example, PBTIs were able to classify
all the blurred images in Figure 5, but MOMIs could only classify the blurred
images on the top row were the level of blurring is lower. These results are in
line with the results obtained using the artiﬁcial images.
Finally, we discuss about the computational demands of the invariants. Asymptotic complexity of the central moments, as well as the MOMIs which are build on
them, is O(N 2 ). This is less than the complexity of all types of the frequency domain invariants using radix-2 FFT, which is O(N 2 log2 N ). However, for practical
image sizes the MOMIs require much more computation than the frequency domain invariants, as shown in Figure 6 where the approximate number of arithmetic
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Table 1. Classiﬁcation accuracies of the PBTIs and the MOMIs in the case of real
degraded images of playing cards when 10 and 18 invariants are used
Method

Arithmetic operations/N2

Accuracy

PBTIs 18 PBTIs 10 MOMIs 18 MOMIs 10
95 %

73 %

48 %

45 %

200

100

0
10

PBI
PBTI
SPEI
MOMI 10
MOMI 18
100 1000 10^4

10^6
N

10^8

10^10

Fig. 6. The number of arithmetic operations needed to compute diﬀerent types of
invariants for an N -by-N image. For MOMIs the value depends on the number of
invariants, which is 10 and 18.

operations per pixel is shown as the function of N when the image size is N -by-N .
All operations, including complex operations of FFT and high exponents of the
moments, are counted as one for simplicity. In addition, the computation load for
the MOMIs also depends on the number of invariants used, while for the frequency
domain methods N/2 non-redundant invariants are derived simultaneously. As
can be seen, 10 MOMIs becomes preferable in terms of operation count at the image size 109 -by-109. For 18 MOMIs this size is 1019 -by-1019 . Both of these image
sizes are unrealistic. The explanation for this property is the very large number
of geometric moments that have to be computed to get the corresponding MOMI
features.

4

Conclusions

In this paper, we have shown how it is possible to derive new blur invariant
features, PBIs and PBTIs, based on even powers of the phase-only spectrum
and bispectrum of the images, respectively. The features are invariant to centrally symmetric blur, and the PBTI features based on the bispectrum are also
invariant to translation. The features can be used to recognize blurred images
or objects as demonstrated in the paper. Because the features are based on the
normalized phase-only spectrum or bispectrum, they are also invariant to linear
brightness changes. In addition, they can be computed eﬃciently using FFT.
We compared the PBIs and the PBTIs with the MOMI and SPEI features
proposed in [4] for classiﬁcation of blurred images and objects on an uniform
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background. In both cases, our features performed better. In practice, our features need also less computation, if we do not take into account the SPEIs which
are very sensitive to noise.
A shortcoming of our features is that they do not carry further invariance to
geometrical transformations such as rotation and scaling. On the other hand,
there is no other frequency domain blur invariant method available that would
carry the invariance to translation.
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Abstract. Discriminative feature extraction is one of the fundamental
problems in pattern recognition and signal processing. It was recently
proposed that maximizing the class prediction by neighboring samples
in the transformed space is an eﬀective objective for learning a lowdimensional linear embedding of labeled data. The associated methods,
Neighborhood Component Analysis (NCA) and Relevant Component
Analysis (RCA), have been proven to be useful preprocessing techniques
for discriminative information visualization and classiﬁcation. We point
out here that NCA and RCA are prone to overﬁtting and therefore regularization is required. NCA and RCA’s failure for high-dimensional data
is demonstrated in this paper by experiments in facial image processing.
We also propose to incorporate a Gaussian prior into the NCA objective
and obtain the Regularized Neighborhood Component Analysis (RNCA).
The empirical results show that the generalization can be signiﬁcantly
enhanced by using the proposed regularization method.

1

Introduction

Discriminant Analysis (DA) is one of the central problems in pattern recognition
and signal processing. The supervised training data set consists of pairs (xj , cj ),
j = 1, . . . , n, where xj ∈ Rm is the primary data, and the auxiliary data cj
takes categorical values. DA seeks for a transformation f : Rm → Rr (usually
r  m) such that yj = f (xj ) encodes only the relevant information with respect
to cj . Here relevance or discrimination can be measured by the expectation of
predictive probability E{p(c|y)}. Because in real applications only ﬁnite data
are available, one has to estimate p(c|y) according to a certain density model,
which leads to diﬀerent DA algorithms.
Fisher’s Linear Discriminant Analysis (LDA) [3] is a classical method for this
task. LDA maximizes the trace quotient of between-class scatter against withinclass scatter and can be solved by Singular Value Decomposition (SVD). LDA
is attractive for its simplicity. Nevertheless, each class in LDA is modeled by
a single Gaussian distribution and all classes share a same covariance, which
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restricts the applicability of LDA. For example, the output dimensions of LDA
cannot be more than the number of classes minus one. Furthermore, LDA is
prone to overﬁtting because no complexity control is involved.
Recently Goldberger et al. [6] presented an algorithm that learns a Mahalanobis distance measure. Their method, called Neighborhood
Component Analy
sis (NCA), maximizes the approximated discrimination j p(cj |yj ). NCA is able
to learn a transformation matrix such that the Nearest-Neighbor (NN) classiﬁer
performs well in the linear transformed space. Peltonen and Kaski [8] proposed
a tightly connected technique,
 Relevant Component Analysis (RCA), where the
objective is to maximize j log p(cj |yj ) and the transformation matrix is constrained to be orthonormal. Both NCA and RCA can handle complicated class
distributions and output arbitrary number of dimensions. They have been applied to several data sets, where both methods seem to generalize well [6,8].
However, we argue that these two methods are not free of overﬁtting in very
high-dimensional spaces and complexity control is therefore required for the
transformation matrix. To improve the generalization, we propose to incorporate a Gaussian prior to the NCA objective and obtain a novel method called
Regularized Neighborhood Component Analysis (RNCA). In this paper, several
empirical examples in facial image processing are presented, where the dimensionality of data is much higher than those used in [6,8]. It turns out that both
NCA and RCA behave poorly in our generalization tests, but the overﬁtting
problems can be signiﬁcantly overcome by using RNCA.
The remaining of the paper is organized as follows. We brieﬂy review the
principles of NCA and RCA in Section 2. Next we describe the motivation of
regularizing the transformation matrix and present the Regularized NCA in
Section 3. In Section 4 we demonstrate the experimental results, both qualitative
and quantitative, on facial image processing. Finally the conclusions are drawn
in Section 5.

2

Neighborhood Component Analysis

Neighborhood Component Analysis (NCA) [6] learns an r ×m matrix A by which
the primary data xi are transformed into a lower-dimensional space. The objective is to maximize the Leave-One-Out (LOO) performance of nearest neighbor
classiﬁcation. NCA measures the performance based on “soft” neighbor assignments in the transformed space:


exp −Axi − Axj 2
, pii = 0.
(1)
pij = 
2
k=i exp (−Axi − Axk  )
Denote n the number of samples and
pi =


j:ci =cj

pij .

(2)
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The objective of NCA can then be expressed as maximization of
JNCA (A) =

n


i=1 j:ci =cj

pij =

n


pi .

(3)

i=1

The NCA learning algorithm is based on the gradient
⎛
⎞
n
n



∂JNCA (A)
⎝pi
= 2A
pik xik xTik −
pij xij xTij ⎠
∂A
i=1
j:c =c
k=1

i

(4)

j

and employs an optimizer such as conjugate gradients.
A method closely related to NCA is the Relevant Component Analysis (RCA)
proposed by Peltonen and Kaski [8]. RCA maximizes the sum of log-probability,
i.e. the discriminative information
⎞
⎛
n
n



⎠
JRCA (W) =
=
log ⎝
pRCA
log pRCA
.
(5)
ij
i
i=1

j:ci =cj

i=1

Diﬀerent from NCA, the transformation matrix W in RCA is restricted to be
orthogonal. That is, the rows of W form an orthonormal basis. Due to this constraint, RCA requires an additional parameter β > 0 to control the smoothness
of the “soft” assignment:


exp −βWxi − Wxj 2

, pRCA
=
= 0.
(6)
pRCA
ij
ii
2)
exp
(−βWx
−
Wx

i
k
k=i
The optimization of RCA is based on a stochastic gradient of (5) with respect
to the parameters in Givens rotation [7] of W.

3

Regularized NCA

Goldberger et al. claimed that they had never observed an “overtraining” eﬀect
when using NCA [6]. In the presented empirical results [6,8], it seems that NCA
and RCA generalize well on several diﬀerent data sets. On the other hand, the
objectives of these two methods do not involve any explicit complexity control
on the matrix elements. One is therefore tempted to ask whether they really are
free of overlearning.
NCA and RCA do have some implicit complexity control mechanisms on the
“soft” assignments or density estimation in order to avoid overﬁtting. The formulation of pij leaves out the i-th training sample, which improves the generalization of NCA (although it might cause divide-by-zero errors for outliers). The
β parameter in RCA also controls the smoothness of the predictive probability
estimation. Smaller β usually leads to coarser estimation but better generalization. All in all, these two strategies seem to work well for low-dimensional data
sets.
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However, as shown in the next section by experiments on high-dimensional
facial images, NCA and RCA behave poorly beyond the training sets. Actually,
given a training data set, the number of parameters to be learned by a DA
algorithm is r times of that in one-dimensional projection methods such as the
Support Vector Machines (SVMs) [2]. That is, the DA problem is more ill-posed
and regularization is hence necessary. This motivates us to impose regularization
on DA algorithms.
For many parameterized machine learning algorithms, techniques of regularization [5,1] have demonstrated great success for improving the generalization
performance in ill-posed problems. The overlearning eﬀect caused by a small
training data set and a large number of parameters to be learned can be signiﬁcantly reduced by attaching a penalty term behind the original objective.
Viewed from Bayesian inference, regularization actually incorporates a certain
prior on the parameters themselves, and the learning maximizes the posterior
p(A|{xj , cj }) ∝ p({xj , cj }|A)p(A).

(7)

We choose the decomposable Gaussian prior
r

r

m

p(A) =

m

p(Akl ) =
k=1 l=1

k=1 l=1

√
λ
exp(−λA2kl )
π

(8)

for regularization because the ﬁrst-order derivative of its logarithm is simple
and exists throughout the parameter sapce, which facilitates gradient-based optimization. If we model
p({xj , cj }|A) ∝ exp

n


pi

(9)

i=1

the regularized NCA objective becomes:
Maximize JRNCA (A) = log p(A|{xj , cj })
= log p({xj , cj }|A) + log p(A) + constant
n

=
pi − λA2F + constant.

(10)
(11)
(12)

i=1

Here λ acts as a non-negative
parameter and A2F notates the Frober m trade-oﬀ
2
nius matrix norm k=1 l=1 Akl . For one-dimensional subspace analysis, y =
aT x, the matrix norm reduces to aT a, i.e. the large margin regularizer used in
SVMs. We call the new algorithm Regularized Neighborhood Component Analysis (RNCA). It is equivalent to NCA when λ = 0. Note that the Gaussian prior
is not applicable to RCA optimization because the Frobenius norm of an orthonormal matrix is a constant r. The estimation of a suitable λ in (12) is a further
problem that could presumably be solved by Bayesian methods. In this paper,
we simply try diﬀerent values for λ empirically.

Regularized Neighborhood Component Analysis

257

There exist other priors, e.g. the Laplacian prior [11], on linear transformation
parameters. Some of them are reported to produce better results for particular
learning problems, but here it is diﬃcult to obtain convenient optimization algorithms when combining these priors with the NCA or RCA objective.

4
4.1

Experiments
Data

Several empirical results of NCA and RCA have been provided in [6,8]. However, the data used in these experiments have been low-dimensional relative
to the number of training samples. The highest dimensionality is 560 in [6]
and 76 in [8]. In addition, both training and testing data in their visualization and classiﬁcation experiments have been selected from the same database.
Here we present the learning results of NCA, RCA and RNCA on much higherdimensional data. Furthermore, we performed the tests on a database obtained
from another source, which will certainly demonstrate the generalization powers
of the compared methods better.
We have used the FERET database of facial images [9] as the training data
set. After face segmentation, 2,409 frontal images (poses “fa” and “fb”) of 867
subjects were stored in the database for the experiments. We obtained the coordinates of the eyes from the ground truth data of FERET collection, with which
we calibrated the head rotation so that all faces are upright. Afterwards, all face
boxes were normalized to the size of 32×32, with ﬁxed locations for the left eye
(26,9) and the right eye (7,9). Each image were reshaped to a 1024-dimensional
vector by column-wise concatenation. The testing data set we used is the UND
database (collection B) [4], which contains 33,247 frontal facial images of 491
subjects. We applied the same preprocessing procedure to the UND images as
to the FERET database.
We compared the DA methods in two problems where the extracted features
were used to discriminate the gender of a subject and whether she or he is
wearing glasses. Table 1 shows the statistics of the classes.
Table 1. Images (subjects) of the experimented classes
gender
glasses
Male
Female
Yes
No
FERET 1495 (501) 914 (366) 262 (126) 2147 (834)
UND 2524 (63) 855 (19) 2601 (149) 30538 (482)

4.2

Visualizing the Transformation Matrix

It is intuitive to inspect the elements in the trained transformation matrix A before performing quantitative evaluation. Each row of the transformation matrix
acts as a linear ﬁlter and can be displayed like a ﬁlter image. If the transformation matrix works well for a given DA problem, it is expected to ﬁnd some
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RCA

NCA

λ=30

λ=31

RCA

NCA

λ=30

λ=31

λ=32

λ=33

λ=34

λ=35

λ=36

λ=33

λ=34

λ=35

λ=36

(a) gender
λ=32

(b) glasses
Fig. 1. The rows of transformation matrices are plotted as ﬁlter images

semantic connections between the ﬁlter images and our common prior knowledge
of the considered classes.
Figure 1 shows the resulting ﬁlter images for the glasses and gender DA
problems with a two-dimensional transformed space, i.e. r = 2. In both cases,
RCA has stuck in a local optimum, where some pixel pairs of high contrast
can be found in the plotted images. These pixel pairs look like Gabor wavelets,
but they are too small to represent any semantically relevant visual patterns
of gender or glasses. Such overﬁtting eﬀect could be relieved by reducing the
image size, as employed in [6], but much useful visual information would be lost
during downsampling. The ﬁlter images trained by NCA are composed of nearly
random pixels, from which it is diﬃcult to perceive any visual patterns.
NCA is a special case of RNCA with λ = 0 in (12). Next we increased λ in
the power scale of three and run RNCA with these diﬀerent values of λ. The
results are shown in the third to ninth columns in Figure 1. We can see that
the facial patterns become clearer with higher λ values. However, too large λ’s
cause underﬁtting—all ﬁlter vectors lie in the straight line passing the two class
means and thus the ﬁlter images look identical. A proper tradeoﬀ value for λ
should therefore occur in between. In the following experiments we chose to use
λ = 33 for the gender case and λ = 32 for glasses. Careful readers can in these
cases perceive the small diﬀerences between the displayed ﬁlter images.
4.3

Visualizing the Transformed Distributions

NCA, as well as RCA, is able to extract more than one discriminative component
for two-class DA problems, which allows plotting the 2-D transformed data.
RNCA inherits the same property from NCA and can hence also be used for
visualization. In this section we illustrate a qualitative comparison of NCA (3),
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Fig. 2. 2-D transformed gender training data (left) and testing data (right). Rows from
top to bottom are results of RCA, NCA and RNCA (λ = 33 ), respectively.
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Table 2. Numbers of classiﬁcation errors (false positives, false negatives) using r = 2
components
gender
glasses
training testing training testing
RCA
46, 49 380, 376
2, 2 2140, 2101
NCA
84, 94 249, 248 15, 1 2113, 2141
RNCA 124, 121 201, 211 64, 67 2002, 2051

RCA (5) and RNCA (12). Due to the space limit, only the plots of gender are
displayed. Similar results can be obtained for the glasses case.
The training and testing results are shown in Figure 2. RCA starts from an
orthonormalized LDA result and tries to improve it [8], but in this case the initial
solution already separates data well and hence RCA does only little change. On
the other hand, it can be seen in the right column that the gender classes are
heavily mixed for the testing data.
NCA learns a transformed space in which both training data and testing data
mainly distribute around a straight line, representing the boundary direction. The
two classes are slightly separated in a discriminative direction nearly orthogonal
to the boundary for the training data. However, such discrimination can barely
be seen from the transformed testing data, where the two classes are heavily
overlapped. Moreover, the 2-D Euclidean metric would not perform properly in
the transformed space because of the presence of a dominant direction.
By contrast, one can easily see the almost separated classes in both training
and testing cases with RNCA. Although the separation is not as clear as that
of RCA for the training data, it is relatively better preserved for the testing
data. That is, the overﬁtting eﬀect is much alleviated by employing our regularization technique. The neighborhood based on the 2-D Euclidean metric should
be more suitable for the RNCA results because the scales in the boundary and
discriminative directions have become comparable.
4.4

Classiﬁcation Results

One of the most important applications of discriminative features is for classiﬁcation. The classiﬁcation results therefore serve as a quantitative comparison
measure of diﬀerent DA methods. Following the conventional terms in binary
classiﬁcation, we specify the prediction of gender Male and glasses Yes as positive and their counterparts as negative.
Table 2 shows the Nearest-Neighbor classiﬁcation error counts when using the
DA results with r = 2. A pair of numbers are shown in each table entry, the
ﬁrst for false positives and the second for false negatives. Although RNCA is not
as good as RCA and NCA in classifying the training data, it performs best for
the testing data. This conforms to the qualitative results demonstrated in the
previous section.
The classiﬁcation accuracy of RNCA can be further improved by increasing
the number of components. Figure 3 illustrates the classiﬁcation error rates on
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Fig. 3. Nearest-Neighbor classiﬁcation error rates of the compared methods for gender
(left) and glasses (right) with diﬀerent numbers of r components

the testing data with diﬀerent values of r. Here we have taken the average of the
false positive and false negative error rates. RNCA achieves its best performance
for classifying gender when r ≥ 16. More components for the glasses case are required because there exist more diﬀerent eyeglasses styles in the UND database
than those in FERET [4,9]. By contrast, RCA and NCA beneﬁt only little from
the additional components. Although high dimensionality of the transformed
subspace brings more expressive power, RCA and NCA suﬀer from severe overﬁtting without regularization on the additional parameters.
The nearest neighbor classiﬁer based on the RNCA results can even outperform the well-known Support Vector Machines (SVMs) [2]. The best classiﬁcation accuracies we obtained with RNCA+NN are 95.3% for gender and 82.5%
for glasses, while SVMs with linear kernel achieve only 90.8% and 78.2%, respectively. All the DA methods discussed in this paper, as well as SVM, can be
generalized to non-linear cases by adopting the kernel trick [10]. However, more
eﬀorts are required to tune the additional parameter involved in the kernel, which
is beyond the scope of this paper.

5

Conclusions

Two existing discriminant analysis methods, NCA and RCA, have gained success with low-dimensional data. In this paper we have pointed out that they are
prone to overﬁtting with high-dimensional facial image data. We also proposed
regularizing the neighborhood component analysis by imposing a Gaussian prior
on the transformation matrix. Experimental results conﬁrm our statement and
show that the Regularized NCA becomes more robust in extracting discriminative features.
Moreover, we demonstrated that more than one component exists for two-class
discriminant analysis problems. Unlike SVM and other algorithms dedicated for
classiﬁcation, our RNCA method can be applied to many other applications,
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for instance, preprocessing of discriminative feature visualization and creation
of Discriminative Self-Organizing Maps [12].
Similar to other linear subspace methods, RNCA is readily extendable to
non-linear versions. The nonlinear discriminative components can be obtained
by mapping the primary data to a higher-dimensional space with appropriate
kernels. This will be a topic of our future work.
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Abstract. Applying a minimum-cost path algorithm to ﬁnd the path
through the bottom of a curvilinear valley yields a biased path through
the inside of a corner. DNA molecules, blood vessels, and neurite tracks
are examples of string-like (network) structures, whose minimum-cost
path is cutting through corners and is less ﬂexible than the underlying
centerline. Hence, the path is too short and its shape too stiﬀ, which
hampers quantitative analysis. We developed a method which solves this
problem and results in a path whose distance to the true centerline is
more than an order of magnitude smaller in areas of high curvature. We
ﬁrst compute an initial path. The principle behind our iterative algorithm
is to deform the image space, using the current path in such a way that
curved string-like objects are straightened before calculating a new path.
A damping term in the deformation is needed to guarantee convergence
of the method.

1

Introduction

Algorithms for computing the minimum-cost path have played an important role
in various ﬁelds of science and engineering. These algorithms try to ﬁnd the path
connecting a selected start and end point that minimizes the integrated costs. In
optics, light rays travel along a minimum-cost path from source to destination. A
wave front of light propagates with a speed that depends inversely proportional
on the refractive index of the medium. A space varying velocity map suggests
that the path with the shortest arrival time will in general be longer than the
Euclidean distance between the start and end points. If you consider the local
cost as the inverse of the local speed, then calculating the minimum integrated
cost corresponds to calculating the smallest possible arrival time from a start
point to all points in the domain.
In many ﬁelds of science and engineering we encounter images of string-like
structures in which the centerline conveys important information about the underlying objects. Examples are DNA-strands (cf. Fig. 1), blood vessels, or neurite tracks. The tracking results as depicted in [5] display exactly the problems
that we are addressing in this paper. The minimum-cost path does not follow the
curvilinear valley of the cost function, but is biased towards the inside of corners.
In general, the minimum-cost path is cutting corners, and is therefore shorter
and stiﬀer than the underlying centerline of the cost valley. Quantiﬁcation of the
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 263–272, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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Fig. 1. DNA molecules labeled with uranyl acetate and visualized by transmission electron microscopy. The images are kindly provided by Dr. Dmitry Cherny, PhD, Dr. Sc.

bending energy of DNA plays a key role in understanding cellular processes. To
verify the competing models and measure the so-called persistence length, an
accurate path through these structures is required. The key to quantifying the
length and shape of these objects is to ﬁnd the centerline of these objects. A
minimum-cost path guarantees a connected path that approximates this centerline even if the curvilinear object contains small gaps and is corrupted by noise
(cf. Fig. 1). Solving the bias problem of minimum-cost path algorithms will be
of utmost importance in many ﬁelds of science and engineering.
A typical implementation of such a standard minimum-cost path approach consists of the following steps:
– Deﬁne one start point in the image domain. Having an end point is not
mandatory, but may assist in deﬁning an early stopping criterion.
– Compute the minimum integrated cost from the starting point to all points
in the domain, or until the pre-deﬁned end point has been reached.
– Descend along the opposite gradient direction of the integrated cost image
from the end point to the start point. Due to the smoothness of the integrated cost images one can obtain sub-pixel accuracy in the location of the
minimum-cost path.
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The minimum integrated cost T is given as the minimum cumulative cost along
all possible paths P connecting the start point S with any end point E in our
domain. Or mathematically:
 E
T = min
I(P SE (l))dl
(1)
∀P SE

S

with P SE (l) = (x(l), y(l)). This is equivalent to solving the Eikonal equation [2]
|∇u(x, y)| = I(x, y)

(2)

in which I(x, y) denotes the local cost function and u(x, y) the local arrival time.
For uniform costs, the solution of the Eikonal equation is identical to the result
given by the (domain constrained) Euclidean distance transform. For space variant costs we have the gray-weighted distance transform (GDT) [9,7,6,4] and fast
marching (FM) algorithms [1,3,8]. Both methods are based on wave front propagation. The GDT constructs a path using a superposition of cost-weighted basis
vectors, thereby quantizing the local path direction to the directions of a set of
basis vectors in a 3x3 (or 5x5) neighborhood. The FM algorithm models the wave
front by a straight front, which does not restrict the propagation direction to
a limited set of discrete directions. Both methods produce an image containing
the minimum integrated cost from a starting point to all points in the domain.
The minimum-cost path can be obtained by a steepest descend (from the end
point back to the start point) along the opposite gradient direction of the integrated cost map created by the aforementioned methods. Since the cost function
is usually smooth, the integrated cost function is even smoother. This permits
sub-pixel accuracy in computing the steps taken during the steepest descend.
Due to the ﬁnite step size and approximation errors in the aforementioned algorithms, the path will not end exactly at the starting point but in very close
(sub-pixel) proximity.
In section 2 we quantify the cutting corner problem for circular arcs with a
Gaussian line proﬁle and present our iterative algorithm to solve it. In section
3 we present quantitative results on the displacement error as a function of the
number of iterations and qualitative results on TEM images of uranyl acetate
labeled DNA. Section 4 presents the conclusions of our work.

2

Method

A correct implementation of a minimum-cost path algorithm applied to curved
linear structures will always result in a path that is shorter and stiﬀer (less
bending energy) than the centerline of the underlying linear structure. Especially
in highly curved areas the minimum-cost path is cutting corners. The minimumcost path does not follow the path through the minimum of the cost function
in curved areas. To illustrate this we consider a circular path with a Gaussian
cross-section
(r − Rc )2
))
(3)
I(r, σ, c) = 1 + c (1 − exp(−
2σ 2
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Fig. 2. The relative radius (Rp /Rc ) of the minimum-cost path for the Gaussian proﬁle
as a function of centerline radius Rc
c −c

with the cost contrast c = bcp p , in which cb and cp are respectively the cost
values of the background and the path, and Rc the radius of curvature of the
centerline. The integrated cost of a circular path with radius r around such a
circle is
T (r) = 2πr I(r, σ, c) = 2πr (1 + c (1 − exp(

−(r − Rc )2
)))
2σ 2

(4)

To ﬁnd the minimum-cost path, we calculated the radius Rp for which T (r)
is minimized, Rp = argmin T (r). Fig. 2 shows the relative radius Rp /Rc of
the minimum-cost paths for diﬀerent values of line width σ and contrast c.
The results suggest that increasing the contrast or decreasing the line width
(for example by scaling the cost function: I(r) → I α (r), α > 1)) of the cost
function will reduce the bias in the minimum-cost path. In practice the bias
will be reduced by these measures to some extent, but will never produce the
desired smooth centerline path. This is shown by considering the limit (c → ∞
or α → ∞), this will reduce the problem to a binary problem discarding all the
gray value information and therefore produce a rough, binary skeleton type path
instead of smooth centerline path. This skeleton path will also be hampered and
possibly even interrupted due to the presence of noise in the original image. We
claim to have developed an algorithm not based on increasing the contrast or
decreasing the line width which solves the bias problem and still ﬁnds a smooth
path, approximating the true centerline, through this class of objects.
Algorithm
Our method is based on the idea that a standard minimum-cost path algorithm
such as FM will only give the correct centerline path for straight string-like
objects (assuming the start and end points are located on the centerline). Hence,
the principle behind our algorithm is to deform the image space in such a way
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(a)

(b)
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(c)

Fig. 3. (a) The red line is the path extracted by a classical minimum-cost path algorithm, the green line is the path after the ﬁrst iteration and the blue line is the true
centerline of the object. (b) Zoomed in version of (a). (c) Deformed image obtained
by equi-distant sampling perpendicular to the initial (red) path. The green path is the
minimum cost path formed in the deformed image.

that a curvilinear object becomes straight. After an initial path through the
object is extracted using a standard minimum-cost path algorithm, two cubic
splines are deﬁned through the data points found by a steepest descend; one
for the x-values and one for y-values of the data points, using the distance
from the end points along the path as the running variable. Using cubic splines
guarantees that the path is continuous up to the second derivative. As shown
in Fig. 3(a-b), lines perpendicular to the splines separated by a distance of one
pixel are deﬁned. A new image Fig. 3(c) is sampled using cubic interpolation on
equi-distant points along these perpendicular lines. A new minimum-cost path
is calculated in the deformed space (the green line in Fig. 3(c)). This new path
is again represented by two splines. Next, the perpendicular distance between
the centerline of the deformed image and the splines is calculated. By deﬁning
points on the perpendicular lines in the original image with the same distance
from the original path, the new path is transferred back to the original image
space. Two new splines are ﬁtted through the coordinates of these points to
produce a new path. As shown in Fig. 3(a), this path is already much closer to
the desired centerline. Repeating the process described above yields a path that
converges to the true centerline of the object.

3

Results

We ﬁrst tested our algorithm on synthetic data, allowing us to measure its performance by comparing the results with a ground truth. Later we used images
of DNA-strands made using an electron microscope to examine its real world
performance qualitatively.
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(a)

(b)

Fig. 4. (a) A low contrast (c = 1) image depicting the path converging to the true
centerline of the object. (b) A High contrast (c = 10) image depicting the oscillation
eﬀect causing the path to lie alternately on either side of the true centerline of the
object. In both images the true centerline is denoted by the red dotted line.

3.1

Synthetic Data

As synthetic data we used images of curved Gaussian line proﬁles, with a ninety
degrees change in orientation and a curvature radius Rc (Fig. 3(a)). The cross
section of this proﬁle is deﬁned as in Eq. 3. The algorithm was tested for diﬀerent
centerline radii Rc , noise levels and contrast ratios c. As shown in Fig. 4(a) the ﬁrst
iteration already results in a path which is signiﬁcantly closer to the centerline. We
measured the performance by looking at the distance between the centerline of
the object and the path found using our algorithm. We computed the root-meansquare (RMS) of the perpendicular distance between the path and the ground
truth at ten points separated by a pixel in the middle of the curve.
Initially this RMS error decreases for all the settings. However, after a number of iterations (one to three for the high contrast images and about six for
the low contrast images) it starts to increase for certain values of radius Rc and
contrast level c. This is due to an oscillation eﬀect, which results in the paths
lying alternately on either side of the centerline of the object between successive
iterations. The eﬀect is depicted in the close up of Fig. 4(b). We suspect it originates from the two fundamentally diﬀerent ways to cut a corner. In Fig. 5 the
two possible ways are shown. On the left side the radius of the path Rp which
cuts the corner is larger than the radius of the centerline Rc of the object. In
contrast to the situation on the right where the radius of the path is smaller. Due
to this sharper bend, we overcompensate for the bending and hence change sign
of the curvature in the deformed space. In cases with a bend which is less sharp
than the true centerline, we only partially compensate and hence do not change
the sign of the curvature. Therefore, the oscillating eﬀect is only observed when
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Fig. 5. (a) The ﬁrst way to cut a corner. Notice the radius of the path (Rp ) being
larger than the radius of the centerlineÂ (Rc ). (b) The second way to cut a corner.
Notice the radius of the path (Rp ) being smaller than the radius of the centerline (Rc ).

an intermediate path has a sharper bend than the true centerline of the object
and signiﬁcantly cuts the corner.
To counteract this eﬀect we introduced a damping term at the transition
of the path from the deformed space to the original image space. The damping is being reduced exponentially. After N iterations the distance between the
last and the new path in the nth iteration is multiplied by a damping factor
D(n−N ) (D < 1). This damping assures stable results. Elaborate testing has
showed us that D = 0.7 is either the optimal or near optimal over a wide range
of values for c and Rc . Only very low contrast settings require less damping to
allow the path to reach the centerline.
In Fig. 6 the mean of the RMS distance of twenty realizations is plotted as a
function of the number of iterations with low (c = 1) and high (c = 10) contrast
settings and no noise added. The plots show that the RMS error decreases dramatically in comparison with standard minimum-cost path algorithms (the 0th
iteration) for all radii and contrast levels. The damping is switched on after the
fourth iteration. We observed that the damping decreased the RMS distance on
all high contrast images, but on the low contrast images only for the curves with
a large radius.
Fig. 7 shows the mean RMS distance for images with 5 percent Gaussian noise
added. The RMS distance slightly increases after a number of iterations. This is
not due to oscillating behavior but caused by the fact that the path also adapt
to the noise pattern. For medium to high SNR’s the path corrections in the ﬁrst
iterations are dominated by the signal. The iterative procedure should stop when
the noise becomes the dominant factor.
3.2

Real Data

The proposed algorithm has been extensively tested on transmission electron microscope images of DNA-strands labeled with uranyl acetate to quantify their
shape. Empirically we deduced that twenty-ﬁve iterations were suﬃcient to reach
a stable result on all of the images. Because no oscillating behavior was observed,
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Results for low contrast images (c = 1)

Results for high contrast images (c = 10)
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Fig. 6. The mean of the RMS distance for twenty realizations as a function of the
number of iterations using low (c = 1) and high (c = 10) contrast and line width
σ = 2.5. For the cases with D = 0.7 the damping is switched on after four iterations.

Results for low contrast images (c = 1)
with 5% Gaussian noise

Results for high contrast images (c = 10)
with 5% Gaussian noise.
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Fig. 7. The mean of the RMS distance for twenty realizations as a function of the
number of iterations using low (c = 1) and high (c = 10) contrast and line width
σ = 2.5. 5% Gaussian noise is added to the images. For the cases with D = 0.7 the
damping is switched on after four iterations.

no exponential damping was used. Fig. 8 shows four typical results from the more
than thousand molecules that were processed. The red line is depicting the path
found by the fast marching algorithm, the blue indicates the ﬁnal result after
twenty-ﬁve iterations, the green lines in between are the results after respectively
one and four iterations. Note that the ﬁnal results describe the centerline of the
object much better, especially in regions with high curvature. The blue line follows the local minimum of the cost function without cutting corners. This work
permits the computation of the persistence length of DNA with much greater accuracy, especially over small distances. Earlier results always overestimated the
persistence length in this regime due to the stiﬀness of the minimum-cost path.
3.3

Computational Speed

The time needed for one iteration is comparable to the time needed to calculate a classical minimal-cost path. Therefore, it is evident that the amount of
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Fig. 8. Four TEM images of DNA-strands. The red line depicts the path found by a
standard minimum-cost path algorithm (FM). The green lines indicate the results of
our method after one and four iterations, the blue line after 25 iterations.

computation needed increases approximately linearly with the number of iterations. Note that one often can limit the amount of image space to be evaluated
after the ﬁrst iteration, hence reducing the computation time in subsequent iterations.

4

Conclusion

In this paper we present an improvement on minimum-cost path algorithms,
which signiﬁcantly boosts their performance in describing the centerline of stringlike objects. The method can be incorporated in any minimum-cost path
algorithm. We have demonstrated that our algorithm results in a path which
corresponds much better to the centerline of both simulated and real-world
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string-like objects. The RMS displacement error decreases more then a factor of
ten, especially in highly curved areas. Displacement errors of several pixels can
be repaired. The behavior depends on conditions such as contrast, noise level
and line width. Under certain conditions, such as high contrast, the method
only converges after incorporating a damping term. Ten to twenty-ﬁve iterations
are needed, using an exponentially reducing damping term after several iterations. The method has been successfully applied to several thousands of DNA
molecules in high-resolution images obtained by TEM and AFM. The paths we
obtained on the images of DNA-strands follow the valley through the cost function without cutting corners. Hence the length measurement remains unbiased
and the curvature is no longer underestimated. This is of utmost importance for
measuring the bending energy of DNA-strands on a nanometer scale.
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Abstract. Several novel methods based on locally extracted image features and spatial constellation models have recently been introduced for
invariant object class detection and recognition. The accuracy and reliability of the methods depend on the success of both tasks: image feature
extraction and spatial constellation model search. In this study a novel
method for object class detection is introduced. It combines supervised
Gabor-based conﬁdence-ranked image features and aﬃne invariant point
pattern matching. The method is able to deal with occlusions and its
potential is demonstrated on a standard face database.

1

Introduction

Object class (category) recognition has recently become a popular research topic
in computer vision. The popularity probably originates from the problem of face
detection where the faces establish an object class. The traditional detection
methods can be considered as image or window based approaches where a scene
is exhaustively scanned with a window and delivered as an input to a classiﬁer
system (e.g., template matching or support vector machine). Lately, the image
based approaches have faced competition in the form of feature based methods (e.g., [1,2,3]). These methods utilize locally detected features which along
with their spatial conﬁguration are combined using “a constellation model” to
establish a complete representation of an object.
Feature based methods yield certain advantages over image based methods,
but hitherto most of them have been based on simple key points (e.g., [4]). The
advantages of the key points are their generality (shared by many classes) and
their semi-supervised nature, that is, objects must be only segmented, named
and aligned. The main disadvantages are their incapability to generalize over
varying presences of the same feature (e.g., human eye) and to specialize for
a speciﬁc object class. Since the advantage of semi-supervised training is quite
artiﬁcial an alternative approach can be utilized by labeling image features and
training them in a supervised manner. That would enable a more representative
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 273–282, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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set of features allowing a computationally lighter realization of the spatial model
(e.g., [1]); The detection load is shared by the both, the image feature detection
and the constellation model.
In this study, we propose an object class detection and localisation method,
which utilizes the supervised feature detection in [5] and an aﬃne transformation
based point pattern matching constellation model.

2

Related Research

Partitioning an object to more easily detectable local patches and combining
the patches using a spatial constellation model is not a new approach but originally introduced by Fishler and Elschlager in 1973 [6]. Since then a well-known
graph matching method utilizing a similar structure was proposed by Lades
et al. [7], but it cannot be used as a general object class detection method
since it requires a suﬃcient initial guess of the object pose. Modern and currently state-of-the-art spatial constellation models appeared recently along with
eﬃcient methods for key point detection, e.g., by Lowe [8,3] and Burl and
Perona et al. [9,1].
Lowe uses an approach resembling Hough transform for object detection based
on SIFT features [3,8]. SIFT features with similar scale, orientation and translation (relative to the model) are grouped in bins. Then bins are sorted according
to the number of hits and each bin is veriﬁed using an approximated aﬃne mapping of the model onto features in the bin. Outliers are determined by a threshold
on the diﬀerence in scale, rotation and translation from the parameters obtained
in the aﬃne model mapping.
Simultaneously, a probabilistic constellation model was developed by the Perona’s group. The core of the system is the estimation of how normal noise is
distorted by aﬃne and projective transforms. A breadth ﬁrst search (reviewing most probable models ﬁrst) is then used for locating the most likely aﬃne
correspondence of the model and extracted image features.
The main diﬀerence of these state-of-the-art methods is in their use of the
unsupervised key points by Lowe [8] or Kadir [10]. In this study we propose to
use supervised image features and a similar spatial search method as proposed
by Hamouz et al. [2], with the diﬀerence that the spatial constellation model
is replaced by a direct aﬃne point pattern matching. The method provides the
global optimum over the given image features and is capable to estimate locations
of missing features.

3

Supervised Image Feature Extraction

The extraction method was introduced by the authors in [5] and is based on
simple Gabor features [11] and feature ranking based on conﬁdence information
derived from Gaussian mixture model pdf’s [12]. In the following section the
method will be shortly reviewed.
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Simple Gabor Features

The simple Gabor feature space and its properties have been originally introduced by the authors in [11]. The features are based on responses of complex
Gabor ﬁlters on multiple scales and orientations, thus forming a multi-resolution
Gabor frame structure.
Responses of Gabor ﬁlters, ψ(x, y; f, θ), over the whole image ξ(x, y),
rξ (x, y; f, θ) = ψ(x, y; f, θ) ∗ ξ(x, y)
∞

=
−∞

(1)

ψ(x − xτ , y − yτ ; f, θ)ξ(xτ , yτ )dxτ dyτ ,

are calculated for several frequencies fk and orientations θl and arranged into a
matrix form as G =
⎞
⎛
⎜
⎝

r(x0 ,y0 ;f0 ,θ0 )
r(x0 ,y0 ;f1 ,θ0 )

r(x0 ,y0 ;f0 ,θ1 )
r(x0 ,y0 ;f1 ,θ1 )

···
···

r(x0 ,y0 ;f0 ,θn−1 )
r(x0 ,y0 ;f1 ,θn−1 )

..
.

..
.

..

..
.

.

⎟
⎠

(2)

r(x0 ,y0 ;fm−1 ,θ0 ) r(x0 ,y0 ;fm−1 ,θ1 ) ··· r(x0 ,y0 ;fm−1 ,θn−1 )

where rows correspond to responses on the same frequency and columns correspond to responses on the same orientation. The ﬁrst row is the highest frequency
and the ﬁrst column is typically the angle 0◦ . This kind of feature structure is
capable to accurately represent local image patches and facilitates invariance operations for image feature search over arbitrary rotations, scale and translation
and by normalization also achieves illumination invariance [13,11].
3.2

Classiﬁcation and Ranking of Features

In general, any classiﬁer can be used to learn and to classify features into image
feature classes. However, certain advantages advocate the use of statistical methods. Most importantly, not only class labels for observed features are desired but
also it should be possible to rank features in a scene and to sort them in the
best matching order returning only a ﬁxed number of the best candidates.
In order to apply statistical classiﬁcation and ranking it is necessary to estimate class conditional pdf’s for every feature class. However, a single Gaussian
cannot represent class categories, such as eyes, since they may contain inherited
sub-classes, such as closed eye, open eye, Caucasian eye, Asian eye, eye with
glasses, and so on. Inside a category there are instances from several sub-classes
which can be distinct in the feature space. In this sense Gaussian mixture model
is an eﬀective principal distribution to represent the statistical behaviour of simple Gabor features.
There are several methods to estimate parameters of Gaussian mixture models
(GMMs) and some of them can automatically estimate the number of components in a GMM [12]. Pdf’s are estimated separately for diﬀerent image feature
types from the complex vectors of Gabor feature matrix in (2) as
g = [r(x0 , y0 ; f0 , θ0 ) r(x0 , y0 ; f0 , θ1 ) . . . r(x0 , y0 ; fm−1 , θn−1 )] .

(3)
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Using estimated pdfs it is possible to assign a class for features extracted at
any location of an image by simply applying the Bayes decision making. However,
as posteriors do not act as inter-class measures but as between-class measures
for a single observation, class-conditional probability (likelihood) is a preferred
choice to act as a ranking conﬁdence score [12]; it is a measure of how reliable
the class assignment is. Ranking facilitates an eﬃcient search, image features
with the highest conﬁdences can be processed ﬁrst.
The algorithms utilizing simple Gabor features and Gaussian mixture model
feature ranking have been given in [5].

4

Aﬃne Transform Based Spatial Constellation Model

In this as well as in the aforementioned studies ([9,1,6,2,3]) the detection is
applied to real 3-D objects spanning real 3-D surfaces, but for simplicity, the
objects have been treated as planar, that is, they can be uniquely represented
in two dimensions. It is well known that for example frontal human faces with a
low degree of in-depth rotation can be accurately detected using 2-D image processing techniques not utilizing the 3-D shape of faces. Extracted image features
are 2-D projections of planar point sets in 3-D vector space, that is, we consider
2-D projective geometry invariant to aﬃne transforms. The properties of aﬃne
space will be considered next and then a spatial search method utilizing them
will be introduced.
4.1

Aﬃne Transform

Aﬃne transformation in N -dimensional vector space RN can be represented as a
matrix multiplication in homogenous coordinates as T : RN → RN , T (x) = Ax
where, in case of 2-D coordinates, the transform matrix becomes
a b c
.
(4)
A= def
0 0 1

It is diﬃcult to interpret the parameters in this form. There are various possible decompositions into a set of geometrically meaningful parameters. Parameters such as rotation, scale, shear, squeeze, scaling along ﬁrst and second axis
(dilation) may be involved. In this study we apply the following decomposition
which is one of the easiest to derive and interpret
1 n 0
 1 0 c  cos(φ) sin(φ) 0   p 0 0
01f
0 q 0
0 1 0
(5)
A=
− sin(φ) cos(φ) 0
00 1

translation

0

0

rotation

1

0 01

0 0 1

scaling/squeeze shear

Since it is often computationally most convenient to operate on the original
transform matrix A, the motivation is to utilize the transform parameters a, b,
c, d, e, and f in (4) as functions of the decomposed parameters φ, p, q and n
in (5).
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Model Representation and Training

Local image features can be detected by the method proposed in Sec. 3, but
in addition their conﬁguration topology must be restricted in order to apply
spatial constellation model search. In the following we assume planar objects
and their 3-D projections on 2-D image plane. This assumption provides a sufﬁcient framework for analysis where the spatial relationship of image features,
the constellation, remains aﬃnely almost ﬁxed, e.g., for every two facial images
there exists an aﬃne transform which maps the features from one image to the
corresponding features in another. The suitability of aﬃne mapping for roughly
frontal facial images is demonstrated in Fig. 1 where 10 image features are represented for two diﬀerent ﬁxed coordinates and for an aﬃnely mapped space
where the smallest variance is achieved.
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Fig. 1. Image features from 600 training images in the XM2VTS database: (a) left eye
center and eyes’ angle ﬁxed; (b) left and right eye ﬁxed; (c) aﬃne mapped (LSQ) to
features of one face

A spatial model can be generated by storing the feature conﬁguration from
a single image. Once having such a model any other object can be mapped to
the model, for example by the least mean square ﬁt (LSQ), and accepted as a
detection if the deviation from the model is within acceptable limits. However, in
practice spatial variability of face features is not completely aﬃne and selection
of the proper representative for ”ideal face” aﬀects the model’s performance. An
iterative scheme presented in Algorithm 1. can be used to generate the model
from a training set.
4.3

Spatial Constellation Search

In this section we solve a speciﬁc task of Point Pattern Matching (PPM). The
task of PPM is to ﬁnd a transform of a given type that best ﬁts one set of points
onto another in terms of a given metric. The role of the metric is important
and diﬀerent ﬁts are provided depending on the selected metric (including for
example subset ﬁtting).
In our case we are ﬁtting image feature coordinates with the aﬃne model
representative. In the simplest case the metric (or distance between the two
point sets) can be deﬁned as a sum of squares of distances between points with
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Algorithm 1. Spatial constellation model training
1: Assign the model representation to the ﬁrst element in the training set: M1 = X1
2: for n = 1 . . . N {Over all training set} do
3:
for m = 1 . . . n do
4:
Find an aﬃne transform mapping Fm : X m → Ym , for which  Ym − Mn 2
achieves its minimum (RSS)
5:
end for
6:
Map ﬁrst n elements to the current model Mn using the corresponding mappings
Fn
n
Yi
7:
Update the current model as the mean of the mappings: Mn+1 = i=1
, where
n
summations and divisions by scalar are done elementwise
8: end for
9: Return the current model, MN+1 , as the result



the same label in diﬀerent sets. In a such method the inputs would be: 1) a point
set containing labeled candidate image feature locations, S i,j , such that S i,j is
the location (x,y) of the j-th most probable candidate for i-th image feature, and
2) the model M , obtained from the training step. The output of the method is
an object hypothesis index vector, I i , denoting numbers of candidate locations
used for object hypotheses generation, S i,Ii , ∀ i : Ii = 0. Zero values in the
index denote omitted features (omission handling described later).
Object search is based on yet another assumption, which allows to reduce the
search complexity greatly. Once images for three points (triplet) in the model
have been selected, the aﬃne transform is uniquely deﬁned and other points from
hypothesis can be selected as the closest corresponding candidate locations. We
are assuming that if we try all possible triplets of model points, we would not
miss the best possible, globally optimal, hypothesis.
For reducing computation time it might be useful to check only a subset of all
the possible triplets, since time complexity is linearly dependent on the number
of mapping triplets. The number of triplets to be checked can thus be from 1 to
n!
(n−3)!n! where n is the number of image features. The amount of triplets to check
depends on the time constraints and desired omission resistance. The search is
described in Algorithm 2..
Handling missing image features. We call an image feature omitted if its
correct coordinates on the image are not well enough described by one of the
candidate locations for the corresponding feature. The reason for the features
being omitted can be for example partial occlusion or a feature detection failure.
Although massive omissions decrease method performance, it is possible to
recover the correct hypothesis if enough features are remaining. A crucial point
for the correct hypothesis recovering is that at least one matching triplet exists.
A simple omission detection approach exists: if there are no extracted image features which contribute to the overall error (RSS) for less than a given
threshold, the point is considered to be omitted. Another parameter is the omission penalty the amount which is added to the overall error for each point
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Algorithm 2. Spatial constellation search
1: for all selected triplets o, p, q do
2:
for all possible label values i, j, k do
3:
Find aﬃne mapping F of triangle [M (o)M (p)M (q)] on triangle
[S(o, i)S(o, j)S(q, k)] (equivalent to solving system of 6 linear equations).
4:
Create image from the model using F : M F = F M .
5:
Select points closest to model points with equal labels for each label and store
their indices in Io,p,q,i,j,k
6:
Calculate the 
sum of squared distances (or Residual Square Sum):
RSSo,p,q,i,j,k = t  M F (t) − S(t, Io,p,q,i,j,k ) 
7:
end for
8: end for
8: Sort values in RSSo,p,q,i,j,k and return corresponding Io,p,q,i,j,k .

considered as omitted. The introduction of these two parameters is justiﬁed
by two reasons: 1) the distance from the predicted feature location to the actual
local feature response should be discarded if it is much greater than the feature
size – the found feature is most likely not related to the current model mapping;
2) It is useful to be able to control the balance between hypotheses with a few
omitted features, high error and a substantial number of omissions or lower error
for the rest of the image features.
After the points are checked for omission, algorithm proceeds in the same way,
with the only diﬀerence that omission penalty is added to the ﬁnal hypotheses
error instead of a squared distance of each omitted image feature.
Applying aﬃne transformation restrictions. A model of the frontal human
face will not represent only frontal faces if it is subject to an unrestricted aﬃne
transform. A transformation between two frontal images of the same face is a
similarity transform (a combination of shift, rotation and scaling) which is only
a custom case of aﬃne transform. Aﬃne transform is a similarity transform if
both shear and squeeze parameters in its decomposition are ﬁxed to zero. Since
in the real world applications faces cannot be absolutely frontal, some degree
of shearing and squeezing should be still allowed in the transformation model
for better performance. Another example is restricting possible rotations - often
getting an upside-down image is something completely not acceptable and thus
means false detection with a very high probability.
Restrictions are implemented as multipliers for the ﬁnal hypothesis residual
square sum, based on the parameters of transform used for model mapping
in current hypothesis generation. The ﬁnal coeﬃcient was combined of four
functions: Ptransf orm = Pshear × Psqueeze × Pscale × Protation . Each of these
functions is an inverse of the estimated probability density for corresponding
transform parameters, with a small added value limiting maximum penalty:
1
Pparam (t) = pdfparam
(t)+Δ .
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Experiments

The XM2VTS facial image database used in the experiments is a publicly available database for benchmarking face detection and recognition methods [14]. The
frontal part of the database contains 600 training images and 560 test images of
size 720 × 576 (width × height) pixels. 10 marked image feature detectors were
trained and searched as described in [5]. The localisation accuracy was measured
by deye , which is deﬁned as maximum over distances between detected features
and groundtruth normalized by groundtruth eye distance [15]. The eye-distance
normalization makes deye scale independent. deye is standard and recommended
face localisation error measure [16].
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Fig. 2. Results for 1 best hypothesis using 1 best image feature (for each 10 feature
classes)
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Fig. 3. Results for 1 best hypothesis using 10 best image features

Fig. 2 shows the results from an experiment where only one feature per class
was extracted and only the best face hypothesis was accepted. The experiment
was performed with and without aﬃne restrictions estimated from the training
set images. The results merely represent the accuracy and reliability of detected
image features and in 70% of images already the feature detector provides the
correct face (deye = 0.1).
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In the second experiment, results shown in Fig. 3, the number of image features was increased to 10 (total of 100 for 10 diﬀerent classes) which improved
the results, but also revealed a problem; the best hypothesis is often misaligned
with respect to the ground truth.
Hypotheses close to the misaligned best hypothesis were included by allowing detection of 10 best hypotheses, which signiﬁcantly increased the detection
accuracy to 90% (Fig. 4).
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Fig. 4. Results for 10 best hypotheses using 10 best image features

It is noteworthy that the results of this simple method are comparable to the
much more complicated but state-of-the-art method reported in [2].

6

Conclusions

In this study we proposed a new feature based method for the detection of object
classes in gray-level still images. The proposed method follows state-of-the-art
approaches by separating the process to image feature extraction and spatial
constellation search. The image feature extraction is based on simple Gabor
features and their statistical ranking providing very accurate and reliable results.
The spatial search was formulated as a point pattern matching problem over
aﬃne invariant point sets. The method ﬁnds the globally optimal constellation
of extracted image features, is robust to outlier features, and provides estimated
location of missing image features.
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Abstract. We present a technique for simultaneous segmentation and
classiﬁcation of image partitions using combinatorial optimization techniques. By combining existing image segmentation approaches with simple learning techniques we show how prior knowledge can be incorporated
into the visual grouping process through the formulation of a quadratic
binary optimization problem. We further show how such to eﬃciently
solve such problems through relaxation techniques and trust region methods. This has resulted in an method that partitions images into a number
of disjoint regions based on previously learned example segmentations.
Preliminary experimental results are also presented in support of our
suggested approach.

1

Introduction

Image segmentation is normally deﬁned as the task of distinguishing objects from
background in unseen images. This visual grouping process is typically based
on low-level cues such as intensity, homogeneity or image contours. Popular
approaches include thresholding techniques, edge based methods and regionbased methods. Regardless of the method, the diﬃculty lies in formulating and
describing the perception of what constitutes foreground and background in an
arbitrary image. Furthermore, such a grouping is also highly contextually driven,
certain image regions may be labeled diﬀerently depending on the task at hand
- are we looking for people, buildings or trees? If one also allows for more labels
than only foreground and background, the problem becomes increasingly harder
and requires a much higher level of scene understanding. And even then, what
constitutes visually relevant regions is not always obvious.
In this paper we make an attempt at addressing the problem of contextually based multiclass image segmentation. By combining image segmentation
approaches with standard learning techniques we seek to include prior knowledge into the visual grouping process. Our wish is to segment an image into any
number of parts based on previously seen and manually annotated examples.
The approach taken here is based on graph cut techniques from combinatorial
optimization. This choice was motivated by the proven success of these methods
and that it allowed for a straightforward incorporation of prior knowledge into its
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 283–292, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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formulation. We show how this problem can be stated as a large-scale quadratic
0-1 optimization program with linear constraints. Typically, such proven NPcomplete problems are solved by relaxing or simply dropping some constraints
and rewriting the problem as one that can be solved eﬃciently, see for example [1] for semideﬁnite relaxation techniques. Another popular approach is the
energy minimization method of [2] for optimizing objective functions that are
submodular; such discrete problems can be solved exactly. Unfortunately, multiclass labeling does not belong to this set of objective functions. Nevertheless,
in [3] the authors suggest that these types of problems can be approximated by
solving a number of subproblems exactly. We argue that this level of accuracy is
not required for image segmentation problems, since the problem itself is vaguely
formulated striving for such exactness may be wasteful.
Instead we propose the use of eﬃcient relaxation techniques capable of handling large problem instances. We have examined two diﬀerent such methods.
Spectral relaxation is a standard relaxation technique, based on eigenvalue computations it is well suited for large-scale problems. In [4], a relaxation
technique for solving non-submodular large-scale quadratic combinatorial optimization problems is applied to image restoration, binary partitioning and
registration. In addition to the theoretical developments in this paper, results
on applying these two methods to the problem of multiclass segmentation with
prior information will be given.

2

Combinatorial Optimization and Image Segmentation

A graph cut is the process of partitioning a directed or undirected graph into
disjoint sets. The concept of optimality of such cuts is usually introduced by
associating an energy to each cut. Problems of this kind have been well studied within the ﬁeld of graph theory but can for graphs with more than only a
few nodes be notoriously diﬃcult (that is, NP-hard). Nevertheless, ever since it
became apparent that many low-level vision problems can be posed as ﬁnding
cuts in graphs, these techniques have received a lot of attention in the computer
vision community. Graph cut methods have been successfully applied to stereo,
image restoration, texture synthesis and image segmentation, for example [5,6,7].
Below we give a brief overview of graph cuts for image segmentation as well as
an introduction to some basic deﬁnitions.
2.1

Graph Cuts

Given a graph G = {V, E, W }, where V denotes its nodes, E its edges and W the
aﬃnity matrix, which associates a weight to each 
edge in E. A cut
 on a graph is a
partition of V into k subsets A1 , ...Ak such that Ai = V, Ai Aj = ∅, i = j.
Perhaps the simplest and best known graph cut method is the minimal cut
formulation. The min-cut of a graph is the cut that partitions G into disjoint
segments such that the sum of the weights associated with edges between the
diﬀerent segments are minimized. That is, the partition that minimizes
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(1)

i=1 u∈Ai ,v ∈A
/ i

However, as this is in most cases an NP-hard combinatorial optimization
problem, the task of ﬁnding the solution can be a formidable one. Instead we
attempt to ﬁnd such cuts by rewriting the original formulation and by relaxing
some of the constraints and thus arriving at a problem that can be eﬃciently
solved. First we will describe how our initial problem of segmenting images is
connected to graphs cuts.
2.2

Graph Representations of Images

The general approach of constructing an undirected graph from an image is
shown in ﬁg. 2.2. Basically each pixel in the image is viewed as a node in a graph.
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Fig. 1. Graph representation of a 3 × 3 image

Edges are formed between nodes with weights corresponding to how alike two
pixels are, given some measure of similarity, as well as the distance between them.
In an attempt to reduce the number of edges in the graph, only pixels within a
small, predetermined neighborhood N of each other are considered. Cuts made
in such a graph will then correspond to a segmentation of the underlying image.
Owing to the deﬁnition of image-pixel resemblance this segmentation should
then be a partition such that pixels close to each other with a high degree of
intensity similarity will end up in the same partition. Any spatial structure in
the image will hopefully be preserved.
2.3

Including Prior Information

In order to be able to include prior information into the visual grouping process
we modify the construction of the graphs in the following way. To the graph G
we add k artiﬁcial nodes. These nodes do not correspond to any pixels in the
image, instead they are meant to represent the k diﬀerent classes the image is
to be partitioned into. The contextual information that we wish to incorporate
is modeled by a simple statistical model. Edges between the class nodes and
the images nodes are added, with weights proportional to how likely a particular pixel is to a certain class. With the labeling of the k class nodes ﬁxed, a
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(a) Original
image

(b)
Corresponding graph

(c) Multiclass
min-cut

(d) Resulting segmentation

Fig. 2. A graph representation of an image and an example three-class segmentation.
Unnumbered nodes corresponds to pixels and numbered ones to the artiﬁcial class
nodes.

minimal cut on such a graph should group together pixels according to their
class likelihood and still preserving the spatial structure, see ﬁg. 2.
2.4

Combinatorial Optimization

In this section we derive the optimization problem related to (1). Let Z =
[ z1 , . . . , zk ] ∈ {−1, 1}n×k denote the n × k assignment matrix for all the n
nodes. A 1 in row i of column j signiﬁes that pixel i of the image belongs to
class j, and of course −1 in the same position signiﬁes the opposite. If we let W
contain the inter-pixel aﬃnities, the min-cut (without pixel class probabilities)
can then be written

Cmin = inf
Z

k 


wuv = inf

i=1 u∈Ai
v ∈A
/ i



Z

wjl (zij − zil )2 = inf

i,j,l

Z

k


ziT (D − W )zi . (2)

i=1

Here D denotes diag(W 1). The assignment matrix Z must satisfy Z1 = (2 −
k)1. In addition, if the pixel/class-node aﬃnities P = [ p1 , . . . , pk ] (that is, the
probabilities of a single pixel belonging to a certain class) are included and also
the labels of the class-nodes are ﬁxated, we get
Cmin =

inf

k


Z∈{−1,1}n×k
i=1
Z1=(2−k)1

ziT (D − W ) zi − 2pTi zi =
inf
tr Z T LZ +
  
Z∈{−1,1}n×k
L

Z1=(2−k)1

⎤
L 0 ... 0
z1
⎢0 L ... 0 ⎥
⎢
⎥
T
T ⎢ .. ⎥
T ⎢
T
+2 [ −p1 , . . . , −pk ] ⎣ . ⎦ =
inf
z ⎢ .. . . . ⎥
⎥ z + 2b z.(3)
nk
0
.
0
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⎣
⎦
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.
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⎡
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As z ∈ {−1, 1}nk ⇔ zi2 = 1, we arrive at the quadratically constrained quadratic
program
μ = inf z z T Az + 2bT z
s.t.
zi2 = 1

(4)
(5)

Z1 = (2 − k)1.

(6)

Since the constraint (5) implies z t z = nk this redundant equality can be added
to (4) without changing the problem. The above problem is still equivalent to
the original min-cut formulation (1). For eﬃciently solving this problem we here
turn our attention to two relaxations that are tractable from a computational
perspective. When dropping the zi2 = 1 and Z1 = (2 − k)1 constraints we obtain
the problem
μtr =

inf

||z||2 =nk

z T Az + 2bT z.

(7)

A common approach for solving this problem is to homogenize (7). That is, we
add an extra variable znk+1 and solve

μspec =

inf
2

||z||2 +znk+1 =nk+1

z

T 

znk+1

A b
bT 0



z
znk+1


.

(8)

Note that if we add the constraint znk+1 = 1 to (8) we obtain (7). It is therefore
clear that we always have μspec ≤ μtr . Equality will only occur if znk+1 happens
to be ±1. The reason for solving (8) instead of (7) is that (8) is easily solved
by computing the eigenvector corresponding to the smallest eigenvalue of the
matrix

H=

A b
bT 0


.

(9)

The downside is of course that, in practice znk+1 is often quite far away ±1,
resulting in poor relaxations. In our case it is easy to see that an incorrect value
of znk+1 changes the balance between the eﬀects of the quadratic smoothing
therm and the linear term containing the prior information. To remedy this
problem we propose to solve (7), using a method borrowed from the trust region
problem.
2.5

The Trust Region Subproblem

In this section we review how to solve (7) (see also [4], [8] and [9]). A problem
closely related to (7) is
z T Az + 2bT z.
(10)
inf
2
||z|| ≤nk

This problem is usually referred to as the trust region subproblem. Solving the
problem is one step in a general optimization scheme for descent minimization
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and it is known as the trust region method [10]. Instead of minimizing a general
function, one approximates it with a second order polynomial z T Az +2bT z +c. A
constraint of the type ||z||2 ≤ m then speciﬁes the set in which the approximation
is believed to be good (the trust region).
The trust region subproblem have been studied extensively in the optimization
literature ([8,9,11,12,13]). A remarkable fact is that it is a non convex problem
with no duality gap (see [14]). This is always the case when we have quadratic
objective function and only one quadratic constraint. The dual problem of (10) is
sup inf z T Az + 2bT z + λ(nk − z T z).

λ≤0 z

(11)

In [12] is shown that z ∗ is the global optimum of (10) if and only if (z ∗ , λ∗ ) is
feasible in (11) and fulﬁlls the following system of equations:
(A − λ∗ I)z ∗ = −b
λ∗ (nk − z T z) = 0
A − λ∗ I  0.

(12)
(13)
(14)

The ﬁrst two equations are the KKT conditions for a local minimum, while the
third determines the global minimum. From equation (14) it is easy to see that if
A is not positive semideﬁnite, then λ∗ will not be zero. Equation (13) then tells
us that ||z||2 = nk. This shows that for an A that is not positive semideﬁnite
problems (7) and (10) are equivalent. Note that we may always assume that A is
not positive semideﬁnite in (7). This is because we may always subtract mI form
A since we have the constant norm condition. Thus replacing A with A − mI for
suﬃciently large m gives us an equivalent problem with A not positive deﬁnite.
A number of methods for solving this problem has been proposed. In [13]
semideﬁnite programming is used to optimize the function nk(λmin (H(t)) − t),
where


A b
,
(15)
H(t) =
bT t
1
−
and λmin is the algebraically smallest eigenvalue. In [15] the authors solve ψ(λ)
1
−1
√
=
0
where
ψ(λ)
=
||(A
−
λI)
b||.
This
is
a
rational
function
with
poles
nk
at the eigenvalues of A. To ensure that that A − λI is positive semideﬁnite a
Cholesky factorization is computed. If one can aﬀord this, Cholesky factorization
is the preferred choice of method. However, the LSTRS-algorithm developed in
[8] and [9] is more eﬃcient for large scale problems. LSTRS works by solving a
parameterized eigenvalue problem. It searches for a t such that the eigenvalue
problem
 
 

y
y
A b
= λmin
(16)
1
1
bT t

or equivalently
(A − λmin I)y = −b
t − λmin = −bT y

(17)

Image Segmentation with Context

289

has a solution. Finding this t is done by determining a λ such that φ (λ) = nk,
where φ is deﬁned by
φ(λ) = bT (A − λI)† b = −bT y.

(18)

It can be shown that λ gives a solution to (17). Since φ is a rational function with
poles at the eigenvalues of A, it can therefore be expensive to compute. Instead
rational interpolation is used to eﬃciently determine λ. For further details see
[8] and [9].
Regardless of relaxation the solution will be a vector with continuous entries
that will most likely not fulﬁl constraints (5) and (6). Obtaining a discrete solution that fulﬁlls all the constraints of the original problem, from the relaxed
optima - known as rounding - is hence necessary. From the optima of either
relaxation, the vector z ∗ , a n × k matrix Z ∗ is formed and the discrete solution
Z is found through non-maximum supression of the rows of Z ∗ . That is, the
largest value in each row of Z ∗ is set to 1 and the others to −1 thus ensuring
that both Z ∈ {−1, 1}n×k and Z1 = (2 − k)1 holds.

3

Experimental Results

As mentioned in the previous section prior knowledge is incorporated into the
graph cut framework through the k artiﬁcial nodes. For this purpose we need a
way to describe each pixel as well as model the probability of that pixel belonging
to a certain class.
The image descriptor in the current implementation is based on color alone.
Each pixel is simply represented by their three RGB color channels. The probability distribution for these descriptors are modeled using a Gaussian Mixture
Model (GMM).
p(v|Σ, μ) =

k

i=1

−1
T
1
1

e(− 2 (v−μi ) Σi (v−μi ))
2π|Σi |

(19)

From a number of manually annotated training images the GMM parameters are
then ﬁtted through Expectation Maximization, [16]. This ﬁtting is only carried
out once and can be viewed as the learning phase of our proposed method.
The edge weight between pixel i and j and the weights between pixel i and
the diﬀerent class-nodes are given by
2

wij = e

(− r(i,j)
) (− ||s(i)−s(j)||
)
σ
σ

e

R

W

pki = α p(w(i)|i∈k)
p(w(i)|i∈j) .

(20)
(21)

j

Here || · || denotes the euclidian norm, r(i, j) the distance between pixel i
and j and λ, σR and σW are tuning parameters weighing the importance of
the diﬀerent features. Hence, wij contains the inter-pixel similarity, that ensures
that the segmentation more coherent. pi describes how likely a pixel is to belong
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Fig. 3. Sample training images
.

to class k. α is a parameter weighting the importance of spatial structure vs.
class probability.
Preliminary tests of the suggested approach were carried out on a limited
number of images. We chose to segment the images into four simple classes, sky,
grass, brick and background. Gaussian mixture model for each of these classes
was ﬁrstly acquired from a handful of training images manually chosen as being
representative of such image regions, see ﬁg. 3. For an unseen image the pixel
aﬃnity matrix W and class probabilities were computed according to (20) and
(21). The resulting optimization program was then solved using both the spectral
relaxation and the trust region subproblem method. The outcome can be seen
in ﬁg. 4. Parameters used in these experiments were σR = 1, σW = 1, α = 10
and N a 9 × 9 neighborhood structure.
Both relaxations produce visually relevant segmentations, based on very limited training data our proposed approach does appear to use the prior information in a meaningful way. Taking a closer look at the solutions supplied by the
trust region method and the spectral relaxation for these two examples does however reveal one substantial diﬀerence. The spectral relaxation (8) was reached
by ignoring the constraint on the homogenized coordinate znk+1 = 1. The solutions to the examples in ﬁg. 4 produces an homogeneous coordinate value of
znk+1 ≈ 120, in both cases. As the class probabilities of the pixels are represented
by the linear part of eq. 4, the spectral relaxation, in these two cases, thus yields
an image partition that that weights prior information much higher than spatial
coherence. Any spatial structure of an image will thus not be preserved, the
spectral relaxation is basically just a maximum-likelihood classiﬁcation of each
pixel individually.
We conclude that the trust region formulation seems provide the degree of
accuracy required for these types of problems and that spectral relaxation does
not.
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Original images.

(TSP) Resulting class labelling.

(SR) Resulting class labelling.
Fig. 4. Example segmentation/classiﬁcation of an image using both Trust Region Subproblem (TSP) formulation and Spectral Relaxation (SR)
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Summary and Conclusions

In this paper we have proposed a method for multiclass image segmentation with
context. We describes how prior information can be brought into a graph cut
framework through the use of terminal node weights and learning techniques.
In particular, an eﬃcient implementation that brings forward the trust region
subproblem formulation as an alternative to existing approaches for ﬁnding these
image partitions is presented. We also give some promising results on a number
of color images.
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Improving Hyperspectral Classiﬁers: The
Diﬀerence Between Reducing Data
Dimensionality and Reducing Classiﬁer
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Abstract. Hyperspectral data is usually high dimensional, and there is
often a scarcity of available ground truth pixels . Thus the task of applying even a simple classiﬁer such as the Gaussian Maximum Likelihood
(GML) classiﬁer usually forces the analyst to reduce the complexity of
the implicit parameter estimation task. For decades, the common perception in the literature has been that the solution to this has been
to reduce data dimensionality. However, as can be seen from a result by
Cover [1], reducing dimensionality increases the risk of making the classiﬁcation problem more complex.Using the simple GML classiﬁer we compare state of the art dimensionality reduction strategies with a recently
proposed strategy for sparsing of parameter estimates in full dimension
[2]. Results show that reducing parameter estimation complexity by ﬁtting sparse models in full dimension have a slight edge on the common
approaches.

1

Introduction

Hyperspectral imaging, an increasingly common tool in remote sensing, is sampling of the spectrum of reﬂected sunlight in wavelengths from ultraviolet to
infrared. As a natural extension of the multispectral sensors, hyperspectral sensors sample reﬂected sunlight in 50 to several hundred contiguous narrow bands.
Thus more information can be extracted from a single pixel compared to a multispectral image, however the high dimension of the resulting feature space makes
classiﬁcation of pixels a complex problem. Features also usually exhibit high correlation, adding a redundancy to the data that in some cases may obscure the
information important for classiﬁcation. When the number of training samples
is low compared to data dimensionality the so called curse of dimensionality
impacts the generalization capability of the classiﬁers designed.
The common approach for dealing with the curse of dimensionality in the literature is to reduce the dimensionality, and thus indirectly reducing the number
of parameters to estimate. Contrary to this approach, it is possible to reduce
the number of parameters to estimate by choosing to ﬁt simpler models in full
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 293–302, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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dimension. We will discuss the simple classiﬁer resulting from Bayes rule when
assuming that classes are distributed as Gaussians. The main contribution of this
paper is to present results and a discussion comparing indirect (dimensionality
reduction) and direct (parameter sparsing) simpliﬁcations of such classiﬁers. The
motivation for this comparison can be found in Covers theorem [1]. We want to
ascertain whether dimensionality reduction can be seen to make the classiﬁcation
problem more complex.
In section 2 and section 3 we present the classiﬁer, and point out the eﬀect of
Covers theorem. Section 4 discusses the contrary approach of reducing the number of parameters to estimate by ﬁtting a sparse model. In section 5 we brieﬂy
review some of the dimensionality reduction strategies proposed in the literature
on classiﬁcation on remotely sensed hyperspectral data. Section 6 presents and
discuss the results of several experiments on four diﬀerent hyperspectral images.
Section 7 concludes this paper.

2

The Classiﬁcation Task

Consider a classiﬁcation problem with k classes, assuming class conditional distributions to be Gaussian with mean μk and class-wise covariance matrices Σk .
It is well known that this reduces to comparing the k quadratic discriminant
functions gk (x) = − 21 log|Σk | − 12 (x − μk ) Σk−1 (x − μk ) + logπk , where πk is the a
priori probability for class k. The parameters of these distributions are usually
calculated from the maximum likelihood estimates and plugged into the above
rule. This decision rule is commonly referred to a Gaussian Maximum Likelihood(GML) classiﬁer. The common problem with the GML classiﬁer is that the
number of parameters to estimate grows quadratically with the dimensionality
of the feature space. Clearly this means that we quickly run out of samples to
reliably estimate these parameters.

3

The Separability of Patterns as a Function of
Dimensionality

Our classiﬁcation problem may be an intrinsically non-linear problem, or may
become a non-linear problem after dimensionality reduction according to Cover’s
theorem [1] regarding the separability of patterns. For a set of N samples, and a
classiﬁer represented by a surface with d degrees of freedom, where any labeling is
equally probable, the probability of randomly picking a class labeling of samples
that can be perfectly separated by the chosen classiﬁer is [1]
d−1 


1
P (N, d) = ( )(N −1)
2
k=0

N −1
k


.

Plainly what this states is that by increasing the degrees of freedom of a surface
intended to separate the classes, the probability of being able to separate the
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classes approaches one. This is a very common justiﬁcation for the eﬃcacy of
support vector machines and other kernel methods, where you map the data up
into a much higher dimensional space and solve a linear classiﬁcation problem.
A linear decision boundary between two classes in a space with m features has
d = m+1 degrees of freedom corresponding to the dimensionality m of its normal
vector, plus one allowing for an arbitrary
Likewise, ﬁtting a quadratic
 intercept.

m+2
decision boundary corresponds to d =
degrees of freedom, i.e., ﬁnding
2
the coeﬃcients and intercept of a quadratic function in the feature space. When
introducing a dimensionality reduction on the feature space, this would be the
same as only allowing decision boundaries in some subspace, so consequently the
degrees of freedom will be reduced as a function of the reduced dimensionality.
Thus, for a ﬁxed number of samples, reducing the dimensionality by any feature
extraction or selection method reduces the probability of randomly picking a
labeling that can be separated - and for a ﬁxed number of samples this probability
is dependent on the degrees of freedom of the classiﬁer. Consequently, it might
be harder in reduced dimensions to ﬁnd a linear classiﬁer that separates the
data than a more complex classiﬁer. In section 6 we compare the classiﬁcation
performance of a linear and quadratic classiﬁer as a function of dimensionality
to observe this phenomenon with real data.

4

Parameter Sparsing in Full Dimension

Crude models for reducing the number of parameters to estimate in a GML
classiﬁer are well known. Constraints such as the assumption that features are
uncorrelated, well known as a naı̈ve bayes classiﬁer, reduces the number of parameters to estimate for each distribution down to the dimensionality. We recently [2] proposed an approach for reducing the number of parameters needed
to estimate when designing classiﬁers in high dimensional feature spaces, sparse
cholesky triangle inverse covariance (STIC) estimates. The method is based on
time series theory regarding the Cholesky decomposition of the inverse covariance matrix, Σk−1 = Lk Dk LTk . where Li is a lower triangular matrix with ones
on the diagonal and D a diagonal matrix. (See Fig. 1a) If we were to consider
the features of each sample as a time-series, the elements in L can be seen rowwise as parameters in autoregressive processes of the same order as the row r.
Several authors in the time series literature have noted this [3], [4]. We will use
this fact to transform the task of approximating covariance matrices into a sequence of regressions. For each row, r, one could then ”predict” the next feature
based on the r − 1 precedingfeatures. Assuming zero mean for readability, this
r−1
can be expressed as: xr =
j=1 αr,j xj + εr where the rth diagonal entry of
Dr,r = var(εr ). This parametrization has the eﬀect that the resulting covariance
matrix will still be positive deﬁnite, as long as the diagonal elements of D are
positive.
The general idea is to start by approximating the covariance matrices with
the simplest possible models, i.e.,diagonal matrices, and add parameters to the
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Fig. 1. Illustration of a matrix of correlations, L, for the inverse covariance matrix. The
matrix is lower triangular, with 1 on the diagonal. Sparsity in the covariance estimate
is obtained by only estimating the matrix elements in some oﬀ-diagonal vectors. The
matrix is estimated by a sequence of regressions, one for each row in the matrix L,
indicated with black rectangle.

approximation until the classiﬁcation performance of the model no longer improves. A very simple heuristic, illustrated in Fig. 1b is to gradually add oﬀdiagonal elements one diagonal vector at a time in a sequential forward fashion.
One speciﬁc diagonal vector corresponds to the set of correlations with some speciﬁc distance between features. The search is guided by ten-fold cross-validation
(10-CV) as a performance measure. Further details of this approach can be found
in [2].

5

Dimensionality Reduction

In the literature on classiﬁcation of remotely sensed hyperspectral data several
linear feature extraction techniques has been proposed with the goal of improving the performance of the classiﬁcation. In our comparison we include two
classic approaches and two approaches designed for hyperspectral data, decision
boundary feature extraction (DBFE) [5] and non-parametric weighted feature
extraction (NWFE) [6].
By far the most common dimensionality reduction method in multivariate
statistics is the well known principal component analysis (PCA) which eigenanalyze the scatter (or equivalently covariance) matrix of the dataset, corresponding to projecting the data onto a set of orthogonal vectors where the scatter
(variance) of the data is highest. Another classical feature extraction technique
is Fisher’s linear discriminant (LDA).
A method for eigenanalyzing the ”scatter” of the decision boundary, called
decision boundary feature extraction (DBFE), was proposed in [5], with applications on hyperspectral data in mind. DBFE has been relatively popular in the
literature on classiﬁcation of hyperspectral images. The general idea is to ﬁnd a
set of virtual samples as intersection points between the decision boundary and
lines between samples of diﬀerent classes. The principal components of these
virtual samples can thus be argued to describe the most important vectors in
the decision boundary and possibly discriminative features. The heuristic used
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for ﬁnding these virtual samples is to classify the dataset in full dimension and
then intersecting the estimated decision boundary with lines between the closest
samples in opposite classes.
Another popular feature extraction method developed for hyperspectral images is the nonparametric weighted feature extraction(NWFE) proposed in [6],
which is a nonparametric extension of LDA by redeﬁning the scatter according
to distance. By weighing the inﬂuence of samples according to the distance to
samples in opposite classes, samples near the decision boundary are considered
more important. In LDA, the between-class scatter is of deﬁcit rank. In NWFE
this is overcome by redeﬁning this scatter to represent the scatter of between
samples and a distance-weighted mean in an opposite class.
In the literature, several feature selection approaches have been proposed,
tailored for speciﬁc hyperspectral classiﬁcation tasks. However, for our purposes
it is reasonable to compare with feature selection methods that does not need
any initialization of the number of features wanted, and keeps the features in
the set after selection. Reasonably, when a modest number of data is available
for training, the optimal number of features might be low. Sequential forward
search (SFS) is the simplest possible algorithm in such cases, adding features
sequentially ranked by some criterion, the experiments presented here use the
Mahalanobis distance.

6

Experimental Results and Discussion

Four hyperspectral datasets are analyzed in this work. The ﬁrst, Fontainebleu,
is from an airborne sensor (ROSIS), containing forest pixels from Fontainebleu
south of Paris. It is divided into three classes, have 81 bands and a pixel size
of 5.6m. The second dataset Pavia[7] is also from an airborne sensor (DAIS)¸
depicting urban landcover pixels over Pavia, Italy. The dataset has 71 bands and
2.6m pixels. The third dataset contains a wetland vegetation scene acquired over
the Okavango delta in Botswana[8] acquired by the Hyperion sensor aboard the
EO-1 satellite, with a total of 145 bands after removal of uncalibrated and noisy
bands. The image has 30m pixels. The last image we use is the from an AVIRIS
airborne sensor, over Kennedy Space Center (KSC )[8], is a vegetation dataset,
with 18m pixels and 176 bands. For all the datasets, the average number of training pixels per class is 700, 100, 196, and 115 in presented order. For all datasets
we designed (as far as it was possible) spatially separate datasets for training
and testing to avoid ﬁtting the classiﬁers to the similarities between neighboring pixels due to spatial correlation. The same set of 10-fold cross-validation
rotation on the training data was used for model choice in all methods, i.e.,
guiding the number of features or the number of nonzero parameters. The reported performance is average overall correct classiﬁcation rate. We compare
classiﬁcation performance for the models chosen by cross-validation of the different dimensionality reduction methods: principal component analysis (PCA),
Fisher’s linear discriminant (LDA), non-parametric weighted feature extraction (NWFE), decision boundary feature extraction (DBFE), sequential forward
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feature selection (SFS) and the parameter sparsing approach using sparse cholesky
triangle covariance estimates (STIC).
6.1

Results

Table 1 reports the test set classiﬁcation performance and the number of parameters estimated (as a fraction of a full dimensional GML classiﬁer). The reported
results are included as a supplement to the results given in the ﬁgures. One notes
that STIC has a slight edge on all dimension reduction strategies, however, an
interesting result is that we commonly use more degrees of freedom to estimate
sparse models in full dimension.
In Fig. 2a-2d the performance of a linear classiﬁer versus a quadratic classiﬁer
as a function of the number of features (extracted by PCA) is given. The solid
black line in these plots indicate the performance of the chosen STIC model.
Several conclusions can be made from the presented results. We can observe
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Fig. 2. Comparison of correct classiﬁcation on test data to the number of features
retained using PCA as dimension reduction. The performance of a linear classiﬁer
is represented by a stippled line and a quadratic classiﬁer by a solid line. The thick
solid line indicates the performance of the STIC model chosen by cross-validation. For
visualization purposes, only the 50 ﬁrst features is shown for the KSC and Botswana
images and the ﬁrst 25 for the Pavia image.
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Fig. 3. Correct classiﬁcation rates on test data compared to the fraction of covariance
parameters for a full model. All methods decay quite rapidly for cases using more than
30% of the parameters of a full model.

similarities in Fig. 2a-2d. All datasets have reasonably low amounts of data
available for training. Thus when dimensionality increases, the number of degrees
of freedom of the quadratic classiﬁer grows so fast that the estimates become
unstable, due to the curse of dimensionality. Not unexpectedly the simpler linear
classiﬁer decays slower, and overtakes the quadratic classiﬁer at some point.
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Fig. 4. Correct classiﬁcation rates on test data compared to the fraction of covariance
parameters for a full model

These results can also be viewed as support for the conclusions drawn from
Cover’s theorem, arguing that when dimension is low, the decision boundary
tends to be less linear than it is in full dimension. This indicates that parameter
sparsing by STIC, i.e., a search for simple classiﬁer models in full dimension is
reasonable.
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Table 1. Average overall test set performance for the models chosen by cross-validation
for the diﬀerent datasets. In parentheses the number of parameters estimated as the
fraction of a full model. All measures in percent.
Dataset Fontainebleu Pavia Botswana KSC
PCA
85.2(4.8) 87.5(41.8) 95.8(1.1) 86.7(0.6)
85.2(0.06) 93.4(0.85) 95.8(0.7) 88.9(0.4)
LDA
NWFE 85.7(7.7) 88.4(35.8) 95.4(1.4) 88.6(0.5)
82.5(52.3) 87.1(13.2) 93.8(1.9) 86.7(0.4)
DBFE
85.1(6)
90.7(10.9) 94.7(1.2) 87.5(1.05)
SFS
85.7(23)
93.8(17) 97.1(9.6) 91.1(8.5)
STIC

Fig. 3a-4b illustrates the performance for the diﬀerent dimensionality reduction strategies as a function of the number of parameters estimated compared to
a full model. In these plots, the performance of the parameter sparsing strategy,
STIC, is also given. The general conclusion that can be drawn from Fig. 3a-4b is
that ﬁtting sparse models in full dimensional space is fairly eﬀective over a wide
range of parameter sizes. Even so, the best model found for the STIC, especially
in the case of the high dimensional images see Fig. 3a and 3b, estimates a lot
more parameters than the correspondingly optimal models using dimensionality
reduction. (See Table 1.) One can note that the dimensionality reduction results
from these images are fairly similar for all feature extraction and selection methods. One possible explanation for this might be that since the features are so
highly correlated, any feature reduction will cover mostly the same discriminative information, regardless of approach. From Fig. 4a and 4b we can observe
typical performance of full dimensional sparsed models over the entire range.
As can be seen, when dimensionality is fairly low, and the amount of training
data available is high, as with the Fontainebleu image, little is gained by using
sparse models compared with feature extraction. The classes in this dataset is
known to be overlapping even in the full dimensional space, and two of the three
classes are extremely similar, so this dataset might be complex to classify even in
full dimension. Considering class separability, the Pavia image is an example of
the opposite - classes can be reasonably classiﬁed using a linear classiﬁer in full
dimension. This can be seen in the fairly high performance of LDA as a feature
extractor.

7

Conclusion

We have discussed the diﬀerence between reducing classiﬁer complexity using
dimension reduction versus parameter reduction. Theoretical results [1], and
supporting experimental results indicate the soundness of ﬁtting simple models in full dimensional space compared to using more complex classiﬁers after
reducing dimensionality. Speciﬁcally, our previously proposed strategy, STIC,
seems to have a slight edge on dimensionality reduction. However, STIC is still
more of a proof of concept than a fully developed method. The heuristic used for

302

A. Berge and A. Schistad Solberg

selection of non-zero parameters is a bit crude, and as can be seen in Table 1,
we usually use fairly many degrees of freedom for describing the classiﬁer.
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Abstract. In this work a novel texture model particularly suited for unsupervised image segmentation is proposed. Any texture is represented
at region level by means of a ﬁnite-state hierarchical model resulting from
the superposition of several Markov chains, each associated with a diﬀerent spatial direction. Corresponding to such a modeling, an optimization
scheme, referred to as Texture Fragmentation and Reconstruction (TFR)
algorithm, has been introduced.
The TFR addresses the model estimation problem in two sequential
layers: the former “fragmentation” step allows to ﬁnd the terminal states
of the model, while the latter “reconstruction” step is aimed at estimating
the relationships among the states which provide the optimal hierarchical
structure to associate with the model. The latter step is based on a
probabilistic measure, i.e, the region gain, which accounts for both the
region scale and the inter-region interaction.
The proposed segmentation algorithm was tested on a segmentation
benchmark and applied to high resolution remote-sensing forest images
as well.
Keywords: Segmentation, texture model, Markov chain, remote sensing, forest classiﬁcation.

1

Introduction

Image segmentation [1,2,3,4] is a low-level processing which is of critical importance for many applications in several domains, like medical imaging, remote
sensing, source coding, and so on. Although segmentation has been widely studied in the last decades in many cases it remains still open, as for textured images,
where the spatial interactions may cover long ranges asking for high order complex modeling. In this work we focus on a remote sensing application, which is
the segmentation of forest images [5,6] that represents a basic step for land cover
classiﬁcation and monitoring.
There are a large number of approaches to segmentation, but due to space
limitations, here we conﬁne ourselves to reviewing only those that have been
tested using the same benchmarking system [7] as we use, and which therefore
serve as points of comparison. In [8] image blocks are modeled by means of local
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 303–312, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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Gauss Markov Random Fields (GMRF) and the segmentation is performed in
the parameter space by assuming an underlying Gaussian Mixture. Similar to the
previous, but with an auto-regressive 3-D model (AR3D) in place of the Gauss
MRF, is the method presented in [3]. In [9] an approach, namely the JSEG,
is presented where segmentation is achieved in two steps: a color quantization
followed by a processing of the label map which accounts for spatial interaction.
Another method taken in consideration is the segmentation algorithm underlying the content-based image retrieval system Blobworld [1]. Here a Gaussian
Mixture model is assumed in a feature space, where contrast, anisotropy and polarity are the salient texture descriptors, and the EM algorithm carries out the
clustering. Finally, the algorithm presented in [10] (EDISON) combines a regionbased approach with a contour-based one, hence balancing the global evidence
which characterizes a region-based model with the local information typically
dominant in the contour modeling.
In this work we present a method based on a hierarchical ﬁnite-state probabilistic texture modeling. The model is coupled with an optimization scheme,
namely the Texture Fragmentation and Reconstruction (TFR) algorithm, which
ﬁrst estimates the states at the ﬁnest level (fragmentation), and then relates
them hierarchically (reconstruction) as to provide the desired hierarchical segmentation.
In order to assess the accuracy of the proposed method, we have used the
Prague Texture Segmentation Data Generator Benchmark [7] where all the algorithms mentioned above were tested as well. Furthermore, we provide a few
results obtained by the TFR in the case of high resolution remotely sensed images portraiting wooded areas.

2

Hierarchical Texture Model

In this work we present a hierarchical, discrete and region-based probabilistic
model for texture representation, which is particularly suited for unsupervised
image segmentation. In order to apply the model, an early processing is then
needed to provide a discrete image that roughly represents the original data. In
general this processing may be any known pixel-wise texture feature extraction
followed by a clustering, but in practice we reduce it to a simple color-based segmentation, since the textural information will be handled in the discrete space.
Obviously, this ﬁrst operation is associated with an information loss which reduces the description capability of the model. However, while this could be a
rather serious limit in a synthesis framework, it is not that critical in an analysis problem like segmentation, and especially in an unsupervised setting where
robustness, rather than precision, is quite often the most relevant issue.
To introduce the model, let us consider the example in Fig.1, where a textile pattern (a) is associated with some graphical representations. Imagine ﬁrst
a simple 3-level discrete approximation of the data (say, the color-states blue,
black and red), and consider its partition in uniform connected regions. A Region Adjacency Graph (RAG) representation of this partition is shown in (b).
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Fig. 1. Hierarchical texture model. Textile pattern (a); H-RAG: 3- and 2-state RAG,
(b) and (c) respectively; 3-state chain models for east and south directions, (d) and (e)
respectively; and 2-state chain for east direction (f).

Likewise, in case of a 2-state partition (for example, let black and red collapse
in a single state) we would get a RAG like that depicted in (c). Notice that,
by merging state black with red without involving the blue one, we established
a clear relationship between the two graphs, which form together a Hierarchical
RAG (H-RAG) [11]. In this toy example the H-RAG has only two layers because
we have considered only two nested partitions, but in practice it has usually more
layers as we start from much ﬁner segmentations.
Now, let us observe how the textural properties are reﬂected in the adjacency
graphs (b) and (c) as cyclic occurrence (strictly periodic in the speciﬁc example) of subgraphs of three and two nodes, respectively for (b) and (c). Such
phenomenon can be synthetically represented for any given spatial direction by
means of state diagrams, as in (d) and (e) for directions east and south respectively, when three color states are considered (b), and in (f) for east direction if
we have only two states (c). As well as the RAGs, and for the same reasons, these
diagrams are hierarchically related for any given direction, (see for example (d)
and (f)). The example also clearly shows that, for a ﬁxed periodical texture component, the coarser the scale of the RAG representation, the lesser the order at
which it is revealed on the graph. In other words, the multiscale representation
allow us to represent simultaneously both micro- and macro-textural features
with the same (low) order but in diﬀerent layers of the hierarchical model.
As can be seen, the compact representation (d)-(f) not only accounts for the
adjacency among states but also for their directionality (mutual positioning)
and relevance, through the speciﬁcation of transition probabilities (TP) on a
pixel-by-pixel step basis. Approximated TPs are indicated on the graphs just to
give an idea of their relationship with the visual appearance of the texture. In
particular, observe that intra-region TPs account for the shape of the texture
components. As an example, consider the blue patches that regularly occur in
the sample. Due to their rectangular shape, the associated intra-region TP in
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the vertical direction (e) is larger than the horizontal one (d). The remaining,
inter-region, TPs accounts instead for the spatial context, that is, the relative
occurrence and positioning of the neighboring regions.
More precisely our texture model refers to the graphical representations introduced above and is basically a simultaneous hierarchical ﬁnite-state Markov
model that for a given texture is completely deﬁned by the triple (Ω, T , P),
where Ω is the set of states of the ﬁnest, but discrete, version of the texture, T
is a tree structure representing the hierarchical relationships among the states1
and, ﬁnally, P = {Pω }ω∈Ω is the set of TP matrices (TPMs) for the terminal
states. TPMs are given by
Pω (ω  , j) =

|Sω−j→ ω |
|Sω |

∀ω  ∈ Ω, 1 ≤ j ≤ 8,

(1)

where Sω is the set of pixels with state ω and Sω−→
j ω  is the restriction of Sω
to its sites whose neighbor in position (direction) j belongs to state ω  . While
the TPMs deﬁned above describe globally a texture, a single connected region
element n of a given state ω has itself an own TPM, Pnω , computed through the
same formula but restricted to the region Sωn ⊆ Sω .
Observe that at coarser level representations the states are completely deﬁned
by combination of related oﬀspring states according to the given structure T ,
which means that their TPMs are derived by simple weighted averages. Moreover, notice that in general a color may occur in a texture according to diﬀerent
conﬁgurations, hence increasing the number of states which do not necessarily
represent diﬀerent colors.

3

Texture Fragmentation and Reconstruction (TFR)
Algorithm

Let us consider now the application of the above modeling in the particular case
of unsupervised segmentation. The image to be segmented is then a composition of an unknown number of diﬀerent textures whose corresponding models
are unknown as well and need to be estimated during the process of texture
identiﬁcation. The model ﬁtting consists in estimating the states (with related
TPMs) at the ﬁnest scale and the hierarchical tree which univocally deﬁnes each
intermediate state.
The determination of the number of textures of a given image, classically
referred to as cluster validation problem, is strictly related to the spatial scale
(hence to the hierarchical structure) at which we are interpreting the image.
When the scale is not ﬁxed somehow, the cluster validation becomes an ill-posed
problem. To give an example, the same texture of Fig.1 may be interpreted as a
composition of three diﬀerent textures if we refer to a ﬁner scale.
As a consequence we aim at solving this problem simultaneously with the
estimation of the internal structures, according to the model deﬁned above. In
1

Hence, the states of Ω are associated with the terminal nodes, while the root represents the whole image.
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practice, this means that we ﬁt the image with only one hierarchical model which
(when correctly derived) includes as non-overlapped substructures the marginal
models associated with the single textures. Then, by specifying a spatial scale,
we automatically get the proper pruning of the structure which provides us with
the marginal models and the associated image partition.

Fig. 2. TFR algorithm ﬂow chart

In order to estimate this overall model we implemented the optimization
scheme shown in Fig.2, namely the Texture Fragmentation and Reconstruction
(TFR) algorithm, which ﬁrst extracts a proper number of terminal states through
the top-down fragmentation step, composed of blocks CBC (Color-Based Clustering) and SBC (Spatial-Based Clustering), and then relates them by means
of a recursive bottom-up merging step, as to reconstruct the whole hierarchical
structure.
The estimation of the states is performed in two steps, the former (CBC) dealing with color information, hence working at the pixel level, the latter (SBC)
focused on the spatial information at the region level in the TPM space. In principle, CBC may be any color quantization process, but in our implementation we
preferred the use of the TS-MRF (tree-structured Markov random ﬁeld) segmentation algorithm [2], since it avoids the generation of punctiform regions (which
are not reliably characterized in terms of TPM) due to regularization of the
MRF. Furthermore, the tree-structured formulation ensures a quick processing
and allows to balance the energy among the discrete color states.
Once the color segmentation has been obtained, we switch to a region-based
representation, by taking connected regions with uniform color as basic elements
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characterized by TPMs. Since the color of a region only partially deﬁnes its
state2 , the SBC applies to each set of elements with common color, as to split it
in subgroups which are homogeneous also in terms of TPM, that is providing the
desired states. The split is realized by means of a k-means algorithm [12] applied
in the feature space resulting from a PCA (Principal Component Analysis) [12]
on the TPM space. The PCA was necessary because of the large dimensionality
of the full feature space w.r.t. the number of elements which does not allow a
reliable characterization.
The steps described above, CBC and SBC, realize the “fragmentation” whose
goal is the estimation of the terminal states of the hierarchical model. The “reconstruction”, that is the estimation of the hierarchy structure, is realized by
means of the region (or state) merging process, which is nothing but a sequential binary combination of the states driven by a speciﬁc parameter, namely the
region gain which accounts for the mutual spatial relationships among the corresponding regions. Indeed the merging selection process is not symmetric, as
the gain is a measure of the scale of the region weighted by an additional term
which quantiﬁes the attraction operated by the other regions (candidates for the
merging). The scale factor allows to always privilege the merging of small regions
so that the ﬁnal hierarchy is such that micro-textural features are represented
at the bottom, while the macro ones will appear at upper levels, and ﬁnally
inter-texture mergings will be placed at the top of the structure, in order to
keep separate the marginal sub-models corresponding to the diﬀerent textures.
In this work we compare two diﬀerent region gains. The former, already proposed in [13], is deﬁned as


Gi =
p(s ∈ Ri ) ·

p(s∈Ri )
maxj=i p(r∈Rj |s∈Ri )

1
p(r ∈R
/ i |s∈Ri )

·

=

p(r ∈R
/ i |s∈Ri )
maxj=i p(r∈Rj |s∈Ri )

where Ri is the region of interest, s is an image site and r is any of the eight
neighbors of s. The ﬁrst two factors represent the scale, since one is proportional
to the area of the region and the other quantiﬁes its compactness. The third term
accounts for the relative occurrence of the nearest neighbour region (context).
The latter, introduced here, is a modiﬁcation of the former where the contextual term has been reinforced by means of the Kullback-Leibler Divergence
(KLD), D(qi qj ), between the region spatial distributions, that is

i
=
log GKLD


p(s ∈ Ri )
+ D(qi qj ) ,
min log
j=i
p(r ∈ Rj |s ∈ Ri )


(2)

where qi and qj are normals (see details about KLD for Gaussians in [14]).
2

More states may correspond to the same color, because either it appears in diﬀerent
conﬁgurations in a texture or it occurs in diﬀerent textures.
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Application to the Prague Benchmark and Numerical
Evaluation

The proposed algorithm, that is the TFR or the TFR+ (when the gain includes
the KLD term), is compared with other algorithms which were tested on the
same benchmark system [7] and are brieﬂy recalled in the introduction. The
system provides a comparison w.r.t. a large number of indicators, some of which
are region-based, some others are pixel-wise accuracy indicators, and a few of
them give a measure of consistency. A complete description of all the parameters
can be found on the system website [7].
Table 1. Up arrows indicate that larger values of the parameters are better;
down arrows, the opposite. Benchmark criteria: CS, correct segmentation; OS, oversegmentation; US, under-segmentation; ME, missed error; NE, noise error; O, omission
error; C, commission error; CA, class accuracy; CO, recall - correct assignment; CC,
precision - object accuracy; I., type I error; II., type II error; EA, mean class accuracy
estimate; MS, mapping score; RM, root mean square proportion estimation error; CI,
comparison index; GCE (LCE), Global (Local) Consistency Error.

For the sake of brevity we do not show here the segmentation maps, which
can be found on the benchmark web site [7] as well, but just the numerical
results summarized in Tab.1. The interpretation of these indicators may seem
quite ambiguous since (of course) no algorithm outperforms uniformly all the
other ones. However it can be easily recognized that the two versions of TFR
seem to outperform the other ones w.r.t. many indicators, with TFR+ being
generally better than TFR. In particular, the main drawback of the reference
methods is the tendency to over-segment while, on the contrary, only the TFR
has a tendency to under-segment. In this regard, the best trade-oﬀ is reached by
the TFR+, which outperforms TFR and can be considered as the best one.
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Application to Remotely Sensed Data

Finally, in this section an application of the proposed method to remote-sensing
data is presented. We worked on high resolution (50cm) aerial images covering
wooded areas, which match well with the proposed modeling since they present
diﬀerent relevant texture patterns with acceptable stationarity. Such images are
curtesy of the “French Forest Inventory” (IFN).
We present two experiments. The former, see Fig.3, refers to an area composed
of several classes of trees plus no tree lands and shadows. Since we have no
ground-truth related to these data, we build up the latter experiment where a
mosaic image was obtained which is composed of four square subimages, see
Fig.4. Three of them represent diﬀerent quasi stationary tree textures, while
the last one (bottom-left) is a mixing of an urban class and one of the other
(bottom-right) tree textures.
We experimented only the case of TFR+, since it has been shown to be better
than TFR in the previous section. Also no comparative algorithms have yet been
tested on these data, and eventually we can only make conjectures about the
performances of TFR+. A comparison with another method currently under
development could be made later.

c
Fig. 3. Left: Forest image, south of Bourgogne, France. IFN.
Right: Segmentation
map obtained by the TFR+ algorithm (5 classes: two kinds of poplars, oaks, no trees,
and shadows).

The 1024×1024 forest image and the associated 5-class TFR+’s segmentation
are shown in Fig.3. One class represents just the shadows, one is associated with
low vegetation areas, the remaining three classes correspond to diﬀerent tree
patterns. The segmentation seems to be quite promising according to a visual
inspection. Indeed, in order to obtain such good result, a slight modiﬁcation of
the TFR+ algorithm was necessary. In fact, the proposed optimization schemes
(meaning both TFR and TFR+) are sensitive to the presence of continuous
regions, like background colors, because these are typically large and, hence, work
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Fig. 4. Left: Mosaic of diﬀerent kinds of remotely sensed forest patterns, south of
c
Bourgogne IFN.
Right: Segmentation map obtained by the TFR+ (4 classes).

as collectors of other regions. This becomes a critical problem when diﬀerent
textures have the same background color and share a long contour, where we
can found many of such regions which cross the border and, therefore, link the
textures forcing a merging. Unfortunately this was the case of the shadow regions
present in the image (see Fig.3, left hand side). For this reason we decided to
simply detect the background regions (just the shadows, in this case) after the
CBC step, and ignore them in the subsequent steps (SBC and region merging).
Instead, in the latter experiment such modiﬁcation was not necessary. The
results are encouraging in this case as well. In particular, from the segmentation
shown in Fig.4, we can see that the three diﬀerent tree patterns have been
detected with satisfactory precision. As for the mixed urban-tree area (bottomleft), the urban elements are assigned with a fourth class, while the trees are
largely assigned with the correct tree class (that at bottom-right).

6

Conclusion

In this work we have presented a novel texture model which is particularly suited
for the task of image segmentation in an unsupervised framework. The model
aims at describing each texture at multiple scales through a region-based hierarchical approach which allows a very simple, but eﬀective, segmentation scheme
(the TFR) which processes color and spatial information in two independent
steps, as to obtain an image decomposition in texture states. Finally a region
merging procedure allows us to properly relate the states hierarchically, and
single out the textured regions.
Numerical results proved the superior performance of the proposed method
w.r.t. to other algorithms on the Prague benchmark data. Encouraging results
have been obtained as well on satellite images. Future research will be focused
on the replacement of k-means at SBC layer with a more eﬀective clustering
method.
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Abstract. ECOC is a diﬀused and successful technique to implement
a multiclass classiﬁcation system by decomposing the original problem
in several two-class problems. In this paper we propose ECOC systems
with a reject option carried out through two diﬀerent schemes. The ﬁrst
one estimates the reliability of the output of the ECOC system and does
not require any change in its structure. The second scheme, instead, estimates the reliability of the internal dichotomizers and implies a slight
modiﬁcation in the decoding stage. A ﬁnal investigation is done on the
sequential combination of both methods.
Keywords: ECOC, reject option, multiple classiﬁers systems.

1

Introduction

A diﬀused technique to face a classiﬁcation problem with many possible classes
is to decompose it into a set of two class problems. The rationale of this approach
rely on the stronger theoretical roots and better comprehension characterizing
two class classiﬁers (dichotomizers) such as Perceptrons or Support Vector Machines that, with this method, become employable in multiclass problems.
In this framework, Error Correcting Output Coding (ECOC) has emerged as
a well established technique for many applications in the ﬁeld of Pattern Recognition and Data Mining, mainly for its good generalization capabilities. In short,
ECOC decomposition labels each class with a bit string (codeword ) of length L,
higher than the number of classes. The codewords are arranged as rows of a
coding matrix, whose columns deﬁne each a two class problem; thus, for each
problem, the set of the original classes parts into two complementary superclasses. On such problems induced by the coding matrix, L dichotomizers have
to be trained in the learning phase. In the operating phase, the dichotomizers
will provide a string of L outputs for each sample to be classiﬁed. The Hamming distance of such string from each of the codewords of the coding matrix is
then evaluated and the class that corresponds to the nearest codeword is chosen. Usually, the codewords are chosen so as to have a high Hamming distance
between each other; in this way, ECOC is robust to potential errors made by the
dichotomizers. The reasons for the classiﬁcation eﬃciency exhibited by ECOC
seem to be the reduction of both bias and variance [1] and the achievement of
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 313–323, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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a large margin [2]. After the seminal paper by Dietterich and Bakiri [3], many
studies have been proposed which have analyzed several aspects of ECOC such
as the factors aﬀecting the eﬀectiveness of ECOC classiﬁers [4], techniques for
designing codes from data [5], evaluations of coding and decoding strategies [2].
A very common point in many applications in which the ECOC approach
is used is that a classiﬁcation error could have serious consequences, usually
expressed by means of an error cost. In some cases, such cost can be so high
that it is convenient to reject the sample (i.e. to suspend the decision and call
for a further test) instead of risking a wrong decision. Obviously, also this choice
involves a not negligible cost given by the charge of employing a more powerful
system or requiring the decision of a human expert. Thus a rule is needed to ﬁnd
the optimal trade oﬀ between errors and rejects for the application at hand.
This paper proposes the introduction of a reject option for ECOC systems
accomplished through two diﬀerent schemes. The ﬁrst one works on the output
of the whole classiﬁcation system and the reject is accomplished by considering
the Hamming distance among the output codeword and the rows of the coding matrix. In the second scheme the reject option is performed on the base
classiﬁers output by taking into account the conﬁdence degrees provided by the
dichotomizers. Such scheme makes use of a particular decoding technique for
the erased bit in the codeword corresponding to rejects. To generalize the reject
option, the cascade of the two approaches has been considered too.
In the rest of the paper we present, after a short description of the ECOC
approach, the two schemes performing the reject option and the cascade of them.
The successive section describes the results obtained from experiments performed
on some UCI repository data sets. Some conclusions and future developments
are drawn in the last section.

2

The ECOC Approach

The Error Correcting Output Coding has been introduced to decompose a multiclass problem into a set of complementary binary problems. Each class label
is represented by a bit string of length L, called codeword, with the only requirement that distinct classes are represented by distinct codewords. If n is
the number of the original classes, a code is a n × L matrix C = {chk } where
chk ∈ {0, 1}. Each row of C corresponds to a codeword for a class, while each
column corresponds to a binary problem. In this way, the multiclass problem is
reduced to L binary problems on which L dichotomizers have to be trained. An
example of coding matrix with n = 5 and L = 12 is shown in table 1. In the
training phase, each dichotomizer is learned from a ﬁnite set of samples. In the
operating phase, the sample x to be classiﬁed is fed to all the dichotomizers and
each of them produces a binary value: all such values are collected to make a
vector of binary decisions (output vector ) to be compared with the codewords of
the coding matrix. It is possible that some dichotomizer makes a wrong prediction, but this does not necessarily lead to an irrecoverable error in the multiclass
problem since the code matrix is built by n distinct codewords of length L > n,
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Table 1. An example of a coding matrix for a 5 classes problem
classes
1
2
3
4
5

f1
0
1
0
1
0

f2
0
0
0
1
1

f3
1
0
1
1
0

f4
1
1
1
0
0

codewords
f5 f6 f7 f8
1 1 0 1
0 0 0 1
0 1 1 1
1 0 1 1
1 1 0 1

f9
0
1
0
0
1

f10
1
1
0
0
1

f11
1
1
0
1
0

f12
0
0
0
0
0

so as to make the Hamming distance between every pair of codewords as large as
possible. The Hamming distance DH between two words is given by the number
of position where the bit patterns of the two words diﬀer.
The minimum Hamming distance (MHD) d = mini,j DH (ci , cj ) between any
pair of codewords is a measure of the quality of the code. In particular it is
possible to correct codewords which contains no more than (d − 1)/2 single bit
errors. In this way, a single bit error does not inﬂuence the result, as it can happen
when using the usual one-per-class coding, where the Hamming distance between
each pair of strings is 2. To pass from the binary to the multiclass problem, the
most common approach consists in evaluating the Hamming distances between
the output vector o and the codewords of the matrix and choose for the nearest
codeword, i.e. for the codeword exhibiting the minimum Hamming distance from
the output vector. Therefore, the decision for the k-th class ωk corresponding to
the ck codeword is taken according to:
ωk = arg min(DH (cj , o)),
j

(1)

In particular, if the dichotomizers have soft output (e.g. they provide a conﬁdence
degree which is a real value ranging from 0 to 1), it is necessary to threshold
their responses to obtain the value of the bits in the corresponding positions of
the codeword.

3

The Multiclass Reject Option

The goal of this paper is to introduce a reject option for a multiclass problem
in order to decrease the total classiﬁcation cost by turning as many errors as
possible into rejects. In fact, for a realistic problem, the error cost should be
higher than a reject cost and thus an eﬀective reject option is advantageous
for the original multiclass classiﬁcation problem. In general, a reject option is
accomplished on a classiﬁer by evaluating in some way the reliability of the
decision taken by the classiﬁer and rejecting the decision if the reliability is lower
than a given threshold. In the case of an ECOC-based classiﬁcation system, there
are actually two places in which a decision is taken: the ﬁrst place is the decoding
stage, where the ﬁnal multiclass decision is taken on the basis of the MHD. The
second place is given by all the dichotomizers, each taking a two-class decision.
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As a consequence, two diﬀerent strategies are possible. The ﬁrst one aﬀects the
decoding stage and evaluates the reliability of the multiclass decision on the basis
of the MHD obtained; we will deﬁne external such scheme since it works at the
output of the whole classiﬁcation system. The second scheme (internal scheme),
instead, evaluates the reliability of the outputs coming from the dichotomizers
and rejects the decisions not suﬃciently reliable. This approach aﬀects the structure of the output vector since, in this case, it will contain, besides the usual
values of 0 and 1, another symbol (let us call it r) which indicates that for the
corresponding dichotomizer a reject has been taken. The decoding algorithm has
to be consequently modiﬁed in order to handle the 3-value output vector. Obviously, this makes the second approach quite less general since, besides the change
on the decoding stage, it puts some requirements on the characteristics of the
dichotomizers to be employed. The two schemes are described in the following
sections together with the cascade of them.
3.1

The External Reject Option

In literature, the decision in the ECOC approach has been principally based on
the minimization of the Hamming distance among the codewords of the coding
matrix and the output vector produced by the dichotomizers. Every employed
dichotomizer gives an output that can be thresholded and combined to determine
the ﬁnal output vector: o = (o1 , o2 , . . . , oL ).
Let us consider two codewords ch and ck that diﬀers on d bits. If the number
of erroneous bits is lower than d/2 we can correctly decode the word by using
the MHD rule. When the number of errors is higher than d/2 it is not possible to
recover the right codeword, i.e., the ﬁnal decoding will be erroneous. This means
that the greater is the Hamming distance between the output vector and the
correct codeword the greater is the probability of an erroneous decision. In this
situation it is possible to consider a reject rule based on the Hamming distance
that introduces a reject region between the two codewords. This allows us to
avoid to take a decision when the distance between the output vector and its
nearest codeword is too high. If te is the reject threshold and ωk is the class
chosen according to eq. (1) the reject rule is:

ωk
if DH (ck , o) < te ,
(2)
r(o, te ) =
reject if DH (ck , o) ≥ te .
Fig. 1 shows an example for such a problem. In ﬁg. 1.a two samples belonging
to the class ωp produce two output vectors o1 and o2 . In the ﬁrst case a correct
decision is taken while o2 will be assigned to the wrong class ωq . Introducing
the reject rule, a decision for the vector o2 will not be taken so avoiding an error
(see ﬁg. 1.b). It is worth noting that the lowest Hamming distance is zero while
the highest one depends on the codewords of the matrix C. If L is the maximum
distance that we can have between two codewords (i.e., in the coding matrix
there are two complementary rows) an upper bound of the maximum distance
allowable for the reject threshold is L/2. It is worth noting that such scheme
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Fig. 1. Example of the decoding method based on the MHD in the standard approach
(a) and with an external reject option (b)
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Fig. 2. The block diagram for the external reject rule

does not require any assumption neither on the dichotomizers nor on the coding
matrix. The whole scheme is described in ﬁg. 2.
3.2

The Internal Reject Option

Let us now suppose that we can estimate the reliability of the output of each
dichotomizer in the ECOC system. For example, let us consider a model for the
dichotomizer which provides a soft value ranging from 0 to 1. In this case, we
should threshold the soft output to have a crisp response with a typical threshold
value of 0.5. However, it is easy to see that a value for the soft output falling
near the threshold will be much less reliable than a value near 0 or near 1. As a
consequence, we can adopt a reject rule for each dichotomizers as:
⎧
⎪
⎨1 if fj (x) > 0.5 + ti
(3)
oj (x, ti ) = 0 if fj (x) < 0.5 − ti
⎪
⎩
r otherwise
Since in this case the output vector can also contain rejected bits, i.e. ci ∈
{0, 1, r}, we have to focus on a decoding rule able to handle the 3 values. To this
aim, it is possible to analyze the eﬀect of an erasure (i.e. a reject) on the ECOC
system. If μ is the number of erasures, the minimum distance between codewords
(evaluated on the unerased bits) becomes d−μ and the error correcting capability
of the code decreases to (d − μ − 1)/2. Therefore, to have a correct decision
the number of errors and erasures should verify the following condition:
2ν + μ < d

(4)
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where ν is the number of errors. This means that is twice diﬃcult to correct
an error than to correct an erasure. To show how the internal reject can be
advantageous for the ﬁnal decision, let us consider an output vector aﬀected
by ν errors. Without internal reject a correct decision will be taken if 2ν < d.
Applying the internal reject rule we turn some erroneous bits (say μ1 ) into
erasures while the remaining erasures (say μ2 = μ − μ1 ) come from correct
decisions. In this case, the correct decision will be taken if 2ν1 + μ1 + μ2 < d
where ν1 = ν − μ1 . Therefore, we will take advantage from the internal reject if
μ1 < μ2 that is if at least half of the erasures comes from erroneous bits.
In order to take a decision, an erasure ﬁlling method called erasure decoding
[6] is adopted in the decoding stage. To understand its rationale, let us suppose
to replace all the erased bits by 0 and decode the obtained vector. If no more
than half of the erasures should have been ones and eq. (4) is satisﬁed, then the
number of errors is still less than half of d and the decoding will be correct. On
the other hand, if more than half of the erasures should have been ones then
we are introducing other bit errors and the decision will be erroneous. In this
case, if we ﬁll all the erased bits with 1 the decision will be successful. Therefore,
the erasure ﬁlling procedure consists in decoding twice and choose the codeword
that is closer to the output vector in terms of Hamming distance. The resulting
procedure can be summarized as follows:
1. Place zeros in all erased position and decode to the closer codeword (in
Hamming distance terms) c(0) ;
2. Place ones in all erased position and decode to the closer codeword (in Hamming distance terms) c(1) ;
3. Choose the closest c(j) to the received codeword in the unerased positions,
where j = 0, 1.
The ﬁrst two steps of the algorithm are meant to solve the rejects/erasures while
the last one exploits the error correction capability of the code.
However, it could happen that the output vector falls (according to the erasure
decoding) on the halfway between two diﬀerent codewords. In this case, the
decision can not be reliably taken and thus a reject is produced. The complete
rule can be described as:
⎧ (0)
∗
∗
⎪
if DH
(ck , c(0) ) < DH
(ck , c(1) ),
⎨ω k
∗
∗
(5)
r(C, x) = ωk(1)
if DH
(ck , c(1) ) < DH
(ck , c(0) ),
⎪
⎩
∗
(0)
∗
(1)
reject if DH (ck , c ) = DH (ck , c ).
∗
where DH
is the Hamming distance on the unerased bits. The resulting system
is shown in ﬁg. 3.

3.3

The Cascade Reject Option

It is worth noting that the output of the ECOC system provided with the internal
reject option is still based on the MHD criterion. Therefore, it is possible to
implement a cascade of the two procedures before described using the output
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of the internal rule as input for the external reject option. In such a case the
Hamming distance between the codewords and the output vector (and then the
threshold for the external reject option) is evaluated only on the unerased bits.
The goal of the cascade of the two methods is to reduce the number of erroneous
decision that we obtain after the internal rule. It is worth noting that in this
case we have to choose two diﬀerent thresholds. A block scheme of this approach
(that we called cascade reject rule) is reported in ﬁg. 4.
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Fig. 4. The block diagram for the cascade reject rule

4

Experiments

In order to evaluate the performance of the proposed methods, experiments
were made on some data sets publicly available at the UCI Machine Learning
Repository [7]; all of them have numerical input features and a variable number of
Table 2. Data sets and coding matrices used in the experiments
Data Sets # Classes # Features Coding Matrix Length (L) # Samples
Glass
6
9
Exhaustive
31
214
SatImage
6
36
Exhaustive
31
6435
Yeast
10
8
BCH 31-21
31
1484
Vowel
11
10
14-11
14
435
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Fig. 5. Comparison between external (left side) and internal (right side) reject option
on the diﬀerent data sets: (a-b) Glass, (c-d) SatImage, (e-f) Yeast, (g-h) Vowel
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Fig. 6. The results obtained with the cascade option (left side) and the comparison
between the three methods (right side) on the diﬀerent data sets: (a-b) Glass, (c-d)
SatImage, (e-f) Yeast, (g-h) Vowel
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classes. More details for the data sets are given in table 2. The table provides also
the type of ECOC matrix employed for each data set. As in [3] we have chosen
an exhaustive code for the sets that have a number of classes lower than 8 and
a BCH code for those having a number of classes greater than 8. In particular,
for Vowel data set we used a matrix (named 14-11) with a reduced number
of columns available at http://web.engr.oregonstate.edu/∼tgd/software/
ecoc-codes.tar.gz As base dichotomizers in the ECOC framework Modest
AdaBoost [8] has been used using a simple decision tree as weak learner with a
randomized number of splits in every run. To avoid any bias in the comparison,
12 runs of a multiple hold out procedure have been performed on all the data
sets. In each run, the data set has been split in three subsets: a training set
(containing the 70% of the samples of each class) to train the base classiﬁers,
a validation set and a test set (each containing the 15% of the samples of each
class) used respectively to normalize the outputs into the range [0, 1] and to
evaluate the performance for the multiclass classiﬁcation.
To compare the diﬀerent methods a useful representation to evaluate the
beneﬁts of a reject option is the error-reject curve that has been built varying
the opportune thresholds ti and te for all the data sets. In ﬁg. 5 we report
the results of the comparison between the external and internal schemes. The
number of reject thresholds for the two cases are diﬀerent: the external approach
considers values ranging between [0, L/2] as discussed in section 3.1 while the
internal rule considers all the possible normalized output values observed in the
range [0, 0.5]. It should be also noted that since for the internal option we ﬁx
a multiclass reject rule (see eq. 5) we obtain a reject rate always greater than
zero since we can have a reject even if ti = 0 . Experimental results does not
show better performance of one of these strategies on the other but they are
practically equivalent. In ﬁg. 6 we show (on the left side) the results obtained on
each data set with the cascade approach. In each graph the error-reject curves
varying the internal threshold for a ﬁxed external threshold are reported. For
the sake of comparison the convex hull of all these curves has been evaluated and
compared with the two previous methods in the right side of ﬁg. 6. The cascade
option presents always a lower error-reject curve on all the data sets with only
one exception on Vowel data set (see ﬁg. 6) where for the range [0, 0.18] the
curve of the external reject rule exhibits lower error probabilities.

5

Conclusions

In this paper we have proposed two schemes to provide an ECOC classiﬁcation
system with a reject option. The experiments have shown that the two methods
give similar results, even though they are eﬀective on diﬀerent situations. In
fact, when both are activated in a cascade scheme, the results obtained are
clearly better. The future work will focus on the analysis of particular codes
more suitable for erasure decoding.
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Abstract. Since texture is scale dependent, multi-scale techniques are quite useful for texture classification. Scale-space theory introduces multi-scale differential operators. In this paper, the N-jet of derivatives up to the second order at
different scales is calculated for the textures in Brodatz album to generate the
textures in multiple scales. After some preprocessing and feature extraction using principal component analysis (PCA), instead of combining features obtained from different scales/derivatives to construct a combined feature space,
the features are fed into a two-stage combined classifier for classification. The
learning curves are used to evaluate the performance of the proposed texture
classification system. The results show that this new approach can significantly
improve the performance of the classification especially for small training set
size. Further, comparison between combined feature space and combined classifiers shows the superiority of the latter in terms of performance and computation complexity.
Keywords: Scale-space, multi-scale, texture classification, combined classifiers, Gaussian derivatives.

1 Introduction
There is a vast literature on texture analysis, as can be judged from the innumerable
applications of texture analysis in various fields [1].
In recent years, multi-scale and multiresolution techniques have been recognized as
vital tools for texture analysis. This is because texture displays a multi-scale property.
Whatever may be the representation, it is applicable in different scales.
Some of multiresolution techniques on texture analysis in the literature are: multiresolution histograms [2, 3] including locally orderless images [4], techniques based
on multi-scale local autocorrelation features [5], multi-scale local binary patterns [6],
multiresolution Markov random fields [7], wavelets [8, 9], Gabor filters [8, 10, 11],
Gabor wavelet filters [12], Markov models in the wavelet domain [13], and techniques based on scale-space theory [4, 14].
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 324–333, 2007.
© Springer-Verlag Berlin Heidelberg 2007
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In almost all papers related to multiresolution texture classification, the features
obtained from different scales are concatenated to construct a combined feature space.
These combined features are then fed to a classifier for the purpose of texture classification. However, fusion of features obtained from different scales produces a high
dimensional feature space. Working in this high dimensional feature space usually
imposes problems as we need more data samples for training the classifier. This phenomenon is called the ‘curse of dimensionality’. It may cause the peaking phenomena
in classifier design [15].
This problem is addressed in some of above papers by using classifiers that behave
better in high dimensional feature space, e.g. support vector machines (SVMs) [3, 11].
The rest of the papers try to solve this problem by applying severe feature reduction
by using feature selection/extraction techniques.
On the other hand, the multiresolution papers in texture classification only report
the classification error for a single specific training set size (usually a large training
set size). This keeps the behavior of the classifier unrevealed in small training set
sizes that might be important in some applications especially those where obtaining a
large training set size is difficult, costly or even impossible. This is particularly the
case in texture classification applications on medical images: obtaining medical images for some specific diseases is cumbersome especially as standardized protocols
for image acquisition need to be followed [16].
In this paper, we address these two issues. Firstly, we use combined classifiers instead of combining features. In combined classifiers, features produced in each scale
are applied to a base classifier and hence feature fusion is no longer required. The
outputs of these base classifiers are then combined using a combining rule for a final
decision on the class of each texture. Secondly, the learning curves for training the
classifiers are constructed using different training set sizes. This clearly shows how
the training of the classifier evolves as we increase the training set size. As the results
show, this leads to an important conclusion: the classifier performance is improved
especially in small training set size which is important in applications mentioned
above.
Scale-space theory in the context of multi-scale texture classification is presented
in section 2. In section 3, the experiments are explained followed by the results in section 4. Eventually, the effectiveness of the method especially in small training set
sizes is discussed in section 5.

2 Scale-Space Texture Classification
A texture classification system typically consists of several stages such as preprocessing, feature extraction and classification. Each stage is explained below in the context
of scale-space texture classification.
2.1 Scale-Space Theory
Texture is usually considered as a repetitive pattern and the basic repetitive structure is
of varying size in different textures. This inspires us to apply multi-scale techniques in
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texture analysis. Here, scale-space theory, which is biologically motivated by the models of early stages of human vision [14], is used for multi-scale texture classification.
The key notion in scale-space theory is that images are observed through a finite
aperture device (CCD element, rod/cone etc.). The size is a free parameter (scale). A
linear scale-space is a stack of Gaussian blurred images. The generating equation of
the images at different scales is the linear isotropic diffusion equation as given in (1)
Δ x L( x;σ ) =

∂L( x;σ ) ,
∂t

(1)

where Δ is the Laplacian, t = σ2/2 is the variance, and σ is the scale. Diffusion of intensity is equivalent to convolving the image with Gaussian kernels of variance σ2
given in (2), as the Gaussian kernel is the Green’s function of (1).
G2 D (x;σ ) =

1
2πσ

e
2

−

x2
2σ 2

.

(2)

This convolution blurs the image and depending on the scale of the Gaussian kernel will emphasize coarser structures in the image, which is desirable in texture analysis as textures are scale dependent.
Derivatives are additional information about textures. Derivatives of discrete data
are ill-posed. According to scale-space theory, observed data is a Gaussian convolution with the image
L( x; σ ) = L( x) ⊗ G2 D (x; σ ) ,

(3)

where ⊗ is the convolution operator. If we take the derivative of both sides we obtain
∂
∂
L(x;σ ) = [ L(x) ⊗ G2 D (x;σ )] .
∂x
∂x

(4)

Both convolution and differentiation are linear operators, so we can exchange the
order of these two operators
∂
∂
L(x;σ ) = L( x) ⊗ G2 D ( x;σ ) ,
∂x
∂x

(5)

which means that the derivative of an observed image can be calculated by convolving the image with the derivative of the Gaussian kernel. The order of the derivative
determines the type of structure extracted from the image, e.g. the 1st order derivative
emphasizes on the edges, the 2nd order on ridges and corners and so on.
To construct multi-scale texture images we simply convolve the Gaussian derivatives including the zeroth order derivative (the Gaussian kernel itself) with the texture
image. However, there are two main questions in this multi-scale texture construction.
First, up to what order do we need to consider the derivatives? Second, in each order,
in how many different orientations the derivatives should be taken? The answer to the
first question is application dependent. Practically, we only consider the derivatives
up to the second order to prevent excessive computational load. The answer to the
second question is based on the steerability property of Gaussian derivatives [14]. The
nth order derivative at any given orientation can be constructed from n+1 independent
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orientations. E.g. if n = 1, from only Lx and Ly the derivatives in all other orientations
can be calculated using

Lθx ( x, y) = Cos(θ ) Lx ( x, y) + Sin(θ ) Ly ( x, y) .

(6)

where Lθx indicates the derivative of image L(x) in orientation θ.
To discriminate two or more textures, we use the additional information provided
in different scales/derivatives to achieve a better performance (comparing to single
scale). To this end, the patches are extracted from the textures in the original and derivative scale spaces. The size of the patch is scale dependent. As we go to higher
scales, i.e. lower resolutions, more emphasis is given to coarser structures and (in
similar fashion as our visual system) we need to look at these structures through larger windows. Thus, we increase the size of patches when we go to higher scales.
These patches can be subsampled to reduce the computation load.
The main goal in this multi-scale texture classification system is to identify to what
extent the additional information provided by other scales/derivatives can improve the
performance. Hence, the patches should be taken from the same spatial locations in
the scale-space. This is shown graphically in Fig. 1 for one patch extracted from different scales/derivatives for a typical texture image.
Higher Scales

(x0, y0)

(x0, y0)

y

(x0, y0)

x
Fig. 1. Illustration of the method for selection of a typical patch from three different scales of
the same texture. The patches are taken from the same spatial locations in different scales.
However, the size of patch increases as we go to higher scales. The spatial location should be
also the same in different derivatives of the same texture.

2.2 Feature Extraction
The patch size affects the dimensionality of the feature space as larger patches generate more features. This may impose problems with respect to the computation speed
and the necessary training set size. Increasing the feature space dimension usually degrades the performance of the classifier unless we dramatically increase the number
of data samples for training (curse of dimensionality) and may cause the peaking phenomena in classifier design. There are two solutions to this problem: to increase the
training set size, and to reduce the feature space dimension using feature selection/extraction techniques, e.g. Principal Component Analysis (PCA).
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2.3 Combined Classifier
As mentioned in the introduction, the common practice in multiresolution texture
classification is concatenating the features obtained from different resolutions to construct a combined feature space. This combined feature space is fed to a classifier.
This produces a high dimensional feature space and therefore severe feature reduction
is required using feature selection/extraction techniques. The alternative method proposed in this paper is using combined classifiers.
Combined classifiers are used in multiple classifier source applications like different feature spaces, different training sets, different classifiers applied for example to
the same feature space, and different parameter values for the classifiers, e.g. k in knearest neighbor (k-NN) classifiers.
In this approach, the features obtained from each scale are applied to a base classifier. As the features spaces generated from different scales/derivatives are different in
our method, parallel combined classifiers seem to be natural choice. Use of combined
classifiers lifts the requirement for feature space fusion. Moreover, each base classifier can be examined separately, e.g. by drawing the corresponding learning curve, to
determine the contribution of each scale/derivative towards the overall performance
of the classification algorithm as will be shown in section 4.
Here, we propose a two-stage parallel combined classifier with the structure shown
in Fig. 2. As can be seen in this figure, in the first stage, the feature space from each
scale/derivative is applied to a base classifier. At the output of this stage a fixed combining rule is applied to combine the outputs of different scales for one particular order of derivative. For example scales s1, s2 and s3 for the Lx are combined using a
fixed combining rule. In the second stage, the outputs of the first stage, i.e. all different derivatives, are combined to produce the overall decision on the texture classes.
First Stage
S1

BC

S2

BC

Sn

M

Second Stage

CC 1

BC

S1

M

BC

M

S2

BC

CC k

Sn

M

BC

OCC
Abbreviations:
S: Scale
BC: Base Classifier
CC: Combining Classifier
OCC: Overall Combining Classifier

Fig. 2. The structure of two-stage combined classifier proposed in this paper

This two-stage parallel combined classifier provides a versatile tool to examine the
contribution of each derivative in the overall performance of the classifier. However,
it must be noticed that if two combining rules are the same, e.g. if both are fixed
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‘mean combining’ rule, this two stage combined classifier is not different from one
stage where all the feature spaces are applied to the base classifiers and the outputs
are combined using the same combining rule.
Two parameters have to be selected in this combined classifier: the type of the base
classifier and the combining rule. The selection of these two options is discussed in
section 4.
2.4 Evaluation
One of the main shortcomings of the papers in multiresolution texture classification is
reporting the performance of the algorithm for one single training set size. This causes
that the behavior of the algorithm for different training set sizes remains unrevealed.
In this paper, to overcome this problem and to investigate the performance of the
classifier, the learning curves are drawn by calculating the error for different training
set sizes.
Since the train and test sets are generated from the same image in each
scale/derivative, they may spatially overlap in the image domain. Hence, to assure
that the train and test sets are separate, we split the texture images spatially into two
halves and generate the train and test sets from each half.
As we have constructed the train set and test sets from two different halves of the
image we can use a fixed test set size for calculating the error of the combined classifier trained using different train set sizes. This may improve the accuracy of error
computation as we can increase the test set size independent from the train set size at
the cost of higher computational load.

3 Experiments
To evaluate the effectiveness of the proposed method, some experiments are performed on a supervised classification of some test images. The test images are from
the Brodatz album as shown in Fig. 3.
Construction of Multi-scale Texture Images. The N-jet of scaled derivatives up to
the second order is chosen to construct the multi-scale texture images from each texture. Based on steerability of Gaussian derivatives, we have used the zeroth order derivative, i.e. the Gaussian kernel itself, Lx, Ly, Lxx, Lxy, Lyy, and Lxx+ Lyy where the last
one is the Laplacian. For each derivative (including the zeroth order) three scales are
computed. The variances (σ2) of the Gaussian derivatives in scales s1, s2 and s3 are 1,
4 and 7 respectively. In this way, for each texture image 7×3 texture images are
computed.
Preprocessing. To make sure that for all textures the full dynamic range of the gray
level is used contrast stretching is performed on all textures in different scales. Also,
to make the textures indiscriminable to mean or variance of the gray level, DC
cancellation and variance normalization are performed.
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Fig. 3. Textures D4, D9, D19 and D57 from Brodatz album used in the experiments

Construction of Train and Test Sets. To ensure that the train and test sets are completely separate, they are extracted from the upper and lower half of each image respectively. For one texture, the patches are with sizes of 18×18, 24×24, and 30×30 in
scales s1, s2 and s3 respectively. For the time being no subsampling is performed in
higher scales but this might be considered in future for optimization of the algorithm
in terms of speed and memory usage. Test set size is fixed at 900. Train set size increases from 10 to 1500 to construct the learning curves.
Feature Extraction. PCA is used for feature extraction. The number of components
used for dimension reduction is chosen to preserve 95% of the original variance in the
transformed (reduced) space.
Combined Classifier. A two-stage parallel combined classifier is used. A variety of
base classifiers and combining rules are tested to find the best one. Among the base
classifiers tested are some normal-based density classifiers like quadratic discriminant
classifier (qdc), linear discriminant classifier (ldc), and nearest mean classifier (nmc).
The Parzen classifier was also tested as a representative of non-parametric based density classifier. Twenty one base classifiers, one for each scale in one derivative order
are used. The mean, product and voting fixed combining rules as well as the nearest
mean trainable combining rule are tested for comparison.
Evaluation. The performance of the texture classification system is evaluated by
drawing the learning curves for training set sizes up to 1500. The error is measured 5
times for each training set size and the results are averaged.

4 Results
A variety of tests are performed using different parameters as explained in the previous section. Among the tested base classifiers qdc performed the best. This can be
understood as PCA is a linear dimension reduction that performs integration in the
feature space. Consequently, the features tend to be normally distributed based on the
central limit theorem. Of the tested combining rules ‘mean combiner’ performs best.
Hence, the results are shown here based on experiments using qdc as base classifier
and mean combining rule for both stages.
The left graph in Fig. 4 displays the learning curves obtained at the output of stage
1 (combined scales for each derivative order) and stage 2 (combine all derivatives in
all scales) of the two-stage combined classifier. As can be seen, the overall performance of the classifier is improved comparing to each derivative order in different
scales. This is especially significant in small training set sizes. However, for very
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small training set sizes, i.e. below 200, the output of the combined classifier is degraded significantly. This is because of peaking phenomena as the dimension of feature space in scale 1 is rather high even after applying PCA.
Combined Classifier with Regularization of Base Classifiers in Scale 1. To overcome the size problem, we applied regularization to the qdc base classifier in scale 1
for all derivative orders (right graph in Fig. 4). The performance improved significantly in very small training set sizes, i.e. below 200. One of the major drawbacks of
regularization is that it ruins the results for large training set sizes. However, as we
have only applied the regularization to scale 1, the information from other scales prevents deteriorating the performance in large training set sizes as can be judged from
the graph.
Combined Classifier with the Same Patch Size in All Scales. The left graph in Fig.
5 illustrates the importance of increasing patch size in higher scales. In this figure, the
patch sizes extracted from the multi-scale texture images in different scales are the
same (18×18). It is apparent that the performance of the classifiers in higher scales is
degraded compared to Fig. 4.
Combined Feature Space versus Combined Classifier. To demonstrate the superiority of our method to the common trend in the literature on multiresolution texture
classification, we compare the results of two classification tests: combining the features obtained from different scales in the zeroth order derivative with the case that
we use a combined classifier for the same derivative order in different scales. The results are shown in the right graph of Fig. 5 and the superiority of using a combined
classifier to combined feature space is obvious. Combining all features generated
from different scales/derivatives produces very high dimensional feature space that
leads to extremely poor performance in combined feature space technique. Hence, the
comparison has been made in only one derivative order. It should be also highlighted
here that combined classifier approach is computationally much less expensive than
combined feature space technique as applying fused feature space to one base classifier needs huge amount of memory space simultaneously and runs slowly compared
to the combined classifiers.

5 Discussion and Conclusion
Scale-space theory, PCA and combined classifiers are integrated into a texture classification system. The algorithm is very efficient especially in small training set size.
The system can significantly improve the performance of classification in comparison
with single scale and/or to single derivative order based on the information provided
in multiple scales and multiple derivative orders.
The two-stage combined classifier along with the learning curves proposed in this
paper provides a versatile means to investigate the significance of different
scales/derivatives in overall performance of the classifier. Regularization of qdc base
classifier in scale 1 further improves the performance especially in small and very
small training set sizes. This, however, does not deteriorate the results in large
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Fig. 4. Learning curves for the classification of 4 textures from the Brodatz album at multiple
scales of single and multiple derivative orders without regularization (left graph) and with regularization (right graph) of base classifiers at scale 1
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Fig. 5. Learning curves for the classification of 4 textures from the Brodatz album with regularization of base classifiers at scale 1 using the same patch size for all scales (Left graph).
Learning curves obtained using the combined classifier and the combined feature space methods for the zeroth order derivative (Right graph).

training set sizes thanks to the information provided from other scales. This approach
is superior to the combined feature space in terms of performance and computation
load.
This algorithm is effective in situations where gathering many data samples for the
train/test sets is difficult, costly or impossible. E.g. in ultrasound tissue characterization image acquisition has to be standardized and the ground truth for diffused liver
diseases is biopsy, which is invasive, and collection of data is very time consuming.
In these situations this algorithm can improve the performance of the classification
over classical approaches as the train set size is small.
In future work, we want to apply this method to distinguish normal from abnormal
lung tissue in high resolution CT chest scans.
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Abstract. The computation of non-negative tensor factorization may
become very time-consuming when large datasets are used. This study
shows how to accelerate NTF using multiresolution approach. The large
dataset is preprocessed with an integer wavelet transform and NTF results from the low resolution dataset are utilized in the higher resolution
dataset. The experiments show that the multiresolution based speed-up
for NTF computation varies in general from 2 to 10 depending on the
dataset size and on the number of required basis functions.

1

Introduction

Non-negative basis for data description is useful for two reasons. First, the approach is natural since many measuring devices output only non-negative values.
Secondly, non-negative ﬁlters can be physically implemented. Thus, many application possibilities exist for non-negative bases. They include feature extraction
in image databases, band selection in spectral imaging, and even image compression.
In general, the basis is a low-dimensional mapping of a high-dimensional data.
The traditional approaches are the principal component analysis, the vector
quantization, and the singular value composition [1]. Their outputs are either
representatives for groups of samples or eigenimages, which are then mixed to
get the reconstruction. The mixing coeﬃcients may be both positive, negative,
or they may have zero values.
Two approaches to ﬁnd a non-negative factorization of a data set V have
arisen recently. The non-negative matrix factorization (NMF) generates the basis
functions W and their multipliers H for a composition Vr = W H [1]. The number
of columns in W and the number of rows in H is the rank k. If the data set
contains images, then these images must be vectorized to apply NMF. Thus,
the approach is not able to utilize the structural features of images. In the nonnegative tensor factorization (NTF) the original shape of the
 data is maintained
[2]. The factorization outputs the reconstruction as Vr = u ⊗ v ⊗ w, where u,
v, and w are the factors for each domain, and the sum is over the rank k.
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 334–343, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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In NTF, the factorization in practical applications results in a unique solution,
while in NMF that may vary depending on the initial values for the solution
process.
Both in NMF and NTF the factorization is obtained through an iterative
process. The target is to minimize the distance between the original data and the
reconstructed data. Depending on the application, the distance may be measured
as the energy norm, the entropy, or as the Kullback-Liebler divergence.
The iteration is a time-consuming process. Typically, hours of computation
time is needed to ﬁnd the factorization for the data set. In most cases the basis
functions are only needed and in the literature, these results are mostly reported,
compared, and evaluated [1,2,3,4,5,6,7].
In this study, our hypothesis is that the number of iterations can be limited
with a selection of relevant initial values. Instead of random initial values, a
starting point generated from the dataset can speed up the iteration. In the
proposed approach, the multiresolution of the data set is used to enhance the
computation of the non-negative tensor factorization. The multiresolution is obtained through the integer wavelet transform. For a low resolution image the
NTF is computed and then the components u, v, and w for that resolution are
interpolated for the next higher resolution level.
The structure of the report is as follows. In Chapter 2 we introduce the NTF
process. In Chapter 3 the give the background for the multiresolution approach
based on the integer wavelet transform. In Chapter 4 the consider the computational complexity of the multiresolution approach for NTF computation. In
Chapter 5 we show the results form the experiments. The discussion and the
conclusions are in Chapter 6.

2

Non-negative Tensor Factorization

Recently, new approaches have emerged to deﬁne non-negative bases for datasets.
Two of the methods are the non-negative matrix factorization (NMF) [1], and
the non-negative tensor factorization (NTF) [2]. The basic approach for both of
these is to ﬁnd a solution for the problem
min ||Vo − Vr ||

Vo ,Vr ≥0

(1)

where Vo is the original data and Vr is the reconstructed data. In composing Vr ,
all the components or substructures required in composition are non-negative.
In NTF [2] the reconstruction Vr is obtained as a sum of tensor products
Vr =

k


uj ⊗ v j ⊗ w j

(2)

j=1

where uj are bases for the ﬁrst domain, v j are bases for the second domain
and wj are bases for the third domain. k is the rank, a normal requirement is
(r + s + t)k < rst, where r, s, and t are the number of samples in each domain.
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Every element i in uj , v j , and wj is non-negative. The number of domains
naturally depends on the dataset. Three domains, u, v, and w are needed for
example for the analysis of grayscale facial image databases, where the ﬁrst two
domains are the spatial domains of the images and the third domain comes from
the stack of several facial images [2], [3] [4], [5].
We have used the well-known iterative process [2], that minimizes the reconstruction error in energy sense. Now the iteration steps for uji , vij , and wij are
deﬁned, respectively, as

uji s,t Gi,s,t vsj wtj
j
ui ← k
(3)
m
m j
m
j
m=1 ui < v , v >< w , w >

vij r,t Gr,i,t ujr wtj
j
vi ← k
(4)
m
m
j
m
j
m=1 vi < u , u >< w , w >

wij r,s Gr,s,i ujr vsj
j
wi ← k
(5)
m
m
j
m j
m=1 wi < u , u >< v , v >
where < ., . > refers to the inner product, matrix G contains the values from V0 .

3

Integer Wavelet Transform

For the multiresolution approach an approximation of the original data is required. This can be performed in may ways. A simple approach would be to
subsample the data, i.e. select every second value from each domain. This approach is not suitable for basis function generation, since the bases are typically
required to represent the low-frequency properties of the data. At least with
synthetic data this approach would lead to problems since some features may be
only one pixel wide [2].
The wavelet transform performs the appropriate approximation of the data.
The original data is transformed to the approximative component and to the
detail component [9]. In the inverse wavelet transform these two components are
used to reconstruct the data. The wavelet transform carries the perfect reconstruction property. In Fig. 1, a), b), the principle of multiresolution is illustrated.
The lower level approximation is received as values aj+1 etc. from the original
values aj . In practice the transform is performed using convolution with low-pass
ﬁlter h and high-pass ﬁlter g. In deﬁnition of the ﬁlters diﬀerent requirements
can be set [9].
The wavelet transform is one-dimensional in nature. In the two-dimensional
case, the one-dimensional transform is applied to the rows and columns of the
image. In the three-dimensional case, the one-dimensional transform is applied
to the spatial and spectral domains separately. In Fig. 1, c), the principle of the
three-dimensional, separable transform is shown.
The datasets in imaging normally contain integer data. Thus, an integer version of the wavelet transform suits well to our case. Similarly to the ﬂoating case,
there exists diﬀerent integer wavelet transforms [10,11,13]. The integer wavelet
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Fig. 1. Wavelet transform. a) Forward transform. b) Inverse transform, c) Separable
three-dimensional wavelet transform applid twice.

transform is based on the lifting scheme: diﬀerent ﬁlters are derived by combining
the prediction step with the update step [11].
The basic form S of the integer wavelet transform subtracts the even samples
from the odd samples to get the diﬀerence d1 and the new approximation a1 as
d1,l = a0,2l+1 − a0,2l ,

a1,l = a0,2l + d1,l /2

(6)

where the original data is stored in a0,. . The second subscript refers to the index
in the sample vector. The exact reconstruction comes from calculating the values
in reverse order as
a0,2l = a1,l − d1,l /2,

a0,2l+1 = a0,2l + d1,l

(7)

In general, the integer wavelet transform consists of prediction and of update based on the lifting where the number of vanishing moments is increased.
In [11], [12], [13], [10] several integer wavelet transforms are deﬁned. We have
implemented the following transforms: T S-transform, S +P -transform, (2+2, 2)transform, and 5/3-transform. In Eqs. 8, 9, 10, and 11 the forward transforms
are given, respectively.

d1,l = a0,2l+1 − a0,2l , a1,l = a0,2l + d1,l /2
(8)
TS
d1,l = d1,l + 1/4(a1,l−1 − a1,l ) + 1/4(a1,l − a1,l+1 )
⎧
⎨ d1,l = a0,2l+1 − a0,2l , a1,l = a0,2l + d1,l /2
d1,l = d1,l + 2/8(a1,l−1 − a1,l )+
S+P
(9)
⎩
3/8(a1,l − a1,l+1 ) + 2/8d1,l+1 
⎧
d1,l = a0,2l+1 − 1/2(a0,2l + a0,2l+2 ) + 1/2
⎪
⎪
⎨
a1,l = a0,2l + 1/4(d1,l−1 + d1,l ) + 1/2
(10)
(2 + 2, 2)
d1,l = d1,l − 1/8(−1/2a1,l−1 + a1,l − 1/2a1,l+1)+
⎪
⎪
⎩
1/8(−1/2a1,l + a1,l+1 − 1/2a1,l+2 ) + 1/2
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5/3

d1,l = a0,2l+1 − 1/2(a0,2l+2 + a0,2l )
a1,l = a0,2l + 1/4(d1,l + d1,l−1 + 1/2)

(11)

The integer wavelet transform outputs non-negative values for the approximation coeﬃcients a if the original data is non-negative. When details d are added
in the inverse transform, the output is still non-negative. Thus, the transform
does not violate the requirement of non-negativeness of the data for NTF.

4

Deﬁnition and Computational Complexity of the
Proposed Algorithm

Non-negative matrix factorization outputs k vectors for each domain. The number of samples for each domain are r, s, and t, if a three-dimensional dataset is
used. This is the normal case, when NTF is used with a grayscale facial image
dataset or with a spectral image. For the spectral dataset, one domain, like v,
can be neglegted, since the data is only two-dimensional, the ﬁrst domain is the
spectral domain and the second domain consists of the large number of spectra.
4.1

Deﬁnition of the Algorithm

The algorithm for the multiresolution approach for computing the NTF consists
of the integer wavelet transform (IWT) and of NTF computaion. The details are
given in Algorithm 1.
Algorithm 1
1. Compute the lowest resolution transform using IWT for the original data
set.
2. Compute u, v, and w for this lowest level in multiresolution.
3. Interpolate u, v, and w for the next higher level in multiresolution.
4. Use inverse IWT to compute the next higher level in multiresolution.
5. Compute u, v, and w for the current multiresolution level.
6. If u, v, and w are computed for the highest level in multiresolution, then
Stop. Otherwise, goto Step 3.
4.2

Computational Complexity

The one-dimensional wavelet transform is of order O(n), where n is the number
of samples. In three-dimensional case the number of samples n is n = rst. At
each step to lower level in resolution, the number of samples is divided by eight,
so one half of the samples in each domain is transfered to the next level. Each
IWT described in Eqs. 8, 9, 10, and 11, require from 4 (S-transform, Eq. 6) to 24
((2 + 2, 2)-transform, Eq. 10) operations to get the two new values in the lower
resolution level. Normally, a low number of levels are needed in the transform,
like from 3 to 5 levels.
In NTF, u, v, and w are obtained through an iterative process. In each iteration step j, see Eqs. 3, 4, 5, the computational load is proportional to O(rst).
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The number of iterations depends on the data set used in the application. Typically, hundreds or even thousands of iterations are needed for the process to
converge [8].
In the implementation, we selected various number of iterations for each resolution level. At low resolution, it was possible to select a large number of iterations with only a nominal eﬀect to the whole computational time. The ﬁnal
target was to minimize the required number of iterations at the highest resolution, since at the highest resolution the iteration was most time-consuming in
ﬁnding the ﬁnal components u, v and w for the data set.

5

Experiments

Three phases were performed in the expriments. The ﬁrst phase was to select a
suitable integer wavelet ﬁlter for the multiresolution analysis. The second phase
considered the number of levels in the multiresolution. In the last phase NTF
within the multiresolution approach was performed.
5.1

Experimental Data

Three data set were used in the experiments. The ﬁrst set is a two-dimensional
set containing t = 1269 color spectra. Each spectrum had r = 384 samples.
Typical representatives of the spectra set are shown in Fig. 2 [14].

Samples from Munsell data set with 12 bit resolution.
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Fig. 2. Test set 1: Samples from Munsell color spectra set

The second data set was constructed from facial images from CBCL data set
[15]. The number of images was t = 192, and each image was of size rs = 96 × 96
pixels. Samples of the data set are shown in Fig. 3.
The third data set is a spectral image of size rst = 256 × 256 × 224. The image
is part of Moﬀet Field remote sensing image captured using AVIRIS equipment
[16].
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Samples from facial image dataset.

Fig. 3. Test set 2: Facial image dataset, samples from the set
Moffet spectral image. Bands 11, 21, 41, 71, and 91

Fig. 4. Test set 3: Moﬀet Field spectral image, bands 11, 21, 41, 61, and 91

5.2

Selection of the Integer Filter and the Number of Levels in
Multiresolution

In [10], the best lossless compression results for gray-scale images were obtained
with the 5/3-transform. This means that the ﬁlter can capture essential features
from the data set to a low number of coeﬃcients. Our target is diﬀerent. The
purpose is to describe the data set such that features from a lower resolution
to a higher resolution remain similar. Thus, the ﬁrst task is to select a suitable
IWT ﬁlter.
We computed the algorithm with k = 3 for the third data set with various
IWT ﬁlters. The results are collected to Table 1. The quality is computed as the
signal-to-noise ratio and it is expressed in decibels (dB). For ﬁlter S the results
for the whole multiresolution solution are shown. For other ﬁlters, only the ﬁnal
result is shown. The starting point for the iteration was the same for all ﬁlters.
The conclusion from this experiment is that all ﬁlters act similarly, except
ﬁlter 5/3, which outputs slightly worse results than the others. The ﬁnal selection
Table 1. IWT ﬁlter selection, k = 3
Filter name level # of iterations Quality (dB) Relative time
S
4
2000
18.453
1.080
3
600
15.975
2.190
2
300
14.333
27.910
1
50
13.119
74.540
0
1
12.408
24.730
TS
0
1
12.408
31.780
0
1
12.408
42.830
SP
0
1
12.405
41.070
(2 + 2, 2)
0
1
12.393
31.730
5/3
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criterion is the computational time which is lowest for the ﬁlter S. Thus, all the
experiments were performed with ﬁlter S.
Next, we wanted to ﬁnd out, how many steps in the multiresolution ladder
are needed. The experiment was performed with ﬁlter S, with the spectral image
data set. The results are shown in Table 2.
Table 2. Selection of the number of levels in the multiresolution. IWT ﬁlter S, k = 3.
level # of iterations Quality (dB) Relative time
3
600
15.974
2.020
300
14.332
24.430
2
50
13.119
70.050
1
1
12.408
24.300
0
2
300
14.320
32.230
50
13.112
77.640
1
1
12.402
24.400
0
1
50
12.627
67.740
1
12.020
22.630
0

From Tables 1 and 2 we can conclude that at least three levels of multiresolution are required to achieve the good quality in reconstruction. In the next
experiments, four levels in multiresolution were applied, since the computational
cost in the lowest level is very small compared to the whole process.
5.3

Computational Results for NTF

The last experiment considerers the whole process described in Alg. 1. The
three datasets were used, in IWT the ﬁlter was ﬁlter S, and four levels in the
multiresolution ladder were used. The results from the experiment are shown in
Figs. 5 a), b), and c). On the horizontal axis there is the relative computational
time with a logaritmic scale, and on the vertical axis there is the reconstruction
quality in dB.
Each subﬁgure in Fig. 5 contains ranks k = 1, 2, 3, 4, 6, 8, 16, 32. For each k
without multiresolution, the number of iterations were 2, 4, 8, 16, 32, 64, 128, 256,
512, 1024. The qualities for the latest iterations are shown for each k. For the multiresolution case, only the ﬁnal result is shown as a single box () for each k.

6

Conclusions

In this study, we have enhanced the computation of u, v, and w for the nonnegative tensor factorization with a multi-resolution approach. The multiresolution was computed using the integer wavelet transform.
The following conclusions can be made from the experiments. In general, the
proposed approach is from 2 to 10 times faster than the original computation.
Especially, for a data set with large values for r and s, the approach is very good.
When the rank k is large, the original solution requires time that is ﬁfty-fold

342

A. Kaarna et al.

Munsell dataset
50
k=1
k=2
k=3
k=4
k=6
k=8
k=16
k=32
MR

45

40

Quality in dB

35

32
16

8

30

6

25
4
20

3

15

2

10

1

5

0

1

10

2

10

3

10
Time

4

10

10

5

10

a)
Facial image dataset
16
k=1
k=2
k=3
k=4
k=6
k=8
k=16
k=32
MR

15

14

13

32

16

Quality in dB

12
8
11

6

10

4
3

9
2
8
1
7

6

0

1

10

2

10

3

10

4

10

10

5

10

Time

b)
Spectral Image
18
k=1
k=2
k=3
k=4
k=6
k=8
k=16
k=32
MR

17

16

15

32

16

Quality in dB

14

8
6

13

4
3

12
2
11
1
10

9

8
1
10

2

10

3

10
Time

4

10

5

10

c)
Fig. 5. Computational time vs. reconstruction quality, a) Munsell data set. b) Facial
image data set. c) Moﬀet Field spectral image. For each run 2,4,8,16,32,64,128,256, and
1024 iteraton steps were used. For larger rank k, only last steps are marked. For each
k, the computational time for the highest quality of the proposed method is marked
by .
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compared to the proposed approach, see Fig. 5, c). The gain from the proposed
approach is from 2 to 10 fold. For facial image data set, the same conclusions
can be drawn, see Fig 5, b).
For the Munsell data, the approach provides clear gain when k is larger, like k =
4, 6, 8, 16, 32. With k = 1 the proposed approach is not usable, there is the extra
load of the IWT compared to the original solution, see Figs. 5 a), b), c). In practice,
a small number of iterations (even 2 iterations) results in the converged solution.
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Abstract. One of the basic problems in discrete tomography is the reconstruction of discrete sets from few projections. Assuming that the set
to be reconstructed fulﬁls some geometrical properties is a commonly
used technique to reduce the number of possibly many diﬀerent solutions of the same reconstruction problem. Since the reconstruction from
two projections in the class of so-called hv-convex sets is NP-hard this
class is suitable to test the eﬃciency of newly developed reconstruction
algorithms. However, until now no method was known to generate sets of
this class from uniform random distribution and thus only ad hoc comparison of several reconstruction techniques was possible. In this paper
we ﬁrst describe a method to generate some special hv-convex discrete
sets from uniform random distribution. Moreover, we show that the developed generation technique can easily be adapted to other classes of
discrete sets, even for the whole class of hv-convexes. Several statistics
are also presented which are of great importance in the analysis of algorithms for reconstructing hv-convex sets.
Keywords: discrete tomography; hv-convex discrete set; decomposable
conﬁguration; random generation; analysis of algorithms.

1

Introduction

The reconstruction of two-dimensional discrete sets from their projections plays
a central role in discrete tomography and it has several applications in pattern
recognition, image processing, electron microscopy, angiography, radiology, nondestructive testing, and so on [11,12]. Since taking projections of an object can
be expensive or time-consuming the number of projections used in the reconstruction is usually small (in most cases two or four). This can yield extremely
many solutions with the same projections or/and NP-hard reconstruction causing the developed reconstruction algorithm hardly applicable in practice. One
way to get rid of these problems is to suppose that the discrete set to be reconstructed belongs to a certain class described by some geometrical properties
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such as convexity, connectedness, etc. One of the ﬁrst such approaches was presented in [14] where the author gave a reconstruction heuristic for the class of
horizontally and vertically convex (shortly, hv-convex) discrete sets using only
two projections. Later, it was shown that this reconstruction task is NP-hard
[18]. However, by this time it was known that assuming that the set to be reconstructed is also connected makes polynomial-time reconstruction possible [4,7].
Thus, researchers began to study what makes the reconstruction in the general
class of hv-convexes so diﬃcult. For certain subclasses it was found that the reconstruction can be done in polynomial time [1,6]. Surprisingly, it was also shown
that the reconstruction is no longer intractable if absorption in the projections
is present (at least for certain absorption coeﬃcients) [15]. Therefore, during the
last few years the class of hv-convex discrete sets became one of the indicators of
newly developed exact or heuristic reconstruction algorithms from the viewpoint
of eﬀectiveness [5,8]. Unfortunately, all the developed techniques for solving the
reconstruction problem in the class of hv-convexes had to face the problem that
no method was known to generate sets of this class from uniform random distribution and thus no exact comparison of the techniques was possible. In this
paper we outline algorithms for generating certain hv-convex discrete sets from
uniform random distributions and study properties of randomly generated hvconvex sets from several point of view. The structure of the contribution is the
following. First, the necessary deﬁnitions are introduced in Section 2. In Section
3 we describe the generation method for a subclass of hv-convexes. Then, in Section 4 we investigate some properties of randomly generated hv-convex discrete
sets of the above class that can aﬀect the complexity of several reconstruction
algorithms. In Section 5 we discuss our results and show how the presented generation technique can be adapted to other classes of discrete sets, in particular,
even for the whole class of hv-convexes.

2

Preliminaries

Discrete tomography aims to reconstruct a discrete set (a ﬁnite subset of the
two-dimensional integer lattice deﬁned up to translation) from its line integrals
along several (usually horizontal, vertical, diagonal, and antidiagonal) directions.
Discrete sets can be represented by binary pictures or binary matrices (see Fig. 1)
and thus the above problem is equivalent to the task of reconstructing a binary
matrix from its row, column (and sometimes also diagonal and antidiagonal)
sums. In the following we will use both terms discrete set and binary matrix
depending on technical convenience. To stay consistent, without loss of generality we will assume that the vertical axis of the 2D integer lattice is directed
top-down and the upper left corner of the smallest containing rectangle of a discrete set is the position (1, 1). Clearly, deﬁnitions given for discrete sets always
have natural counterparts in matrix theory. Vice versa, a deﬁnition described in
matrix theoretical form can be expressed in the language of discrete sets, too.
A discrete set F is 4-connected (with an other term polyomino), if for any two
positions P ∈ F and Q ∈ F of the set there exist a sequence of distinct positions
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(i0 , j0 ) = P, . . . , (ik , jk ) = Q such that (il , jl ) ∈ F and |il − il+1 | + |jl − jl+1 | = 1
for each l = 0, . . . , k − 1. A discrete set is called hv-convex if all the rows and
columns of the set are 4-connected, i.e., the 1s of the corresponding representing
matrix are consecutive in each row and column. For example, the discrete set in
Fig. 1 is hv-convex.
0
0
0
1
0
0

0
1
1
1
0
0

0
1
1
0
0
0

1
0
0
0
0
0

0
0
0
0
0
1

0
0
0
0
1
0

Fig. 1. A discrete set represented by its elements (left), a binary picture (center), and
a binary matrix (right)

The maximal 4-connected subsets of a discrete set F are called the components
of F. For, example the discrete set in Fig. 1 has four components: {(1, 4)},
{(2, 2), (2, 3), (3, 2), (3, 3), (4, 1), (4, 2)}, {(5, 6)}, and {(6, 5)}.

3

Generation of Special hv-Convex Binary Matrices

The ﬁrst result towards the uniform random generation of hv-convex binary
matrices was given by Delest and Viennot [9] who proved that the number Pn
of hv-convex polyominoes with perimeter 2n + 8 is
 
2n
n
Pn = (2n + 11)4 − 4(2n + 1)
.
(1)
n
Later, based on the above result in [10] it was shown that the number Pm+1,n+1 of
hv-convex polyominoes with a minimal bounding rectangle of size (m+1)×(n+1)
is



2
m + n + mn 2m + 2n
2mn m + n
.
(2)
Pm+1,n+1 =
−
2m
m
m+n
m+n
We ﬁrst will consider a special class of hv-convex matrices (denoted by S),
namely where the components’ bounding rectangles are connected to each other
with their bottom right and upper left corners and there are no rows or columns
with zero-sums. Especially, every hv-convex polyomino belongs to this class, too,
as they have only one component. Then, a binary matrix F ∈ S of size m × n
is either an hv-convex polyomino or it contains a polyomino of size k × l (where
k < m and l < n) as a submatrix in the upper left corner and the remaining
part of F is a binary matrix of size (m − k) × (n − l) which also belongs to the
class S. Denoting the number of binary matrices of S of size m × n with Qm,n
this observation can be expressed by the following recursive formula

Qm,n = Pm,n +
Pk,l · Qm−k,n−l .
(3)
k<m, l<n
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Using Equation (2) and the initial values Q1,j = P1,j = 1 (j = 1, . . . , n) and
Qi,1 = Pi,1 = 1 (i = 1, . . . , m) Qm,n can be calculated by a dynamic programming approach in O(m2 n2 ) time with O(mn) memory requirement. Based on
this we now can describe the algorithm for generating hv-convex binary matrices
of S from uniform random distribution.
Algorithm 1. for generating matrices of S from uniform random distribution
Input: The integers m and n.
Output: A binary matrix F ∈ S of size m × n.
Step 1 calculate Qm,n ;
Step 2 generate a number r ∈ [1, Qm,n ] from uniform random distribution;
Step 3 if ( r > Pm,n )
{ r = r − Pm,n ;
for k = 1 to m − 1
for l = 1 to n − 1
{ if ( r > Pk,l · Qm−k,n−l ) r = r − Pk,l · Qm−k,n−l ;
else call Algorithm 1 with parameters m − k and n − l; }
}
Step 4 generate the components from uniform random distribution;
This algorithm works as follows. First, in Step 1 it calculates Qm,n = Pm,n +
P1,1 · Qm−1,n−1 + P1,2 · Qm−1,n−2 + P2,1 · Qm−2,n−1 + . . . + Pm−1,n−1 · Q1,1 .
Choosing a number randomly in the interval [1, Qm,n ] (Step 2) it can be decided
whether it is in the interval [1, Pm,n ], [Pm,n + 1, Pm,n + P1,1 · Qm−1,n−1 ], [Pm,n +
P1,1 ·Qm−1,n−1 +1, Pm,n +P1,1 ·Qm−1,n−1 +P1,2 ·Qm−1,n−2 ], etc. Thus, the size of
the upper left component can be identiﬁed, and this method can be repeated for
the remaining set, too (Step 3). Now, we only have to generate the components
themselves from uniform random distribution knowing their bounding rectangles
which is possible with the algorithm given in [13] (Step 4).
The above method can be extended to hv-convex binary matrices possibly
having zero row or/and column sums, too (but still having the same conﬁguration
of the components as in the class S). This class will be denoted by S  . Clearly,
S ⊂ S  . In fact, a binary matrix F ∈ S  of size m × n is either an hv-convex
polyomino or it contains a polyomino of size k × l (where k < m and l < n) as
a submatrix in the upper left corner and the remaining part of F is a binary
matrix of size (m − k) × (n − l) such that it possibly has some zero rows, or/and
columns in the upper left corner and the remaining part belongs to the class S  .
Denoting the number of binary matrices of S  of size m × n with Qm,n we get a
formula similar to Equation (3)


Qm,n = Pm,n +
Pk,l · (
Qi,j ) .
(4)
k<m, l<n

i≤m−k, j≤n−l

Again, on the basis of Equation (2) and the initial values Q1,j = P1,j = 1
(j = 1, . . . , n) and Qi,1 = Pi,1 = 1 (i = 1, . . . , m) the above formula can be
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evaluated by a dynamic programming approach in O(m3 n3 ) time with O(mn)
memory requirement. Then, an algorithm similar to Algorithm 1 can be given
to generate hv-convex binary matrices of S  from uniform random distribution.

4

Statistics on hv-Convex Matrices

In order to test some important properties of hv-convex binary matrices we have
generated test data sets with Algorithm 1 (and its modiﬁed version in the case of
matrices with possible zero rows or/and columns). Each set of test data consisted
of 1000 hv-convex matrix with the same size generated from uniform random
distribution from the classes S and S  . The algorithms were implemented in
C++ and the long integer functions of library NTL-5.4 [16] were used. The test
run on a PC with Intel Pentium 4 processor of 3.2 GHz and 1 GB RAM under
Debian GNU/Linux 3.1, Kernel 2.6.17.13.
4.1

The Number of Special hv-Convex Discrete Sets

Our ﬁrst simple investigation focuses on the number of special hv-convex discrete
sets. Table 1 shows the number of hv-convex polyominoes and hv-convex sets
from the classes S and S  with bounding rectangles of semi-perimeter n for the
ﬁrst 15 values of n denoted by P (n), Q(n), and Q (n), respectively. The ﬁrst
column can also be calculated by formula (1) and this is Sequence A005436 in
[17]. For n = 5 the corresponding binary pictures of all three classes are shown
in Fig. 2.
Table 1. The number P (n), Q(n), and Q (n) of hv-convex polyominoes, and hv-convex
sets from the classes S and S  , respectively, depending on the semi-perimeter n of the
bounding rectangle
n

P (n)

Q(n)

Q (n)

2
3
4
5
6
7
8
9
10
11
12
13
14
15

1
2
7
28
120
528
2344
10416
46160
203680
894312
3907056
16986352
73512288

1
2
8
32
139
618
2779
12528
56404
253152
1131849
5040412
22359981
98837102

1
2
8
34
150
674
3056
13898
63178
286570
1296008
5842442
26255254
117642282
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Fig. 2. All the hv-convex polyominoes (ﬁrst row) and hv-convex sets from the classes
S and S  (second row) with bounding rectangles of semi-perimeter 5. Small numbers
in the ﬁrst row indicate other solutions that can be get by mirroring or/and rotating
the given polyomino.

4.2

The Number of Components

The second experiment treats the number of components of special hv-convex
sets. It is important information when reconstructing such kind of sets. For
example, as it was mentioned in Section 1 if the set consists of a single component
then the reconstruction can be executed in polynomial-time. Table 2 shows the
number of components of the generated sets depending on size when the sets do
not have empty rows and columns (top half of the table) and when empty rows
and columns are also permitted (bottom half of the table). Note that the sum of
the elements in the last two rows are less than 1000. Due to space considerations
we omitted 2 sets of size 80 × 80 and 22 sets of size 100 × 100 that have more
than 15 components. The numerical investigation shows that generating hvconvex sets from the classes S and S  from uniform random distribution there
is a great possibility that the set consists of a single component if the size of
the set is small (namely, less than or equal to 20 × 20) but there is almost no
chance to apply the well-known polynomial-time algorithms for reconstructing
hv-convex polyominoes for sets of greater sizes.
It is interesting and could be quite useful in the reconstruction that the number of components can be estimated in advance knowing only the size of the
set. Let E(n) and D2 (n) denote the expected number of components and its
variance, respectively, for a set of size n × n generated from uniform random
distribution from the class S or S  . If n ≤ 100 then the estimated values of
E(n) and D2 (n) can be calculated directly from Table 2. For larger sets a good
estimation can be given using the following equations
E(n) ≈ 0.075n and D2 (n) ≈ 0.04n

(5)

E(n) ≈ 0.100n and D2 (n) ≈ 0.06n

(6)

in the class S, and
in the class S  .
Moreover, for each size of sets the number of components follows a normallike distribution with expected value E(n) and with variance D2 (n). In order
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Table 2. The number of components of 1000 hv-convex discrete sets with bounding
rectangle of size n × n generated from uniform random distribution from the classes S
(top half of the table) and S  (bottom half of the table)
Size

1

2

3

4

5

6

7

5×5
7×7
10 × 10
20 × 20
40 × 40
60 × 60
80 × 80
100 × 100

785
746
659
314
29
2

191
225
272
403
189
36
3
1

23
27
60
196
318
118
34
9

1
2
9
73
257
240
100
30

12
135
260
183
69

2
54 8
6
3
1
171 106 40 19
6
216 186 138 85 36
160 189 190 149 92

5×5
7×7
10 × 10
20 × 20
40 × 40
60 × 60
80 × 80
100 × 100

725
656
518
175
9

241
280
335
326
72
10

32
54
120
315
206
33
5

2
9
22
123
271
102
24
2

1
5
51
205
169
55
11

10
132
224
106
30

57
192
148
98

8

33
126
196
123

9

10

11 12 13 14 15

1
1
12 6 1
55 32 17 6

1

11
1
3
87 28 12 5 1 1
178 122 75 49 21 14 5
147 169 146 94 77 52 29

to check this we have generated two more test sets consisting of 1000 uniformly chosen discrete sets of sizes 200 × 200 and 500 × 500 with nonempty
rows and columns (the generation of this latter set took about half a day).
Figure 3 shows the diﬀerences between the test results and the normal distributions with the estimated parameters.
4.3

The Number of Decomposable Conﬁgurations

Given an ordered pair of binary matrices (C, D) we say that we get the binary
matrix F by NorthWest gluing (or shortly, NW-gluing) C to D if


C 0
F =
.
0 D
NE-, SE- and SW-gluings are deﬁned similarly. Then, given a binary matrix F
consisting of k ≥ 2 components we say that the components are in a decomposable
conﬁguration if the following properties hold
– the sets of the row and column indices of the components are disjoint, and
– if k > 2 then we get F by gluing a single component to a binary matrix
having a decomposable conﬁguration consisting of k − 1 components using
one of the four gluing operators.
For example, the four components of the matrix depicted in Fig. 1 are in a nondecomposable conﬁguration. Decomposability was introduced in [1] as a new
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Fig. 3. The number of sets (vertical axis) having given number of components (horizontal axis) in the test data (solid lines) and the corresponding normal distribution
(dashed lines) for sets of sizes 200 × 200 (left) and 500 × 500 (right)

property that can guarantee polynomial-time reconstruction from four projections. Later, in [2] it was also shown how the knowledge that the components of
an hv-convex discrete set form a decomposable conﬁguration can facilitate the
reconstruction in the case of four projections. In our third experiment we tested
whether decomposable conﬁgurations often occur in the class of hv-convex sets.
In order to test this we also generated a uniformly chosen random permutation
π of order k for each previously generated test data if the set consisted of k ≥ 2
components. Then, we permuted the set of the column indices of the components
in that test data according to the generated permutation π. Although in this way
we did not get a uniform distribution in the whole class of hv-convexes a useful
estimation could be made about the number of decomposable conﬁgurations.
Table 3 represents the number of decomposable conﬁgurations for each set of
test data having size up to 100 × 100 if empty rows and columns are not present
(N (dec)) and if empty rows and columns are permitted (N  (dec)).
Table 3. The number of decomposable conﬁgurations from 1000 hv-convex sets of the
given size n × n
Size n × n
N (dec)
N  (dec)

2

3

4

5

7

10

20

40

60

80 100

163 166 160 214 254 340 669 826 599 344 160
176 208 230 275 343 477 777 673 354 124 45

From this study we can see that decomposition reconstruction algorithms
(see [1,2]) have the best chance to succeed on the generated test sets if the
size of the set is between about 10 × 10 and 80 × 80 if the set has no empty
rows and columns, and 7 × 7 and 60 × 60 if empty rows and columns are possibly
present. From the deﬁnition it follows that every discrete set consisting of a single
component is non-decomposable. Moreover, if a discrete set has two or three
components then they necessarily form a decomposable conﬁguration. Finally,
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the more component the discrete set has the less likely that the components are
in a decomposable conﬁguration. Thus, our statistic corresponds to the previous
one about the expected number of components.

5

Conclusions and Discussion

We have developed a technique for generating special hv-convex binary matrices
from uniform random distribution. Then, several statistics are given that can be
useful in the complexity analysis of reconstruction algorithms. In a forthcoming
contribution we plan to do an empirical investigation of the eﬀectiveness of several reconstruction algorithms for hv-convex discrete sets that could be valuable
in designing further more eﬃcient reconstruction algorithms.
The main advantage of the developed method is that it can be applied for any
class of matrices having disjoint components if the components themselves can be
generated from uniform random distribution knowing their bounding rectangles
and if it is possible to enumerate them. For a simple example let us assume that
the discrete set to be generated does not have empty rows and columns and all
the components are rectangles. However, we do not assume that the components
are in a special conﬁguration, we only suppose that the sets of their row and
(t)
column indices are disjoint. Let Rm,n denote the number of such discrete sets of
size m × n having exactly t components. For each i and j there exists exactly
(1)
one discrete rectangle of size i × j, i.e., Ri,j = 1 for each i = 1, . . . , m and
(t)

j = 1, . . . , n. Moreover, Ri,j = 0 if i < t or j < t, and for t > 1 the following
recursive formula holds

(t−1)
(t)
=
Ri,j · t
(7)
Rm,n
i<m, j<n

where the factor t represents the proper weights for describing the possible permutations of the column sets of the t components. Then, the total number of
min{m,n} (t)
such discrete sets of size m × n is t=1
Rm,n and the given algorithm can
be modiﬁed in a straightforward way (see [3] for further details).
In particular, the above method can also be extended to the whole class of hv(t)
convexes, too (see again [3]). Let Qm,n denote the number of arbitrary hv-convex
discrete sets with minimal bounding rectangle of size m × n with nonempty rows
(t)
and columns and having exactly t components. Then Qi,j = 0 if i < t or j < t,
(1)

and Qi,j = Pi,j for each i = 1, . . . , m and j = 1, . . . , n. Finally, for t > 1 the
following recursive formula holds

(t−1)
Q(t)
Pk,l · Qm−k,n−l · t .
(8)
m,n =
k<m, l<n

Then, we get that the total number of arbitrary hv-convex discrete sets of size
min{m,n} (t)
m × n with nonempty rows and columns is t=1
Qm,n . However, due to its
huge computational complexity this generation method is applicable for discrete
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sets of moderate sizes only. Although several useful statistics could be done
even in the classes S and S  it is an important open question whether more
sophisticated and more eﬃcient generation techniques for the whole class of hvconvexes can be developed.
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Abstract. The study of natural image statistics considers the statistical properties of large collections of images from natural scenes, and has
applications in image processing, computer vision, and visual computational neuroscience. In the past, a major focus in the ﬁeld of natural
image statistics have been the statistics of outputs of linear ﬁlters. Recently, attention has been turning to nonlinear models. The contribution
of this paper is the empirical analysis of the statistical properties of a
central nonlinear property of natural scenes: the local log-contrast. To
this end, we have studied both second-order and higher-order statistics of
local log-contrast. Second-order statistics can be observed from the average amplitude spectrum. To examine higher-order statistics, we applied a
higher-order-statistics-based model called independent component analysis to images of local log-contrast. Our results on second-order statistics
show that the local log-contrast has a power-law-like average amplitude
spectrum, similarly as the original luminance data. As for the higherorder statistics, we show that they can be utilized to learn intuitively
meaningful spatial local-contrast patterns, such as contrast edges and
bars. In addition to shedding light on the fundamental statistical properties of natural images, our results have important consequences for
the analysis and design of multilayer statistical models of natural image
data. In particular, our results show that in the case of local log-contrast,
oriented and localized second-layer linear operators can be learned from
the higher-order statistics of the nonlinearly mapped output of the ﬁrst
layer.

1

Introduction

The study of natural image statistics considers the statistical properties of large
collections of images and their transformations (for a review see [1]). The most
important application areas of natural image statistics are image processing and
computer vision (e.g., [2]), and visual computational neuroscience (e.g., [3,4]). In
the case of image transformations, a majority of the research on natural image
statistics has focused on the statistical properties of outputs of linear ﬁlters (e.g.,
[3,5]). Recently, attention has been shifting to nonlinear models to account for
higher-order visual information such as contours [6] and cue invariance [7].
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 354–363, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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One important nonlinear property of images is local luminance contrast, which
in general refers to the relationship between the luminance of an object and
its immediate surrounding. (From here on, the term ’local contrast’ refers to
local luminance contrast.) Spatial variations in local contrast can be viewed as
a second-layer 1 visuel cue, because a model with two layers of ﬁltering – with a
nonlinearity in between – can be used to detect lines and edges formed by such
cues (see, e.g., [8]). Such models are called ﬁlter-rectify-ﬁlter (FRF) models [8],
where rectiﬁcation refers to the nonlinear layer.
The contribution of this paper is an empirical study of the statistical properties of local contrast in natural images. While second-layer cues have received
some attention in the natural image statistics research (e.g., [9,10]; see also [7]),
to our knowledge the statistical properties of local contrast have not been studied in detail in previous research. The importance of the study of the statistics of
local contrast has further increased due to recent research, which suggests that
local luminance and local contrast have small statistical dependencies in natural
scenes [10]; this suggests the applicability of a particularly practical and simple
(factorizable) statistical model, in which the cues are ﬁrst modeled separately
and then combined in a straightforward manner.
Here we have analyzed both the second-order (correlation-based) statistics
of local contrast, and some higher-order statistics. Second-order statistics are
revealed by the average amplitude spectrum. While the spectra of rectiﬁed signals
have been derived in some special cases (e.g., [11]), the richness of image data
makes it unfeasible to derive an analytical expression for ﬁltered and rectiﬁed
images. This intractability also holds for higher-order statistics, such as higherorder cumulants. Therefore, we have approached the problem by analyzing these
statistics empirically in an ensemble of images.
The results of our empirical analysis suggest that in natural images, local
log-contrast has important statistical properties. Here ’log’ refers to the use
of a logarithmic function as a nonnegative, compressive function in the computation of the contrast; in our model, this nonlinearity is closely related to
the rectiﬁcation in an FRF model (see below). Our results on amplitude spectra show that local log-contrast has similar second-order statistics as luminance: the average amplitude spectra of both fall of as f −a , with a > 0. This
suggests that local log-contrast is scale invariant [12]. As for the higher-order
statistics, in this work they were probed with independent component analysis (or, equivalently, sparse coding), which has been a very inﬂuential higherorder-statistics-based method in the analysis of statistical properties of linear
transformations of natural images [3,5]. In the analysis of higher-order statistics, we were particularly interested in what kind of spatial patterns can be
learned, because these patterns may form the second layer in FRF models.
Our results show that meaningful spatial patterns of local contrast – such as
contrast edges and bars – do emerge from higher-order statistics. This suggests that higher-order-statistics-based methods are able to discover
1

A commonly used term for these cues is second-order, but we will use the term
second-layer here to avoid confusion with second-order (correlation-based) statistics.
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rectiﬁcation
r(α)

ﬁltering

α

Fig. 1. The measure of local contrast employed in this paper is computed by a cascade of linear ﬁltering and a pointwise logarithmic nonlinearity. The linear ﬁlter is a
center-surround ﬁlter, and has been derived from the statistics of natural images (see
text for details). This ﬁlter responds strongly (either positively or negatively) when the
luminance diﬀerence between the center location and its surrounding is large, that is,
when there is intuitively a large luminance contrast at the center location. The pointwise nonlinear logarithmic function (the rectiﬁcation function) is r(α) = ln (|α| + d) ,
d ≥ 1, whose output is a nonnegative measure of local log-contrast; this function also
compresses the large range of contrasts present in natural images. Note that in this ﬁgure, the images and the ﬁlter are represented with a highly diﬀerent scale: the example
images are of size 200 × 200, while the size of the ﬁlter is 9 × 9 pixels.

nonlinear image properties by learning second-layer linear operators in an FRF
cascade.
The rest of this paper is organized as follows. In Section 2 we describe the
measure of local contrast employed in this work. The natural image data is
described shortly in Section 3. Second-order statistics are reported in Section 4,
and results on higher-order statistics in Section 5. Finally, this paper ends with
conclusions in Section 6.

2

Measuring Local Contrast

Luminance contrast refers in general to the relationship between the luminance
of an object and its immediate surrounding. There is no unique deﬁnition of
contrast in a natural image [13]. Two commonly employed types of measures
of local luminance contrast utilize either center-surround ﬁltering followed by a
rectifying (nonnegative) nonlinearity, or localized measures of variance, possibly
normalized by local luminance (see, e.g., [13,14,10]). While there are many different ways of computing local contrast, in this paper we have chosen to apply
the center-surround ﬁltering approach [13,15] (illustrated in Figure 1) due to
its simplicity and relationship with other research on natural image statistics:
it oﬀers us a chance to specify the linear part of the computation of the local
contrast – including the exact degree of localization – in terms of natural image
statistics. This approach also gives us a view of the eﬀect of the nonlinear part
in the computation of contrast.
To specify the exact structure of the center-surround ﬁlter, we utilize a wellknown statistical criterion (e.g., [16,17]): we specify that the ﬁlter will whiten
the data – that is, the output of the ﬁlter will on the average have a ﬂat power

The Statistical Properties of Local Log-Contrast in Natural Images

amplitude response

A

357

B
600
500
400
300
200
100
0

„
−

fe

f
f0

«4

f

0

200 400 600
DFT index f

Fig. 2. The center-surround ﬁlter. (A) The speciﬁcation of the ﬁlter in the Fourier
domain. The amplitude response of the ﬁlter follows the linear whitening ﬁlter at low
frequencies, but drops at high frequencies in order to not amplify high-frequency noise
[17]. For comparions, the plot also shows the amplitude response of the whitening ﬁlter
with no noise control (dashed). The amplitude responses are plotted as functions of
discrete Fourier transform (DFT) index. In the whitening ﬁlter, the cutoﬀ frequency
f0 = 0.4N = 407.2, where N = 1018 is the size of the images. (B) The central part of
the resulting ﬁlter in the spatial domain.

spectrum – with the constraint that the ﬁlter should not amplify unduly the
low-power high-frequency part of the spectrum, because a signiﬁcant part of the
highest frequencies consist of noise and sampling artifacts (see below). Because
the average power spectrum is also the Fourier transform of the autocorrelation,
the whitening condition is equivalent to spatial uncorrelatedness of ﬁlter output.
The whitening criterion leads to the speciﬁcation of the ﬁlter in the Fourier
domain, where whitening determines the amplitude response of the ﬁlter, and
the symmetrical structure of the ﬁlter results from setting the phase response to
zero for all frequencies.
It is well-known that when averaged over a set of natural images, the amplitude spectrum falls oﬀ essentially as f −a , where f is the frequency, and a > 0
and is typically between 0.7 and 1.5 (see, e.g., [14]). Therefore, for natural images, a whitening ﬁlter should have an amplitude response proportional to f a ;
typically, the “average” value a = 1 is used in the speciﬁcation of a whitening
ﬁlter. However, in whitening a precaution should be taken to avoid amplifying
high-frequency noise and sampling artifacts [16,17]. Because of the f −a amplitude spectrum of natural images, the high frequencies would need to be strongly
ampliﬁed in whitening. Unfortunately this would magnify the high-frequency
noise and sampling artifacts resulting from the use of a rectangular sampling
grid. Therefore, a typical whitening ﬁlter drops oﬀ at high frequencies. Here we
specify the exact form of the whitening ﬁlter as in [17]. Let |G(f )| be the onedimensional Fourier amplitude response of the (spherically symmetric) ﬁlter g;
then
4
(1)
|G(f )| = f e−(f /f0 ) ,
where f0 is the frequency cut-oﬀ; here f0 = 0.4N, when N × N is the size of our
natural images. The amplitude response of the ﬁlter is plotted in Figure 2A. The
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ﬁlter has the eﬀect of removing the DC (constant component), dampening the
low frequencies that are dominant in natural images, and attenuating the highest frequencies which have the worst signal-to-noise ratio. The two-dimensional
whitening ﬁlter is a spherically symmetric 2D version of equation (1); Figure 2B
shows the resulting ﬁlter in the spatial domain. For details on the used ﬁlter,
see [17]. To improve computational eﬃciency, convolution with the ﬁlter was
implemented in this work by pointwise multiplication in the Fourier space.
After ﬁltering with the center-surround ﬁlter, the value of local contrast was
obtained by applying a rectifying (nonnegative, nonlinear) function r(·) to the
ﬁltering output. Let ∗ denote convolution, g(x, y) the center-surround ﬁlter, and
I(x, y) an N × N image; then the local contrast c(x, y) is obtained by
c(x, y) = r (g ∗ I) .

(2)

The exact form of the rectifying function r(·) is related to contrast gain control –
a way of compressing the large range of contrasts in images – which is a general
property of the biological visual system [18] and is also used in image processing
to facilitate the interpretation of images with high contrast (e.g., [19]). In this
paper we examine in particular the local log-contrast, that is, the case where
r(α) = ln (|α| + d) ;

(3)

where a relatively small constant d is added to the absolute value to make the
rectiﬁcation function nonnegative and well-behaved (here d is 10% of the mean of
the absolute values of the center-surround-ﬁltered images) . In psychophysics, the
logarithmic nonlinearity is related to the relationship between stimulus contrast
and the perceived contrast (e.g., [20]).

3

Natural Image Data

In the experiments we used the natural image dataset provided by van Hateren
and van der Schaaf [4]. This dataset contains over 4000 grayscale images of
natural scenes, each image having a resolution of 1024 × 1536 pixels. Out of
the two versions of these images available, we used the deblurred versions that
have been compensated for the point spread function of the camera lens. To
avoid border artifacts present in the data and to be able to apply the (square)
whitening ﬁlter, we cropped each image to a resolution 1018 × 1018 pixels.

4

Second-Order Statistics

We examined the second-order statistics of the (original) luminance images,
center-surround-ﬁltered (whitened) images and local-log-contrast images. For
this purpose, 200 natural images were sampled at random from the natural
image collection, and the local-log-contrast computation scheme described in
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Fig. 3. Local log-contrast has similar second-order statistics as luminance: the average amplitude spectrum of local-log-contrast images exhibits similar f −a behaviour as
the average amplitude spectrum of the luminance images. This log-log plot shows the
amplitude spectra of luminance images, ﬁltered images, and local-log-contrast images
(ﬁltering + rectiﬁcation), averaged over 200 natural images and all orientations. In
a log-log plot, a f −a characteristic corresponds to an aﬃne plot with slope −a; the
intercept reﬂects a scaling of the data and is irrelevant. Least-squares estimation of the
slope and the intercept gives a slope alum ≈ 1.2 for the luminance data and acon ≈ 0.72
for the local contrast data. Note the role of the rectiﬁcation: before the rectiﬁcation,
the average amplitude spectrum of the ﬁltered images is approximately ﬂat (except for
the highest frequencies), a consequence of the whitening principle.

Section 2 was applied to these images. Amplitude spectra averaged over the 200
images and all orientations were computed from the luminance images, centersurround-ﬁltered images and local-log-contrast images.
The results are shown in Figure 3; please note that this is a log-log plot. As
can be seen, the average amplitude spectrum of the luminance images follows the
familiar f −a curve, which corresponds to an aﬃne curve in a log-log plot; leastsquares estimation of an aﬃne model Est {log10 Alum } (f ) = blum − alum log10 f ,
where Est {·} denotes an estimator, gives a slope alum ≈ 1.2. The intercept blum
corresponds to a global scaling of the data and is irrelevant here. The amplitude
spectra of the center-surround images are approximately ﬂat, except for the
highest frequencies, as can be expected from the construction of the centersurround ﬁlter from the whitening principle (see Section 2).
The local contrast has a similar power-law-like f −a form as the luminance;
least-squares estimation of an aﬃne model yields acon ≈ 0.72 for the local contrast image data. Note in particular the eﬀect of the rectifying nonlinearity,
evident in the diﬀerence between the amplitude spectra of the center-surroundﬁltered images and the rectiﬁed contrast images. This implies that in natural
images, local log-contrast enjoys similar scale-invariance as luminance [12].
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Higher-Order Statistics

In this work, the higher-order statistics were probed with independent component analysis (ICA), which has been an inﬂuential model in the analysis of
higher-order statistics of natural images [4,5] and is closely related [17,5] to
another inﬂuential model called sparse coding [3]. In particular, we were interested in what kind of local-log-contrast patterns would emerge from higher-order
statistics; it is well known that the luminance patterns that emerge from the application of ICA or sparse coding to luminance data are localized, oriented and
bandpass and resemble – depending on the viewpoint – Gabor functions, edge
and line detectors, and the receptive ﬁelds of simple cells in the primary visual
cortex [17,4].
In its basic form, ICA assumes that the observed data x, which is a random
vector of dimension n, has been generated by a linear generative model
x = As,

(4)

where A is a constant mixing matrix (to be estimated) and s a random vector
of unknown independent components. The dimension of s is assumed to be equal
to the dimension of x, possibly after the observed data x have been reduced to
a smaller dimension by principal component analysis [5]. ICA tries to estimate
both s and the parameter matrix A from the observed data x; when the model
holds, this can be done with very few assumptions (up to a scaling and ordering of the independent components and columns of matrix A). In the absence
of data following the generative model (4), many ICA algorithms – including
the FastICA algorithm we use [5] – can still be interpreted as minimization of
higher-order statistical dependencies between the components of the estimated
−1
random vector ŝ = Â x [5]. In addition, when statistical dependencies are reduced by searching for maximally non-Gaussian projections – as in FastICA –
the projections often turn out to be sparse, and the method can be viewed as
computing a sparse coding basis for the observed data.
We computed the ICA decomposition of localized local-log-contrast data; to
be more precise, of local-log-contrast image patches of size 19 × 19. To compute
this decomposition, we sampled a set of 100, 000 patches of size 19×19 pixels from
local-log-contrast images. Samples were taken from all of the over 4000 images.
After sampling, the local DC component (the mean value in the patch, typically
considered an “uninteresting” projection direction) was removed from each image
patch. The patches were then vectorized; the resulting vectors formed a sample of
the observed data x used in the ICA estimation. We used the FastICA algorithm
[5] with tanh(·) nonlinearity and symmetric (simultaneous) estimation of all
components. The input dimension was 19 × 19 = 361, and principal component
analysis was used to reduce the dimension for ICA to 16×16 = 256, retaining over
85% of the variance (dimensionality reduction is a standard procedure in ICA
to reduce the eﬀect of noise). This resulted in the estimation of 256 independent
components, or maximally non-Gaussian directions.
The resulting set of ICA basis vectors (columns of matrix A in equation (4))
is shown in Figure 4A. As can be seen, these basis vectors of local-log-contrast
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Fig. 4. Important contrast patterns emerge when independent component analysis
(ICA) is applied to local-log-contrast data. (A) A set of 256 ICA basis vectors of
size 19 × 19 pixels, computed from the local-log-contrast data. (B) For comparison,
the ICA basis vectors obtained in a control experiment with a noncompressive rectiﬁcation function r(α) = |α| . The basis vectors in (B) are the same pixel size as in (A),
but are shown at a smaller scale. (C) Magniﬁed examples of diﬀerent types of locallog-contrast patterns in the basis vector set (A): contrast edges, contrast bars, and
high-frequency localized spatial contrast patterns. (D) Magniﬁed examples of diﬀerent
types of patterns from the control experiment results in (B).

data correspond to oriented spatial contrast patterns in many diﬀerent scales
(frequencies). These patterns correspond to spatial variations in contrast such
as contrast edges, contrast bars and spatially localized frequency patterns; examples of these are shown in Figure 4C. These basis vectors could form the
starting point of a second-layer statistical image representation. To our knowledge, learning such second-layer (FRF) representations of local contrast has not
been demostrated in previous research. Our results are therefore an important
step in the development of multilayer statistical models of natural image data.
For example, when learning multilayer models of images, one approach is to learn
the layers one by one. Here we have demonstrated that meaningful second-layer
patterns can be learned by employing ICA on top of a rectiﬁed ﬁrst-layer output
after the ﬁrst-layer ﬁlter has been learned from the whitening principle.
It should be noted that in our model, nonlinear detectors of contrast edges are
not simply linear luminance edge detectors with rectiﬁed outputs. For example,
whereas a rectiﬁed linear edge detector would respond positively to an edge
regardless of the polarity (sign) of the edge, it would not signal the existence of
a contrast edge, because there is no luminance diﬀerence across a contrast edge.
To verify that the results shown in Figure 4A are not trivial or an artifact,
we performed two control experiments.
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1. The purpose of this control experiment was to study the role of the rectiﬁcation ofunction. We repeated the computation of the ICA basis, but
this time used the rectiﬁcation function r(α) = |α| . The results are shown
in Figure 4B, with close-ups in Figure 4D. As can be seen, in this case
only a minority of the patterns are oriented, and these are of a single scale
(high frequency); this suggests that a linear, noncompressive measure of contrast does not possess the statistical properties enjoyed by local log-contrast,
which are needed to learn oriented spatial patterns in multiple scales. This
indicates that in FRF architectures, the formation of subsequent processing
layers may need appropriate gain control mechanisms in order to be able to
perceive certain structures in the incoming data as salient.
2. The objective of this control experiment was to verify that our results are
not an artifact of our model, but do indeed reﬂect the statistical properties of
natural images. Here we repeated the computation of the ICA basis for three
diﬀerent types of white (uncorrelated) noise, each with diﬀerent marginal
distributions: Gaussian, uniform, and the same as in the original image data.
For all of these noise models, the ICA estimation failed, suggesting that the
ﬁltered and rectiﬁed noise had a Gaussian distribution [5]. Our main results
do therefore reﬂect the statistical structure of natural images.

6

Conclusions

We have shown in this paper that local log-contrast has important statistical
properties in natural images. An examination of the average amplitude spectrum
– which is equivalent to an examination of the second-order statistics – reveals a
power-law form of f −a , implying scale invariance. The ICA basis vectors – which
reﬂect higher-order statistics – correspond to spatial local-log-contrast patterns
such as contrast edges and bars. This suggests that higher-order statistics can
be employed in learning multilayer statistical models of natural images.
The current work presents the ﬁrst steps in the examination of the statistical properties of local log-contrast in natural images. For a more complete understanding of multilayer contrast processing, further theoretical and empirical
research is under way. In particular, the eﬀects caused by the interaction of the
input data, the ﬁrst-layer linear ﬁlter, and the used rectiﬁcation function must
be understood in more detail. One possibility is that the optimal parameterizations of the used mechanisms depend strongly on the requirements of subsequent
processing stages.
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Recovering Poses of Distal Locking Holes from
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Abstract. One of the most diﬃcult steps of intramedullary nailing of
femoral shaft fractures is distal locking - the insertion of distal transverse
interlocking screws, for which it is necessary to know the position and
orientation of the distal locking holes of the intramedullary nail. This paper presents a novel parameter decomposition approach for solving this
problem using single calibrated X-ray image. The problem is formulated
as a model-based optimal ﬁtting process, where the to-be-optimized parameters are decomposed into two sets: (a) the angle between the nail
axis and its projection on the imaging plane, and (b) the translation and
rotation of the geometrical models of the distal locking holes around the
nail axis. By using a hybrid optimization technique coupling an evolutionary strategy and a local search algorithm to ﬁnd the optimal values
of the latter set of parameters for any given value of the former one, we
reduce the multiple-dimensional model-based optimal ﬁtting problem to
a one-dimensional search along a ﬁnite interval. We report the in − vitro
experimental results, which demonstrate that the accuracy of our approach is adequate for successful distal locking of intramedullary nails.
Keywords: distal locking, ﬂuoroscopy, pose estimation, parameter decomposition, hybrid optimization, model-based method.

1

Introduction

It has been recognized that one of the most diﬃcult steps of intramedullary nailing of femoral shaft fractures is distal locking - the insertion of distal interlocking
screws, for which it is necessary to know the positions and orientations of the
distal locking holes of the intramedullary nail [1]. Complicating the process of
locating and inserting the distal interlocking screw is the nail deformation with
insertion. It has been reported that deformation occurs in several planes due to
medial-lateral and anterior-posterior ﬂexion of the distal nail after it has been
inserted. Deformation analysis of solid 9 mm femoral nails using a magnetic
tracking system in a cadaveric study has shown lateral translations of 18.1 ±
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10.0 mm, dorsal translations of -3.1 ± 4.3 mm, and rotational deformation of -0.1
± 0.2 degrees for the center of the distal transverse locking holes [1]. The reason
for the wide variations of the insertion-related femoral nail deformation is due to
the fact that the nail has to deform to the shape of the medullary canal upon insertion. The shape of the canal varies widely from person to person. Therefore, it
is very diﬃcult, to determine what the resultant locations and orientations of the
distal locking holes will be relative to their initial position before it is deformed.
The surgeon depends heavily on intra-operative X-ray means in a conventional
surgical procedure for providing precise locations and orientations of the distal
locking holes. It requires positioning the axis of the ﬂuoroscope perpendicular
to the locking holes so that these holes appear perfectly circular in the images.
This is achieved through a trial-and-error method and requires long time X-ray
exposure for both the surgeon and patient. It has been reported that the surgeon’s direct exposure to radiation for each conventional surgical procedure was
3 - 30 min, of which 31% - 51% was used for distal locking [2].
The desire to target accurately with as little as possible X-ray exposure has led
to various attempts to develop image-based methods for recovering the positions
and orientations of the distal locking holes [3][4][5]. These methods require either
multiple calibrated images or single image but with perfectly circular holes in
the image, which normally requires the X-ray technician to use a try-and-move
method several times to achieve.
This paper presents a novel parameter decomposition approach for solving
this problem using single calibrated ﬂuoroscopic image. We do not ask for an
image with perfectly circular holes but we do put a constraint on its acquisition,
i.e., the reduced patient shaft should be roughly parallel to the image intensiﬁer
of the ﬂuoroscopy machine, which is much easier to be achieved intraoperatively.
We then formulate the pose recovery as a model-based ﬁtting problem and decompose the to-be-optimized parameters into two sets: (a) the angle between the
nail axis and its projection on the imaging plane, and (b) the translation and
rotation of the geometrical models of the locking holes around the nail axis. By
using a hybrid optimization technique coupling an evolutionary strategy and a
local search algorithm to ﬁnd the optimal values of the latter set of parameters
for each give value of the former one, we reduce the multiple-dimensional optimal
ﬁtting problem to a one-dimensional search along a ﬁnite interval.
The paper is organized as follows. Section 2 describes image calibration, geometrical models, and preprocessing. In Section 3, we describe the proposed approach in details. Section 4 presents our in-vitro experimental results, followed
by conclusions in Section 5.

2

Image Calibration, Geometrical Models, and
Preprocessing

(1) Image Calibration: In reality, the proximal fragment, the distal fragment, and the nail may be treated as three rigid bodies and registered independently. The rigid transformations between these three rigid bodies can be trivially
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obtained from a navigator such as an optoelectronic tracker, a magnetic tracker,
or even a medical robot. As this is not our focus in this paper, here we assume
that the fractured femur has already been reduced and the proximal fragment
and distal fragment are kept ﬁxed relative to each other at the time of image
acquisition. We also assume that the nail has been inserted till the distal end of
the femur and has been locked proximally by screw so that the complete femur
and the nail can be treated as one rigid body. A local coordinate system is established on this rigid body through a so-called dynamic reference base technique
[6]. In the following description, let’s denote this patient coordinate system as
A − COS. All computations are done in this reference coordinate sytem.
To relate a pixel in the two-dimensional (2D) projection image to A − COS,
the acquired image has to be calibrated for physical projection properties and be
corrected for various types of distortion. We have chosen a weak-perspective pinhole camera model for modeling the C-arm projection [7]. Using such a camera
model, a 2D pixel VI is related to a three-dimensional (3D) point VA by following
equations:
⎡
⎤
⎤ ⎡
⎤ SA,x
⎡
VI,x
cA,x cA,y cA,z pI,x ⎢
(VA − fA )
SA,y ⎥
⎥
SA =
; and ⎣ VI,y ⎦ = ⎣ rA,x rA,y rA,z pI,y ⎦ ⎢
(1)
⎣ SA,z ⎦
||VA − fA ||
1
0
0
0 1
1
where || · || means to calculate the length of a vector and the vectors fA , rA , cA ,
pI represent the position of focal point, the vector along image row increasing direction, the vector along image column increasing direction, and the 2D position
of piercing point, respectively. They are projection parameters used to describe
the projection properties of the C-arm and can be calibrated preoperatively or
intraoperatively.
Eq. (1) can be used for both forward and backward projections. For example,
if we want to calculate the direction SA of the forward projection ray of an image
point VI , an additional constraint ||SA || = 1 can be used together with Eq. (1)
to solve for it. The projection ray of point VI is deﬁned by the focal point and
the direction SA .
The position of the imaging plane in A − COS and the focal length in our
camera model is implicitly determined using the calibrated focal point fA and
the vectors rA and cA . Any 2D image point VI corresponds to a 3D spatial point
VA in this imaging plane, which is the intersection between its forward projection
ray and this plane.
(2) Geometrical models: The distal part of an intramedullary nail containing
the two distal locking holes, which is what we are interested in, is modeled as
a cylinder (Fig. 1, left). The distance L between the centers of the two distal
locking holes can be accurately extracted from its product information. The
geometrical model of each locking hole is represented by two circles as shown by
Fig. 1, right, and is used later to simulate X-ray projections.
To obtain the coordinates of those points (visualized as red dots in Fig. 1,
right) used to describe the model of the lcoking hole, a local coordinate system
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Fig. 1. The geometrical model of the distal part of the intramedullary nail (left) and
the geometrical model of the distal locking hole (right)


C uvw is established by taking the intersection point C (it is also called the center
of the locking hole) between the axis of the hole and the axis of the nail as the
origin, the axis of the nail as the u axis, and the axis of the locking hole as the
v axis (see Fig. 1 for details). The coordinates of those points expressed in this
local coordinate system can be directly measured from the nail using a caliper,
thanks to the symmetrical property of the locking hole; or extracted from the
engineering drawings of the nail, if they are available.
(3) Preprocessing: The task of the preprocessing is to determine the projections of the distal locking holes. To extract these feature points from the image,
Hough transform [8] is used to ﬁnd the two mostly parallel edge lines of the
projection of the distal part of the nail after applying a Canny edge detector
to the image. The projection of the axis of the nail is considered as the middle
line between these two mostly parallel edge lines. To determine those edge pixels
belonging to the locking holes, the method reported in [5] is modiﬁed for our
purpose. A parallelpiped window, whose sizes are equal to the distance between
the detected edge lines, is swept along the middle line to ﬁnd two locations which
contain the maximum number of edge pixels and whose distance is greater than
a pre-selected distance threshold τ (e.g. the width of the window). The centroids
of the detected edge pixels in both locations are then calculated. The projection
point of the center of each locking hole is then determined by ﬁnding the closest
point on the middle line to the associated centroid. A preprocessing example is
shown in Fig. 2.

3
3.1

The Proposed Approach
Model-Based Fitting for Pose Recovery

Using above detected feature points, we can ﬁnd their corresponding spatial
points on the imaging plane. Let’s denote them as d1 corresponding to the projection point of the center C1 of the distal hole (the hole that is closer to the
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Fig. 2. A preprocessing example. The detected projection centers are displayed together with the extracted edge pixels of the distal locking holes.

Fig. 3. Schematic view of the model-based ﬁtting for pose recovery

nail tip), and d2 corresponding to the projection point of the center C2 of the
proximal hole, respectively, as shown in Fig. 3. These two points deﬁne a line
in A − COS. This line together with the focal point f deﬁnes a plane where
the axis of the distal part of the nail should fall in. As we know the coordinates
for point f , d1 , and d2 , we can calculate three internal angles ω1 , ω2 , ω3 of the
triangle f d1 d2 . Assume the angle between the nail axis and its projection in the
imaging plane is α, then the coordinates of the centers of both locking holes are
calculated as following:
(d1 −f )
(d2 −f )
||d1 −f || ; C2 = f + L2 · ||d2 −f ||
sin(ω2 +α)·cos(ω3 )
sin(ω2 +α)
+
sin(ω3 )
sin(ω3 ) ; L2 = L ·

C1 = f + L1 ·

L1 = L ·
where α ∈ (−π/2, π/2)

L · cos(ω2 + α)

(2)

where L is the distance between the centers of two holes. It can be measured or
extracted from the product information.
Accoding to Eq. (2), the coordinates of both centers only depends on the
parameter α, so as the direction of the nail axis [nx , ny , nz ]T .
Assuming that the coordinates of the center C of one of the locking holes
is denoted as [Cx , Cy , Cz ]T , the problem to estimate the pose of the locking
hole in A − COS is now changed to ﬁnd the rotation angle α of the nail axis,
the rotation angle θ and the translation distance δ of the geometrical model of
the distal locking hole along the nail axis so that the simulated projection can
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be ﬁtted to its real X-ray projection (see Fig. 3 for details). This constrained
transformation around the parameterized nail axis could be described by a 3 × 3
rotation matrix rot(α, θ, δ):
⎡
⎤
n2x + SSyz cos(θ) Mxy · CC − nz sin(θ) Mzx · CC + ny sin(θ)
⎣ Mxy · CC + nz sin(θ) n2y + SSzx cos(θ) Myz · CC − nx sin(θ) ⎦
Mzx · CC − ny sin(θ) Myz · CC + nx sin(θ) n2z + SSxy cos(θ)
(3)
where SSxy = n2x + n2y ; SSyz = n2y + n2z ; SSzx = n2z + n2x ;
and Mxy = nx ny ; Myz = ny nz ; Mzx = nz nx ; CC = 1 − cos(θ)
and a translational vector trans(α, θ, δ) = [tx , ty , tz ]T :
⎧
tx = (Cx + δ · nx ) · (n2y + n2z ) − nx · ((Cy + δ · ny ) · ny + (Cz + δ · nz ) · nz )+
⎪
⎪
⎪
⎪
(nx · ((Cy + δ · ny ) · ny + (Cz + δ · nz ) · nz ) − (Cx + δ · nx )
⎪
⎪
⎪
2
2
⎪
·(n
⎪
y + nz )) cos(θ) + ((Cy + δ · ny ) · nz − (Cz + δ · nz ) · ny ) sin(θ)
⎪
⎪
⎪
⎨ ty = (Cy + δ · ny ) · (n2x + n2z ) − ny · ((Cx + δ · nx ) · nx + (Cz + δ · nz ) · nz )+
(ny · ((Cx + δ · nx ) · nx + (Cz + δ · nz ) · nz ) − (Cy + δ · ny )
⎪
2
⎪
·(n
+ n2z )) cos(θ) + ((Cz + δ · nz ) · nx − (Cx + δ · nx ) · nz ) sin(θ)
⎪
x
⎪
⎪
⎪
tz = (Cz + δ · nz ) · (n2x + n2y ) − nz · ((Cx + δ · nx ) · nx + (Cy + δ · ny ) · ny )+
⎪
⎪
⎪
⎪
(nz · ((Cx + δ · nx ) · nx + (Cy + δ · ny ) · ny ) − (Cz + δ · nz )
⎪
⎪
⎩
·(n2x + n2y )) cos(θ) + ((Cx + δ · nx ) · ny − (Cyz + δ · ny ) · nx ) sin(θ)
(4)
The pose recovery problem can then be formulated as an optimal model-based
ﬁtting:
||ej=CP (i) − P r(rot(α, θ, δ) · mi + trans(α, θ, δ))||2

arg min
{α∗ ,θ ∗ ,δ ∗ }

(5)

i

where {ei } are the detected edge pixels of the locking holes; {mi } are the points
used to describe their geometrical models; P r(·) denotes the projection operator; CP (·) denotes the action of ﬁnding the closest edge pixel of the simulated
projection point into the image of a model point.
3.2

Parameter Estimation

Various techniques have been proposed for estimating parameters for modelbased ﬁtting. Lowe [9] suggests to minimize the non-linear error function on
image domain, where the perpendicular distance between projected model line
and extracted edge point will be minimized. The correspondence between the
model projection to image edge is found by selecting the one who has the shortest perpendicular distance. This strategy can lead to some ambiguity in ﬁtting
process when part of the model line has been occluded by structure of the model
itself. This problem was solved by Fua [10] through applying hidden algorithm to
avoid this pitfall. All these algorithms suﬀer from the facts that they are easily to
be trapped by a local minimum and that the interpretation and initialization of
model parameter values have to be done by the operator, which is not desirable
for an intra-operative application in a sterilized environment.
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Parameter decomposition approach is a powerful optimization method that
tries to decompose a high-dimensional problem into small, low-dimensional components and estimate the parameters for each component separately, thus reducing the computational complexity. The general idea of model decomposition for
parameter estimation has bee successfully applied in many domains, e.g., geometrical curve ﬁtting [11] and Bayesian model learning [12].
According to our observation that the size of the geometrical models of the
distal locking holes (around 10 mm in each dimension) is relatively small compared to the focal length of the X-ray image (around 1000mm), we decompose
the control parameters in Eq. (5) into two sets: (a) the angle α between the nail
axis and its projection in the imaging plane; and (b) the rotation and translation
distance of the geometrical models of the locking holes along the nail axis (θ, δ).
Now the original optimization problem can be re-formulated as:
||ej=CP (i) − P r(rot(α, θ, δ) · mi + trans(α, θ, δ))||2 )] (6)

arg min[(arg min
α∗

{θ ∗ ,δ ∗ }

i

Where the term in the square brackets simply means the minimum sum of distance for a ﬁxed α and all possibilities of (θ, δ). The advantage of such decomposition lies in the fact that the latter set of parameters can be calculated by
using a hybrid optimization technique coupling an evolutionary strategy and an
iterative closest projection point algorithm (ICPP) as described below, which
then reduces the original multiple-dimensional optimization problem to a onedimensional search in a ﬁnite interval.
A. Initialization: Given a ﬁxed α, we can estimate the positions of both centers of the locking holes and the orientation of the nail axis. Then, the initial
transformation between the local coordinate system of the geometrical model of
the locking holes and A − COS can be obtained by taking the estimated center
as the origin, the estimated nail axis as the u axis, and the normal of the imaging
plane as the v axis. All points deﬁned in the local coordinate system of the geometrical model can then be transformed to A − COS using this transformation.
The optimal values of the rotation θ and the translation δ of the models along
the nail axis can be optimally estimated by ﬁtting the geometrical models of the
locking holes to the image as by a hybrid optimization technique as described
below.
B. The Iterative Closest Projection Point (ICPP) Algorithm: Let
us denote E be a set of NE detected 2D edge pixels {e1 , e2 , ..., eNE } of the
locking hole projection. Further denote M t−1 be a set of NM model point
t−1
t−1
{mt−1
0 , m1 , ..., mNM } at iteration step t − 1. Now in the iteration step t, we
perform following steps:
Simulating X-ray projection: In this step, we simulate the X-ray projection of
the geometrical models of the locking holes to remove invisible points. Let P t−1
t−1
t−1
be a set of NP 2D projection points {pt−1
1 , p2 , · · · , pNP } obtained by simulating
X-ray projection of the 3D models into the image. Normally NP << NM . Thus,
for each 2D projection point pt−1
, we know its associated 3D model point mt−1
.
i
i
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Find closest projection point: In this step, we try to ﬁnd the closest neighbor
edge pixel ei of each 2D model projection point pt−1
.
i
Establishing 3D-2D correspondence: For each 2D matched pairs (ei , pt−1
),
i
calculate the forward projection ray BPi of the 2D edge pixel ei . Then for the
ray BPi , calculate a 3D point pair P Pit−1 = (bet−1
, mt−1
), where bet−1
is a
i
i
i
point on the line BPi that is closest to the 3D model point mt−1
of the model
i
.
projection point pt−1
i
Estimating pose: For all calculated 3D point pairs P P S (t−1) = {P Pit−1 }, ﬁnd
an optimal local solution of all pose parameters by minimizing following cost
function:
arg min

S(θ(t−1) , δ (t−1) ); where S(θ(t−1) , δ (t−1) ) =

{θ (t−1)∗ ,δ (t−1)∗ }
||bet−1
− (rot(θ(t−1) , δ (t−1) )
i
i

· mt−1
+ trans(θ(t−1) , δ (t−1) )||2
i

(7)

where we drop the symbol α from the expressions, as its value is ﬁxed.
These steps are repeated until all pose parameters are converged.
C. The Evolutionary Strategy: The ICPP algorithm can be regarded as a
local minimum search algorithm but we are trying to ﬁnd the global minimum of
the disparity function that may be well hidden among many poorer local minima,
especially when a poor initialization is used. In our approach, this is handled by
combining a conventional genetic algorithm [13] with the ICPP algorithm. The
genetic algorithm acts as a random generator for possible parameter sets that
solve the minimization problem. All generated individual parameter set is then
fed through the ICPP algorithm before being rated using the disparity function.
Five best ones (with the lowest values of S(θ(t−1) , δ (t−1) )) become the parents
of next generation. The algorithm stops when the diﬀerences of the disparity
function values of all ﬁve best ones are smaller than a pre-selected threshold.
D. Optimization of parameter α: We now convert a multiple-dimensional
optimization problem to a one-dimensional one, where the parameter α can be
optimized by a search along a ﬁnite interval [−30o, +30o ] (due to the acquisition
constraint that the nail should be put roughly parallel to the imaging plane). A
typical optimization space of this parameter is shown in Fig. 4. It has a symmetrical shape and a clear global optimum around the ground truth α = 10.4o . We
could separate the optimization space into two sub-intervals, i.e. [−30o , 0) and
[0, 30o]. In each sub-interval, the optimum of that sub-interval could be easily
found by a local search algorithm starting from any initialization value. Actually, in all experiments, we have simply initialized α by the middle value of each
sub-interval. The global minimum is then found by taking the better one of the
two optima

4

Experimental Results

We design and conducted in vitro experiments to analyze the accuracy and roR (STRATEC Medical,
bustness of the proposed approach. A SYNTHES
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Fig. 4. Optimization space of the parameter α

Oberdorf, Switzerland) 9 mm solid titanium femoral nail was used in our study.
It was inserted into a cadaveric human femur and was locked proximally. A
Siemens ISO-C C-arm (Siemens AG, Erlangen, Germany) was used to acquire
ﬂuoroscopic images for our experiments. The ground truth of the positions of the
locking holes was obtained after image acquisition by inserting a custom-made
steel rod through the hole and then digitizing both top and bottom centers of
the rod using an optically trackable sharp pointer (OPTOTRAK 3020, Northern
Digital Inc, Waterloo, Canada).
Three images acquired from diﬀerent directions were used in our experiments,
as shown in Fig. 5. For each image, we applied the proposed approach ten times
to estimate the poses of the distal locking holes. The estimated results were
compared to the ground truth to compute the errors for each hole, which were
deﬁned as the angular diﬀerence between the estimated hole axis and the one
obtained through pointer-based digitization and the positional diﬀerence of the
entry point and its ground truth along the plane perpendicular to the hole axis,
because the positional diﬀerence along the hole axis is not important for the task
for insertion of distal locking screws.
In all studies, the poses of the distal locking holes could be automatically
recovered. The angular and positional errors are shown in Table 1. Compared to
ground truths, the average angular error was found to be 1.0o (std=0.4o ) and
the average positional error along the plane perpendicular to the hole axis was
found to be 0.6 mm (std=0.4 mm).

Fig. 5. Three images used in the in − vitro experiment: LM 00, LM 01, LM 02
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Table 1. In − vitro experimetal results
Image Angular diﬀerences (o ) Positional diﬀerences (mm)
LM 00
0.7 ± 0.3
0.2 ± 0.0
LM 01
0.9 ± 0.2
0.4 ± 0.1
LM 01
1.5 ± 0.2
1.1 ± 0.1
Overall
1.0 ± 0.4
0.6 ± 0.4

5

Conclusions

We have presented a novel parameter decomposition approach for automatic
pose recovery of distal locking holes from single calibrated ﬂuoroscopic image.
Unlike previously introduced method [5], our approach does not ask for an image with perfectly circular holes. Our in-vitro experimental results demonstrate
that the accuracy of our approach is adequate for successful distal locking of
intramedullary nails.
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Abstract. The estimation of a patch position in an image is a long
established but still relevant topic with many applications, e.g. pose estimation and tracking in image sequences. In most systems the position
estimate needs to be fused with other estimates, and hence, covariance
information is required to weight the diﬀerent estimates in the right way.
In this paper we address the issue with covariance estimation in the case
of sum of absolute diﬀerence (SAD) block matching. First, we derive the
theory for covariance estimation in the case of SAD matching. Second,
we evaluate the suggested method in a virtual 3D patch tracking scenario
in order to verify the performance in real-world scenarios.

1

Introduction

Motion information from images is useful for many applications. In this paper
we focus on one type of method for doing this, called block matching. Typically
a patch is given and the algorithm ﬁnds the best match in an image.
A common problem is merging of diﬀerent measurements. Most common is
to average a number of similar measurements to reduce average error but the
measurements might also come from diﬀerent sensors. Optimal merging of the
measurements, requires knowledge about the accuracy for each measurement.
Accuracy of these measurements and information whether the error in the measurements are dependent or not is stored in the ”covariance matrix”.
In this paper we present both the theory and also an evaluation of a method
for estimating the covariance for block matching using sum of absolute diﬀerence
(SAD), which is to our knowledge not yet an established topic.
1.1

Block Matching

Block matching is a common name for all algorithms that try to ﬁnd the position
of a patch p, in an image b. This can be done in a number of diﬀerent ways but
the goal is to ﬁnd the minimum of an error function
min e(p, T (b, γ)) .
γ

B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 374–382, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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The function e measures the diﬀerence between the patch and the image. A number of parameters γ, containing the patch position and possibly other interesting
parameters like rotation of the patch or other shape information are estimated.
To fully utilize the information both the pose γ and information about the accuracy, cov(γ) are needed. In this paper a dc-invariant error function based on
the L1 norm is used.

|(p(x, y) − p) − (b(x, y) − b)|
(2)
e1 =
x,y

This method, combined with fast subpixel interpolation is described in [1].

2

Covariance

When several measurements are combined, an assumption of the covariance of
the diﬀerent measurements is required. This assumption might be implicit, might
assume that each measurement has the same covariance or explicit like Kalman
ﬁlters. As an example we can look at a weighted linear least square problem:
arg min Ax = b2

(3)

x = (AT w−1 A)−1 AT w−1 b

(4)

x

Which solution is

Where w is the covariance matrix for b. Solving (3) can be classiﬁed into four
groups depending on the assumption about the covariance matrix, from equal
weight of each measurement to the full covariance:
1. Assume that all measurements are independent and with the same accuracy.
w is the unit matrix.
2. Diﬀerent accuracy for diﬀerent measurements but that the measurements are
independent. w is a diagonal matrix where each element that comes from
one measurement is the same.
3. Assume that the measurements can be divided into groups where each measurement might inﬂuence all other in that group. Diﬀerent groups are assumed to be independent. w is a block diagonal matrix with one block from
each measurement.
4. One full covariance matrix for all measurements. This makes it possible to
have diﬀerent accuracy in diﬀerent directions, and also that measurements
are dependent. w is an arbitrarily positive deﬁnite matrix.
2.1

Covariance Derivation

Details of deﬁnition and computational laws for covariances can be found in
many text books about statistics [2]. This section is therefore only a short summary containing the most important formulas needed for the rest of this paper.
Practically, the covariance can be seen as a measurement of the spread of a

376

J. Skoglund and M. Felsberg

stochastic vector x. The covariance contains both a measurement of the spread
of diﬀerent components in x and a measurement of the dependencies between
the diﬀerent parts. The covariance is deﬁned as:
cov[x] = E[(x − x)T (x − x)]

(5)

The covariance matrix is a symmetric positive semideﬁnite matrix. Besides the
deﬁnition, the rule for covariance propagation is needed. Covariance propagation
is the calculation of the covariance of the output from a function based on the
covariance of the input, estimating cov[f (x)] from cov[x]. The exact solution of
this problem can easily be found if f is a linear function, f (x) = Ax + b. In this
case the covariance is:
(6)
cov[f (x)] = Acov[x]AT
Finding the exact solution for an arbitrarily function is usually not possible and
a common approximation, sometimes called the Gauss approximation formula
[3], is to use a linear model of the function and approximate A with the Jacobian:
cov[f (x)] ≈ [

3

d
d
f (E[x])]cov[x][ f (E[x])]T
dx
dx

(7)

Covariance Estimation

For each patch used in the tracking an estimate of the covariance is needed. The
most basic form of conﬁdence measure is the SAD distance between the patch
and the image. However, this measurement has three important limitations:
– The measurement depends on intensity scaling in an unsuitable way, e.g. if
the patch and image are scaled by 2 the error is scaled by 2.
– This gives an isotrop covariance. The certainty of the result might be diﬀerent
in diﬀerent directions, i.e. we need a anisotropic measurement.
– SAD measures the distance between the patch and the image and gives a
measurement of the similarity. Most applications do however need a measurement of the position accuracy, not the similarity.
Therefore, a more advanced covariance estimate is needed, an estimate which is
able to model anisotrop covariances. This representation, makes it is also possible
to represent the certainty for 1-D features like lines and edges. Figure 1 shows
two examples of covariances estimated with the method proposed later. We can
see that the accuracy is much higher perpendicular to the edge than along the
edge.
The covariance can be estimated in two diﬀerent ways [4]:
– Estimation from the structure of the error function around the minimum
– Estimation from the inﬂuence of each pixel in the patch
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Fig. 1. Shape of uncertainties estimated for two patches

3.1

Covariance from Each Pixel

The most obvious way for estimating the covariance is probably to use covariance
propagation (7). This requires knowledge about the covariance for each pixel and
to diﬀerentiate the position of the minimum of the error wrt each pixel. One way
to do this is explained in [5]. This paper shows that the covariance is estimated
as:
de2 T de2 −T
de2
de2
]cov(x)[
] [− 2 ]
(8)
cov(γ) ≈ [− 2 ]−1 [
dγ
dγdx
dγdx
dγ
This method has been successfully used for error function like the L2 norm [4].
It is however not possible to use this for the L1 norm because the diﬀerentiation
of the error function (2) wrt each pixel gives:
de
= sign(p − b) .
dx

(9)

Diﬀerentiating (9) wrt γ gives 0 and that the whole covariance is 0. Therefore,
the covariance needs to be estimated from the error function instead.
3.2

Covariance from the Error Function

The covariance can also be estimated from the structure of the error function
around the minimum. We propose to apply (7) on the error function (2).
Var[e(γ)] ≈ [

de
de
]cov(γ)[ ]T .
dγ
dγ

(10)

378

J. Skoglund and M. Felsberg

d4

1

d3

d2

0.5
d1

0
−0.5
−1
−1.5

−1

−0.5

0

0.5

1

1.5

Fig. 2. Directions for the four derivatives d1 ... d4

Cov(γ) is a symmetric covariance matrix, hence a real-valued eigensystem decomposition exists and is given as
cov[γ] = λ1 e1 eT1 + λ2 e2 eT2 .

(11)

Plugging this into (10) results in
df T
df
] (λ1 e1 eT1 + λ2 e2 eT2 )[ dγ
]
Var[e(γ)] ≈ [ dγ
df T
df T
= λ1 ([ dγ
] e1 )2 + λ2 ([ dγ
] e2 )2 .

(12)
(13)

Rewriting (13) using the Frobenius product F [6]gives
df df T
df df T
Var[e(γ)] ≈ λ1 [ dγ
][ dγ ] |e1 eT1 F + λ2 [ dγ
][ dγ ] |e2 eT2 F

=

df df T
[ dγ
][ dγ ] |Cov[γ]F

.

(14)
(15)

To be able to estimate the full covariance matrix, at least three diﬀerent
derivatives are needed [7]. Using derivatives in four directions is however useful
since this makes it easy to sample the derivatives regularly. If the derivatives d1
to d4 are estimated in the x,y and the diagonal directions according to ﬁgure 2,
these four responses correspond to the frame tensors
 
 
10
11
B2 =
(16)
B1 =
00
11
 


00
1 −1
B4 =
.
(17)
B3 =
01
−1 1
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For the tensor computation we need the dual frame with minimum norm given
as [7]




0.6 0
0.2 0.25
B˜2 =
B˜1 =
(18)
0 −0.4
0.25 0.2




−0.4 0
0.2 −0.25
B˜4 =
B˜3 =
.
(19)
0 0.6
−0.25 0.2
Frame theory gives that the least square solution of (15) is [7]:
Cov[γ] = Var[e(γ)]

4


B̃i |di |−2 .

(20)

i=1

To simplify the notation, we deﬁne the tensor
T =

4


B̃i |di |−2 .

(21)

i=1

For the next step an assumption about the distribution of the errors e(γ) is
needed, how V ar[e(γ)] should be approximated from the minimum of the error
function. In general, the estimate of the variance is:
Var[e(γ)] = cEmin n .

(22)

where C and n depends on the assumed distribution. C and n are found by
analyzing
(23)
Var[e(γ)] = cE[e(γ)]n
for the given distribution. Examples of c and n for diﬀerent distributions can be
found in table 1. Combining (20) and (22) gives that the covariance of γ can be
estimated as:
(24)
Cov[γ] = cEminn T −2
Table 1. C and n for diﬀerent distributions
Distribution
Positive uniform
Abs of normal
χ2
Poisson

4

C
4/3
π/2
2
1

n
2
2
1
1

Evaluation

This evaluation has been done within the MATRIS 1 project. The goal of this
project is to develop a real time system for pose estimation of cameras. One
1

http://www.ist-matris.org
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central part of this system is eﬃcient algorithms for patch tracking in video
sequences. Within the system, the result from the patch tracking is merged
with data from an Inertial Measurement unit (IMU). To be able to combine the
information in an eﬃcient way a covariance estimate is needed for each patch.
There is a number of problems with an evaluation of tracking algorithms. The
most important problem is probably to generate the ground truth without bias.
In this evaluation, we solve this problem by using a synthetic image sequence
generated from real textures. With this method it is possible to generate the
ground truth and to simulate illumination changes.
To generate the test images a number of tools used or developed in the MATRIS project was used. The test data was created using this procedure:
1. Create a textured 3d-model consisting of planar patches from a number of
real images.
2. Render a sequence of images showing the model from diﬀerent poses. Save
the 2D center position for the planar patches together with the image.
3. Start to create patches and predict the position for patches in all images.
This is done with software developed in the project.
4. Estimate the start pose for the camera, the position of the camera for the
ﬁrst image using the image content.
5. Warp all patches that are visible from the estimated pose using a homography and save these patches.
6. Track the position for all visible patches and use this to improve the pose,
combining the 3D-model and patch positions.
7. Iterate step 5-6 for all images.
This gives a number of images together with almost correctly transformed patches
and their correct position. These images are then modiﬁed to simulate noise. The
data has previously been used for evaluation of tracking algorithms [1].
The purpose of the evaluation is to compare the suggested covariance estimation method with an L1 based tracking algorithm. The evaluation uses the
dc-invariant tracking algorithm with subpixel accuracy [1]. To do this one condition for covariances has been derived from the deﬁnition (5), that
E[(x − x)T C −1 (x − x)] = dim(x) .

(25)

This condition is used because it is simple to evaluate. Showing that a method
satisﬁes this condition is probably good enough for practical situations, we should
however note that this is not a proof that the estimated covariance is correct.
To simulate noise in the camera a number of diﬀerent models are available.
For this evaluation, additive Gaussian noise was used. The pixels were in the
interval [0:255] and Gaussian noise with σ between 0 and 20 was added. The
most interesting part with the evaluation is to compare the result for (25) with
diﬀerent amount of noise. Accuracy of the tracking decreases when the amount
of noise increases. The experiment evaluates whether the covariance estimate
will increase with the same speed.
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Results

The covariance estimation (24) has two parameters, C and n. Most important
of these parameters is n, which signiﬁcantly inﬂuences the whole result whereas
C ”only” scales the result. The evaluation showed that n = 1 gave best result
and is therefore used for the following results. A scaling using C = 1 is used,
which corresponds to an assumption that the error has a Poisson distribution.
Figure 3 shows the RMS error from the tracking and the square root of (25)
which is the error scaled by the estimated covariance. Most important is the
shape of the curves and the RMS error measured in pixels is therefore scaled to
simplify the evaluation. Originally the RMS tracking error started at ≈ 0.15. The
ﬁgure shows that the normalized average error is closer to a constant function
than the original tracking error, especially for small amounts of noise, σ < 10.
The ﬁgure shows a trend, the estimated covariance underestimates the increase of
the error in the tracking with high noise levels. Whether the covariance estimate
is too optimistic or performance of the block matching could be improved with
high noise levels is still an open question.
We can also see that the scaling of the covariance is slightly wrong, the graph
does not start at 2, which is the dimension of the estimated parameter. To be
able to use the covariance in combination with other sensors, this scaling has to
be manually adjusted.
The results show that the suggested method is signiﬁcantly better than using
no covariance at all and the estimation of the covariance is very fast.

25
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Original error

RMS error
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0
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Fig. 3. Normalized error vs (scaled) original error
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Conclusions

In this paper we proposed a method for estimating the covariance matrix of
SAD block matching. An algorithm for computing the covariance using dual
frames has been formulated. This provides an eﬃcient method to calculate the
covariance.
In the second part of the paper, an evaluation of the proposed method for
covariance estimation has been performed. In the evaluation a dc-invariant SAD
block matching method with subpixel interpolation was used. The evaluation
showed that the suggested method for covariance estimation was signiﬁcantly
better than assuming that each patch has the same error. The calculational
complexity of the suggested method is low and it can therefore be applied, with
almost unchanged computational complexity.
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Abstract. The paper presents an approach to multimodal image registration. The method is developed for aligning infrared (IR) and visual
(RGB) images of facades. It is based on mapping clouds of points extracted by a corner detector applied to both images. The experiments
show that corners are suitable features for our application. In the alignment process a number of transformation hypotheses is generated and
evaluated. The evaluation is performed by measuring similarity between
the RGB corners and the transformed corners from IR image. Directed
partial Hausdorﬀ distance is used as a robust similarity measure. The
implemented system has been tested on various IR-RGB pairs of images
of buildings. The results show that the method can be used for image
registration, but also expose some typical problems.

1

Introduction

Registration is a fundamental problem in computer vision. The main task is
to align two images taken at diﬀerent times, from diﬀerent viewpoints, or by
diﬀerent sensors. There are several comprehensive reviews of the subject [1,2].
When developing an image registration algorithm, several key issues have to
be addressed:
–
–
–
–

appropriate image transformation class for aligning one image to another;
features to be used as landmarks guiding the registration procedure;
strategy for hypothesis generation;
similarity measure used for hypothesis evaluation.

In the case of multisensor registration, the images to be aligned are not necessarily similar, so that appearance-based or correlation-based registration methods cannot be used. It is necessary to use features that are stable with respect to
sensor, i.e., the same physical artifact produces features in both images. Usual
features used for multisensor registration are edges, line segments [3], or virtual
line intersections [4,5]. Corners can also be used, but it seems that they are
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not very popular due to their sensitivity to scale, skew, rotation, illumination
changes, etc. [4].
This work is aimed to aligning infrared (IR) and visual (RGB) images of
facades in an application for thermal isolation inspection. Experiments with
various features extracted from IR and RGB images of buildings have shown
that corners have the desired property of being stable in both images, due to the
typical scene structure containing windows, doors, balconies, and similar rectangular areas (Fig. 1). As a typical scene contains mostly planar surfaces and
both images (IR and RGB) are taken from approximately the same position and
frontally to the facade, a simple similarity transform can be used for aligning
the images. The strategy for hypothesis generation is based on establishing correspondences between pairs of corners from IR image and corner pairs in RGB
image. Each hypothesis is evaluated by computing the corresponding similarity
measure based on partial Hausdorﬀ distance [6] between the transformed corners
from IR image and the corners in RGB image. This similarity measure is not
based on the correlation between the detected corners’ neighbourhoods [7], but
on the constellation of the corner positions.

Fig. 1. A typical RGB-IR image pair

The rest of the paper is organized as follows. The speciﬁc assumptions of
the proposed approach to the multi-sensor image registration are described in
Section 2. In Section 3 the registration procedure is presented, together with
some implementation details. Section 4 presents and discusses the results of
applying the implemented method. Some concluding remarks and a discussion
of future research are given in Section 5.

2

Registration Assumptions

The proposed registration algorithm is tailored to the registration of IR and RGB
images of facades. The nature of the application enables us to impose several
constraints and simplify the algorithm design.
The ﬁrst constraint is due to the fact that the images are usually taken
frontally to the facade and the photographer tries to take the pictures of the
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same part of the building. Since both images are taken from viewpoints that
are not far apart, the general transform for registration of planar scenes (planar homography) can be approximated by much simpler similarity transform.
The transformation is deﬁned by four parameters: scaling (s), rotation (α), and
translation (tx , ty ):



 
  
xRGB
cos α − sin α
xIR
t
=s·
·
+ x .
(1)
yRGB
yIR
ty
sin α cos α
Assuming that the geometric transformation between the two images is global,
two pairs of corresponding points are enough to compute the transformation parameters. As the structure of the images is such that it promotes corners in both
the IR and RGB images, hypotheses are generated based on points obtained by a
corner detector. The hypothesis generation procedure is discussed in Sec. 3.
Two corner detectors were tried out: SUSAN [8] and Harris [9]. In the conducted experiments, Harris corner detector has given signiﬁcantly better results.
That is consistent with [10]. An example of corners detected by Harris corner
detector is shown in Fig. 2.

Fig. 2. Corners detected in IR (left) and RGB (right) images by using Harris corner
detector

The Harris corner detector [9] determines the matrix C describing the intensity structure of the local neighborhood W for each image pixel (Eq. 2):




2
(Ix (x, y) · Iy (x, y))
W (Ix (x, y))
W
C= 
,
(2)
2
W (Ix (x, y) · Iy (x, y))
W (Iy (x, y))
where Ix (x, y) = ∂I(x, y)/∂x and Iy (x, y) = ∂I(x, y)/∂y. The detector output
(corner “strength”) is computed as s = det (C) − κ · trace2 (C). Local maxima of
these corner “strengths” indicate potential corner positions. In the experiments
the parameter κ was set to 0.04. In order to prune the list of corners, local
maxima having s < 0.01·smax were ﬁltered out, where smax denotes the strength
of the global maximum. Since the IR images had signiﬁcantly lower contrast
than the RGB images, the contrast of IR images was enhanced by histogram
equalization.
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Hypothesis Generation and Evaluation

In order to compute the four transformation parameters (s, α , tx , ty ), a pair
of points in the IR image and the corresponding pair of points in the RGB
image must be known, providing a set of four equations. If the two corner points
in the IR image are denoted by A1 (xA1 , yA1 ) and A2 (xA2 , yA2 ), and the two
corresponding corner points in the RGB image by B1 (xB1 , yB1 ) and B2 (xB2 ,
yB2 ) (where point B1 in the RGB image corresponds to the point A1 in the IR
image, and point B2 corresponds to the point A2 ), we get the following set of
equations:
xB1 = s · (cos α · xA1 − sin α · yA1 ) + tx ,
yB1 = s · (sin α · xA1 + cos α · yA1 ) + ty ,
(3)
xB2 = s · (cos α · xA2 − sin α · yA2 ) + tx ,
yB2 = s · (sin α · xA2 + cos α · yA2 ) + ty .
By solving the above set of equations, the parameters of the transformation
can be found as:


ΔxA · ΔyB − ΔxB · ΔyA
α = arctg
,
ΔyA · ΔyB + ΔxB · ΔxA
s=

ΔxB
,
cos α · ΔxA − sin α · ΔyA

(4)

tx = xB1 − s · (cos α · xA1 − sin α · yA1 ),
ty = yB1 − s · (sin α · xA1 + cos α · yA1 ),
where ΔxA = xA2 − xA1 , ΔyA = yA2 − yA1 , ΔxB = xB2 − xB1 , and ΔyB =
yB2 − yB1 .
The basic idea is to use all combinations of corner pairs from IR and RGB
image as match hypotheses. For each match hypothesis, parameters of similarity transform are calculated according to equations (4), and each hypothesis is
evaluated according to the criterion described later in this section. The transformation obtaining the best similarity measure is then selected as the ﬁnal
solution.
However, the described simple scenario has an obvious drawback: if all combinations of corner pairs were used, a very large number of hypotheses would be
generated and evaluated. Many of those hypotheses are obviously false, which
results in an unacceptably large computational load. Therefore, to achieve better
computational times, the number of generated hypotheses has to be signiﬁcantly
reduced. Two strategies to reduce the number of hypotheses were employed.
First, because the images were taken from approximately the same viewpoint,
the corresponding corners in the IR and RGB image should not be too far away
from each other. Therefore, if the corner A1 is selected in the IR image, not all of
the RGB corners are considered as its potential matching corners, but only those
within a circular area of radius R (R = 50 pixels was used in the experiments)
around the RGB point A1 with the same coordinates as A1 (Fig. 3).
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The second strategy is based on the fact that, due to the noise and imperfectness of corner detectors, the positions of the detected corners are often imprecise.
This imprecision is usually not greater than a few pixels. However, if two relatively close corner points from the same image are used for hypothesis generation,
the parameters of the resulting hypothesis can be signiﬁcantly distorted due to
such imprecision in corner positions (for example, the length and inclination of
a very short line vary signiﬁcantly with small displacement of its end points, resulting in a signiﬁcant variation of transformation parameters s and α). In order
to avoid this problem and to further reduce the number of generated hypotheses,
not all pairs of corners in one image are considered to generate a hypothesis, but
only those pairs that are at least d pixels away form each other (d = 50 pixels
was used in the experiments) (Fig. 3).

Fig. 3. Reducing the number of hypotheses

To evaluate a hypothesis, all corner points from the IR image are transformed
with a hypothesized transformation and a similarity measure between the transformed points and the corner points in RGB image is computed. In multimodal
images, a lot of outliers (i.e. feature points that are present only in one but not
in another image) can be present. Therefore, the similarity measure has to be
robust in order to reduce negative impact of these outliers. A well-known robust
measure of similarity called directed partial Hausdorﬀ distance [6,11] was used.
In order to determine the directed partial Hausdorﬀ distance between two sets of
points, for each point in one set (A), the nearest point in other set (B) has to be
found and the Euclidian distance between these two points has to be calculated.
The partial Hausdorﬀ distance Hk can be deﬁned as the k-th smallest distance
in the set of distances:
th
min dist(a, b),
Hk (A, B) = Ka∈A
b∈B

(5)

where K th is an operator returning the k-th smallest element of the set [11].
The parameter k can also be expressed in terms of quantile – percentage of total
number of points in the set.
Usually, the median distance is used, i.e., k is set to 50% of the number of
points in the set A, assuming that there is no more than 50% of outliers in
the set A (i.e., corners in the IR image). The number of outliers in the set B
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(i.e. corners in the RGB image) can be greater than 50% without degrading the
method performance.
In order to reduce the computational complexity of calculating Hausdorﬀ
distance for each hypothesis to be evaluated, the distance transform is used [6].
The distance transform is applied to the image containing the corners detected
in the RGB image. The result is a gray-level image expressing for every pixel the
distance to its nearest RGB corner. The transformation is computed only once
for each image pair to be registered and can be used to determine the partial
Hausdorﬀ distance eﬃciently.

4

Experimental Results and Evaluation

The method was evaluated on an image database containing 40 pairs of IR and
RGB images of facades taken roughly from the same viewpoint and under similar
viewing angle. Despite the eﬀort to maximize the overlap between the images of
each pair, later analysis had shown that it was much worse than expected. The
IR images have the resolution 320 × 240 and the RGB images were scaled to the
same resolution.
The ﬁrst evaluation was based on (subjective) visual inspection of synthetic
images composed of edges found in the IR images and the corresponding RGB
images. The IR edges detected by an edge detector [12] were mapped to the
RGB image by the transformation found by the registration algorithm (Fig. 4).

Fig. 4. Subjective evaluation of the registration. The rightmost images are obtained
by laying the edges from IR images (leftmost) over the RGB images (middle).

The registration result was subjectively evaluated either as success or failure.
In total, 34 out of 40 test pairs were successfully registered by proposed method.
It is worth mentioning that no parameter tuning was necessary except for three
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of those image pairs. The only parameter is the percentage of point distances
used for partial Hausdorﬀ distance computation. It is by default set to 50%,
but the method is successful over large variations of the parameter. For images
with a large number of outliers the results improve by setting the parameter to
30%. However, six test image pairs could not be correctly registered even under
extensive parameter tuning. Analysis of the detected corners in both images
have shown that the reason for the failure was the large number of outliers –
diﬀerent corners appearing in the images (e.g., graﬃti produce many corners
in RGB image and none in the corresponding IR image; a tree in front of the
building produces many unstable corners that overwhelm the “useful” corners
corresponding to building artifacts – Fig. 5).

Fig. 5. An example of very problematic image. The corners in IR (left) and RGB
(middle) images are also shown. The ”registration” is obviously worthless.

Inspired by [13], we tried to gain insight into distribution of hypotheses by
clustering hypotheses for “problematic” image pairs. Each hypothesis is represented by a vector of similarity transform parameters. Two approaches were
taken: representation of hypotheses distribution by a histogram, and clustering
hypotheses using mean-shift algorithm [14]. Unfortunately, the results were disappointing. In fact, the image pairs for which the hypotheses formed signiﬁcant
clusters were also successfully registered by the previously described method. On
the contrary, the hypotheses generated by “problematic” image pairs don’t tend
to form distinct clusters. Moreover, it turned out that some of the successfully
registered image pairs didn’t generate clustered hypotheses. Therefore, we were
eager to get some insight about the quality of the generated hypotheses. Also, an
objective evaluation of transform quality was needed. In order to compare and
evaluate the hypotheses, a rough approximation of ground truth information was
prepared by manually marking 10 pairs of corresponding points for each image
pair.
For each image pair the registration algorithm has been executed and every
generated hypothesis has been recorded. Each record contained the transformation parameters and the values of partial Hausdorﬀ distances with various
quantiles (10 − 90% in the increments of 10%). Then, each hypothesis has been
evaluated by measuring the average distance of ground truth corners from IR image, transformed by the hypothesized parameters, to the corresponding (ground
truth) RGB corners. This measure will be denoted by DGT – distance to the
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Fig. 6. (a–c) DGT graphs showing the sorted Hausdorﬀ distances (HD) and the corresponding distances to the ground truth (DGT). (d) Scatter diagram of HD vs. DGT
distances for the generated hypotheses.

ground truth. The smaller the DGT distance, the better the transformation. All
hypotheses can be sorted by their Hausdorﬀ distances (for a given quantile) and
their corresponding DGT can be plotted. It is interesting that just by analyzing
those graphs the success of the registration can be infered. The successfully registered image pairs have one or more best ranked hypotheses with small DGT
(Fig. 6a). If the best ranked hypothesis has a large DGT, obviously the registration procedure will fail (Fig. 6b). On the other hand, if there are many highly
ranked hypotheses with small DGT, a clustering approach could ﬁlter out the
possibly best ranked false hypotheses. Also, the graphs revealed some image pairs
that were successfully registered due to the luck of the draw. Their graphs show
that there are some generated hypotheses that are completely wrong (have large
DGT) while having almost equally small Hausdorﬀ distance (HD) as the best
ranked one (Fig. 6c). The same data can be plotted as scatter diagram showing
the generated hypotheses as points with coordinates (HD, DGT). Image pairs
with scatter diagrams similar to the one shown in Fig. 6d are easily registered
by described method because the hypotheses with small HD have small DGT
(the points close to the graph origin) and the hypotheses with large DGT have
large HD.
However, the diagram shown in Fig. 7a reveals that although there are many
hypotheses with small HD and DGT values, many misleading hypotheses are
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also generated (the points with small HD and large DGT). Those hypotheses
have good Hausdorﬀ measure although they are far away from the ground truth.
Closer analysis of the corresponding image pair shows that the reason is its periodic structure (the windows from IR image can be registered with the windows
in RGB image using two diﬀerent horizontal translations, but only one is considered as correct – Fig. 7b). Subjective evaluation of the result considers both
registrations as correct. Even humans have problems with such registration and
can resolve the ambiguity only by identifying some details that can be recognized
in both (multisensor) images (e.g., a broken window) – i.e., by using higher level
knowledge.

(a)

(b)

Fig. 7. (a) Scatter diagram for image pair with periodic structure. (b) The corresponding registered image.

In spite of previously discussed problems, the method has proven to be robust
and reliable because in most cases (85%), the correct registration was obtained.
The method is also relatively fast, although it depends on the number of detected corners, i.e. the number of generated hypotheses. Typical time required
for registration of an image pair is about one second on a computer running at
1.8 GHz, with 512 MB RAM.

5

Conclusion

A simple yet eﬀective method for infrared-visual image registration has been
presented. It has been applied for aligning IR images of facades to the corresponding RGB images taken from similar viewpoint. It is intended to be a part
of a system for thermal isolation inspection.
The advantage of the proposed method is that it uses small number of parameters and with same parameter setting performs well on wide range of images.
The only parameter whose change inﬂuenced the results was quantile percentage.
Future work would include automatic determination of quantile percentage from
Euclidean distances of transformed points. We presume another major source of
misregistration is insuﬃcient characterization of corner points. Corners could be
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additionally characterized e.g., using cornerity measure and corner orientation
which can be calculated from matrix (2). Other usual approaches to corner characterization through corner neigborhood could fail due to diﬀerent modalities of
neighborhoods. The method assumes simple global similarity transformation between the images. Although this assumption does not always hold, the results
show that it can be used for obtaining rough alignment of the images. Residual
DGT could be made smaller using better geometric models of image transformation, e.g., reﬁning similarity transform to aﬃne transform or planar homography.
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Abstract. This paper proposes a fast 3D reconstruction approach for efficiently
generating watertight 3D models from multiple short baseline views. Our method
is based on the combination of a GPU-based plane-sweep approach, to compute
individual dense depth maps and a subsequent robust volumetric depth map integration technique. Basically, the dense depth map values are transformed to a volumetric grid, which are further embedded in a graph structure. The edge weights
of the graph are derived from the dense depth map values and if available, from
sparse 3D information. The final optimized surface is obtained as a min-cut/maxflow solution of the weighted graph. We demonstrate the robustness and accuracy
of our proposed approach on several real world data sets.
Keywords: volumetric 3D reconstruction, graph-cut, dense depth maps, virtual
3D models.

1 Introduction
In our approach we consider the problem of creating virtual 3D models solely from a
set of digital input images, which is still a challenging problem in computer vision. The
principal reason for utilizing digital images as input source, is the independancy of the
3D reconstruction process from the size of the objects to be modeled.
Current state of the art approaches for multi-view reconstruction are divided in two
main categories: one pass (or directed) methods versus two pass (or indirect) methods.
Direct methods, recently proposed by Vogiatzis et al. [19] or Hornung and Kobbelt [9]
process all available input images from different viewpoints simultaneously. Their methods are based on finding a minimum cut in a graph structure, which is embedded in a
volumetric grid. One of the main benefits of these methods is that they generate watertight surfaces such that the final 3D model does not contain any disturbing holes.
Clearly, a drawback is that these approaches still rely on existing object silhouettes to
consider only voxels which are close to the visual hull. But, the extraction of visual hull
information, especially for complex environments, can be a tedious and time consuming process. Therefore we introduce an indirect, two pass method which extracts in a
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 393–402, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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first pass a set of dense depth maps, whereas the second pass enforces a robust integration of the depth maps to create proper and watertight 3D models. Thus, we are able
to provide intermediate results and can bring, if necessary, a human operator into the
reconstruction loop. Especially for large data sets, an user assisted visual evaluation of
intermediate results can be very helpful to detect errors at the earliest possible point in
the 3D reconstruction pipeline. Therefore, we try to combine the main benefits of both,
direct and indirect approaches. Consequently, the main contributions of our approach
are the following:
1. Our approach avoids the incorporation of visual hull information, because the extraction of visual hull information is a tedious and time consuming process.
2. As a side effect of our indirect reconstruction process, we can easily bring a human
operator into the reconstruction loop for quality assessment.
3. The proposed method is able to reconstruct 3D models even from dense depth maps
containing outliers.
4. Due to the fact that our method utilizes global minimization techniques we can
guarantee a watertight and global optimized surface.
5. Our algorithm can deal with high volumetric resolutions as well as a large number
of input images.

2 Related Work
The automatic 3D reconstruction of complex objects is still an active research field
within the computer vision community. There are two major approaches to the problem
of 3D real world modeling: range-based modeling and image-based modeling. Rangebased modeling is based on laser scanners. A very well known approach in this field is
The Digital Michelangelo Project carried out by M. Levoy et.al. [15].
In this work we focus on image-based modeling, which represents the 3D reconstruction of real world objects from a dense set of photographs. A comparative evaluation
of image-based and range-based methods can be found in El-Hakim and Beraldin [5].
Image-based modeling techniques utilize in general widely available hardware and developed systems can be used for a wide range of different objects and scenes. Furthermore such algorithms produce realistic models with an increasing level of automation.
All range-based methods as well as most of the image-based modeling methods generate 2.5D heightfields. In order to generate true 3D models, a robust fusion of this
set of heightfields into a single 3D surface is necessary. The fundamentals of robust
depth image fusion in the context of laser scanned data was proposed by Curless and
Levoy [3]. The basic idea of volumetric range image integration is the conversion of
depth maps to corresponding 3D distance fields and a subsequent robust averaging of
these distance fields. The resolution and the accuracy of the final model are determined
by the quality of the source images and the resolution of the target volume. Recently,
Zach et. al. [23] introduced a fast GPU-based method, based on the original work of
Curless and Levoy [3]. Since this method is a pure local method, the final 3D model
can still contain many holes.
In contrast shape from silhouette methods try to overcome these restrictions. They
recover the shape of the objects from their contours, known as visual hull, and no depth
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map information is used. A practical system to generate 3D models from its profiles
was introduced by Wong and Cipolla [20]. This approach uses only the silhouettes of a
sculpture for both motion estimation and model reconstruction, and neither corner detection nor matching is necessary. The method is robust and fast, but as drawback they
are limited to simple shaped objects. Therefore, recent developed methods combine the
visual hull information with a photo-consistency function, which is further embedded
in a graph structure. A general approach combining multi-camera stereo reconstruction with graph-cuts was presented by Kolmogorov et. al. [13]. A comparison of energy
functional types, which can be minimized using graph-cuts is given by Kolmogorov and
Zabih in [12]. Several applications of graph-cut based energy minimization for volumetric reconstruction were presented in Vogiatzis et. al. [19] and Hornung and Kobbelt [9].
In these approaches, individual voxels correspond to nodes in the graph, used to determine the maximum flow. These techniques still rely on existing object silhouettes in
order to consider only voxels close to the visual hull. Additionally, visibility information is mainly introduced from the visual hull to find occluded views for each voxel.
The inspiration for the method presented in this paper is given by a number of above
mentioned volumetric 3D reconstruction approaches and efficient energy minimization
techniques utilizing graph-cuts. More precisely, most of the above mentioned methods
have in common that it is in general difficult to generate watertight and global optimized
3D models from dense depth maps, which is the standard output of most image-based
modeling techniques. Furthermore, discussed methods either perform the 3D reconstruction in two passes, but then can not guarantee a watertight and global optimized
surface, or in one pass, but then bypass the dense depth maps and extract the 3D model
directly. Consequently, there is still a need to combine the ideas and benefits of both
schema.

3 Dense Depth Map Estimation
Our work targets the reconstruction of objects from arbitrary image sequences taken
with a calibrated digital consumer camera. The process of camera calibration and pose
estimation, which are not the topics of this paper, are well studied problems in computer
vision and determine the internal and external parameters of a camera [8].
The set of images with known calibration and orientation is used to generate a 3D
model of the object in a fully automated manner. For dense depth map estimation a fast
reconstruction method suitable for small-baseline settings is applied for every view. Basically, we utilize a plane-sweep approach [21] to create the set of dense depth maps,
using up to 5 images simultaneously for matching (one key image in the middle and
one or two neighboring reference images on each side). For each depth value, the reference images are projected onto the key image plane, located at the given depth and
a correlation measure with respect to the key image is calculated. Occlusion handling
is addressed by the best half-sequence strategy. The set of slices filled with correlation
values comprise a data structure similar to the disparity space image. A final matching
algorithm (e.g. scanline optimization [17]) establishes the dense depth map from the
disparity space image. Depending on the resolution, plane-sweep matching requires 5.5
seconds for each reference image at an resolution of 1024x1024 pixels. More details of
our developed GPU-based plane-sweeping technique can be found in Zach et. al. [23].
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4 Graph-Cut Based Volumetric Depth Map Integration
In this section we give an overview of the basic ideas, datastructures and processing
steps of our approach. All different steps are discussed in more detail in the following
subsections. An overview is given in Figure 1.

Crust
Generation

Fig. 1. Overview of our graph-cut based volumetric depth map integration pipeline: First, dense
deph map values and if available sparse 3D information is transformed to a volumetric grid. Then,
we direct extract the surface confidence in the vicinity of the dense depth maps. Finally, a mincut/max-flow algorithm is performed to determine a watertight global optimized surface on the
selected volumetric resolution. Note, that all available 3D information are in same coordinate
system.

The required input for the volumetric integration approach is a set of dense depth
maps and, but not necessarily, sparse 3D information obtained beforehand as proposed
by Bauer et. al. [1]. Instead of utilizing visual hull information as proposed by Vogiatzis et. al. [19], we derive a so called crust band directly in the vicinity of the dense
depth maps. This crust band can be interpreted as a confidence map, which represents
the probability that the final unknown surface passes through. The confidence values
are computed as an unsigned distance function φ over the underlying volumetric grid,
which is described in more detail in section 4.1.
As soon as the confidence values are computed, we determine a global optimized
surface Sopt , which approximates the true but unknown surface, with respect to the
used energy functional. Previous work already have shown that such problems can be
efficiently solved by a min-cut/max-flow algorithm [19]. Additionally, we incorporate
sparse 3D information into our energy functional, which further enhance the obtained
3D reconstruction results.
Finally, the voxel based representation is transformed into a triangular mesh based
on a standard marching cube algorithm introduced by Lorenson and Cline [16].
4.1 Crust Generation
The first step in our approach is the determination of crust voxels lying on both sides of
the true surface. The generated crust should be as small as possible in order to obtain the
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maximal computational efficiency. On the other hand, the crust must be able to reflect
potential concavities arising in the true model geometry. Consequently, the generation
of the proper crust is non-trivial, and recently proposed strategies include incorporation
of the visual hull [19] and coarse-to-fine approaches [10].
We select a different path by employing the initial, still noisy 3D result of our efficient depth map integration scheme as the primary indicator of crust voxels. Our volumetric depth image integration method [23] robustly averages the set of approximated
signed distance fields induced by the depth maps. For every voxel a statistic is accumulated, which is based on the signed distance of the voxel to the approximately closest
surface point indicated by the current depth map. Finally, a voting scheme determines
the final signed distance value of a voxel, which can be used to extract the isosurface.
We utilize the accumulated signed distance field to determine the initial set of crust voxels by including voxels close to the isosurface (with respect to a user-specified distance
threshold). This set is enhanced by a number of dilation steps d to achieve a watertight
separation of interior and exterior regions. In all our experiments we generally set d = 2.
Since isosurfaces generated from signed distance tend to have unnecessary high
genus, positive surface confidences φ (v) are employed in the extraction procedure instead of signed distance, using a similar approach to [10]. Voxels crossed by the isosurface as well as voxels which are filled from sparse 3D information have confidence
value zero (indicating high certainty), and the confidences of all other crust voxels are
initialized with 1. The confidence map φ is subsequently smoothed using a homogeneous diffusion scheme.
Figure 2 illustrates all intermediate results of our initial crust generation process.

(a)

(b)

(c)

(d)

Fig. 2. This image illustrates all intermediate results showing one slice of the volumetric grid of
the St. Barbara data set. (a) Dense depth map values (light grey) and sparse 3D information (dark
grey). (b) Obtained voxel crust (green), exterior (light grey) and interior (dark grey) component
(c) Confidence band derived from dense depth map values, where darker values correspond to
higher confidence. (d) Optimal surface (blue) extracted by a min-cut/max-flow algorithm.

4.2 Surface Reconstruction
This section is dedicated to discuss our graph-cut based surface reconstruction procedure. Since, our goal is to extract an optimal as well as watertight surface Sopt , we
transform the volumetric grid to a graph based structure and solve the optimization
problem by performing a min-cut/max-flow algorithm. Similar to other approaches we
minimize E(D) = ∑v∈D ω (v) where D is a weighted sum of dense depth map values.
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Fig. 3. Correspondence between crust voxels and nodes in the graph

The geometric configuration of the correspondence between crust voxels and nodes in
the graph is shown in Figure 3.
The corresponding graph, consisting of all crust voxels, is connected over a regular six-neighborhood. The edge weight ω (v) is assigned to all edges of the embedded
graph and can be derived from the unsigned distance value φ (v). Basically, ω (v) is defined as ω (v) = (φ (v))s , where s can be interpreted as some kind of smoothness factor.
Additionally, as discussed in Vogiatzis et. al. [19] we add a ballooning force ωb , which
connects every crust voxel to the source node with a constant weight of ωb = λ h3 , where
λ is a weight parameter and and h represents the quantized size of a voxel. The ballooning force avoids a cut across thin structures of the object. As usual, interior voxels Vint
are connected to the source node and exterior voxels Vext are connected to the sink node.
As stated, for exploiting sparse 3D information we extend ω (v) in the following way:

(φ (v))s ∀v ∈ DV
ω (v) =
(1)
0.0
∀v ∈ EV
where DV and EV represents dense depth map values and sparse 3D information respectively.
After the min-cut/max-flow algorithm has determined the optimal surface voxels
Sopt , a standard marching cube algorithm converts the voxel based surface into a triangular mesh for possible further processing.
To summarize, our approach reconstructs watertight 3D surface models, even from
non-outlier free dense depth maps. In contrast to related approaches and due to the fact
that our approach do not rely on visual hull information we avoid the complex, time
consuming and tedious task of acquiring such information. In addition, we do not need
any hole filling algorithm, since large gaps are effectively closed due to the embedded
energy functional. And finally, incorporated sparse 3D information enhances the quality
of our final 3D models.

5 Results
This section is dedicated to discuss the visual and quantitative results of our approach.
We applied our depth map integration method to several real-world data sets. All experiments were performed on 4 GHZ PC with 2GB main memory and a GeForce 7800 GT
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with 256MB graphics memory. The images were taken with a calibrated digital consumer camera at a geometric resolution of 4064x2704 pixels. After pose estimation, the
source views are resized to 1024x1024 pixels and the obtained dense depth map have
the same resolution (unless noted otherwise).
Table 1 demonstrates quantitative results and compares the number of input images,
target resolution, mesh complexity as well as the timing for each of our data sets. The
reconstruction time includes the dense depth map estimation as well as the volumetric
depth map integration, which is the less dominant computational factor.
Table 1. Illustration of time and space complexity for each of our data sets. The obtained reconstruction time can be separated into a dense depth map estimation part and a volumetric depth
map integration part, which is the more dominant computational factor.
Dataset Images Resolution Triangles Time [min.]
Barbara
46 256x384x256 704446
9.5
Pedestal 74 256x256x384 890358
14.5
Temple
47 256x256x384 790186
7.5

The first data set depicted in Figure 4 shows the lime stone statue of St. Barbara,
which was reconstructed from 46 images. The statue is 55cm tall with a diameter of
13cm at the pedestal. The final 3D model was reconstructed in less than 10 minutes and
consists of approximately 700k triangles.

(a)

(b)

(c)

(d)

(e)

Fig. 4. 3D Reconstruction of the statue of St. Barbara from 46 images. (a) One input image of the
data set. (b) Obtained dense depth map. (c)-(d) Two viewpoints of the reconstructed 3D model
consisting of approximately 700k triangles. (e) Textured version of our obtained 3D reconstruction.

The second experiment (Figure 5) illustrates a pedestal (3x2x1.5 meters) of a statue
located in front of the Austrian National Library in Vienna. We obtained the final 3D
model in about 15 minutes at an geometric resolution of 900k triangles. For the reconstruction of the pedestal we used 76 images. We are able to obtain a visually appealing
as well as watertight 3D model, even in textureless regions around the fresco’s.
Finally, Figure 6 illustrates the well known temple data set from the multi-view stereo
evaluation page [18] consisting of 47 images. The dense depth maps were obtained
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(a)

(b)

(c)

(d)

(e)

Fig. 5. 3D Reconstruction of a pedestal, located in front of the Austrian National Library from 76
images. (a) One image of the data set. (b) Obtained dense depth map. (c)-(d) Two viewpoints of
the final 3D reconstruction consisting of approximately 900k triangles. (e) Textured 3D model.

(a)

(b)

(c)

(d)

(e)

(f)

Fig. 6. 3D reconstruction of the well known temple data set from the multi-view stereo evaluation page [18] consisting of 47 input images. (a) 3D reconstruction proposed by Furukawa and
Ponce [6]. (b) 3D reconstruction of Kolmogorov and Zabih [11]. (c) Obtained 3D model of Vogiatzis et. al. [19]. (d) 3D reconstruction of Hornung and Kobbelt [9]. (e-f) Two views of our
achieved 3D reconstruction consisting of approximately 800k triangles.

at a resolution of 640x480 pixels. The visual comparison of our results against four
other related multi-view reconstruction methods is shown in Figure 6(a-d). Figure 6(e-f)
illustrates two views of our 3D reconstruction consisting approximately 800k triangles.
Note, that all presented results, except the one shown in Figure 6(a), are utilizing graphcuts for global optimization. Of course, the quantitative as well as qualitative evaluation
of our results is given at the multi-view stereo evaluation page [18].
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6 Conclusion
In this paper we demonstrated a fast and robust method for the 3D reconstruction of
proper 3D models, even from non-outlier free dense depth maps. The achieved quality
of our 3D models mainly depends on the grade of the dense depth maps as well as the
selected target resolution. One main advantage of the proposed method is, that there
is no need for some kind of visual hull information during the 3D reconstruction process. Due to a min-cut/max-flow optimization we can guarantee a watertight and global
optimized surface.
Though the results are very promising there are several improvements that can made
to our approach. Further work needs to include the already generated error map, which
provides a confidence measurement for each dense depth map value, into the cost functional of the min-cut/max-flow algorithm. Finally, we plan to evaluate and compare
several edge weight functions.
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Abstract. Texture analysis methods are widely used in various monitoring and
measurement tasks in machine vision solutions. In this paper we present a novel
method for the determination of grain size distributions in the manufacturing
processes of crystalline products. Our method, maximum difference histogram
(MDH), is based on statistical gray level differences in the texture images. Using this method, it is possible to estimate the grain size distributions in the images. It is also possible to monitor the average grain sizes in the image series
acquired during the crystallization process. This is carried out by determining
the center of gravity (CoG) of the distribution represented by MDH. Experimental results obtained from images acquired from a carbohydrate crystallization process reveal that the proposed method is useful in in-line grain size
measurement tasks.

1 Introduction
The use of image information in material characterization has been in strong growth
during recent years. Materials in various industrial processes can be effectively characterized and their visual properties can be measured using image analysis and machine vision methods. In the process industry, significant amounts of information on
the process can be acquired using machine vision. This information is utilized in process monitoring and control tasks.
The inspection and measurements of granular products is a fundamental problem in
several industrial processes. Traditionally, the characterization of the granular products has been carried out by manual inspection. That is, the grain properties have been
inspected by sieving or microscope analysis. This kind of approach is time consuming
and hence unable to provide on-line information from the granulation process. For
this reason, image analysis methods have been adopted to inspection of grain properties in several industrial processes. In the field of pharmaceutical sciences, the characterization of grain size distributions of powders has become an actively studied topic.
Laitinen et al. [2],[3] for example, have used image analysis methods for the
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 403–410, 2007.
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inspection of pharmaceutical powder distributions. In the field of crystallization, Qu
et al. [7] have inspected crystal growth using image analysis applied to image material
acquired using a video microscope.
The application field of this paper is related to the manufacturing process of crystalline products. In this process the average size and size distribution of the product
play a constitutive role. The properties of the crystal population are important as well
for the end use functionality as for the ease of downstream processing. In industrial
processes fluctuations in the processing conditions can occur for several reasons.
Such fluctuations must be compensated by the operators in order to keep the product
quality stable. Visual observation of the process has remained an important tool in
evaluation of the expected product quality in terms of crystal size. Up to now quantitative size measurements from the in-line process data have been scarce due to
difficulties in receiving reliable information on the crystal size from very dense suspensions present in industrial processes.
Texture analysis is common in various industrial machine vision applications. Texture analysis is used to e.g. estimate different properties of surfaces. Typical industrial
applications of texture analysis include the inspection of different surface materials
such as paper, metal or textiles [6]. In these applications, the classification and recognition of different surfaces is based on texture properties. These properties are for
example roughness, granular size or directionality of texture. According to Rao and
Lohse [8], the most essential texture properties in human perception are repetitiveness, directionality, granularity, and complexity. The directionality of nonhomogenous natural textures has been discussed in our earlier work [4]. The analysis
of grain properties in rock images can be found in [5].
When image analysis is utilized in the analysis of grain properties of crystalline
products, one needs to choose between two kinds of approaches. The traditional approach is to extract the grains from the image by using some image segmentation
method. The grain properties, such as size or shape, are then measured from the segmented image. However, there are several difficulties with this kind of approach.
Firstly, the image segmentation algorithms are often sensitive to illumination changes
in the process. In addition, the color (or gray level) distributions of the grains are not
always homogenous. On the contrary, the colors of the grains to be extracted from the
images may vary significantly. These factors may cause difficulties in the segmentation process. Secondly, the segmentation causes computational load that may be critical in the case of on-line analysis and inspection applications. An alternative for the
extraction of the grains from the image background is the employment of texture
analysis in the granularity measurements. It has been found that texture analysis methods can be applied to the analysis and inspection of granular products. Using texture
analysis tools, it is often advantageous to inspect the particle populations as larger
surfaces, not by extracting single grains from the image. Compared to the traditional
approach, texture analysis does not have the problems related to image segmentation
process. In addition, the whole image can be used in the granularity inspection, not
only the single grains.
In this paper, we apply texture analysis methods for granularity analysis of crystalline products. The testing material used in this study is image data obtained from the
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crystallization process in carbohydrate manufacturing. The rest of this paper is organized as follows. Chapter 2 describes statistical texture analysis methods and particularly the proposed method, Maximum difference histogram. In Chapter 3, we present
two kinds of experiments in which the proposed texture analysis method is used to
estimate granular sizes of the carbohydrate crystals. The experimental results are
discussed in Chapter 4.

2 Statistical Texture Analysis
Numerous techniques have been proposed for texture description. Tüceryan and Jain
[9] have divided texture description methods into four main categories: statistical,
geometric, model-based, and signal processing methods. In this study, we concentrate
on the statistical texture analysis methods.
Statistical techniques are based on the description of the spatial organization of the
image grey levels. On the basis of the grey level distribution, it is possible to calculate
several kinds of simple statistical features. Grey level co-occurrence matrix developed
by Haralick [1] has been a popular tool in texture analysis and classification. Cooccurrence matrix estimates the second order joint probability density functions g(i,j |
d, Θ). Each g(i,j | d, Θ) is the probability of going from grey level i to grey level j,
when the relative position between the gray levels is d and the direction is Θ. These
probabilities create the co-occurrence matrix M(i,j | d, Θ). It is possible to extract
textural features from the matrix [1]. The most commonly used textural features extracted from the matrix are contrast, entropy, and energy. Preliminary experiments
have revealed the contrast is the most sensitive of these features for granularity.
In addition to the co-occurrence matrix, several other statistical texture analysis
methods have been presented. One example of them is grey level difference method
originally presented by Weszka et al. [10]. In this method, the histograms formed by
absolute differences between pairs of gray levels are used. The grey level difference
calculation is based on pixel pairs whose relative position is defined by displacement
vector d=(dx,dy).
2.1 Maximum Difference Method
In the statistical methods presented in the previous Chapter, the relative position or
distance between the gray level pairs, d, is fixed. Consequently it is necessary to define constant spatial distance between the gray levels used in the statistical measurement for the whole image set to be inspected. This can be problematic because in
certain texture types the grain sizes are varying. For this reason, the use of fixed distance d is not practical, especially in the cases in which texture analysis is employed
to measure the granular sizes of texture. For this reason, fixed distance is not the best
alternative for granularity measurements.
In our approach, we use adaptive relative position d in the texture statistics. In the
proposed statistical texture measure, maximum difference histogram, a histogram
formed by relative positions that produce maximum difference between gray levels of
the pixel pairs is formed. The method can be presented as follows.
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1. The texture image is inspected pixel by pixel.
2. For each pixel (gray level) i, select the following n pixels in direction Θ.
3. Find the highest absolute difference between gray level i and the gray levels
within the following n pixels. If computational efficiency is required, the n
should be selected small.
4. The gray level j that has the highest absolute difference to gray level i is selected.
5. The spatial distance d between gray levels i and j is determined.
6. This procedure is repeated for each gray level of the texture. The values of d
are presented as a histogram.
The resulting histogram is called maximum difference histogram (MDH), and it can
be employed in the estimation of the grain size distribution. If only the average of the
grain sizes in the population is interesting, it is possible to determine it based on the
histogram. This can be done by determining the center of gravity (CoG) of the histogram.

3 Experiments
In the experimental part of this paper, we present two kinds of test results obtained
from the granularity inspection of carbohydrate crystals. In the first one, we use the
proposed maximum difference histogram method for the estimation of granular size
distributions of images acquired from the carbohydrate crystallization process. In the
second experiment, an in-line measurement of the crystallization process is presented.
Before these experiments, is given a short description of the carbohydrate manufacturing process.
3.1 Carbohydrate Manufacturing Process
The crystallizing substance used in this study is a carbohydrate product. The crystallization process of the carbohydrate is based on evaporation of the solvent in a constant
temperature. The resulting supersaturation in the carbohydrate-solution acts as a driving force for the phase change operation from liquid to solid. During the evaporation
process the final crystal population is created through growth of existing crystals and
formation of new crystals, starting from an initially given seed crystal population. The
target is to obtain a pre-defined average crystal size and a possibly narrow crystal size
distribution. This is achieved by balancing the processes of crystal growth and crystal
formation by adjustment of the process parameters.
3.2 Determination of Grain Size Distribution
In the first experiment, we estimated grain size distributions of some selected microscope images obtained from the carbohydrate crystallization process. We used the
maximum difference method to make a histogram that estimates the grain size distributions of the images. Figure 1 presents two examples of the grain images and their
maximum difference histograms. The purpose is to estimate the grain size distribution. The histograms express normalized granular size distributions of the images in
pixels. In all the histograms, the distance d is determined in horizontal direction.
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Fig. 1. Grain images and their respective maximum difference histograms. The center of gravity
(CoG) is marked with green star.

The results presented in figure 1 show that the Maximum difference histogram is able
to estimate the grain size distributions with reasonable accuracy. In subfigure (b), the
effect of small grains is visible in the histogram. On the other hand, in subfigure (a),
these small particles are not present. So, the method can be used to track the formation
of small crystals during the process. However, just by looking at the obtained average
value the growth into larger crystals visible in subfigure (b) can not be detected. The
histograms shown in figure 1 represent number based distributions of the crystal sizes. If
the small particles are not considered interesting, the growth of larger crystals can be
followed easier by representing the histograms in a volume based (d3) form. The grain
image presented in subfigure (a) has also certain smooth regions which do not contain
any grains. These kinds of regions can be problematic for the proposed grain size estimation method and they may cause some errors to the distributions. Also noise and
other distortions may cause small variations. However, the method seems to estimate
the mean grain size (marked with green star in figure 1) sufficiently good. Another topic
to be considered is the transform from pixels to metric system, because distribution
expresses the grain sizes in pixels. This can be done experimentally.
3.3 Measurement of Mean Grain Level in the Crystallization Process
In the practical carbohydrate manufacturing, one needs to monitor and control the
growth of the grain size during the crystallization process. In the beginning of the
process, the grains are small sized and their amount is also small. However, the grains
start growing very soon after the beginning of the process and also their number
grows fast. After that, the grain sizes tend to stabilize on certain level although their
shapes get smoother. To monitor the grain size growth, one needs some image descriptor that is capable of expressing the mean grain size in each image.
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Fig. 2. Example images from the test set acquired from the carbohydrate crystallization process.
The images are numbered from 1 to 1200.

In order to test the procedure for monitoring an industrial crystallization process
using textural methods, images were acquired through a common process control
microscope in a real production process. Images were taken using a process microscope and a process surveillance camera attached on the side of the evaporation vessel. The camera was connected to a computer with a frame grabber card. Images were
saved on computer using Image-Pro Plus image analysis software. Additional inhouse software was used for automation and timing of the image capture procedure.
The image acquisition was started at the time of seed crystal addition and stopped at
the end of the process. That means that in addition to crystal size and crystal size
distribution, also the solids fraction in the images changes remarkably. The resulting
set of images contained approximately 1200 images. Image size was 768x460 pixels.
Figure 2 shows some example images acquired in different phases of the crystallization process.
We used maximum difference method to estimate the growth of the grain size. In
this experiment, only the average size of the grains was determined. This was carried
out by calculating the center of gravity (CoG) for each MDH. The MDH was calculated using value 50 for parameter n in horizontal direction. The CoG was calculated
for each image in the sequence. Figure 3 presents the CoG during the process.
The results presented in figure 3 show that the graph representing the center of
gravity follows the real crystal growth process. The graph rises very fast between
samples 1 and 150. After that, it stabilizes on certain level. This kind of growth can be
seen also in the image set presented in figure 2. Based on manual inspection, this kind
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Fig. 3. Mean grain sizes in the sequence of 1200 crystal images acquired from a carbohydrate
crystallization process

of graph seems to estimate the real development in the crystal population during the
process reasonably well. Formation of new crystals and attrition of existing large
crystals sets into a dynamic balance, while the number of crystals keeps rising until
the end of the process.

4 Discussion
In this paper we have presented a novel texture description method, Maximum difference histogram for the estimation of grain size distributions in the images. The experimental results reveal that this method is able to relatively well estimate the mean
grain size in the population. The distribution is somewhat sensitive to noise and other
distortions in the image. Also areas without grains may cause problems. For this reason, the shape of the distribution may have small differences. These difficulties can be
overcome by using e.g. image preprocessing, edge detection and thresholding, or
other image enhancement before the calculation of the histogram. This could be subject of further investigations.
On the other hand, in its current form the Maximum difference histogram method
has proved to be able to approximate the mean grain size in the grain population. We
employed the method in the monitoring of carbohydrate production. The experimental
results show that the method is able to estimate the grain growth in the crystallization
process.
The computational cost of the proposed method is at the same level as with other
statistical texture analysis methods. The computation can be made lighter by e.g.
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limiting the inspection area in the pixel neighborhoods (selecting parameter n). In any
case, the computational cost is not a significant problem in the use of the proposed
method in in-line process monitoring.
In conclusion, the Maximum difference histogram method is able to estimate the
mean grain sizes of a particle distribution relatively accurately. It is suitable to be
used in real process monitoring tasks in industrial machine vision applications.
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Abstract. When an active contour is applied to a noisy image, the
contour is sometimes attracted to a local energy minimum, since the noise
gives rise to high rates of change of the image gray levels. In this paper
we will describe a novel method of overcoming this problem by using
a sparse set of points to represent the active contour C and randomly
varying the positions of these points.

1

Introduction

Active contours, also known as “snakes” or deformable models, have proven
to be an eﬀective method of boundary delineation. Since the original work by
Kass, Witkin, and Terzopoulos (KWT) in 1988 [1], extensive research has been
carried out on such models [2]. An active contour locates a boundary in an image
by minimizing an energy function. This function includes “internal” terms that
depend on the length and curvature of the contour; these terms are small when
the contour is short and smooth. It also includes “external” terms that depend
on the image gray levels at or near the points of the contour. For example, if
the inverse rate of change of the image gray level is used as the external term,
it will be small when the contour lies close to a strong boundary in the image.
In the KWT active contour model, the energy function is deﬁned by an expression of the form

[w1 |vs |2 + w2 |vss |2 + ξ(v)]ds
E(C) =
C

where C is a curve in the image plane; s is a parameter representing a point on
C; v = (x, y) is the position of the point in the plane; vs and vss are the ﬁrst
and second derivatives of v with respect to s; w1 and w2 are (possibly variable)
weights; and ξ(v) is a function of the image values in a neighborhood of v.
In this expression for E(C), the ﬁrst two terms are called “internal” energy
terms because they depend only on the geometry of C itself, while the third
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 411–420, 2007.
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term is called an “external” energy term because it depends on the image gray
levels at or near C. For example, suppose the value of ξ at a point (x, y) is the
inverse rate of change of the image gray level at (x, y); then ξ has low values on
or near image boundaries and high values elsewhere.
It is well known that at a minimum of E(C), the coordinates x, y of the points
of C must satisfy the Euler equations
ex ≡ w1 xss + w2 xssss + (∂ξ/∂x) = 0
ey ≡ w1 yss + w2 yssss + (∂ξ/∂y) = 0
In the KWT model these equations are solved by an iterative process in which C
is approximated by a discrete set of points, and at each iteration, the positions
of the points are adjusted so as to reduce ex and ey .
It has long been realized that this basic active contour model must be modiﬁed
in order to enable it to detect a distant object boundary, avoid local energy
minima due to noise, and conform to the details of a boundary’s shape. Since
ξ(x, y) depends only on the image gray levels near (x, y), it has an inﬂuence on
E(C) only near image features. For example, the inverse rate of change of the
image gray level is low only near an object boundary; elsewhere, the boundary
has no eﬀect on E(C), and C has no tendency to get closer to the boundary. On
the other hand, since noise gives rise to high rates of change of the image gray
level, the inverse is low at noise points, and E(C) may have a local minimum
when C passes through or near noise points. If C does succeed in approaching
an object boundary, it may have diﬃculty conforming to parts of the boundary
that have high curvature, since the internal energy of C is high on such parts.
Methods of overcoming these diﬃculties will be discussed in the next sections.
In the remainder of this section we review selected publications on active contours, emphasizing papers that made contributions to the representation of the
contour; the deﬁnitions of the internal and external energy terms; the methods
of initialization and energy minimization; and the methods of handling noise.
To improve the performance of active contours, alternative representations for
the contour have been proposed. Kass et al. [1] represented an active contour by
a digital curve. Delagnes et al. [3] deﬁned adjustable polygons: sets of active line
segments that can approximate any object shape; this representation gives good
results if the object to be delineated is noise-free. Wang et al. [4] used a spline
representation; this resulted in some improvement in accuracy and convergence
speed over the KWT model. Wong et al. [5] proposed a segmented snake model;
this converted the problem of global optimization of a closed curve into local
optimization of a number of open arcs. Their approach was able to locate convex, concave and high-curvature parts of an object boundary; its performance
was similar to that of Wang’s spline representation. Chesnaud et al. [6] proposed a region snake model rather than using a boundary-based representation.
Their model was based on Maximum Likelihood estimation of the statistics of
the inner and outer regions deﬁned by the boundary. This approach works well
if we can use a priori assumptions about the statistics of the regions, and if
these statistics are invariant or at least easy to classify. Ray et al. [7] proposed
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a multiresolution approach in which the snake algorithm is applied at an initial
scale, and after the snake stabilizes, a higher resolution is used to adjust it. A
potential disadvantage of this model is that high-curvature parts of the boundary and thick curves may be eliminated at the coarser resolution. Velasco and
Marroquin [8] proposed Sandwich Snakes, which can detect contours that have
complex shapes and reject false minima (up to some level) due to noise. Their
model consists of two snakes, one inside and the other outside the boundary; it
requires a one-to-one correspondence between the two snakes.
The performance of active contour models can be improved by modifying the
deﬁnition of their internal energy. Cohen [9] proposed the use of a pressure force
which inﬂates the active contour in the normal direction until it conforms to
the boundary of the object. This model gives good results in noise-free images,
but improper selection of the pressure force yields poor results. Davatzikos and
Prince [10] proposed spatio-temporal variation of the internal energy terms as
functions of position in the image and the number of iterations. This allows
the model to handle high-curvature parts of the boundary more eﬀectively than
ﬁxed-parameter algorithms. Xu et al. [11] proposed a method of compensating
for the normal internal force so as to make it independent of shape. The resulting
model works well, with no need to ﬁne-tune internal parameters, and can conform to high-curvature parts of a boundary such as corners; however, its ability
to overcome noise is reduced. Wang et al. [4] divided the energy minimization
process into multiple stages. The ﬁrst stage was designed to optimize the convergence speed in order to allow the snake to quickly approach the minimum-energy
state. The second stage was devoted to snake reﬁnement and local minimization
of the energy, thereby driving the snake to a quasi-minimum-energy state. Finally, the third stage used the Bellman optimality principle to ﬁne-tune the
snake to a global minimum-energy state. Metaxas and Kakadiaris [12] presented
a technique for the automatic adaptation of a deformable model’s elastic parameters in a Kalman ﬁlter framework. The parameters are initialized and are
subsequently modiﬁed, depending on the data and the noise distribution, until
the contour conforms to the boundary; this works well if the spatial variations of
the data are smooth. Mokhtarian and Mohanna [20] proposed an active contour
model in which the smoothness internal evergy term is replaced by the output
of a Curvature Scale Space ﬁltering process.
Other authors have modiﬁed the deﬁnition of the external energy to increase
the capture range of a snake and thus make the snake robust to noise. Kass
et al. [1] used a scale space approach to guide a snake toward the boundary
of an object. Xu and Prince [13] proposed a new external energy term called
the “Gradient Vector Flow Field” computed by diﬀusion of the gradient vectors
of a gray-level or binary edge map derived from the image. This force ﬁeld is
insensitive to initialization of the snake and allows the snake to move into concave
boundary regions in noise-free images. However, using the diﬀusion of gradient
vectors to develop this ﬁeld may increase the eﬀect of noise. Peterfreund [15]
used spatio-velocity space (a combination of optical ﬂow and image forces) to
track boundaries of nonrigid objects on cluttered backgrounds.
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An active contour model can be semi- or fully automatic, depending on how
it is initialized. Kass et al. [1] initialized the snake near a boundary. Cohen [9]
initialized the snake inside or outside an object and used a pressure force to push
the contour outward or inward until it reached the boundary. Neuenschwander et
al. [16] presented a model in which the user has to specify only the two endpoints
of the contour rather than a polygonal approximation. The snake converges from
this minimal initialization by propagating image information along the contour
from both endpoints. The Gradient Vector Flow Field used by Xu and Prince
[13] made the snake insensitive to initialization.
Alternative algorithms for minimizing the energy of an active contour have
also been used. Kass et al. [1] minimized the energy by solving the Euler equations. Amini et al. [17] used dynamic programming to optimize an active contour; their approach was more stable than the original KWT approach, but it
was time-consuming. Williams and Shah [18] proposed a greedy algorithm, which
gave results comparable to those of Amini’s method but was much faster. A common disadvantage of both methods was that they are local and hence are relatively sensitive to noise. Caselles et al. [19] proposed Geodesic Active Contours,
which combined a geometric contour model with energy function minimization.
The performance of this approach is comparable to that of conventional active
contour models up to a constant that depends on the initial parameterization of
the contour. The Geodesic Active Contour model combined with level set methods can be used to delineate the boundaries of multiple objects. This model has
advantages over the original active contour model, but it has the drawback of
being nonlinear.
The convergence speed and accuracy of active contours depends greatly on
the level of noise in the image. Filtering techniques can be used to reduce the
noise to some degree, but it is almost impossible to eliminate it completely. As a
result, a snake may get stuck at energy minima caused by noise before it reaches
a boundary. To avoid this situation, Davatzikos and Prince [10] proposed an
algorithm in which the internal energy varies spatially. By giving high weight to
the internal energy in noisy parts of the image they were able to overcome local
minima. His model worked well when the object to be delineated had smooth
boundaries. Delagnes et al. [3] proposed a new energy function based on textural
characteristics of objects to resolve conﬂict situations when tracking objects on a
cluttered background. Their method worked well when the textures were easily
distinguishable. Other active contour models that were designed to overcome
noise include those proposed by Metaxas and Kakadiaris [12], Chesnaud et al.
[6], and Velasco and Marroquin [8]; these models were described above.
The organization of this paper is as follows: In Section 2 we show how local
minima in the energy of an active contour, due to noise in the image, can be
avoided by perturbing the contour representation during the energy minimization process. Section 3 and Section 4 describes our methods. Section 5 describes
an experiment in which an active contour is used to delineate the boundary of
a moving hand in an image sequence. Section 6 summarizes our methods.
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Overcoming Local Energy Minima Due to Noise

When an active contour is applied to a noisy image, the contour sometimes is
attracted to a local energy minimum, since the noise gives rise to high rates of
change of the image gray levels. In this section we will describe a method of
overcoming this problem by using a sparse set of points to represent the active
contour C and randomly varying the positions of these points.
The number of points chosen to represent C must be a fraction of the total
number of pixels on the (digital) contour, so there will be room to vary the position of the points. (We can roughly estimate the number of points on the contour
by examining the output of the boundary extraction process [21]) On the other
hand, the fraction cannot be too small, since it must be possible to closely approximate the shape of the contour by interpolating between the points. In the
experiments described in this section, C was several hundred pixels long, and
we represented it by about 60 points. Note that when we use scale-space methods to detect object boundaries at a distance, we are reducing (and afterwards
increasing) the number of pixels on the contour, and the number of points used
to represent the contour must be reduced or increased correspondingly.
In an active contour algorithm that uses a sparse representation, the contour
C is represented by (say) n points. At each iteration of the algorithm, the points
shift slightly; the new n points represent a new contour C  . This process is
repeated at each iteration.
We have investigated a method of incorporating random variation into the
points that represent the contour. In our method the number n of points remains
constant. At each iteration of the active contour algorithm, we interpolate a
smooth digital curve C  through the points. We choose n equally spaced points
of C  , one of which coincides with one of the original points on C  . We then
randomly shift the new points along C  by an amount less than the spacing
between the points. The points all shift together; their spacing remains the same.
We refer to this method as “phase perturbation”.
If many of the points that represent the contour coincide with noise points in
the image, the external energy of the contour will be low, since external energy
is inversely related to the gradient of the image gray level, which is high at
noise points. Thus a contour conﬁguration in which many of the points coincide
with noise points may give rise to a local minimum in the energy, and the active
contour algorithm may not be able to leave this minimum. However, if we perturb
the points that represent the contour using phase perturbation, the perturbed
points will no longer coincide with the noise points, so the contour has a chance
of escaping the local energy minimum.
When phase perturbation is used, the number n of points that represent the
contour remains constant, so the expected number of coincidences between these
points and noise points is also constant. Thus the random displacement of the
n points can be chosen from a uniform distribution over an interval.
We will now verify experimentally that using a uniform distribution is preferable in phase perturbation.
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Figure 1(a) shows a 100 × 100 image that contains a blurred hollow square
on a noisy background; the outer boundary of the square is represented by a
solid curve S, and an initial active contour C surrounding S is overlaid on the
image. We chose n equally spaced points to initially represent C, and performed
500 iterations of a sparse version of the KWT algorithm. (Randomness can be
introduced into any active contour algorithm, but in our experiments we used
the KWT algorithm.) After each iteration we also had the option of performing
a phase perturbation by shifting the n points by an integer number of steps
along the contour, where the number never exceeded the spacing s between the
points. We performed six versions of this experiment:
a) No shift.
b-e) A shift chosen randomly in the range [0,2], [0,3], [0,4], or [0,s].
f) The shift that resulted in the highest external energy of C  (to maximize
the likelihood of C escaping from the local energy minimum).
where (a to f) stands for (top-down). Figure 1(b) shows plots of the area (in pixel
units) contained between C and S as a function of iteration number, averaged
over 500 instances of the noise. We see that in all cases, the area at ﬁrst decreases
rapidly from its initial value of about 5000 as C shrinks toward S, but it then
levels oﬀ. When no shifts were used (version (a)) the area levels oﬀ at about
2700. When random shifts were used (versions (b-e)), the area continues to drop;
the larger the range of the shifts, the greater the drop, because there are more
possibilities for increasing the energy. For shifts in the range [0,s] the area drops

(a)

(b)

(c)

Fig. 1. (a)- A square in a noisy image. The initial active contour and the boundary
of the square are overlaid on the image. (b)- Phase perturbation. Each curve shows
the area between the active contour and the boundary of the square as a function
of iteration number. The curves are averages over 500 instances of the image noise.
Top to bottom: (a) No perturbation. (b-e) Shifts chosen randomly in the ranges [0,2],
[0,3], [0,4], and [0,s], where s is the spacing between the points that represent the active
contour. (f) The shifts that resulted in the highest external energy of the active contour.
(c)- Comparison of two algorithms on a non-noisy version of Figure 1(a): a sparse
version of the KWT algorithm, and algorithm that incorporated phase perturbation.
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to less than 2200; this is nearly as good as when we use the shift that results in
the highest external energy of C (version (f)).
Our algorithms represent a contour by a discrete set of points, and interpolate
a smooth digital curve on these points each time a perturbation is applied. It
might be thought that this repeated interpolation would result in a contour
evolution process, but in fact this did not happen. To demonstrate this, we
applied two algorithms to a version of Figure 1(a) that contained no noise: a
sparse version of the KWT algorithm, and versions that incorporated phase
perturbation. As we see in Figure 1(C), the plots of the area between C and S
are virtually indistinguishable for both algorithms. This demonstrates that our
use of repeated interpolation did not result in contour evolution.
In the experiments described in this section, the active contour C never penetrated the boundary of the square S; we could therefore use the area contained
between C and S as an error measure. In the real examples described in the
next section it is possible for C to penetrate the object boundary B. We will
therefore use a more general error measure: the area of the symmetric diﬀerence
between the regions surrounded by C and B.

3

Delineating an Object Boundary

Active contour performance can be improved by dividing the energy minimization process into stages [4] and allowing the energy function to vary during the
process [12,13]. In Section 4 we will describe how such an adaptive active contour algorithm can be used to detect an object boundary at a distance and then
locate details of the boundary’s shape.
An active contour can be used to track the boundary of a moving object in an
image sequence. This is usually done by locating the boundary (by minimizing
the energy of the contour) in each frame of the sequence, and then using the
result to initialize the contour in the next frame. In Section 5 we will use an
active contour to locate the boundary of a moving object in an image sequence,
using the moving boundary extraction process described in [21]. We will describe
an experiment in which an active contour is used to locate the boundary of a
hand moving against a complex background.

4

Detecting and Conforming to the Boundary

Since the external energy ξ of C depends only on the image values in the vicinity of C, distant object boundaries have no eﬀect on ξ. Thus if C is initialized
far from an image boundary, minimization of E(C) does not attract C toward
the boundary. This problem can be overcome by blurring the image before initializing C; but blurring the image may destroy details of the shapes of object
boundaries. To achieve both detection at a distance and accurate location of
shape details, we can vary the amount of image blur during the minimization
process [1,12,13]. The blur remains high until ξ becomes low, indicating that C
is approaching a boundary; the blur can then be gradually reduced so that C
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can accurately conform to the boundary shape. The spacing of the points that
we use to represent the contour does not exceed the amount of the blur.
The need to conform to boundary parts that have high curvatures introduces
another problem: the internal energy of C is high when its curvature is high.
This problem can be overcome [13] by gradually reducing the weight given to
the curvature term of E(C) as C approaches the boundary.

5

An Application: Delineating the Boundary of a Moving
Hand in an Image Sequence

In this section we use an active contour to delineate the boundary of a moving
object; the boundary is initially extracted by the method described in [21].
Figure 2(a) shows part of a frame of a 20-frame video sequence of a hand and
arm moving in an indoor scene. A number of ﬁnal boundaries located by the
active contour after energy minimization is overlaid on the image. Figure 2(b)
shows the moving boundary points extracted from that frame by the method
described in [21]. Most of these points are concentrated near the hand and arm
boundaries.
C was initialized on a large square which was close to the image border.
Gaussian blur was initially applied to the moving boundaries that were extracted
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Fig. 2. Delineation of a moving hand in a video. (a) One frame of the video, with
the ﬁnal contours overlaid. (b) Initial contour, ﬁnal Stage 1 contour, and ﬁnal Stage 2
contour overlaid on the output of the moving boundary points that were extracted from
the image. (c) Area (in pixels) of the symmetric diﬀerence between the hand and the
interior of the contour, as a function of iteration number, averaged over 20 frames. The
solid curve is the mean; the dotted curves are one standard deviation above and below
the mean. Upper curves: Algorithm without perturbation. Lower curves: Algorithm
with perturbation. Note the shoulder in the curves at iteration 250, when the ﬁrst
stage ended.
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from that image (Figure 2(b)). The rate of change of the gray level in this
blurred image was used as the external energy term of C. This rate of change is
a maximum at the inﬂections of the Gaussian; hence its inverse is a minimum.
Minimization of E(C) thus causes C to shrink and to approach the hand and
arm boundary until it reaches the inﬂections. In Figure 2(b) the location of C
after 250 iterations overlaid on the image.
By this time the external energy of C was quite low. A second stage of energy
minimization was then initiated, in which the amount of image blur and the
weight given to curvature in the internal energy of C were both progressively
decreased, as described in Section 4. This allowed C to approach the boundary
closely and to conform to its shape. The location of C after 200 iterations of the
second-stage process is also overlaid on the Figure 2(b).
To reach its ﬁnal location, C must cross noisy parts of the image background.
As discussed in Section 2, it is possible for C to be trapped by a local energy
minimum caused by the noise, but this can be avoided by applying phase perturbation to the points that deﬁne C.
To study how this perturbation improves performance, we applied two versions
of our active contour algorithm to the 20 frames of our image sequence; the ﬁrst
version perturbed the points that represent the contour and the second version
did not. Figure 2(c) compares the average performance of the two versions on
the 20 frames; the upper curves are for the second version and the lower curves
for the ﬁrst version. In each frame, we computed the area of the symmetric
diﬀerence between the hand/arm region and the interior of the active contour,
as a function of iteration number. (The solid curve is the 20-frame average; the
dotted curves are one standard deviation above and below the average.) We see
that the ﬁrst version of the algorithm converged more quickly and approximated
the boundary more accurately. The lower curve comes close to a minimum after
150 iterations in the ﬁrst stage of the process, and after 450 iterations it is less
than 20% as high as the upper curve.

6

Concluding Remarks

This paper has made the following contributions: First; an active contour can
be trapped by local energy minima when too many of its points are inﬂuenced
by image noise. We have shown that this situation can be prevented by incorporating randomness to the points that represents the contour. Second; to speed
up the process of convergence and to conform to boundary shape we developed
a two stage algorithm. Our model is a mixture of deterministic and random
components that made it robust with respect to noise. We have shown that our
model performs equally well as other sparse models when there is no noise, the
robustness becomes visible only when the image contains noise. Using this active contour model, we were able to locate and track a moving boundary in a
sequence of images in the presence of noise.
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Accurate Spatial Neighborhood Relationships for
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Abstract. Many image segmentation approaches rely upon or are enhanced by
using spatial relationship information between image regions and their object
correspondences. Spatial relationships are usually captured in terms of relative
neighborhood graphs such as the Delaunay graph. Neighborhood graphs capture
information about which objects are close to each other in the plane or in space
but may not capture complete spatial relationships such as containment or holes.
Additionally, the typical approach used to compute the Delaunay graph (or its
dual, the Voronoi polytopes) is based on using only the point-based (i.e., centroid)
representation of each object. This can lead to incorrect spatial neighborhood
graphs for sized objects with complex topology, eventually resulting in poor segmentation. This paper proposes a new algorithm for efficiently, and accurately extracting accurate neighborhood graphs in linear time by computing the HamiltonJacobi generalized Voronoi diagram (GVD) using the exact Euclidean-distance
transform with Laplacian-of-Gaussian, and morphological operators. The algorithm is validated using synthetic, and real biological imagery of epithelial cells.

1 Introduction
Spatial neighborhood relationships among objects is an important characteristic in many
image analysis, computer vision and robotics applications. One common approach is to
compute Delaunay graphs from an ordinary Voronoi diagram (OVD), using information
from centroids of objects [1]. In the context of biological image analysis, the OVD has
been used for accurate segmentation and analysis of confluent migrating cells [2, 3],
tissue architecture characterization [4], or endothelial cell classification [5]. Our application is primarily focused on accurate segmentation and tracking of cells in biomedical
video sequences that undergo complex shape changes like mitosis and apoptosis.
An OVD using points is insensitive to object properties like size, shape, orientation or
containment. Thus, neighborhood graphs derived from point-based centroid representations of arbitrarily-shaped objects often lead to incorrect neighborhood relationships as
shown in Figs. 1(b) and (e). Applications that depend on accurate spatial neighborhood
relationships would consequently fail or lead to unpredictable behavior. For example,
incorrect neighborhood relationships may lead to false merges of neighboring cells in
the segmentation algorithm described in [2]. In other applications, such as robot path
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Fig. 1. [a and d]: Synthetic images showing arbitrarily-shaped objects. [b and e]: It is evident
that an ordinary Voronoi diagram (OVD), computed from centroid points of objects (shown as
white squares) leads to incorrect neighborhood relationships. [c and f]: However, using a generalized Voronoi diagram (GVD) leads to correct boundaries and neighborhood relationships.
Corresponding neighborhood adjacency graphs are shown in Tables 1 and 2.

planning, inaccurate neighborhoods obtained from OVD’s may impede the movement
of the robot or lead to weak navigation performance [6]. An alternative to the OVD
is to compute the generalized Voronoi diagram (GVD) that takes into account the size,
shape, orientation, and placement of objects when computing neighborhood relationships. As seen from Figs. 1(c) and 1(f) the GVD accurately identifies the neighborhoods
of complex-shaped objects (e.g., the thin long non-convex worm-like object).
The GVD in any dimension can be precisely defined using point to object distance
measures [1, p 280]. Let A = {A1 , A2 , . . . , AN } be a set of arbitrarily shaped objects in
a d−dimensional space Rd . Now, for any point p ∈ Rd , let D(p, Ai ) denote a distance
measure representing how far the point p is from the object Ai which is typically the
minimum distance from p to any point in object Ai . The dominance region (also known
as influence-zone) of Ai , is then defined as





Dom(Ai , Aj ) = p |D(p, Ai ) ≤ D(p, Aj ), ∀j, j = i

(1)

A generalized Voronoi boundary, between Ai and Aj, can then be defined as the loci
of equidistant points between both objects, L(Ai , Aj ), where


(2)
L(Ai , Aj ) = p |D(p, Ai ) = D(p, Aj ) ,
and the corresponding influence zone for Ai , V (Ai ), is the set intersection

Dom(Ai , Aj )
V (Ai ) =
i=j

(3)

Accurate Spatial Neighborhood Relationships for Arbitrarily-Shaped Objects

423

Hence, the generalized Voronoi diagram of A, GVD(A), is given by the union of of
such generalized Voronoi regions, as

V (Ai )
GVD(A) =
i



p |D(p, Ai ) ≤ D(p, Aj ), ∀j, j = i
=

(4)

i i=j

When A is a collection of points rather than sized objects, GVD(A) reduces to an
ordinary Voronoi diagram, OVD(A). Note that OVD boundaries are always straight
lines or hyperplanes, whereas GVD boundaries can be complex curves or surfaces. Fig.
1 shows examples of the OVD and GVD for objects in a plane (i.e., d = 2). For those
interested in properties of the OVD for point objects, we direct them to the book by
Okabe et al. [1] and the survey paper by Aurenhammer [7].
The GVD representation of a set of objects has a number of useful properties: (i)
it is a thin set that partitions a space into connected regions (ii) it is homotopic to the
number of objects, (iii) it is invariant under transformations applied to all objects, and
(iv) each region of the GVD is guaranteed to contain the entire object.
Sugihara presents an algorithm to construct an approximate GVD by reducing an
object to a collection of points [8]. A different class of algorithms to construct GVD’s
is based on morphological operators and label propagation. This consists of labeling
connected components (objects) in an image, and simultaneously growing them using
dilation operators. The loci of points at which these regions stop growing determine the
influence zone of each object. In the literature, this algorithm is referred to as skeletons
by influence zone (SKIZ) and is described in detail by Vincent [9, 5]. Lu and Tan have
presented a variation of SKIZ by approximating connected components as polygons and
expanding the regions using Freeman codes for document image analysis [10]. Hoff
et al. have reported a fast algorithm for GVD construction using graphics hardware
[11].
Recently, Siddiqi et al. proposed a new class of algorithms to compute object skeletons using the average outward flux of the gradient of a distance transform [12]. Homotopy preserving properties of this algorithm makes it a strong alternative to other
algorithms that use the Euclidean distance transform (EDT) to compute object skeletons. A Hamilton-Jacobi formulation for shock tracking, combined with homotopy preserving thinning leads to a robust and low-complexity implementation. As an original
contribution, we propose using the Hamilton-Jacobi formulation to compute GVD’s.
The focus of this paper is on efficiently extracting exact neighborhood relationships of
arbitrarily shaped objects (e.g., biological cells) using the GVD as the basic underlying
framework, based on a fast EDT. It should be noted that even though our algorithm
aims at solving a problem in biological image analysis, it can be applied to other applications in computer vision such as robot navigation, remote sensing of urban areas or
content-based image retrieval.
The paper is organized as follows. In Sec. 2, we summarize our proposed algorithm
and explain its key features. Comparative results of using OVD versus GVD for computing cell neighborhood relationships are shown in Sec. 3, and conclusions in Sec. 4.
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Algorithm 1. Compute a 2D Neighborhood Adj. Graph
P, a 2D mask with N labeled objects,
TLD , threshold to detect ridges,
Input
:
THS , threshold for max. hole size, and
σ, to control smoothing.
Output : N (P), the adjacency graph of P
1: Remove labeled 8-connected pixels in P that are adjacent to one or more different labels.
2: Convert the processed mask into a binary image B.
3: Compute the Euclidean distance transform (EDT), D, of B using the FH-EDT algorithm [13].
4:
5:
6:
7:
8:
9:
10:
11:

Compute E = ∇2 Gσ  D, the Laplacian of the smoothed EDT.
Obtain a binary image, Ethr , from E using a threshold value TLD .
Fill holes using THS , the hole-size threshold.
Apply a suitable thinning algorithm (e.g., [14, 15]) on Ethr to obtain an image with 1-pixel
thick GVD boundaries, Ethn
thr .
Apply any homotopy-preserving algorithm [16] to prune branches from the generalized
Voronoi diagram, Ethn
thr .
c
thn
Assign Q ← (Ethn
thr ) ; the complementary image of Ethr
Using 4-connectivity, label the connected components of Q.
Update the neighborhood relationship map N (P) by checking a 3 × 3 neighborhood of each
background pixel (i.e., boundary pixels of connected components) in Q.

2 Neighborhood Adjacency Graphs Using GVD
The proposed algorithm to compute a neighborhood adjacency graph N (P) for an image P containing N −arbitrarily shaped objects, using GVD in R2 is shown in Algorithm 1., and described in detail in the following paragraphs.
In order to compute reliable GVD boundaries touching objects need to be separated
by at least a one-pixel gap. In Step 1, labeled pixels are (temporarily) removed from the
image if they are adjacent to one or more different labeled pixels, without any gap. In
Step 2, we convert the modified multi-labeled mask into a binary image with non-zero
pixels representing N distinct connected components.
Siddiqi et al. have reported using a Borgefors distance transform (BDT) in their
skeletonization algorithm [12]. However, the BDT is an approximation of the Euclidean
distance transform (EDT). Hence, in Step 3, we compute the exact EDT using a “separable algorithm” proposed by Felsenzwalb and Huttenlocher (FH-EDT) that is fast
(linear time), and efficient to implement [13].
Let G1 = {0, 1, . . . , n − 1} be a 1D grid, and f : G1 → R an arbitrary function on
the grid. The one-dimensional FH-EDT of f is defined as


Df (p) = min (p − q)2 + f (q)
(5)
q∈G1

with the added constraint that for each point q ∈ G1 , the distance transform of f is
bounded by a parabola rooted at (q, f (q)). The distance transform at point p is the
height of the lower envelope of all such parabolas [13, Fig. 1]. The FH-EDT algorithm
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GVD Boundary
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(b)

(c)
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Fig. 2. Examples of isolated holes and checker-board pattern holes that are formed when a large
number of single pixel width ridges appear very close to each other. Non-pruned branches may
affect the performance of such applications as robot navigation. A relatively higher value of TLD
can reduce such occurrences, with the possibility of breaking actual GVD boundaries. This figure
is related to problems that are solved in Steps 6 - 8 in Algorithm 1.. The actual GVD boundary is
shown in (d).

computes the distance transform in O(n) time. The efficiency of this algorithm is evident by considering a two-dimensional grid G2 = {0, 1, . . . , n−1}×{0, 1, . . . , m−1},
and f : G2 → R an arbitrary function on the grid. The two-dimensional distance transform of f is given by


 2
 2
 
Df (x, y) = min
(x
−
x
)
+
(y
−
y
)
+
f
(x
,
y
),
x ,y 



(x − x )2 + min
(y − y  )2 + f (x , y  ) ,
= min


x
y


 2
= min
(6)
(x − x ) + Df |x (y) ,

x

where Df |x (y) is the 1D distance transform of f restricted to the column indexed by
x . Hence, the 2D distance transform can be computed separably in linear time.
In order to detect points of singularities (or shock points), Siddiqi et al. propose to
compute the average outward flux at every point in a vector field q̇ (derived from the
distance transform) using a Hamilton-Jacobi formulation [12]. Using the divergence
theorem, a relationship between the divergence of the vector field div(q̇), and the average outward flux is given by [12]

< q̇, Ns > ds
δR
,
(7)
div(q̇) ≡ lim
Δa→0
Δa
where δR is the bounding contour of the region R, Ns is the outward normal at each
point of the contour, and ds is the element of integration. The divergence div(q̇) can
be equivalently written as the sum of partial derivatives with respect to each of the
vector field’s component directions. However, the vector field (i.e., distance field) is
differentiable at all points except at singular or shock points. This is the justification
provided by Siddiqi et al. for using Eq. 7, and a limit approximation, to locate singularities in q̇. As an alternative, in Step 4, we propose using a 2D Laplacian-of-Gaussian
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(a)

(b)

(e)

(f)

(c)

(g)

(d)

(h)

Fig. 3. A flow diagram that describes Algorithm 1.. (a) A section of the original mask with four
unique foreground colors obtained from Nath et al. algorithm [2]. Cells that are touching each
other are marked with arrows. (b) A binary image B is obtained as per rules outlined in as per
Step 1 of Algorithm 1.. (c) 3D view of the distance transform (D), that shows the difficulty in
isolating ridges (i.e., Voronoi boundaries). (d) ∇2 Dσ . (e) A thresholded version of Fig. 3(d)
after removal of small holes. (f) A pruning step removes branches from the generalized Voronoi
diagram. (g) Connected-component labeling, followed by generation of N (P), is implemented
on a complement of the image, obtained in Fig 3(f), as per Steps 10-11 of Algorithm 1.. (h) The
final generalized Voronoi diagram and neighbors of cells are shown in white and yellow, while
cells are shown in colors used previously for labeling Voronoi cells in Fig. 3(g).

∇2 Gσ  D operator on the distance transform, D, in order to detect regions of local
maxima (or minima, depending on how the Laplacian operator is applied), i.e., ridge
points. The Gaussian operator Gσ smooths the distance transform prior to applying the
Laplacian operator insuring differentiability at shock points. Smoothing, however, does
not guarantee homotopy preservation of GVD boundary points. Hence, to satisfy both
constraints, the regularization parameter σ is set to a small value.
In Step 5, we threshold E = ∇2 Gσ  D) to obtain the binary image, Ethr ,
Ethr =

1
0

E > TLD ,
otherwise,

before computing the GVD, A suitable choice of the threshold value, TLD , is critical
in homotopy preservation of GVD boundaries. A low threshold value results in larger
number of spurious features (such as branches and associated holes), while a larger
threshold significantly reduces these features at the cost of breaking real object boundaries. We set TLD = 0 by default.
After binarization of E, the background should normally be segmented into N connected generalized Voronoi regions, corresponding to N input objects. However, when
computing the Laplacian of the EDT, regions of local maxima, i.e., ridges, may appear
very close to each other and interact to produce “holes” that are small connected background components (shown in Fig. 2(b) and (c)). In our algorithm, each influence zone
(i.e., V (Ai )) corresponds to a unique object (Ai ) in the image. Hence, in Step 6, such
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Fig. 4. Examples of neighborhood relationships between connected components when centering
a 3×3 neighborhood on a boundary pixel (marked with a X). Shaded regions indicate one pixel
thick boundaries of connected components in Q. Valid generalized Voronoi boundary pixels separate different influence zones, resulting in at least two different sets of foreground labels in the
neighborhood ( Figs. 4(a) - 4(c) ). On the other hand, spurs/branches are contained within a single
influence zone, thus resulting in a single set of foreground labels in the neighborhood. As a result,
no changes need to be made in the adjacency graph N (P) (Figs. 4(d) - 4(f) ).

holes are removed using a threshold parameter THS , prior to computing the GVD. Nonremoval of such holes prevents further removal of ridges that are attached to such holes,
termed as branches. Hole removal is effected by size-constrained connected component
analysis. The binarized image, obtained in Step 5 of Algorithm 1. is inverted followed
by a connected component analysis. All connected components below a certain size are
classified as part of the background which results in “hole-filling”.
In Step 8, a thinning algorithm (c.f. [15]) is applied to the hole-filled, binarized image
in order to reduce ridge boundaries to single pixel thickness. This step is necessary in
order to simplify the search for neighborhood adjacency relationships along boundaries.
A key component of any thinning algorithm is the preservation of end points. Thus, after
thinning, spurious ridges, without holes, remain attached to actual GVD boundaries. We
term such ridges as spurs (see Fig. 5(f) for example). Hence, in Step 9, we remove such
spurs by applying a pruning algorithm having the same features as standard thinning
algorithms (e.g., [15]) but enforcing the constraint of non-preservation of end points.
Let this thinned (and optionally pruned) image be represented as Ethn
thr .
After obtaining one-pixel thick GVD boundaries, we invert Ethn
thr in Step 9 as Q =
c
(Ethn
)
.
This
is
followed,
in
Step
10,
by
a
connected
component
analysis on P and
thr
assigning unique labels to each GVD influence zone, i.e., Q = i Q(Vi ), where Q(Vi )
is the ith connected component formed from the corresponding generalized Voronoi influence zone. Finally, in Step 11, a 3×3 window positioned at each boundary pixel (i.e.,
pixels not part of any connected component) is analyzed, from which a neighborhood
relationship map N (P) is constructed (see Fig. 4 for some examples). To complement
the discussion in previous paragraphs, key steps of our algorithm are shown in Fig. 3.

3 Results and Discussion
The Hamilton-Jacobi GVD algorithm for determining accurate neighborhood graphs
was applied to a biomedical application involving cell segmentation and tracking [2].
Time-lapse phase contrast microscopy of epithelial cells moving in a monolayer sheet
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(d)

(e)
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Fig. 5. (a) A representative region from the original image (Frame 46). (b) OVD boundaries superimposed with four unique colors. The centroids are represented as small squares. (c) GVD
boundaries superimposed with four unique colors. (d) Neighborhood relationships in two representative regions A and B, when using the OVD from (b). The OVD leads to incorrect neighborhood relationships, as shown by edges E1 , E2 and E3 . This leads to neighboring cells being
assigned the same color during graph-vertex coloring [2]. (e) Neighborhood relationships using



GVD with correct assignments indicated by E1 , E2 and E3 with an additional neighborhood re
lationship E4 that is detected when. (f) Neighborhood relationships without pruning branches of
the GVD does not affect neighborhood relationships between cells. This feature will be addressed
in a different paper. Parameters used in computing the Hamilton-Jacobi GVD are: σ = 0.5, 9-tap
Laplacian kernel with a center weight of 8, TLD = 0.0, and THS = 5.

are imaged at 0.13μm resolution, and appear as a clustering of dark colored nuclei with
indistinct boundaries (Fig. 5(a)) [3, 2, 17].
The OVD regions, and associated Delaunay graph based on centroids of cell nuclei in
Fig. 5(a) are shown Figs. 5(b) and (d), respectively. Edges E1 , E2 , and E3 show incorrect
object adjacency relationships based on OVD regions A, and B. The object colors are
based on graph-vertex coloring and used to implement a fast 4-color level set-based
cell segmentation algorithm incorporating spatial coupling constraints [2]. The main
feature of the 4-color level set algorithm is to assign different colors to neighboring
cells, in order to prevent false merges. From Fig. 5(b) it can be observed from region A
that the two green-colored cells are neighbors of each other, yet they are not marked as
neighbors when using an OVD. However, in Fig. 5(c) and 5(e), these cells are correctly
classified as neighbors when using our proposed GVD algorithm (the cells have been
recolored).
The neighborhood adjacency graphs for the synthetic images shown in Figs. 1(a) and
1(d) using the OVD and GVD are shown in Tables 1 and 2, respectively. It is clearly
evident that the Hamilton-Jacobi GVD algorithm correctly identifies neighbors of objects in both images, while errors are evident when using OVD to compute the spatial
adjacencies of objects. For example, the long thing worm-like object, B6 , is adjacent
to smaller elliptical objects B1 , B3 , B4 , B5 , B7 , and, B8 . It does not overlap any other
object and has a worm-like influence zone based on the GVD, as seen in Fig. 1(f).
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Table 1. Neighborhood map of Fig. 1(a)
Q(Vi )
A1
A2
A3
A1 ,
A4
A5

429

Table 2. Neighborhood map of Fig. 1(d)
Q(Vi )
B1
B2
B3
B4
B5
B6
B7
B8

OVD
GVD
A2 , A3
A2 , A3 , A4
A1 , A3
A1 , A3
A2 , A4 , A5 A1 , A2 , A4 , A5
A3 , A5
A1 , A3 , A5
A3 , A4
A3 , A4

OVD
GVD
B2 , B3
B2 , B3 , B6
B1 , B3 , B4 , B5
B1 , B3 , B4 , B5
B1 , B2 , B4 , B6
B1 , B2 , B4 , B6
B2 , B3 , B5 , B6
B2 , B3 , B5 , B6
B2 , B4 , B6 , B8
B2 , B4 , B6
B4 , B5 , B7 , B8 B1 , B3 , B4 , B5 , B7 , B8
B6 , B8
B6 , B8
B5 , B6 , B7
B6 , B7

(a)

(c)

(e)

(b)

(d)

(f)

Fig. 6. [a]: Subset of objects from Fig. 1(a) showing objects A4 and A5 . [b]: Same objects with
perturbed boundaries. [c and d]: SKIZ-based implementation of GVD with 8-connected label
propagation. [e and f]: Hamilton-Jacobi GVD.

We compare the robustness of the Hamilton-Jacobi GVD algorithm with a
watershed-based, fast implementation of SKIZ [18, pg. 170-173] in MATLAB.
Figs. 6 (c) and (d), and Figs. 6 (e) and (f) show that the SKIZ-based GVD, and the
Hamilton-Jacobi GVD are both relatively insensitive to perturbations in object boundaries as indicated by the arrows. However, Hamilton-Jacobi GVD boundaries are more
accurate (same arrows), since the exact EDT is used.

4 Conclusion
In this paper, we have presented a novel algorithm for computing Hamilton-Jacobi
based GVD’s to build accurate spatial neighborhood adjacency graphs for arbitrarilyshaped objects. Our algorithm extends the Hamilton-Jacobi skeletonization algorithm
of Siddiqi et al. [12], and is coupled with morphological-based operators to remove
spurious regions from the initial GVD boundaries. A fast Laplacian-of-Gaussian (LoG)
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filter is used to detect potential GVD boundary locations (i.e., shock points). Useful features of the LoG filter, like the guarantee of closed contours, continuity of ridges, and
non-formation of new ridges with an increase in scale (smoothing) makes it appealing
for our algorithm. We compare the performance of our Hamilton-Jacobi GVD algorithm, with a previously developed OVD framework for cell segmentation in [2] on real
biological, as well as synthetic images. In all instances, we demonstrate the superiority
of our GVD algorithm.
As a future work, we would like to present a comparison of our algorithm with other
state-of-the-art algorithms described in the literature. Due to the separable nature of the
FH-EDT algorithm [13], we can obtain neighborhood relationships between objects in
higher dimensions. Hence, we would like to extend our algorithm to Rd , d > 2.
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Abstract. A search engine for font recognition in very large font databases is presented and evaluated. The search engine analyzes an image
of a text line, and responds with the name of the font used when writing
the text. After segmenting the input image into single characters, the
recognition is mainly based on eigenimages calculated from edge ﬁltered
character images. We evaluate the system with printed and scanned text
lines and character images. The database used contains 2763 diﬀerent
fonts from the English alphabet. Our evaluation shows that for 99.8 % of
the queries, the correct font name is one of the ﬁve best matches. Apart
from ﬁnding fonts in large databases, the search engine can also be used
as a pre-processor for Optical Character Recognition.

1

Introduction

When selecting a font for a text one often has an idea about the desired appearance of the font, but the font name is unknown. Sometimes we may have a
text written in a similar but unknown font. In that case we would like to ﬁnd
out if that font is contained in a given database. Examples of databases can be
the collection on our own personal computer, a commercial database belonging
to a company, or a set with free fonts. In this paper we describe a new font
recognition approach called Eigenfonts, based on eigenvectors and eigenvalues
of images. The approach is closely related to Eigenfaces, used for face recognition, see Turk and Pentland [1]. We also introduce some improvements, mainly
in the pre-processing step. In our experiments we use three diﬀerent databases.
First the original database containing character images created directly from
font ﬁles. A few examples of images from this collection can be seen in Fig. 1.
The second database contains images from the original database that are printed
and scanned. The third contains images from unknown fonts, also printed and
scanned. Database two and three are used for evaluation. In the following chapters when we refer to ’testdb1’ or ’testdb2’, we use collections of images from
the second database. More about the font databases can be found in section 4.2.
The search engine can also be utilized as a pre-processor for Optical Character
Recognition, or as a font browser if retrieved images are used as queries.
The paper is organized as follows: In the next chapter some previous attempts in font recognition are described. In chapter 3 we present the design of
the search engine FyFont (Find-your-Font), a publicly available search engine
for free fonts1 . This includes a description of the Eigenfonts method together
1

http://media-vibrance.itn.liu.se/fyfont/

B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 432–441, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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Fig. 1. Examples of character a

with the design parameters. In chapter 4, we summarize the search engine and
evaluate the overall performance. This will also include a description of the font
databases, and the dependence on properties of the search image. Then we draw
conclusions in chapter 5.

2

Background

There are two major application areas for font recognition or classiﬁcation; as
a tool for font selection, or as a pre-processor for OCR. A diﬀerence between
these areas is the typical size of the font database. In a font selection task, we
can have several hundreds or thousands of fonts, whereas in OCR systems it is
usually suﬃcient to distinguish between less than 50 diﬀerent fonts.
To our knowledge, only one search engine is available for font selection:
WhatTheFont. The engine is commercially operated by MyFonts.com. An early
description of the method can be found in [2]. Fonts are identiﬁed by comparing
features obtained from a hierarchical abstraction of binary character images at
diﬀerent resolutions. Their database consisted of 1300 characters from 50 different fonts rendered at 100 pts/72 dpi. The best performance was achieved
with a non-weighted kd-tree metric at 91% accuracy for a perfect hit. We are
not aware of newer, publicly available, descriptions of improvements that are
probably included in the commercial system.
Others used font classiﬁcation as a pre-processor for OCR systems. There
are mainly two approaches, a local approach based on features for individual
characters or words, and a global approach using features for blocks of text. An
example of the local approach describing font clustering and cluster identiﬁcation in document images can be found in [3]. Four diﬀerent methods (bitmaps,
DCT coeﬃcients, eigencharacters, and Fourier descriptors) are evaluated on 65
fonts. All result in adequate clustering performance, but the eigenfeatures result
in the most compact representation. Another contribution to font recognition
is [4], considering classiﬁcation of typefaces using spectral signatures. A classiﬁer
capable of recognizing 100 typefaces is described in [5], resulting in signiﬁcant
improvements in OCR-systems. In [6] font attributes such as ”serifness” and
”boldness” where estimated in an OCR-system.
A technique using typographical attributes such as ascenders, descenders and
serifs from word images is presented in [7]. These attributes are used as input to
a neural network classiﬁer for classifying seven diﬀerent typefaces with diﬀerent
sizes commonly used in English documents. Non-negative matrix factorization
(NMF) for font classiﬁcation was proposed in [8]. 48 fonts were used in a hierarchical clustering algorithm with the Earth Mover Distance (EMD) as distance
metric. In [9] clusters of words are generated from document images and then
matched to a database of function words such as ”and”, ”the” and ”to”. Font
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Fig. 2. First ﬁve eigenimages for character a (with normalized intensity values)

families are recognized in [10] through global page properties such as histograms
and stroke slopes together with information from graph matching results of recognized short words such as ”a”, ”it” and ”of”.
In a global approach [11], text blocks are considered as images containing
speciﬁc textures, and Gabor ﬁlters are used for texture recognition. A recognition
rate above 99% is achieved for 24 frequently used Chinese fonts and 32 frequently
used English fonts. The authors conclude that their method is able to identify
more global font attributes, such as weight and slope, but less appropriate to
distinguish ﬁner typographical attributes. Similar approaches with Gabor ﬁlters
can be found in [12] and [13]. Also [14] describes an approach based on global
texture analysis. Features are extracted using third and fourth order moments.
32 commonly used fonts in Spanish texts are investigated in the experiments.
Here we describe a new local approach based on the processing of character
images.

3

Search Engine Design

In this chapter we introduce the eigenfonts method. We discuss important design
parameters, like alignment and edge ﬁltering of character images, and end with
ﬁne tuning the parameters of the system.
3.1

Eigenfonts Basics

We denote by I(char, k) the k th gray value image (font) of character char. For
instance, I(a, 100) is the 100th font image of character ’a’. Images of characters
from diﬀerent fonts are quite similar in general; therefore images can be described in a lower dimensional subspace. The principal component analysis (or
Karhunen-Loeve expansion) reduces the number of dimensions, leaving dimensions with highest variance. Eigenvectors and eigenvalues are computed from
the covariance matrix of each character in the original database. The eigenvectors corresponding to the K highest eigenvalues describe a low-dimensional
subspace on which the original images are projected. The coordinates in this lowdimensional space are stored as the new descriptors. The ﬁrst ﬁve eigenimages
for character ’a’ can be seen in Fig. 2.
The method works as follows. Using the given images I(char, k), for each
character we calculate the mean image from diﬀerent font images
m(char) =

N
1 
I(char, n)
N n=1

(1)
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After reshaping images to one column vectors, sets of images will be described by
the matrix I(char) = (I(char, 1), ..., I(char, N )). From each set we subtract the

mean image and get I(char)
= I(char)−m(char). The covariance matrix is then



given by C(char) = I(char)
I(char)
/N , and the eigenvectors uk , corresponding
to the K largest eigenvalues λk , are computed. The corresponding coeﬃcients
are used to describe the image. A query image is reshaped to a vector Q, and
for k = 1, ..., K its weights ω1 , ..., ωK are computed as: ωk = uk (Q − m). The
weights form a vector that describes the representation of the query image in
the eigenfont basis. Using the eigenfonts approach requires that all images of a
certain character are of the same size and have the same orientation. We also
assume that they have the same color (black letters on a white paper background
is the most obvious choice). We therefore apply the following pre-processing
steps before we compute the eigenfont coeﬃcients: 1) Grey value adjustments: If
the character image is a color image, color channels are merged, and then gray
values are scaled to ﬁt a pre-deﬁned range. 2) Orientation and segmentation:
If character images are extracted from a text line, the text line is rotated to a
horizontal position prior to character segmentation. 3) Scaling: Character images
are scaled to the same size.
3.2

Character Alignment and Edge Filtering

Since we are using the eigenfonts method, images must have the same size, but
the location of the character within each image can vary. We consider two choices:
characters are scaled to ﬁt the image frame exactly, or characters are aligned according to their centroid value, leaving space at image borders. The later requires
larger eigenfont images since the centroid value varies between characters, which
will increase the computational cost. Experiments showed that frame alignment
gives signiﬁcantly better retrieval accuracy than centroid alignment.
Most of the information about the shape of a character can be found in the
contour, especially in this case when we are dealing with black text on a white
paper background. Based on this assumption, character images were ﬁltered
with diﬀerent edge ﬁlters before calculating eigenimages. The images used are
rather small and therefore we use only small ﬁlter kernels (max 3 × 3 pixels).
Extensive experiments with diﬀerent ﬁlter kernels (reported elsewhere) resulted
in the following ﬁlters used in the ﬁnal experiments (in Matlab notation): H=[1
2 1;0 0 0;-1 -2 -1]; V=[1 0 -1;2 0 -2;1 0 -1]; D1=[2 1 0;1 0 -1;0 -1 -2]; D2=[0 1 2;-1
0 1;-2 -1 0]; D3=[-1 0;0 1]; D4=[0 -1;1 0]; Four diagonal ﬁlters, one horizontal and
one vertical edge ﬁlter. Retrieval results for character ’a’, ﬁltered with diﬀerent
ﬁlters can be seen in Table 1. PERFECT corresponds to the percentage of when
the correct font is returned as the best match, and TOP5 when the correct font
can be found within the ﬁve best matches. The same notation will be used in
the rest of this paper. When several ﬁlters were used, we ﬁltered the image with
each ﬁlter separately, and then added the resulting images.
The table shows that the combination of one horizontal and two diagonal
ﬁlters gives the best result. Some experiments with varying image sizes showed
that images of size 25 × 25 pixels seem to be a good choice. Sizes below 15 × 15
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Table 1. Retrieval accuracy for diﬀerent ﬁlter combinations. (Character ’a’ from
testdb1, image size 40 × 40 pixels).
Filter PERFECT TOP5 Filter comb. PERFECT TOP5
H
73
95
H+D1+D2
77
97
V
57
83
H+D1
75
94
D1
69
97
H+D2
63
96
D2
66
94
H+V
73
98
D3
66
86
D4
56
87

Table 2. Retrieval accuracy for diﬀerent ﬁlter combinations, for character ’d’, ’j’, ’l’,
’o’, ’q’ and ’s’ from testdb2. (P=PERFECT, T5=TOP5).

Filter
P
H
88
V
86
D1
90
D2
91
H+V
89
H+V+D1+D2 88
H+D1+D2 90
V+D1+D2 88
D1+D2
89
H+D1
89
H+D2
90

d
T5
100
98
100
100
100
100
100
99
100
100
100

P
86
70
82
80
82
80
85
79
79
86
85

j
T5
99
94
98
98
98
99
98
94
97
99
99

P
72
58
64
66
68
66
72
59
65
75
72

l
T5
82
78
85
84
85
85
88
82
84
89
88

o
P T5
79 97
81 99
81 97
84 99
85 99
82 98
83 98
84 98
85 98
80 97
83 97

P
91
87
91
92
95
93
93
89
93
93
91

q
T5
100
99
100
100
100
100
100
100
100
100
100

P
92
91
92
91
91
91
91
91
92
91
90

s
T5
100
100
100
100
100
100
100
100
100
100
100

pixels decreased the retrieval accuracy signiﬁcantly. To verify the result from
character ’a’, a second test was carried out with characters ’d’, ’j’, ’l’, ’o’, ’q’
and ’s’, from testdb2. The result for diﬀerent combinations of ﬁlters can be seen
in Table 2. The retrieval results vary slightly between diﬀerent characters, but
usually ﬁlter combinations ”H+D1+D2” and ”H+D1” perform well. We choose
the ﬁrst combination, a horizontal Sobel ﬁlter together with two diagonal ﬁlters.
The vertical ﬁlter does not improve the result, probably because many characters
contain almost the same vertical lines.
3.3

Selection of Eigenimages

The selection of eigenimages is a tradeoﬀ between accuracy and processing time
and is critical for search performance. Increasing the number of eigenimages used
leads ﬁrst to an increased performance but the contribution of eigenimages with
low eigenvalues is negligible. The number of eigenimages and retrieval performance for scanned and printed versions of character ’a’ (size 24 × 24 pixels, edge
ﬁltered) can be seen in Fig. 3. The ﬁgure shows that 30 to 40 eigenimages are

Retrieval accuracy %
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Fig. 3. Retrieval performance for diﬀerent number of eigenvectors (eigenimages)

appropriate for character ’a’. Preliminary tests were carried out with other image
sizes, and other characters, and most of them show that using 40 eigenimages is
suﬃcient.
3.4

Additional Search Engine Components

We continue by analyzing the inﬂuence of image size and interpolation methods.
As mentioned in chapter 3.2, a suitable image size for character ’a’ is 24 × 24
pixels. However, quadratic images is not suitable for characters like ’l’ and ’i’,
therefore we use rectangular eigenimages for ”rectangular characters”. As an
example, the perfect match accuracy for character ’b’ (considered as a ”rectangular character”) increased from 77 to 81 % when the image size changed from
24 × 24 to 24 × 20 pixels (rows×columns). Scaling requires interpolation, and the
inﬂuence of the interpolation method on the search performance was evaluated
for three common interpolation techniques: Nearest neighbor, bilinear and bicubic interpolation. The result showed that the interpolation method is of minor
importance as long as something more advanced than nearest neighbor is used.
We also evaluated if features not derived from eigenimages could improve
retrieval performance. We evaluated the inﬂuence of the ratio between character
height and width (before scaling), the ratio between the area of the character
and the area of the surrounding box, and center of gravity (centroid) values. The
only extra feature that resulted in signiﬁcant improvements is the ratio between
height and width. However, it is important that the value is weighted properly.
Similarity between feature vectors is calculated with the L2 norm, or Euclidean distance. We also tested other distance measures (L1 , and Mahalanobis
with diﬀerent covariance matrices), but the L2 norm gave the best result. This
might be related to the fact that eigenimages are calculated with Principal Component Analysis, which is deﬁned as the minimizer of the L2 approximation
error.

4

Result

In this chapter the overall results are presented. We also describe our experiments
investigating the eﬀects of diﬀerent pre-processing methods and noise sensitivity.
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Final Conﬁguration of the Search Engine

The components of the search engine and its internal parameters are as follows:
* Image scaling: Square images, size 24 × 24 pixels, for ”square characters”
like a, e, and o. Rectangular images, for example 24 × 20 pixels, for ”rectangular characters” like l, i, and t. Align image borders for characters instead
of center of gravity. Scaling with bilinear interpolation.
* Edge ﬁltering: Three Sobel ﬁlters, one horizontal and two diagonal.
* Number of eigenimages: 40
* Extra features: Ratio between character height and width before scaling.
* Distance metric: L2 norm (Euclidean distance)
4.2

Font Databases

The original database contains 2763 diﬀerent fonts. Single characters are represented by images, typically around 100 pixels high. For evaluation, three test
databases were created. The ﬁrst contains images from the original database that
are printed in 400 dpi with an ordinary oﬃce laser printer, and then scanned
in at 300 dpi with an ordinary desktop scanner (HP Scanjet 5590, default settings). As a ﬁrst step characters ’a’ and ’b’ from 100 randomly selected fonts were
scanned (testdb1). For the second database (testdb2) the same 100 fonts were
used, but this time all small characters were scanned, giving totally 2600 images.
These images are used in the evaluation of the ﬁnal search engine. The third test
database also adopts the print and a scan procedure, as mentioned above, but
with fonts that are not in the database. Only seven fonts were used, all of them
downloaded from dafont (www.dafont.com). Both fonts with an ”ordinary look”,
and fonts with unusual shapes were used.
4.3

Overall Results

The search performance for diﬀerent characters from testdb2 is shown in Table 3.
The mean values for a perfect match and a top 5 result is 88,2 and 99,1 %.
Characters like ’l’ and ’i’ that contain relatively few lines and details that can
be used for distinguishing fonts from each other decrease the mean values rather
signiﬁcantly. Without ’l’ and ’i’, the mean values increase to 89,2 and 99,8 %.
Since the input to the search engine is a text line, tricky characters like ’l’ can
be removed or weighted down, and usually the remaining characters will be
suﬃcient for producing an accurate result.
4.4

Image Resolution and Rotation Inﬂuence

Experiments based on image resolution/scaling, JPEG compression and character rotation are presented in this section. Fig. 4 shows the relationship between
query image size and search performance. In the ﬁgure we observe that a query
image height below 40 pixels will decrease the retrieval performance signiﬁcantly.
We also evaluated the correlation between diﬀerent JPEG compression rates and
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Table 3. Search performance for diﬀerent characters. (PE=PERFECT, T5=TOP5).
PE
94
90
89
90
91
89
88

T5 Character PE T5 Character PE T5 Character PE T5
100
h
88 100
o
83 98
v
89 99
100
i
82 94
p
88 100
w
91 99
99
j
85 99
q
93 100
x
90 100
100
k
86 100
r
86 100
y
87 100
100
l
71 88
s
91 100
z
90 100
100
m
91 100
t
90 100
100
n
91 100
u
91 100
MEAN 88.2 99.1

100

50

0

0

0.5

1

1.5

Scaling factor (1 = around 100 pixels height)

Perfect match and top 5 (%)

Perfect match and top 5 (%)

Character
a
b
c
d
e
f
g

100

50

0
0

2

4

6

8

10

12

14

16

18

20

Rotation (degrees)

(a) The relationship between query im- (b) The relationship between query image
age size and search performance.
rotation and search performance.
Fig. 4. Image resolution and rotation inﬂuence. Dashed line corresponds to perfect
match, solid line corresponds to a top 5 result. (Character ’a’ from testdb1).

search performance. In JPEG compression, the quality can be set between 0 and
100, where 100 corresponds to the best quality (lowest compression). The result
showed that only when the quality is below 50 the retrieval performance is affected. Finally, the relationship between query image orientation (rotation) and
search performance can be seen in Fig. 4. When input images are rotated more
than 5 degrees, the performance declines sharply. However, an angle around or
over 5 degrees is rarely encountered in real samples. In our experience rotation
angles are below 1 degree after pre-processing.
4.5

An Example of a Complete Search

This section illustrates a complete search from input image to the font name
output. An example of an input image can be seen in the top left part of Fig. 5.
First edge ﬁltering and the Hough transform are used to automatically rotate

Fig. 5. Top left: Example of an input image. Bottom left: Input image after rotation.
Right: 12 ﬁrst sub images after segmentation.
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(a) Query images

(b) Second best match

(c) Fourth best match

(d) Best match

(e) Third best match

(f) Fifth best match

Fig. 6. (a) Query images (b)-(f) The ﬁve most similar fonts in the database

Fig. 7. Search result for character ’a’ from seven fonts not present in the database.
The search image to the left, followed by the ﬁve best matches.

the text line to a horizontal position. The result can be seen in the bottom left
part of Fig. 5. Then the text line is segmented into sub images. The ﬁrst 12 sub
images are shown in the right side of Fig. 5. The user will then assign letters to
sub images that are to be used in the database search. Since the segmentation
algorithm did not manage to segment ’k’ and ’j’, the user should not assign
a letter to this sub image. The character segmentation can be improved, but
since we are primarily interested in font recognition we did not spend time on
developing a more sophisticated segmentation method. See [15] for a survey of
character segmentation. Assigned images will be used as input to the search
engine. Results from individual characters are weighted and combined to a ﬁnal
result, presenting the most similar fonts in the database. Fig. 6 shows the ﬁve
most similar fonts for the query image. In this case the ﬁrst seven characters
were assigned letters and used as input.
Ending this section we describe experiments with query images created with
fonts not in the database. For these images the retrieval accuracy can’t be measured, the result must be evaluated visually. Fig. 7 shows seven query images
from fonts not present in the database, together with the ﬁve best matches.

5

Conclusions

A search engine for very large font databases has been presented and evaluated.
The input is an image with a text from which the search engine retrieve the name
of the font used to writing the text. Apart from font retrieval, the search engine
can also be used as a pre-processor to OCR systems. In an OCR context, the
method would be classiﬁed as a local approach since features are calculated for
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individual characters. The recognition is mainly based on eigenimages calculated
from character images ﬁltered with three edge ﬁlters. Even for the very large
font database, containing 2763 fonts, the retrieval accuracy is very high. For
individual characters, the mean accuracy for a perfect match is 89,2 %, and the
probability to ﬁnd the correct font name within the ﬁve best matches is 99,8 %. In
practice, the overall accuracy will increase since the search engine will work with
text lines, giving the opportunity to combine the result from many characters.
To resemble a real life situation, retrieval experiments were made with printed
and scanned text lines and character images from the original database.
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Abstract. Non-photorealistic rendering (NPR) techniques aim to outline the
shape of objects and reduce visual clutter such as shadows and inner texture
edges. As the first phase result of our entire research, this work is concerned
with a structured light based approach that efficiently detects depth edges in real
world scenes. Depth edges directly represent object contours. We exploit distortion of the light pattern in the structured light image along depth discontinuities
to reliably detect depth edges. However, in reality, distortion along depth discontinuities may not occur or be large enough to detect depending on the distance from the camera or projector. For practical application of the proposed
approach, we have presented a novel method that guarantees the occurrence of
the distortion along depth discontinuities for a continuous range of object location. Experimental results show a great promise that the technique can successfully provide object contours to be used for non-photorealistic
rendering.
Keywords: depth edges, structured light, non-photorealistic rendering.

1 Introduction
Depth edges directly outline shape contours of objects [2-5]. Unfortunately, there have
been reported few research results that only provide depth discontinuities without
computing 3D information at every pixel in the input image of a scene. On the other
hand, most effort has been devoted to stereo vision problems in order to obtain depth
information. In fact, stereo methods for 3D reconstruction would fail in textureless
regions and along occluding edges with low intensity variation [6, 7]. Recently, the use
of structured light was reported to compute 3D coordinates at every pixel in the input
image [8, 9]. However, the fact that this approach needs a number of structured light
images makes it hard to be applicable in realtime.
One notable technique was reported recently for non-photorealistic rendering [10].
They capture a sequence of images in which different light sources illuminate the scene
from various positions. Then they use shadows in each image to assemble a depth edge
map. This technique was applied to stylized rendering highlighting boundaries between
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 442–451, 2007.
© Springer-Verlag Berlin Heidelberg 2007
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geometric shapes. Although very attractive, it only works where shadows can be
reliably created. In contrast, our method is shadow free. In addition, by a slight
modification of the imaging system so that it can capture white and structured images at
the same time, it can be easily applied to dynamic scenes where the camera moves.

Fig. 1. Illustration of the basic idea to compute a depth edge map: (a) capture of a white light
image and structured light image, (b) patterned image, (c) detection of depth edges by applying
a Gabor filter to the patterned image with edge information from the white light image, (d) final
depth edge map

The eventual goal of this research is to produce a depth edge map that conveys object
contours to be used for non-photorealistic rendering. This work describes the first stage
research result that is concerned with reliably capturing depth edges. We present a
structured light based framework for reliably capturing depth edges in real world scenes
without dense 3D reconstruction.
We have illustrated in Fig. 1 the basic idea that detects depth edges. First, as can be
seen in Fig. 1 (a), we project a white light and structured light in a row onto a scene
where depth edges are to be detected. The structured light contains a special light
pattern. In this work, we have used simple black and white horizontal stripes with the
same width. Vertical stripes can be used with the same analysis applied to horizontal
stripes. We capture the white light image and structured light image. Second, we extract
horizontal patterns simply by differencing the white light and structured light images.
We call this difference image ‘patterned image’. Refer to Fig. 1 (b). Third, we identify
depth edges in the patterned image guided by edge information from the white light
image. We exploit distortion of light pattern in the structured light image along depth
edges. Since the horizontal pattern can be considered a periodic signal with specific
frequency, we can easily detect candidate locations for depth edges by applying a Gabor
filter to the patterned image [11]. The amplitude response of Gabor filter is very low
where distortion of light pattern occurs. Fig. 1 (c) illustrates this process. Last, we
accurately locate depth edges using edge information from the white light image,
yielding a final depth edge map as in Fig. 1 (d).
However, distortion along depth discontinuities may not occur or be sufficient to
detect depending the distance from the camera or projector. For practical application of
the proposed approach, it is essential to have a solution that guarantees the occurrence
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of the distortion along depth discontinuities irrespective of object location. Fig. 2 shows
an example situation. Along the depth edges between objects A and B, C and D, the
distortion of pattern almost disappears. This makes it not feasible to detect these depth
edges using a Gabor filter.
We propose a method based on a single projector-camera system that guarantees the
occurrence of the distortion for a continuous range of object location. Based on a
modeled imaging geometry of camera, projector, object, and its mathematical analysis,
we first compute the exact ranges of object location where detection of distortion is not
feasible. We simply use several structural light images with different width of horizontal
stripes. We have used a general purpose LCD projector, however, an infrared projector
can be employed with the same analysis in order to apply the method to humans.
Experimental results have confirmed that the proposed method works very well for
shapes of human hand and body as well as general objects.
The remaining of this paper is organized as follows. In section 2, we describe the
application of Gabor filter to detect depth edges in a patterned image. Section 3
present our method that guarantees the occurrence of the distortion along depth
discontinuities for a continuous range of object location. We report our experimental
results in section 4. Finally, conclusions and future work are discussed in section 5.

(a)

(b)

(c)

Fig. 2. Problem of disappearance of distortion along depth edges depending on the distance of
an object from the camera and projector: (a) white light image (b) patterned image (c)
amplitude response of Gabor filter. Along the depth edges between objects A and B, C and D,
in the pattered image (b), the distortion of pattern almost disappears. This makes it not feasible
to detect these depth edges using a Gabor filter.

2 Detecting Depth Edges
We detect depth edges by projecting structured light onto a scene and exploit
distortion of light pattern in the structured light image along depth discontinuities. In
order to exploit distortion of light pattern, we use 2D Gabor filtering that is known to
be useful in segregating textural regions [1, 12]. We first find candidate depth edges
by applying a Gabor filter to the patterned image. We then accurately locate depth
edges using edge information from white light image.
2.1 The Use of Gabor Filter
Since a horizontal pattern can be considered a spatially periodic signal with specific
frequency, we can easily detect candidate locations for depth edges by applying a
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Gabor filter to the patterned image. A 2-D Gabor filter is an oriented complex
sinusoidal grating modulated by a 2-D Gaussian function, which is given by

Gσ ,φ ,θ ( x, y) = gσ ( x, y) ⋅ exp[2πjφ ( x cosθ + y sinθ )]
where

gσ =

1
2πσ 2

[(

)

exp − x 2 + y 2 2σ 2

]

(1)

.

The frequency of the span-limited sinusoidal grating is given by φ and its
orientation is specified as θ. gσ(x,y) is the Gaussian function with scale parameter σ.
Decomposing Gσ,φ,θ(x,y) into real and imaginary parts gives
Gσ ,φ ,θ (x , y ) = Rσ ,φ ,θ ( x , y ) + jI σ ,φ ,θ ( x, y )

where

(2)

Rσ ,φ ,θ (x, y ) = gσ (x. y ) ⋅ cos[2πφ (x cosθ + y sin θ )]

Iσ ,φ ,θ ( x, y ) = gσ (x. y ) ⋅ sin[2πφ ( x cosθ + y sin θ )]

.

The Gabor filtered output of an image f(x,y) is obtained by the convolution of the
image with the Gabor function Gσ,φ,θ(x,y). Thus, its amplitude response can be computed as follows:
Eσ ,φ ,θ ( x, y ) =

[R (x, y ) ∗ f (x, y )] + [I
2

σ ,φ ,θ

σ ,φ ,θ

]

( x, y ) ∗ f ( x, y )

2

(3)

2.2 Referring to Edges in White Light Image
It is possible to accurately locate depth edges by combining the Gabor filter output
and edge information from the white light image. In this work, we use a gradient
based technique to detect edges in the white light image, although other methods
could also be applied. Fig. 3 (b) represents the gradient magnitude of the intensity
along the line in the white light image in Fig. 3(a). We only take the gradient magnitude where Gabor amplitude has low values. Fig. 3 (c) illustrates the regions of low
Gabor amplitude. The accurate locations of depth edges are obtained by finding peak
points of the gradient magnitude in these regions (see Fig. 3 (d)).

Fig. 3. Location of depth edges using edge information from the white light image: (a) white
light image, (b) gradient magnitude along the line in (a), (c) regions of low Gabor amplitude (d)
location of depth edges
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(a)

(b)

Fig. 4. Imaging geometry and the amount of distortion: (a) spatial relation of camera, projector and
two object points viewed from the side, : disparity in the image plane of the same horizontal stripe
projected onto different object points, (b) the magnitude of pattern distortion, , in a real image

3 Detectable Range of Depth Edges
We have described that we can easily detect depth edges by exploiting the distortion
along depth discontinuities in the patterned image. However, as previously
mentioned, the distortion may not occur or be sufficient to detect depending the
distance of depth edges from the camera or projector. In this section, we present a
method to guarantee the occurrence of the distortion for a continuous range of object
location.
3.1 Reliably Detectable Distortion
In order to compute the exact range where depth edges can be detectable, we have
modeled imaging geometry of camera, projector and object as illustrated in Fig. 4. The
solid line represents a light ray from the projector. When structured light is projected
onto object points A and B, they are imaged at different locations in the image plane due
to different depth values. That is, distortion of horizontal pattern occurs along the depth
discontinuity. The amount of distortion is denoted by Δ . From this model, we can
derive the following equation using similar triangles:
⎛ 1 1 ⎞ ⎛ fdr ⎞
⎟⎟
Δ = fd ⎜ − ⎟ = ⎜⎜
⎝ a b ⎠ ⎝ a(a + r ) ⎠

(4)

However, the exact amount of Δ may not be measurable because we use simple
black and white stripes with equal width and the amount of offset is periodic as it gets
large. In order for a depth edge to be detectable by applying a Gabor filter, the
measurable Δ , in the image plane should be above a certain amount. We have
confirmed through experiments that 2/3 of the width of a horizontal stripe used is
necessary for reliable detection of the distortion. Thus, the range of Δ for reliable
detection of pattern distortion can be written as in equation (5).
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where w denotes the width of horizontal stripes. From equation (5), given the
distance, r, between two object points and the separation, d, between the camera and
the projector, we can compute the exact range of the foreground object point, A, from
the camera where reliable detection of distortion is guaranteed. For practical
application of the proposed approach, we need to guarantee the occurrence of
distortion for a continuous range. Note that the width of horizontal stripes projected
onto object locations A and B are the same in the image plane although they have
different depth values. This is because the perspective effect of the camera and
projector are canceled each other out.
3.2 Extending the Detectable Range of Depth Edges
We use several structured light images with different width of horizontal stripes to
extend the range where detection of distortion can be guaranteed. Fig. 5(a) depicts the
relationship between Δ and a for any k and k+1. The marked regions in the horizontal axis,
a, represent the ranges of the foreground object point, A, from the camera that correspond to
reliably detectable distortion Δ in the vertical axis. We can see that there exist ranges where
we cannot detect depth edges due to the lack of distortion depending the distance of a depth
edge from the camera or projector. Therefore, to extend the range of detectable distortion,
Δ , we use additional structured light whose spatial period is halved such as w2=2w1,
w3=2w2, w4=2w3, , as shown in Fig. 5(b). When n such structured light images are
used, the range of detectable distortion, Δ , is expressed as follows.

…

2
(n 2 + 3n)
w1 < Δ <
w1
3
3

(a)

(6)

(b)

Fig. 5. The detectable range of depth edges (a) can be increased like (b) by projecting additional structured light with different width of stripes

3.3 Computation of the Detectable Range of Depth Edges
As shown in Fig. 6 (a), the detectable range of depth edges [amin, amax] is computed in
the following two steps: (1) Setting the maximum distance of the detectable range, amax,
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and the minimum distance between object points, rmin, determines the width of stripes,
w, in structured light image. rmin can be set to different values depending on
applications. (2) This w gives the minimum distance of the detectable range, amin,
resulting in the detectable range of depth edges, [amin, amax].

Fig. 6. Computation of the detectable range of depth edges: (a) computation process of [amin,
amax], (b) computation of amin

Step 1: Determination of the width of a stripe, w , in the structured light
First, we set amax to the distance from the camera to the farthest background. Given
rmin, w can be computed by equation (7) which is derived from equation (4).
w=

3 fd1rmin
2amax (amax + rmin )

(7)

Thus, given amax and rmin, we can compute the optimal width of stripes of the
structured light.
Step 2: The minimum of the detectable range, amin
Given w from step 1, we can compute amin that corresponds to the upper limit of Δ ,
Δ limit , as shown in Fig. 6 (b). After determining Δ limit and rmax, amin can be computed
by equation (9). rmax
range [amin, amax] that
tinuities. Clearly, the
amin), i. e., rmax= amax

denotes the maximum distance between object points in the
guarantees the occurrence of the distortion along depth discondistance between any two object points is bounded by (amaxamin. Thus Δ limit becomes:

―

Δ limit =

fdrmax
fd ( a max − a min )
=
.
a min ( a min + rmax )
a max a min

(8)
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n 2 + 3n
w1 from equation (6). Solving for amin gives:
3

amin =

fd1amax
.
(n2 + 3n) w1
fd1 +
amax
3

(9)

This way, we can employ structured light of optimal spatial resolution so that we are
guaranteed to detect depth edges of all object points located in the range [amin, amax],
and apart from each other no less than rmin and no more than rmax.

4 Experimental Results
For capturing structured light images, we have used a HP xb31 DLP projector and
Cannon IXY 500 digital camera. Fig. 7 shows the result of depth edge detection using
three structured light images with different width of horizontal stripes. Fig. 7 (a) and
(b) display the front and side views of the scene, respectively. All the objects are
located within the range of 2.4m ~ 3m from the camera. Setting f=3m, d=0.173m, amax
=3m and rmin =0.1m, w1 and amin are determined as 0.0084m and 2.325m,
respectively. That is, the detectable range of depth edges becomes [2.325m, 3m] and
the length of the range is 0.675m. Thus, the widths of stripes of the three structured
light that guarantee the detection of depth edges in this range are w1, 2w1 and 4w1.

Fig. 7. Detecting depth edges using a single camera and projector
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(a) Fingerspelling: letter ‘R’

(b) Gesture: ‘Up’

Fig. 8. (a) Detection of depth edges in the case of hand configurations (b) Detecting human
body contours. Clockwise from top left: white light image, Gabor amplitude map, depth edges
and canny edges.

Fig. 7 (c)~(e) show Gabor amplitude maps in the three cases. Each Gabor amplitude
map shows that we cannot detect all the depth edges in the scene using a single
structured light image. However, combining the results from the three cases, we can
obtain the final Gabor amplitude map as in Fig. 7 (f) where distortion for detection is
guaranteed to appear along depth discontinuities in the range of [2.325m, 3m].
Finally, we can get the depth edge map as in Fig. 7 (g). The result shows that this
method is capable of detecting depth edges of all the objects located in the detectable
range. We have also compared the result with the output of the traditional Canny edge
detector (Fig. 7 (h)) where cluttered inner texture edges are also detected. The
proposed method accurately detects depth edges by effectively eliminating inner
texture edges of the objects.
Fig. 8 (a) shows detection of depth edges in the case of hand configuration. We have
also applied our method to human body scenes. Fig. 8 (b) shows the result of detecting
of human body contours. Our method effectively suppress inner texture details.

5 Conclusions
We have presented a structured light based approach for effectively suppressing inner
texture details with only depth edges contained. We have strategically projected
structured light and exploited distortion of light pattern in the structured light image
along depth discontinuities. Through a modeled imaging geometry and mathematical
analysis, we have also described a method that can guarantee the occurrence of the
distortion along depth discontinuities for a continuous range of object location. The
second phase of the research using the proposed method is currently under progress
for non-photorealistic rendering.
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Based on Neighbourhood Sequences
in Non-standard Three-Dimensional Grids
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Abstract. By combining weighted distances and distances based on
neighbourhood sequences, a new family of distance functions with potentially low rotational dependency is obtained. The basic theory for
these distance functions, including functional form of the distance between two points, is presented for the face-centered cubic grid and the
body-centered cubic grid. By minimizing an error function, the optimal
combination of weights and neighbourhood sequence is derived.

1

Introduction

When using non-standard grids such as the face-centered cubic (fcc) grid and the
body-centered cubic (bcc) grid for 3D images, less samples are needed to obtain
the same representation/reconstruction quality compared to the cubic grid [1].
This is one reason for the increasing interest in using these grids in e.g. image
acquisition [1], image processing [2,3,4], and image visualization [5].
Measuring distances is of great importance in many applications. Because of
its low rotational dependency, the Euclidean distance is often used as distance
function. There are, however, applications where other distance functions are
better suited. For example, when minimal cost-paths are computed, a distance
function deﬁned as the shortest path between any two points is better suited,
see e.g. [6], where the constrained distance transform is computed using the Euclidean distance resulting in a complex algorithm. The corresponding algorithm
using a path-based approach is simple, fast, and easy to generalize to higher
dimensions [7]. Examples of path-based distances are weighted distances, where
weights deﬁne the cost (distance) between neighbouring grid points [8,3,2], and
distances based on neighbourhood sequences (ns-distances), where the cost is
ﬁxed but the adjacency relation is allowed to vary along the path [9,4]. These
path-based distance functions are generalizations of the well-known city-block
and chessboard distance function deﬁned for the square grid in [10]. The rotational dependency of weighted distances and ns-distances can be minimized by
optimizing the weights [8,3,2] and neighbourhood sequences [9,4], respectively.
In this paper, weighted distances and ns-distances for the fcc and bcc grids,
presented in [2,3] and [4] respectively, are combined by deﬁning the distance
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 452–461, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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as the shortest path between two grid points using both weights for the local
distance between neighbouring grid points and allowing the adjacency relation
to vary along the path. Functional forms are given of the distance functions
for grid points in the fcc and bcc grids. Moreover, the rotational dependency is
minimized by ﬁnding the weights and neighbourhood sequence that minimize an
error function. The results are compared with results for weighted distances and
ns-distances, which are both special cases of the proposed distance function.

2

Basic Notions

The following deﬁnitions of the fcc and bcc grids are used:
F = {(x, y, z) : x, y, z ∈ Z and x + y + z ≡ 0 (mod 2)}.
B = {(x, y, z) : x, y, z ∈ Z and x ≡ y ≡ z (mod 2)}.

(1)
(2)

When the result is valid for both F and B, the notation G is used. Two grid
points p1 = (x1 , y1 , z1 ), p2 = (x2 , y2 , z2 ) ∈ G are ρ-neighbours, 1 ≤ ρ ≤ 2, if
1. |x1 − x2 | + |y1 − y2 | + |z1 − z2 | ≤ 3 and
2. max {|x1 − x2 |, |y1 − y2 |, |z1 − z2 |} ≤ ρ
The points p1 , p2 are adjacent if p1 and p2 are ρ-neighbours for some ρ. The
ρ-neighbours which are not (ρ − 1)-neighbours are called strict ρ-neighbours.
The neighbourhood relations are visualized in Figure 1 by showing the Voronoi
regions (the voxels) corresponding to some adjacent grid points.

Fig. 1. The grid points corresponding to the dark and the light grey voxels are 1neighbours. The grid points corresponding to the dark grey and white voxels are (strict)
2-neighbours. Left: fcc, right: bcc.
∞

A ns B is a sequence B = (b(i))i=1 , where each b(i) denotes a neighbourhood
relation in G. If B is periodic, i.e., if for some ﬁxed strictly positive l ∈ Z+ ,
b(i) = b(i + l) is valid for all i ∈ Z+ , then we write B = (b(1), b(2), . . . , b(l)). A
path, denoted P, in a grid is a sequence p0 , p1 , . . . , pn of adjacent grid points.
A path is a B-path of length n if, for all i ∈ {1, 2, . . . , n}, pi−1 and pi are
b(i)-neighbours. The notation 1- and (strict) 2-steps will be used for a step to
a 1-neighbour and step to a (strict) 2-neighbour, respectively. The number of
1-steps and strict 2-steps in a given path P is denoted 1P and 2P , respectively.
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Deﬁnition 1. Given the ns B, the ns-distance d(p0 , pn ; B) between the points
p0 and pn is the length of (one of ) the shortest B-path(s) between the points.
Let the real numbers α and β (the weights) and a path P of length n, where
exactly l (l ≤ n) adjacent grid points in the path are strict 2-neighbours, be
given. The length of the (α, β)-weighted B-path P is (n − l)α + lβ. The B-path
P between the points p0 and pn is a shortest (α, β)-weighted B-path between
the points p0 and pn if no other (α, β)-weighted B-path between the points is
shorter than the length of the (α, β)-weighted B-path P.
Deﬁnition 2. Given the ns B and the weights α, β, the weighted ns-distance
dα,β (p0 , pn ; B) is the length of (one of ) the shortest (α, β)-weighted B-path(s)
between the points.
The following notation is used:
1kB = |{i : b(i) = 1, 1 ≤ i ≤ k}| and
2kB = |{i : b(i) = 2, 1 ≤ i ≤ k}|.

3

Distance Function in Discrete Space

We now state a functional form of the distance between two grid points (0, 0, 0)
and (x, y, z), where x ≥ y ≥ z ≥ 0. We remark that by translation-invariance
and symmetry, the distance between any two grid points is given by the formula
below. The formulas in Lemma 1 are proved (as Theorem 2 and 5) in [4].
Lemma 1. Let the ns B and the point p = (x, y, z) ∈ G, where x ≥ y ≥ z ≥ 0
be given. The ns-distance between 0 and p is given by



x+y+z
, x − 2kB
for p ∈ F
d (0, p; B) = min k ∈ N : k ≥ max
2



x+y
, x − 2kB
for p ∈ B
d (0, p; B) = min k ∈ N : k ≥ max
2
Given a shortest B-path P of length k̂ (obtained by the formula in Lemma 1),
Lemma 2 and 3 give the number of 1-steps and 2-steps in P, i.e. 1P and 2P ,
respectively.
Lemma2. Let the point
 x ≥ y ≥ z ≥ 0, and the value of
 (x, y, z) ∈ F, where
x+y+z
k
, x − 2B
be given. If only the steps (1, 1, 0),
k̂ = min k : k ≥ max
2
(1, −1, 0), (0, 1, 1), (1, 0, 1), and (2, 0, 0) are used for a shortest B-path between
0 and (x, y, z), then

k̂
if x ≤ y + z
1P =
2k̂ − x otherwise.


and
2P =

0
if x ≤ y + z
x − k̂ otherwise.
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Proof. First of all, in the proof of Theorem 2 in [4] it is shown that there is
a shortest B-path with only the steps (1, 1, 0), (1, −1, 0), (0, 1, 1), (1, 0, 1), and
(2, 0, 0) when x ≥ y ≥ z ≥ 0.
For the case x ≤ y + z, the length of the shortest B-path is independent of B
and there is a shortest B-path consisting of only 1-steps, see Theorem 2 in [4].
Hence, the number of 1-steps is k̂ and the number of 2-steps is 0.
In the proof of Theorem 2 in [4], it is shown that only the steps (2, 0, 0),
(1, 1, 0), (1, −1, 0), and (1, 0, 1) are needed to ﬁnd a shortest B-path between
(0, 0, 0) and (x, y, z) ∈ F, where x ≥ y ≥ z ≥ 0 and x > y + z. Thus, (x, y, z) =
(2, 0, 0)a1 + (1, 1, 0)a2 + (1, −1, 0)a3 + (1, 0, 1)a4 for some a1 , a2 , a3 , a4 ∈ N.
Obviously, the length k̂ of the path is a1 + a2 + a3 + a4 , 1P = a2 + a3 + a4 , and
2P = a1 . We get:
k̂ = a1 +a2 + a3 + a4
x = 2a1 +a2 + a3 + a4 .
Thus, 1P = a2 + a3 + a4 = 2k̂ − x and 2P = a1 = x − k̂.




Lemma 3.Let the point(x, y, z) ∈ B, 
where x ≥ y ≥ z ≥ 0, and the value
x+y
, x − 2kB
be given. If only the steps (1, 1, 1),
of k̂ = min k : k ≥ max
2
(1, 1, −1), (1, −1, −1), and (2, 0, 0) are used for a shortest B-path between 0 and
(x, y, z), then
1P = 2k̂ − x
and
2P = x − k̂.
Proof. In the proof of Theorem 5 in [4], it is shown that only the steps (2, 0, 0),
(1, 1, 1), (1, 1, −1), and (1, −1, −1) are needed to ﬁnd a shortest B-path between
(0, 0, 0) and (x, y, z) ∈ B, where x ≥ y ≥ z ≥ 0. Thus, (x, y, z) = (2, 0, 0)a1 +
(1, 1, 1)a2 + (1, 1, −1)a3 + (1, −1 − 1)a4 for some a1 , a2 , a3 , a4 ∈ N. Obviously,
1P = a2 + a3 + a4 and 2P = a1 . Using the same technique as in the proof of
Lemma 2, the result follows.


Lemma 4. Let the ns B and the point (x, y, z) ∈ G, where x ≥ y ≥ z ≥ 0 be
given. If P is a shortest B-path between 0 and (x, y, z) consisting of only the
steps
(2, 0, 0), (1, 1, 0), (1, −1, 0), (0, 1, 1), and (1, 0, 1) (fcc)
(2, 0, 0), (1, 1, 1), (1, 1, −1), and (1, −1, −1) (bcc)
such that the weights α, β ∈ R are such that 0 < α ≤ β ≤ 2α, then P is also a
shortest (α, β)-weighted B-path between 0 and (x, y, z).
Proof. From [4], we know that a shortest B-path is obtained by using these steps
when x ≥ y ≥ z ≥ 0, cf. Lemma 2 and 3.
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Let n be the length of P and let l be the number of 2-steps in P. The length
of P can then be written n = (n − l)1 + l1. The length of the (α, β)-weighted
B-path is (n − l)α + lβ. Assume that the shortest (α, β)-weighted B-path P  is a
shorter (α, β)-weighted B-path between 0 and (x, y, z) than P. Let the length of
P  ((1, 1)-weighted) be n (n ≥ n since P is a shortest B-path) and the number
of 2-steps be l . The length of the (α, β)-weighted B-path P  is (n − l )α + l β.
By assumption,
(3)
(n − l )α + l β < (n − l)α + lβ.
We get the following cases:
i l < l
Since P  is a path between 0 and (x, y, z) and the only 2-step that is
used is (2, 0, 0), there are at least 2(l − l ) more 1-steps in P  compared
to P. We get (n − l ) ≥ (n − l) + 2(l − l ) ⇒ (n − l ) − (n − l) ≥
2(l−l ) ⇒ ((n − l ) − (n − l)) α ≥ 2(l−l )α. By the assumption (3), we have
((n − l ) − (n − l)) α < (l − l )β. Thus, 2(l − l )α ≤ ((n − l ) − (n − l)) α <
(l − l )β ⇒ 2α < β, which is a contradiction.
ii l > l
(n − l )α + l β < (n − l)α + lβ
by (3)
(n − l )α + l β < (n − l)α + lβ since n ≥ n
(l − l)β < (l − l)α
β<α
since l > l,
which is a contradiction.
This proves that the assumption (3) implies l = l. Rewriting (3) with l = l
gives n < n, which contradicts the fact that P is a shortest B-path (i.e. that
n ≥ n). Therefore (3) is false, so
(n − l )α + l β ≥ (n − l)α + lβ.
It follows that P is a shortest (α, β)-weighted B-path.




The following theorems (Theorem 1 and 2) are obtained by summing up the
results from Lemma 1–4. Given a shortest B-path consisting of as many 1-steps
as possible between 0 and (x, y, z) ∈ G with x ≥ y ≥ z ≥ 0, if 0 < α ≤ β ≤ 2α,
we know by Lemma 4 that the path is also a shortest (α, β)-weighted B-path.
Using Lemma 2 and 3, where the number of 1-steps and 2-steps in the path are
given, the formulas in Lemma 1 can be rewritten such that the length of the
path is given by summing the number of 1-steps and 2-steps. By multiplying
these numbers with the corresponding weights, we get the following functional
forms of the weighted distance based on neighbourhood sequences between two
points in the fcc and bcc grids.
Theorem 1. Let the ns B, the weights α, β s.t. 0 < α ≤ β ≤ 2α, and the point
(x, y, z) ∈ F, where x ≥ y ≥ z ≥ 0, be given. The weighted ns-distance between
0 and (x, y, z) is given by
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k·α
if x ≤ y + z
(2k − x) · α + (x − k) · β otherwise,


x+y+z
k
where k = min : k ≥ max
, x − 2B .
k
2

dα,β (0, (x, y, z); B) =

Theorem 2. Let the ns B, the weights α, β s.t. 0 < α ≤ β ≤ 2α, and the point
(x, y, z) ∈ B, where x ≥ y ≥ z ≥ 0, be given. The weighted ns-distance between
0 and (x, y, z) is given by
dα,β (0, (x, y, z); B) = (2k − x) · α + (x − k) · β


x+y
, x − 2kB .
where k = min : k ≥ max
k
2
To illustrate the discrete distance functions, balls of radius 20 in the fcc grid
with α = 1, β = 1.4862, and B = (1, 2) and the bcc grid with α = 1, β = 1.2199,
and B = (1, 2) are shown in Figure 2.

(a)

(b)

Fig. 2. Balls of radius 20 in the fcc grid with α = 1, β = 1.4862, and B = (1, 2) (a)
and the bcc grid with α = 1, β = 1.2199, and B = (1, 2) (b)

4

Distance Function in Continuous Space

The optimization is carried out in R3 by ﬁnding the best shape of polyhedra
corresponding to balls of constant radii using the proposed distance functions. To
do this, the distance functions presented for the fcc and bcc grids in the previous
section are stated in a more general form valid for all points (x, y, z) ∈ R3 , where
x ≥ y ≥ z ≥ 0. The following distance functions are considered:

k·α
if x ≤ y + z
f cc
dα,β (0, (x, y, z); γ) =
(2k − x) · α + (x − k) · β otherwise,


x+y+z
where k = min : k ≥ max
, x − (1 − γ)k
k
2
and
dbcc
α,β (0, (x, y, z); γ) = (2k − x) · α + (x − k) · β


x+y
where k = min : k ≥ max
, x − (1 − γ)k ,
k
2
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where k ∈ R and γ ∈ R, 0 ≤ γ ≤ 1 is the fraction of the steps where 2-steps
are not allowed (so 1kB and 2kB corresponds to γk and (1 − γ)k, respectively). In
this way we obtain a generalization of the distance functions in discrete space
G valid for all points (x, y, z) where x ≥ y ≥ z ≥ 0 in continuous space R3 . By
considering
cc
dfα,β
(0, (x, y, z); γ) = r and dbcc
α,β (0, (x, y, z); γ) = r,

(4)

the points on a sphere of constant radius are found.
and x+y
and x−(1−γ)k
Remark 1. For a ﬁxed point (x, y, z), x+y+z
2
2  are constant



x+y
,x .
is decreasing w.r.t. k and when k = 0, 0 ≤ max 2 , x ≤ max x+y+z
2

 x+y

 x+y+z
, x − (1 − γ)k and k = max 2 , x − (1 − γ)k
Therefore both k = max
2
has a solution k ∈ R. Thus, when k ∈ R,



x+y+z
x+y+z
, x − (1 − γ)k ⇔ k = max
, x − (1 − γ)k
k
2
2


x+y
x+y
, x − (1 − γ)k ⇔ k = max
, x − (1 − γ)k
k = min : k ≥ max
k
2
2

k = min : k ≥ max

4.1

Reformulation of df cc

cc
Using Remark 1, the expression for dfα,β
is rewritten:



k·α
if x ≤ y + z
(2k − x) · α + (x − k) · β otherwise,


x+y+z
where k = max
, x − (1 − γ)k .
2

cc
dfα,β
(0, (x, y, z); γ) =

We get two cases:
i)

x+y+z
≥x
2
k = x+y+z
2

− (1 − γ)k
⇒


cc
dfα,β

ii)

(0, (x, y, z); γ) =

< x − (1 − γ)k
k = x − (1 − γ)k ⇒ k =
x+y+z
2

x+y+z
2

(y + z) · α +

(0, (x, y, z); γ) =

if x ≤ y + z
· β otherwise.

x
2−γ


cc
dfα,β

·α
x−(y+z)
2

x
2−γ
x
2 2−γ

Observe that when x ≤ y + z,
 will not occur.

·α

−x ·α+ x−

x+y+z
2

if x ≤ y + z 
x
2−γ

· β otherwise.

≥ x ≥ x − (1 − γ)k and thus the case
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Reformulation of dbcc

Using Remark 1, the expression is rewritten also for dbcc
α,β :
dbcc
α,β (0, (x, y, z); γ) = (2k − x) · α + (x − k) · β


x+y
, x − (1 − γ)k .
where k = max
2
Again, there are two cases:
i)

≥ x − (1 − γ)k
⇒
k=
x+y
2

x+y
2

dbcc
α,β
ii)


(0, (x, y, z); γ) = (y) · α +

< x − (1 − γ)k
k = x − (1 − γ)k ⇒ k =
x+y
2

dbcc
α,β

x−y
2


·β

x
2−γ





x
x
−x ·α+ x−
(0, (x, y, z); γ) = 2
·β
2−γ
2−γ

Together with (4), this describes the portions of polyhedra satisfying x ≥ y ≥
z ≥ 0. By using symmetry, the entire polyhedra are described. There polyhedra
are spheres with the proposed distance functions.
4.3

Optimization of the Parameters

For any triplet α, β, γ (α, β > 0 and 0 ≤ γ ≤ 1), (4) deﬁnes a polyhedron in
R3 . The shape of the polyhedra obtained for some values of α, β, γ are shown in
Figure 3. Let A be the surface area and V the volume of the (region enclosed
by the) polyhedron. The values of A and V are determined by the vertices of
cc
the polyhedra which are derived using (4) together with the expressions for dfα,β
bcc
and dα,β derived in Section 4.1 and 4.2, respectively. The vertices satisfying
x ≥ y ≥ z ≥ 0 are




γ
1 1
2−γ
,
, 0 and
, , 0 for df cc and
γα + β − βγ γα + β − βγ
α α




2−γ
γ
γ
1 1 1
,
,
, ,
and
for dbcc
γα + β − βγ γα + β − βγ γα + β − βγ
α α α
The following error function (often called the compactness ratio) is used
A3
V2

− 36π
,
36π
which is equal to zero if and only if A is the surface area and V is the volume of
a Euclidean ball.
The values of α, β, and γ that minimize E are computed. The optimal values
are found in Table 1 and visualized by the shape of the corresponding polyhedra
in Figure 4.
E=
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cc
Fig. 3. Shapes of balls for dfα,β
(left 3 × 3 set of ﬁgures) and dbcc
α,β (right 3 × 3 set of
ﬁgures) for α = 1, r = 1 when β = 1 (top row), β = 1.5 (middle row), β = 2 (bottom
row) and γ = 0 (left column), γ = 0.5 (middle column), and γ = 1 (right column) in
each block

Table 1. Performance of weighted distance based on neighbourhood sequences (wns),
weighted distance (w), and distance based on neighbourhood sequences (ns) using the
error function E. The value of E is attained whenever t is a strictly positive real
number. The values shown in bold are ﬁxed in the optimization.

Name
w
ns
wns

5

α
t
1
t

fcc
β
γ
1.5302t 0
1
0.8453
1.4862t 0.4868

E
0.1367
0.2794
0.1276

α
t
1
t

bcc
β
γ
1.2808t 0
1
0.5857
1.2199t 0.4525

E
0.2808
0.2147
0.1578

Conclusions

A new distance function is deﬁned for the fcc and bcc grids, namely the weighted
distance based on neighbourhood sequences. The value of the error function
is lower for this distance function compared to the weighted distance and nsdistance. The weighted distances and ns-distances are special cases of the proposed distance function and the results in Figure 4 and Table 1 are similar
(since another error function is used) to the weights obtained in [2,3] and equal
to the neighbourhood sequences obtained in [4]. When γ = 0 (the left columns
in Figure 3), weighted distances are obtained and when α = 1 and β = 1 (the
top row in Figure 3), distances based on neighbourhood sequences are obtained.
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(a)

(b)

(c)

(d)

(e)
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(f)

Fig. 4. Shapes of balls using values of α, β, γ that minimize E, see Table 1. (a) and (d):
Weighted distance (γ ≡ 0). (b) and (e): Distance based on neighbourhood sequences
(α ≡ 1, β ≡ 1). (c) and (f): Proposed distance function. (a)–(c): fcc. (d)–(f): bcc.

For the balls in Figure 2, the neighbourhood sequence B = (1, 2) is used. This
corresponds to γ = 0.5, which approximates the optimal values quite good.
Since the distance function is path-based it will be a good choice in applications where a path-based distance function with low rotational dependency
should be considered.
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Abstract. This paper proposes unsupervised perceptual segmentation of
natural color images using a fuzzy-based hierarchical algorithm. L a b
color space is used to represent color features and statistical geometrical
features are adopted as texture features. A fuzzy-based homogeneity measure makes a fusion of color features and texture features. Proposed hierarchical segmentation method is performed in four stages: simple splitting,
local merging, global merging and boundary reﬁnement. Experiments on
segmentation of natural color images are presented to verify the eﬀectiveness of the proposed method in obtaining perceptual segmentation.

1

Introduction

Image segmentation is a process to partition an image into meaningful regions
and is an important step before an image recognition process. In this paper,
we are concerned with unsupervised perceptual segmentation of natural color
images. Perceptual segmentation or rough segmentation is deﬁned to obtain
segmentation that produces a small number of segmented regions, and each
region should represent a main object or a meaningful part of an object without
paying much attention to region interiors. For example, perceptual segmentation
could regard a tree that has many branches and leaves as one object in contrast
to the conventional detailed segmentation.
Since natural color images contain various textures with diﬀerent properties
and all kinds of man-made objects, perceptual segmentation of natural color
scenes is still a signiﬁcantly diﬃcult problem. Therefore, an eﬀective segmentation method based on a set of texture features having good discriminating
capability is essential in order to segment natural color images.
Though there is an extensive literature on image segmentation [1]-[4], the
papers on perceptual segmentation are limited. Among them, Mirmehdi and
Petrou [5] proposed the method based on the multiscale perceptual tower and
the probabilistic relaxization method. Shi and Malik [6] proposed the perceptual
grouping method based on graph theory, and Ma and Manjunath [7] proposed
the technique based on Gabor ﬁlter and edge ﬂow. Recently, Chen et al. [8]
proposed the approach based on the adaptive clustering algorithm and steerable
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 462–471, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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ﬁlter decomposition. Although these methods perform well, their algorithms are
complicated and diﬃcult to implement.
Searching for simpler algorithm, we proposed to use local fractal dimension
and a fuzzy region-growing algorithm for rough segmentation [9]-[11]. However,
our approach were not able to reduce the number of segmented regions suﬃciently.
Ojala and Pietikäinen [12] proposed a texture segmentation method that has
the advantages of a simple algorithm and easy implementation. Their method is a
hierarchical segmentation algorithm that uses local binary pattern and contrast
(LBP/C) features as texture measures and executes segmentation in hierarchical splitting, agglomerative merging and pixelwise classiﬁcation. Though the
method performs well for perceptually uniform segmentation of texture images,
it is insuﬃcient to segment natural color images for the following reasons.
1) It is diﬃcult to use a minimum block size smaller than 16 due to the unstable
histogram distribution of LBP/C features. Since the method is split-and-merge
technique, it is preferable to use smaller block size at the split stage.
2) The method only treats gray-scale images and has to be adapted to color
images.
3) The algorithm has a heavy computational burden due to the agglomerative
merging stage since all possible pairs must be searched at each step just to merge
two adjacent regions.
In this paper we propose a new technique, a fuzzy-based hierarchical algorithm, to perform unsupervised perceptual segmentation of natural color images
based on the method by Ojala and Pietikäinen. We improve their algorithm in
the following four points.
1) We adopt Statistical Geometrical Features (SGF) [13] as texture measures
because it enables the algorithm to set a small minimum block size of 4 and the
SGF can discriminate various types of textures remarkably.
2) We adopt fuzzy reasoning [14] to incorporate color features as well as texture
features that enables the algorithm to treat color images.
3) We change the stage of hierarchical splitting into simple splitting to reduce
the computational cost and the number of parameters.
4) We introduce a new stage of local merging that merges adjacent regions locally in order to drastically reduce the number of regions to be used at the stage
of global merging. It is expected that the new stage will considerably reduce the
total computational cost.
As a result of these improvement, the proposed algorithm has the capability
of unsupervised perceptual segmentation of natural color images by the simple
algorithm with easy implementation that has four hierarchical stages: simple
splitting, local merging, global merging and boundary reﬁnement. During the
latter three stages, we measure the similarity of any adjacent regions by fuzzy
homogeneity which combines the similarity of color features and texture features
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with diﬀerent weights of importance. We use the L a b color space to represent
color features and the SGF as texture features.
The adoption of fuzzy-based homogeneity measure simpliﬁes the complex
mechanism of integrating diﬀerent features by using symbolic representations.
It also reduces the diﬃculty in choosing the many threshold values inherent in
segmentation methods, though the tuning of the fuzzy membership functions is
still required for each image.
In this paper we also propose to introduce a new type of parameter that is
the number of segmented regions N instead of the threshold value. Since the
expected number of segmented regions is very small in perceptual segmentation,
it is possible for a user to presuppose a rough estimate of a desirable number of segmented regions in advance depending on the contents of each image
and user’s intention. We consider around 5-15 number of segmented regions as
optimal range of N in the sense of perceptual segmentation. In the practical
implementation, the proposed algorithm has the signiﬁcant ability to produce
the segmentation results by reducing the number of segmented regions one by
one at each step. Thus, the user is able to determine the optimal result with an
appropriate roughness by observing the several segmented results.
Several experiments are made to conﬁrm the eﬀectiveness of the proposed
method in obtaining unsupervised perceptual segmentation of natural color images.

2
2.1

Color and Texture Features
L a b Color Features

The L a b color space is a perceptually uniform color space, where L represents
brightness and a and b represent chromatic information. We obtain the L a b
color space from the RGB color space, then the three components are normalized
and used as three color features.
2.2

SGF Texture Features

The SGF [13] are a set of texture features based on the statistics of geometrical
properties of connected regions in a sequence of binary images obtained from
an original image. The extraction of the SGF starts by thresholding the each
component of a color image C(x, y) (where C = L , a and b ) with a threshold
value α that produces the binary image Cb deﬁned as

1 C(x, y) ≥ α
(1)
Cb (x, y; α) =
0 otherwise,
where 1 ≤ α ≤ nl − 1 and nl is the maximum gray level of each component.
Each binary image Cb (x, y; α) comprises a several connected regions. The
number of connected regions of 1-valued pixels and that of 0-valued pixels give
two geometrical measures, N OC1 (α) and N OC0 (α), respectively. Next a measure of irregularity (or a measure of non-circularity) is deﬁned to each of the
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Fig. 1. Fuzzy membership functions of (a) SGF diﬀerence (ΔS) and (b) L a b diﬀerence (ΔL)

connected regions. The average of irregularity measure of 1-valued pixels in the
binary image Cb (x, y; α) and that of 0-valued pixels are represented by IRGL1 (α)
and IRGL0 (α), respectively.
Each of these four functions is further characterized using the three statistics
over an entire image: the average value, the sample mean and the sample standard deviation. This gives a total of 36 texture features. At the implementation,
a sliding overlapping window of size 5 × 5 is used to calculate the SGF of each
pixel of an original image.

3

Fuzzy-Based Homogeneity Measure

Homogeneity is a measure to test similarity of two regions under consideration
during segmentation procedure. We adopt a fuzzy-based homogeneity measure
to integrate the diﬀerent features: the L a b color features and the SGF texture
features. We use the following fuzzy rules where each rule has a corresponding
membership function.
1) Rule 1: if SGF diﬀerence is SMALL, then HOMOGENEOUSE (HO); else
NOT HOMOGENEOUSE (NHO).
2) Rule 2: if L a b diﬀerence is SMALL, then PROBABLY HOMOGENEOUSE
(PHO); else PROBABLY NOT HOMOGENEOUSE (PNHO).
These fuzzy rules give the SGF texture features a higher priority than the
L a b color features because we consider that the texture features provide more
important information for textured color images. In these fuzzy rules, a SGF
diﬀerence is the Euclidean distance of 36 SGF between two regions under consideration, and a L a b diﬀerence is the Euclidean distance of the three L a b
components between them. Four conditions HO, N HO, P HO and P N HO represent diﬀerent grades of homogeneity between two regions. Their homogeneity
values μHO , μN HO (=1-μHO ), μP HO and μP N HO (=1-μP HO ) can be obtained
from fuzzy membership functions of the SGF diﬀerence and the L a b diﬀerence
as shown in Fig. 1. Here ΔS represents the SGF diﬀerence and ΔL represents
the L a b diﬀerence. The values of ΔSsmall , ΔSlarge , ΔLsmall and ΔLlarge in
Fig. 1 have to be tuned empirically.
A ﬁnal homogeneity measure H is inferred by min-max inference by using the
fuzzy set as shown in Fig. 2 and the centroid defuzziﬁcation method [14]. Suppose
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Fig. 3. Block diagram of the segmentation procedure

the homogeneity limit is set 0.5, then if the inferred homogeneity measure is over
0.5, the two regions being concerned are regarded as homogeneous and they
are merged. We use the value of the homogeneity measure H in the proposed
segmentation algorithm.

4

Segmentation Algorithm

The proposed fuzzy-based hierarchical segmentation procedure is shown in Fig. 3.
We ﬁrst obtain the L a b color features and the SGF texture features for each
pixel of an original image. We then execute the segmentation in four stages: simple splitting, local merging, global merging and boundary reﬁnement. During the
latter three stages, the fuzzy-based homogeneity measure H is used as similarity
measure. In the following, we will demonstrate the progress of segmentation on
a 256 × 256 natural color image as shown in Fig. 4(a).
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Fig. 4. Segmentation of a natural color image: (a) original image; (b) result of simple
splitting; (c) result of local merging; (d) result of global merging with N = 6; (e) result
of boundary reﬁnement; (f) results of segmentation with N = 8, 7, 6 and 5 shown
clockwise from the upper left

4.1

Simple Splitting

Ojala and Pietikäinen used the hierarchical splitting algorithm that recursively
splits an original image into square blocks of varying size. Since their algorithm
requires computational cost and the threshold value, we changed the stage of
hierarchical splitting into simple splitting to reduce the computational cost and
the number of parameters. In simple splitting, the image is divided into rectangular subblocks of size 4 × 4 as shown in Fig. 4(b). It is noted the adoption of the
SGF texture features and the incorporation of local merging in our algorithm
enable the use of simple splitting.
4.2

Local Merging

Local merging is a newly proposed stage by us to merge adjacent regions locally
for drastically reducing the number of regions to be used at the stage of global
merging. The SGF of each 4 × 4 subblock are obtained by averaging the texture
features of all pixels within the subblock, so does the L a b color features of
each subblock.
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The homogeneity between any current region and its neighboring adjacent region is measured individually. Then the two adjacent regions having the largest
homogeneity measure Hmax are regarded as similar and merged to become one
region if the value of Hmax is higher than a threshold 0.5. The process is continued until all regions are scanned. We set the threshold 0.5 to avoid over merging
in this stage. The result of local merging is shown in Fig. 4(c).
4.3

Global Merging

Global merging is a stage to merge similar adjacent regions globally. A pair of
adjacent regions with the smallest merger importance value among all possible
mergers in the entire image will be merged at each step. Merger importance
M I is deﬁned as the ratio of the number of pixels in the smaller region to its
homogeneity measure of adjacent regions
MI =

Psmall
.
H

(2)

The procedure ﬁnds the best possible pair of adjacent regions globally whose
merging introduces the smallest change in the segmented image. Since global
merging reduces the number of segmented regions one by one at each step and
it removes unimportant regions ﬁrst, the essential regions remain to the end and
thus perceptual segmentation is achieved.
It is also easy to stop the algorithm when the number of segmented regions
reaches the speciﬁed number of segmented regions N . Fig. 4(d) shows the result
of global merging when we set N = 6 to obtain perceptual segmentation.
4.4

Boundary Reﬁnement

Boundary reﬁnement is ﬁnally performed to improve the localization of boundaries. If an image pixel is on the boundary of at least two distinct regions, a
discrete disk with radius 3 will be placed on it. Then the homogeneity measure
H between the disk and its neighboring region is calculated individually to decide
if the pixel needs to be relabeled. The next scan will check the neighborhoods
of the relabeled pixels until no pixels are relabeled. The ﬁnal segmentation after
boundary reﬁnement is shown in Fig. 4(e).
In the practical implementation, the user can easily choose the desirable optimal result with an appropriate roughness from among the several-segmented
results. The results of segmentation when N = 8, 7, 6 and 5 are shown clockwise
from the upper left in Fig. 4(f ). This ﬁgure demonstrates how the number of
segmented regions decreases in the proposed algorithm.

5

Experimental Results

In this section, we present experimental results to assess the performance of
the proposed segmentation method. For comparison, we show the results by
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Fig. 5. Segmentation of a natural color image containing man-made objects: (a) original image; (b) results of segmentation with N = 12, 11, 10 and 9 shown clockwise from
the upper left; (c) result by proposed method with N = 10; (d) result by EdgeFlow
method

the EdgeFlow method using the algorithm made by the authors [15]. Since the
EdgeFlow algorithm cannot produce the speciﬁed number of segmented regions,
we chose the best result with nearest number of segmented regions to our result
by tuning the parameters. Since we set ΔSsmall = 0 and ΔLsmall = 0 in Fig. 2,
we have to tune two parameters ΔSlarge and ΔLlarge of the fuzzy membership
functions diﬀerently according to each image and they were decided empirically.
We apply the proposed method to a 300 × 300 natural color image containing
man-made objects shown in Fig. 5(a). The image is composed of the sky, a house,
trees and a wall. The boundaries within the house further divide it into the
main parts of objects such as roofs and windows. The perceptual segmentation
is rather diﬃcult because it is necessary to obtain accurate boundaries as well as
uniform texture regions. Fig. 5(b) is the results of perceptual segmentation by the
proposed algorithm when N = 12, 11, 10 and 9. The user can easily decide the
optimal result by observing these segmented results. The selected optimal result
with N = 10 is shown in Fig. 5(c) and the result by the EdgeFlow method is
shown in Fig. 5(d), respectively. We only show the boundaries of the segmented
regions for clarity. Although two algorithms show the same degree of rough
segmentation, the proposed algorithm represents a slightly better result than
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Fig. 6. Segmentation of a natural color image containing man-made objects: (a) and
(d) original images; (b) and (e) results by proposed method with N = 12 and N = 7;
(c) and (f) results by EdgeFlow method

the EdgeFlow method. In Fig. 5(c), the trees and the main parts of the house
are well maintained as complete regions, and thus the segmented regions are
more uniform and the boundaries of each region are maintained spatially more
accurate than the result by the EdgeFlow method. The comparison demonstrates
the eﬀectiveness of the proposed method.
We then apply the proposed method to 300 × 300 natural color images shown
in Fig. 6(a) and (d). The results of perceptual segmentation by the proposed
algorithm when N = 12 and N = 7 are shown in Fig. 6(b) and (e), respectively.
The results of segmentation by the EdgeFlow method are shown in Fig. 6(c) and
(f ). These results also represent that the proposed algorithm produces perceptual segmentation more accurately than the EdgeFlow method. However, further
investigations are necessary to precisely compare the proposed algorithm with
other methods.
In order to assess the time cost by the newly introduced local merging stage,
we compared the processing time with and without this stage. As a result, the
processing time with this stage became 12 − 3% of the time without this stage.
Thus, the introduction of local merging was conﬁrmed to be eﬀective to reduce
the total computational cost.
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Conclusions

In this paper, we presented unsupervised perceptual segmentation of natural
color images using the proposed fuzzy-based hierarchical algorithm that makes
a reliable fusion of the L a b color features and the SGF texture features.
The hierarchical segmentation using the fuzzy-based homogeneity measure is
eﬀective in obtaining perceptual segmentation that maintains uniform texture
regions and accurate boundaries. The proposed algorithm has the prospective
advantage of the capability to determine the desirable optimal result with an
appropriate roughness, since it can produce the segmentation results by reducing
the number of segmented regions one by one at each step.
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Abstract. This paper presents a new method for creating a thick shell
tetrahedral mesh from a triangular surface mesh. Our main goal is to
create the thickest possible shell mesh with the lowest possible number
of tetrahedrons.
Low count tetrahedral meshes is desirable for animating deformable
objects where accuracy is less important and to produce shell maps and
signed distance ﬁelds. In this work we propose to improve convergence
rate of past work.

1

Introduction

Many graphical models of solid objects are given as surface meshes [1,2], since
this is an economical representation for visualization, and easily obtainable by
laser scanning of real objects or by hand-modeling using a 3 dimensional drawing
tool. However, animating deformations of solid objects requires a notion of inner
structure which is surprisingly diﬃcult to obtain. Existing algorithms such as [3]
are diﬃcult to implement and do not use the natural, intrinsic representation of
shape by symmetry sets [4,5].
Shell meshes are attractive since they give a volume representation of a surface
mesh with a very low tetrahedral count, which is desirable for animation or
similar purposes, where speed is preferred over accuracy of deformation. The
shell mesh ﬁnds applications in animating solid objects, for shell maps [6], and
for the calculation of signed distance ﬁeld [7,8].
In this paper we will present an extension of [9,10], and our main goal is
to create the thickest possible shell mesh with the lowest possible tetrahedral
count. I.e. given a polygonal surface mesh, we create a tetrahedral volume mesh
representing a thick version of the surface mesh, a shell mesh. The thickness
shells are the most challenging to produce, and all thinner shells are a subset
of these, hence we will in this article focus on producing the thickest possible
shells. In past work vertices of the polygonal surface mesh are displaced inward,
thereby creating a new version of the surface mesh. This operation is in the
literature termed inward extrusion or just simply extrusion, although intrusion
seems a better term. Following an inward extrusion the original surface mesh is
used to generate the outside of the shell and the extruded surface mesh is used
to generate the inside of the shell mesh. The two meshes is then used to create
a triangle prism shell mesh. Finally, the triangle prism mesh are converted into
a consistent tetrahedral mesh, also known as tetrahedral tessellation.
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 472–481, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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A linear randomized tessellation algorithm, the ripple tessellation, was developed in [9]. The ripple method suﬀers from several problems. It is not deterministic, but relies on picking random ripple directions to ﬁx inconsistencies. Further,
no proof has been given on existence of a consistent tetrahedral tessellation of
the triangle prism shell. A safe conservative, upper extrusion length limit is used
in [9] and later improved in [10]. Nevertheless, both algorithms are very slow
due to bad and unpredictable convergence of the bisection search method. In
present article we present a new extrusion approach that seek to solve the bad
and unpredictable convergence of the bisection search method.

2

Adaptive Signed Distance Field Extrusion

The signed distance ﬁeld for a closed surface mesh is a scalar ﬁeld, φ, who’s
magnitude is the distance to the closest point on the surface, and where values
are positive outside and negative inside the surface mesh.In the neighborhood of
the surface mesh, the gradient of the signed distance ﬁeld, ∇φ, has length 1 and
a direction parallel to the surface normal, n, but further away from the mesh, the
distance ﬁeld may experience singular points, exactly where two or more points
on the surface are closest. At these points, the signed distance ﬁeld is ﬁrst order
discontinuous. As an example consider the signed distance map of a circle, which
looks like a cone, passing through the circle and whose apex is the center of the
circle, since the center is equally close to every point on the circle. The points
that are closest to two or more points on a shape are known as the symmetry
set [4] and a subset is the skeleton or the Medial surface representation [5].
We perform an inward extrusion of a triangle on the surface, thus producing
a prism. This is unproblematic as long as the extrusion is still in the neighborhood of the surface, however, when the extrusion extends beyond the singular
points of the distance ﬁeld, then prisms will overlap with the singular points,
and therefore also overlap with an extrusion from another part of the object.
Since we are only concerned with inward extrusions, we only need to consider
the medial surface part of the symmetry sets, since the medial surface is the
locus of the singular points of the signed distance ﬁeld inside the object. Thus,
given the medial surface, the maximum inward extrusion lengths avoiding overlapping prisms would be easily obtained by intersection of the triangle normals
with the medial surface. Algorithms do exist to compute the medial surfaces of
polygonal models [11], but these are often not applicable to general polygonal
models made by artist. In practice one seeks approximations [12,13,14]. We propose to use the signed distance ﬁeld directly, since it contains the medial surface
implicitly. Thus, we avoid the computational burden of the approximation, and
gain precision, since the signed distance ﬁeld is numerically more accurate than
an approximation based hereof. In the following we will describe our algorithm.
We attack the problem of detecting the singularities in the signed distance
map. Hence, given a signed distance map, φ, for a surface, its singularities may
be found by a binary search from the surface inwardly along the surface normal,
which is the same as in the signed direction of the gradient of the in to ﬁnd the
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medial surface point in the opposite direction of a distance ﬁeld gradient. Hence,
in a neighborhood of the a surface point p with corresponding normal n, we seek
the largest value of ε fulﬁlling the criteria
ε = −φ(p − εn),

and ε ≤ εuser ,

(1)

where we for practical purposes allow for a user-speciﬁed, maximum size, εuser .
Thus prior to overshooting the medial surface, we must have
ε = −φ,

(2)

and immediately after overshooting we must have
ε = −φ.

(3)

Hence, a root searching algorithm is easily devised, unfortunately the bisection
approach works rather badly in practice, since discretization errors and interpolation can be quite large. This implies that
1) The gradient direction is not very accurate.
2) The distance value at any given position might be a little oﬀ.
Thus, given a surface point, p, we cannot expect (1) to be very accurate, and an
eﬀective stopping criteria for the bisection method is not easily designed. In our
tests we used a simple iteration limit of 1000, and a quite large threshold value in
the comparison of (1). Figure 1(a) shows a 2D result. Notice that some surface
points are extruded quite poorly, and this approach results in too poor results
at too high computational cost. In some cases, where we step along symmetry
lines, we can not even rely on the assumption in (1). Any root-search method
will therefore fail.
An alternative approach is line-stepping, which is based on the idea of stepping
along the extrusion line with a ﬁxed increment of Δε. In each step the extrusion
length is updated by
εi+1 = εi + Δε,
(4)
and the current extrusion point, q(ε), is found by
q(ε) = p − ε∇φ(p).

(5)

The stepping is performed as long as ∇φ(q) points in the same direction as
∇φ(p). If the cell size of the regular sampled signed distance ﬁeld be given by
Δx, Δy, and Δz then the increment is chosen as
Δε =

min (Δx, Δy, Δz)
.
2

(6)

This ensures that each step along the extrusion line is not faster than the information changes in the signed distance ﬁeld. This works due to spatial coherence
of the values in the signed distance ﬁeld, since the value at a neighboring grid
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Fig. 1. 2D examples of inward extrusions on random points on the surface. (a) The
bisection method gives poor extrusion lengths. (b) The line stepping using distance
testing as stopping criteria results in some points extruded badly. (c) The line stepping
using normal testing as stopping criteria, improves the extrusion lengths over (b).
(d) The regularized line stepping using normal testing as stopping criteria has the
diminished the crossing of extrusion lines.


node in the signed distance ﬁeld diﬀers by at most Δx2 + Δy 2 + Δz 2 . The
stopping criteria we use is to keep on increasing ε, while
∇φ(p) · ∇φ(q) > ρ,

(7)

where ρ > 0 is a user speciﬁed threshold to control accuracy. We call this the
normal-test. The intuition behind the normal-test is: if we pass the medial surface
from one side of an object to the opposite side, then the gradients in the signed
distance ﬁeld will ﬂip directions. That is, the sign of the normal-test will ﬂip
from positive to negative. Later we will give a more rigorous explanation of this
stopping criteria. One should think that a better stopping criteria would be to
only step along an extrusion line while
|ε − φ(q)| < ρ.

(8)

Unfortunately in practice this distance test is far to sensitive to discretization
and interpolation errors in the signed distance ﬁeld and requires large values of ρ.
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Leading to a questionable approximation of the medial surface. For now we will
overlook the problem of walking along symmetry lines, where (8) does not hold.
Figure 1(b) shows a test result using the distance test, while Figure 1(c) shows
the same test using the normal test. Comparing Figure 1(c) with Figure 1(a) and
Figure 1(b) we see that extrusions are much larger and more evenly distributed
for the line-stepping approach using normal testing, and therefore we favor this
method.
The line-stepping approach with the normal test works quite robustly, although some problems remain: Firstly, the gradient, ∇φ(p), is not well deﬁned at
surface vertices. This is normally not noticeable, since signed distance ﬁelds are
typically sampled on a regular grid, implying a regularization of the signed distance ﬁeld gradient. Secondly, typical ﬁnite diﬀerence approximation schemes for
the gradient operator are not accurate enough, which results in surface normals,
where the direction of the extrusion lines might cause a swallow tail problem.
To circumvent these problems, two solutions may be adopted:
1) Instead of using ∇φ(p), we use the angle weighted pseudo-normals [15]. These
can be computed directly from the input surface mesh at high accuracy.
2) We can regularize the signed distance ﬁeld by a curvature ﬂow (or Gaussian
convolution etc.), this seems to straighten out the normal directions at small
scale features, where the normal direction is poor due to sampling artifacts.
The second approach smooths errors, but it destroys the signed distance ﬁeld
property, this could be recovered by reinitialization [8]. However, in our experience it does not cause major changes in the overall direction of the gradient.
Figure 1(d) shows the result using regularization. Comparing Figure 1(d) with
Figure 1(c) it is seen that the extrusion lines tends to cross much less, when
using regularization.
Smoothing the signed distance ﬁeld by curvature ﬂow works well in two dimensions, but is costly in three dimensions, where we prefer angle weighted surface
normal solution, to be described below.
It is worth noting that left-hand-side of the normal-test in (7) is in fact the
directional derivative at position q. The sign of the directional derivative therefore tell us, how φ changes, as we move in the opposite direction of the surface
normal vector n. In our speciﬁc case the following rules applies:
⎧
⎪
⎨< 0 φ is increasing
∇φ(q) · n > 0 φ is decreasing .
(9)
⎪
⎩
= 0 φ is constant
The actual value of the directional derivative tells us how fast φ changes in the
normal direction. For our inward extrusions, we want to extrude as long as φ is
decreasing. However, this is not quite enough: as illustrated in Figure 2(a), an
extrusion line can cross over the symmetry set, if the surface angle a is less than
the accepted angle diﬀerence between ∇φ(q) and np , which is undesirable. In
this case, the directional derivative, ∇φ(q) · n, is 1 until the symmetry line is hit,
but beyond the symmetry line, the distance value continues to decrease. To stop
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Fig. 2. (a) An inward extrusion line may cross over the symmetry line. (b) A tentacle is
created along the symmetry axis. (c) Not always do we wish to walk along a symmetry
line.

at the symmetry line, we must detect the change in the value of the directional
derivative. Another approach would be to require that the gradient of the signed
distance ﬁeld does not diﬀer from the surface normal by more than some small
user speciﬁed angle, i.e.
(10)
∇φ(q) · np > ρ
where ρ is the cosine of the accepted angle diﬀerence, α.
ρ = cos (α)

(11)

In our test examples we used α = 0.4363 radians, which means ρ ≈ 0.9. We
experience that this value greatly reduces the number of cross-overs. Depending
on the resolution and accuracy of the signed distance ﬁeld (10) can be extremely
sensitive to numerical errors. In such cases setting ρ too tight would result in
almost no extrusion.
In some rare cases a surface normal can be aligned with the symmetry set
in such a way that the signed distance value along the extrusion line keeps
on decreasing, while stepping along the symmetry set. That is, the directional
derivative is still positive while stepping along inside the symmetry set. This is
illustrated in Figure 2(b). The directional derivative, ∇φ(q) · n, is 1 until the
symmetry axis is hit. However, the distance value is decreasing while stepping
along the symmetry axis. The distance value will not increase before we reach
the point q at the end of the symmetry line. This creates a tentacle for the green
prism. The problem is very unlikely in practice, and we have not encountered
it in our test-runs, most likely due to noise caused by approximation errors in
∇φ(q)) and interpolation errors in φ(q). This observation yields another hint at
how to minimize the chance of this problem to occur. An initial slight tangential
perturbation of the surface mesh vertices, will destroy any special alignment
with the symmetry set.
It should be noted that in some cases we actually do want to walk along
a symmetry line. This is illustrated in Figure 2(c). In this case we want to
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step along the symmetry line, until we hit the internal junction point. At the
junction point we have a singularity of ∇φ(q). However, along the symmetry
line we have a constant value of the directional derivative. If we stepped beyond
the junction point, we would see a sign ﬂip of the directional derivative. One
possible resolution to both the cross-over and the tentacle problems may be to
extend the normal test with an upper extrusion length limit such as the adaptive
thin-shell limit [10]. There are some disadvantages of doing this, which we will
discuss later on. Another possibility may be to detect the change in the slope
of φ(q(ε)). However, it is numerically very sensitive to make a good estimate of
the slope, and we must ask our self the question of how big a numerical error
can be accepted?
Other artifacts can occur as well, we attribute these to sampling artifacts,
since they are completely dependent on the original placement of the input
surface mesh vertices. The ﬁrst sampling artifact, illustrated in Figure 3(a), is
the creation of void regions due to too coarse a sampling. Thus, after extrusion
the extruded prisms provide a poor ﬁt to the medial axis leading to an empty void
region inside the object. If we add more surface mesh vertices the extruded prisms

(a)

(b)

Fig. 3. (a) The coarse sampling of the blue surface mesh vertices is not enough to
capture the higher order curve of the medial axis, shown in red. (b) The coarse sampling
of the blue surface mesh vertices combined with unfortunate placement causes the
extruded prism to pass over the medial axis creating a potential overlap with prisms
extruded from the opposite side.

will come closer and closer to the medial axis. The coarse sampling combined with
unfortunate placement of sampling points may even cause overlapping regions
as illustrated in Figure 3(b). Both the creation of void and overlapping regions
are due to sampling artifacts, thus one way to improve upon these problems is
to re-sample the input surface mesh. Either by detecting good places to insert
sample points or simple brute subdivision of mesh faces. Neither of these two
solutions have been used for our presented test results using signed distance
ﬁelds.
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Conclusion on Signed Distance Field Extrusions

In [7] the tetrahedral GPU scan conversion method was presented, and we used
this method for generating the signed distance ﬁelds in our computations. The
narrow-band size was determined by talking half of the diagonal length of a
tightly enclosing axis aligned bounding box around each surface mesh.

(a) Box. Note all extrusions (b) Pointy, suﬀering from
is along symmetry lines.
void sampling artifact.

(d) Sphere.

(c) Tube.

(e) Teapot, suﬀering from
cross-over problem.

Fig. 4. Results of the adaptive distance shell creation method. Using signed distance
ﬁeld of resolution 2563 , and a normal-test with ρ = 0.9. Observe the overlapping shell
mesh of the teapot.

In Figure 4 we have shown planar cross-intersections of a few tetrahedral
shell meshes generated using our adaptive distance shell creation method. The
more complex teapot shape does suﬀer from the cross-over problem explained
above. However, aside from this it is clear that the presented extrusion method
is capable of ﬁlling the internal void inside the surface meshes (shown as black
wire-frame).
The signed distance ﬁeld resolution is very important for the quality of the
extrusion in thin regions of objects. We suggest the following rule of thumb: the
higher the resolution the better the quality. This phenomena is rather trivial
because the ﬁxed extrusion length increment Δε is determined by the resolution
of the signed distance ﬁeld. The higher the resolution the smaller the increment.
To illustrate how the cross-over problem could be handled by combining with
an upper extrusion length bound, we have combined the adaptive distance shell
method with the extrusion limit from the previous adaptive shell method [10].
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(a) Pointy, suﬀering from
void sampling artifact.

(b) Tube.

(c) Teapot.

Fig. 5. Results of combining the adaptive distance shell method with upper bounds
from the adaptive thin shell. Observe that overlaps have disappeared, but the artifacts
of the extrusion length computation method is present.

Our results is shown in Figure 5. It is clear that the cross-over problem have been
resolved. On the other hand the quality is somewhat inferior. This is because
the upper limit used is not the maximum upper limit. It is though a safe limit,
and it is very dependent on the local shape of the surface mesh faces.
The time-complexity of the line-stepping method is govern by two parameters,
the signed distance ﬁeld resolution, N and the number of vertices, V . Each
extrusion line is treated independently. Thus, the algorithm scales linear in the
number of vertices. The number of steps that can be taken a long an extrusion
line, is bounded above by the maximum number of grid nodes encountered on
the diagonal of the regular grid. Thus,

(12)
O(V 3 21 N 2 ) ≈ O(V N ).
This is extremely fast, since the operations done during each step have very low
constants dominated by the computation of the gradient of a scalar ﬁeld sampled
on a regular grid. The major performance cost is the computation of the signed
distance ﬁelds. We refer to the paper [7] for performance details hereof.
The proposed method for computing extrusion points have resulted in many
discoveries: line-stepping for ﬁnding the “center-position” is the best solution
over any root search method. In terms of numerical robustness normal testing is a
far better stopping criteria than distance testing. Finally, thresholding on normal
testing is a necessary evil due to ﬁx-precision ﬂoating point arithmetic. This
leads to possible overlapping interior regions. In practice this calls for parameter
tuning. The implication is that it is not always possible to ﬁnd an acceptable
bound on the normal test which restrict internal overlaps and allow for the most
aggressive extrusion lengths.
In conclusion, line-stepping has been identiﬁed as an algorithm that works
exceptionally well on many surface meshes, but there are some cases, in which
improvements are needed. The main issue is how to deal with line stepping along
symmetry lines, which will be our future point of research.
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Abstract. In this paper we introduce aﬃne invariants based on a multiscale framework combined with nonlinear comparison operations. The
resulting descriptors are histograms, which are computed from a set of
comparison results using binary coding. The new constructions are analogous to other multiscale aﬃne invariants, but the use of highly nonlinear operations yields clear advantages in discriminability. This is also
demonstrated by the experiments, where comparable recognition rates
are achieved with only a fraction of the computational load. The new
methods are straightforward to implement and fast to evaluate from
given image patches.

1

Introduction

In computer vision, invariant features have provided an elegant way of identifying objects under geometric transformations. The appropriate transformations
depend heavily on the application, but in many cases the aﬃne transformation
provides a reasonable model. Several aﬃne invariant features have been considered. The ﬁrst method, the aﬃne invariant moments [1,2] was introduced
already in 1962. Since then aﬃne invariant spectral signatures [3], crossweighted
moments [4], and the trace transform [5] have been presented. Unfortunately
these methods often suﬀer from sensitivity to nonaﬃne distortions, implementational diﬃculties, and the lack of discriminating features.
One recent approach to aﬃne invariants is the multiscale framework. The
idea in this framework is to extend the given image to a set of aﬃne covariant
versions, each carrying slightly diﬀerent information, and then to extract some
known invariant characteristics from each of them separately. The construction
of the aﬃne covariant set is the key part of the approach, and it is done by
combining several scaled representations of the original image. The advantage
is the possibility for variations, which is also demonstrated by the amount of
methods created using this framework: multiscale autoconvolution [6], spatial
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 482–491, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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multiscale aﬃne invariants [7], generalized aﬃne invariant moments, multiscale
autoconvolution histograms [8], and ridgelet-based aﬃne invariants.
Hitherto, the invariants introduced using the multiscale framework apply simple pointwise products and convolution for creating the aﬃne covariant sets from
scaled representations. While these linear operations oﬀer robustness to noise and
other distortions, they can also easily compromise the discriminability of the features. In this paper we introduce new multiscale aﬃne invariants, which apply
nonlinear comparison operations to the combinations of the scaled representations. We also introduce a way for combining several comparisons together using
a binary code construction. These nonlinear operations and the binary code construction have not been used in previous multiscale invariants. The experiments
performed demonstrate that the use of comparison operations has a clear impact
on the performance, and the new methods achieve comparable or better results
with only a fraction of the computational load of the earlier methods.

2

Multiscale Approach

We begin with a description of the multiscale approach in constructing aﬃne
invariants. First we recall the deﬁnition of an aﬃne transformation.
Deﬁnition 1. A spatial aﬃne transformation A of coordinates x ∈ R2 is given
by A (x) = T x + t, where t ∈ R2 and T is a 2 × 2 nonsingular matrix with
real entries. Further, let f : R2 → R, f ≥ 0, be an image function. The aﬃne
transformed version fA of f is given by
fA (x) = f ◦ A −1 (x) = f (T −1 x − T −1 t).
The construction of multiscale aﬃne invariants can be done in three steps.
1. The image f is represented in n diﬀerent scales f (α1 x), . . . , f (αn x).
2. The scaled images are combined to a new image Gf (x). The combination is
required to be aﬃne covariant, which means that for any aﬃne transformation A one has
G(f ◦ A −1 )(x) = (Gf )(A −1 (x)).
3. An aﬃne invariant operation is applied to f and Gf to obtain the full invariant If .
The procedure is illustrated in Figure 1. The advantage of the method is that
by varying the scales αi , the combinations G, and the aﬃne invariant operations,
it is possible to create a great variety of diﬀerent features for many purposes.
The ﬁrst step, scaling of images, is straightforward. The third step can also
be quite simple. Possible choices for the aﬃne invariant operation include the
normalized integration

1
Gf (x) dx,
(1)
If =
f L1 R2
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f(α1x)

f(α2x)

f(α3x)

f(α4x)

G 1f(x)=f(α1x)·f(α2x) G 2f(x)=f(α2x)·f(α3x) G 3f(x)=f(α3x)·f(α4x)

I1f

I2f

I3f

Fig. 1. Example of multiscale scheme, where two scaled representations are combined
together with pointwise product. The ﬁnal invariants are computed from the resulting
images Gi f .

or more generally, any aﬃne invariant moment [2] can be used. Also, one may
apply a histogramming operation to Gf .
The second step is often the most complicated one in this approach. One needs
to take the scaled images f (αi x) and combine them to a new image Gf (x), so
that Gf and G(f ◦ A −1 ) are related by the aﬃne transformation A . The reason
for using scaled images is that scaling commutes with matrix products, i.e. αT =
T α. The translation causes some problems. It may either be normalized away
by computing the image centroid, or one may choose G more carefully so that
translation invariance is obtained without ﬁnding the centroid.
We will discuss a few examples for G. First we consider the spatial multiscale
invariants (SMA) [7], given here in a slightly modiﬁed form. We choose Gf to
be a product of the original f and two scaled representations of it, f (αx), and
f (βx). In this formulation, the translation component must be normalized and
it is done by computing the image centroid μ(f ). The operator G is given by
Gf (x) = f (x)f (αx + (1 − α)μ(f ))f (βx + (1 − β)μ(f )),

(2)

where α, β ∈ R. We then construct the invariant feature I by using the normalized integration (1). The result is the SMA transform, given by

1
f (x)f (αx + (1 − α)μ(f ))f (βx + (1 − β)μ(f )) dx. (3)
Sf (α, β) =
f L1 R2
Due to its simplicity, Sf (α, β) is very fast to evaluate, and the possibility of
varying the scales results in an inﬁnite number of diﬀerent descriptors.
Another example is the multiscale autoconvolution (MSA) [6], where one uses
a combination of convolutions and products to form Gf . One advantage of this
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descriptor is the fact that the translation component does not have to be considered separately. Deﬁne
Gf (x) =

1
f (x)(fα ∗ fβ ∗ fγ )(x),
f 2L1

(4)

where α, β, γ ∈ R, α + β + γ = 1, fa (x) = a−2 f (x/a), and ∗ denotes convolution.
The actual invariant features are again constructed by normalized integration,
which gives the MSA transform

1
f (x)(fα ∗ fβ ∗ fγ )(x) dx.
(5)
M f (α, β) =
f 3L1 R2
This formulation is not computationally appealing, but fortunately M f can be
computed using the Fourier transform fˆ as

1
fˆ(−ξ)fˆ(αξ)fˆ(βξ)fˆ(γξ) dξ.
M f (α, β) =
fˆ(0)3 R2
These two examples illustrate the application of the multiscale framework in
constructing aﬃne invariants. Further examples could include generalized aﬃne
invariant moments, multiscale autoconvolution histograms, and ridgelet-based
aﬃne invariants. The basic idea of applying the multiscale framework is similar
in all the examples, although the preprocessing and the computation of the
actual invariant characteristics may diﬀer.

3

The New Approach

All the multiscale aﬃne invariants presented above perform the combination
Gf of scaled images by using convolutions or pointwise products. These operations, which have a linear character, seem to behave robustly under noise, but
in many applications they can compromise the discriminability of the methods.
For this reason, better performance might be achieved by using other, nonlinear
functionals in the combination of the scaled images.
We propose here to replace the products in the earlier constructions by pointwise comparison operations. This approach is motivated by the excellent
performance of the local binary patterns (LBP) [9], where similar comparison operations were used to construct highly discriminative texture descriptors.
Another motivation is the fact that comparison operations perform well under
illumination distortions, which are very common in real applications. We demonstrate the new approach in two cases, based on similar formulations as in SMA
and MSA.
3.1

Invariant Based on Comparison of Scaled Images

The ﬁrst new invariant is analogous to SMA. However, instead of two scales we
take only one, and we replace the product by the comparison operation
Gf (x) = Gα f (x) = X(f (x), f (αx + (1 − α)μ(f ))),

(6)
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Construct binary codes

f(x)

Build a histogram

f(αnx)>f(x)

...

f(α ix)
f(α ix)>f(x)

f(α1x)>f(x)
f(α2x)>f(x)

...

Pointwise comparison operation

....

101101102 = 18210

Fig. 2. Illustration of the process for generating the invariant histograms

where α ∈ R and μ(f ) is the image centroid, and

1 if a > b,
X(a, b) =
0 otherwise.

(7)

It is easy to show that G(f ◦ A −1 )(x) = Gf (A −1 (x)), which was required in the
multiscale framework. Now one could simply compute the normalized integral
from the binary image Gf to form the aﬃne invariant. However, this would
destroy the spatial information in Gf , and one would need to use many diﬀerent
α values to achieve desired discriminability. Instead, we propose to compute
Gα f (x) with only a few diﬀerent α values, say α1 , α2 , . . . , αn , and then to use
a binary code construction as in LBP to combine all the information to a new
function
Bf (x) = Bα1 ,...,αn f (x) = Gα1 f (x) + Gα2 f (x) · 2 + . . . + Gαn f (x) · 2n−1 . (8)
The function Bf has integer values from 0 to 2n − 1, and it completely encodes the information in the functions Gα1 f, . . . , Gαn f . It follows immediately
that B(f ◦ A −1 )(x) = Bf (A −1 (x)), so also Bf fulﬁlls the requirement of aﬃne
relationship in the multiscale framework. Thus, to compute the ﬁnal aﬃne invariant, one could just evaluate the normalized integral of Bf . This approach,
however, does not make sense, since the diﬀerent combinations would have an
uneven impact to the resulting invariant value. Instead we construct a histogram
HSf (k), with 2n − 2 bins, from nonzero values of Bf , and we normalize the histogram so that the sum over all bins is equal to one. Compared to the direct
integration of Gα f , this makes it possible to preserve the relative spatial arrangements in the functions Gα1 f, . . . , Gαn f . The construction of the invariant
is illustrated in Figure 2.
3.2

Invariant Based on Comparison of Image and Its Scaled
Autoconvolution

The previous construction has the disadvantage that one needs to eliminate the
translation by computing the image centroid. Also, it shares the same incompleteness issues as SMA [7]. For these reasons, we base the next construction on
a formulation which is similar to MSA. Consider the convolution of two scaled
representations of f as
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1
(fα ∗ f1−α )(x).
f L1

Here α ∈ R and fa (x) = a−2 f (x/a). It is easy to see that C(f ◦ A −1 )(x) =
Cf (A −1 (x)), and Cf is an aﬃne covariant operator.
We take the functions Cα f as a basis for the new invariant, and use comparison
operations for combining them. If X is the comparison operator in (7), we deﬁne
Gα f (x) = X(f (x), Cα f (x)).

(9)

It immediately follows that Gα (f ◦ A −1 )(x) = Gα f (A −1 (x)), and the requirement in the multiscale approach is satisﬁed. With each α value we get a binary
image Gα f , and we use these binary images in the expression (8) to get Bf . One
may then form a normalized histogram of Bf as in the preceding invariant. The
resulting histogram is denoted by HM f (k).

4

Implementational Issues

Evaluating HS can be done similarly as SMA [7], with a few straightforward
modiﬁcations. Basically the only diﬀerences are that instead of a product we
use a comparison operation, which is then followed by the binary coding, and
the histogram operation instead of the sum. It is also possible to apply a similar
interpolation scheme as in SMA, where the interpolation grid is designed so that
all the required samples are computed at once. This gave a signiﬁcant speed
advantage in SMA. Due to the very similar implementations, HS is almost as
eﬃcient to evaluate as SMA. The only diﬀerence is the histogramming, which is
slightly slower than summing. It is easy to show that the asymptotical complexity
for an N × N image is O(N 2 ) for both HS and SMA.
The computation of HM is similar to MSA [6]. However, the product in MSA
can be handled in Fourier domain, which is not possible for the comparison operation. The convolution involved in (9) can still be evaluated using the Fourier
transform, and we also have the advantage that if 0 < α < 1 the Fourier transform does not have to be zero padded for accurate evaluation. In addition to
this, we need to select a way to perform the scaling to produce f (x/α) and
f (x/(1 − α)). We could do this also in Fourier domain, but as in MSA, better
results are achieved by scaling in the spatial domain before taking the Fourier
transform. The ﬁnal asymptotical complexity of the method is the same as in
discrete Fourier transform, i.e. O(N 2 log N ).
The Matlab programs which were used to evaluate both HS and HM are
available at the website: http://www.ee.oulu.fi/research/imag/cmp_inv/.

5

Experiments

In this section we assess the two new invariants HS and HM in classiﬁcation experiments and compare their performance to MSA, MSA histograms
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Fig. 3. Examples of the proposed aﬃne invariant histograms. The ﬁrst row has histograms HS for images 1 and 2, and the absolute diﬀerence between these. The second
row has the same data for the histograms HM .

[8], SMA, and aﬃne invariant moments (AMI) [2]. We start by giving some
examples of the invariant histograms HS and HM in Figure 3. The scaling
parameters used with HS were {0.6, 0.7, 0.8, 0.9, 1.1, 1.2, 1.3, 1.4} and with HM
{0.02, 0.055, 0.09, 0.11, 0.16, 0.205, 0.35, 0.45}. The same parameters are also used
in the classiﬁcation experiments later. Notice the slight diﬀerences between histograms for images 1 and 2, which are due to nonaﬃne discretization errors.
In the classiﬁcation experiments, we selected the parameters for comparison methods so that they have approximately the same computational load
as the corresponding new methods. In the case of MSA we used 5 invariants
with (α, β) = {(−0.1, 0.1), (−0.1, 0.3), (−0.2, 0.2), (−0.2, 0.4), (−0.3, 0.4)},
and in the case of SMA 10 invariants with (α, β) = {(−1, −1), (−1, −0.25),
(−1, 0.75), (−0.75, −0.5), (−0.75, 0.5), (−0.5, −0.5), (−0.5, 0.5), (−0.25, −0.25),
(−0.25, 0.75), (0.25, 0.5)}. In addition to these we also computed the MSA and
SMA with a larger amount of features, namely 19 for MSA and 36 for SMA. For
other comparison methods we selected the MSA histogram with (α, β) = (−0.1,
0.3) and AMI with 60 independent invariants. We will refer to these methods
as MSA5, SMA10, MSA19, SMA36, MSAhist, and AMI, respectively. Since the
methods except for HS are not illumination invariant, we normalized the images
so that they have mean 128 and standard deviation 30. The classiﬁcation was
performed using a simple nearest neighbor classiﬁer, where the distance measure
was the histogram intersection for the histogram approaches and the Euclidean
distance for the others. The calculation of Euclidean distance was preceded by
PCA decorrelation and dimension reductions in order to enhance the classiﬁcation performance.
In the ﬁrst experiment we classiﬁed 256 × 256 gray-scale images of postcards,
obtained from photographs taken from diﬀerent viewing angles. The training
set included one image from each of the 50 diﬀerent postcards and the test set
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Fig. 4. Some examples of training images (ﬁrst row) and angle distorted images (second
row)

included 175 images of the same postcards taken from various angles in natural
light. The camera we used was Canon EOS 10D with EF 17-40mm F/4L USM
lens. The resulting classiﬁcation problem is not easy, since in addition to the
aﬃne deformations, the test images are subjected to many other distortions due
to real photographing conditions. Some examples of the training and test images
are shown in Figure 4. The achieved classiﬁcation results are given in Table 1,
along with the approximate computation times per one 256 × 256 image. The
results indicate that HS has the clearly the best performance if we take into
account the computation time and the classiﬁcation accuracy. The diﬀerence
is especially large compared to SMA. Also HM performs well, outperforming
MSA5 and MSA histograms in classiﬁcation. With 19 features for MSA we were
able to achieve better recognition, but with a signiﬁcantly larger computational
load.
Table 1. Classiﬁcation error percents under real view angle distortions
HS HM MSA5 MSA19 MSA hist. SMA10 SMA36 AMI
Classiﬁcation error 3.4 % 5.7 % 22.9 % 3.4 % 27.4 % 36.6 % 26.3 % 65.7 %
Execution time
1.08 s 1.89 s 2.42 s 11.40 s 0.19 s
2.62 s 5.09 s 0.29 s

Table 2. Classiﬁcation error percents under illumination distortions
HS HM MSA19 SMA36
Underexposure by 1.5 apertures 2.4 % 2.4 % 1.6 % 10.4 %
Underexposure by 3 apertures 4.0 % 5.6 % 0.0 % 11.2 %

Table 3. Classiﬁcation error percents under heavy illumination and noise distortions
HS
HM MSA19 SMA36
Underexposure by 2 and ISO 3200 24.0 % 30.0 % 2.0 % 4.0 %
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Fig. 5. Examples of illumination distorted images. With the images on ﬁrst row the
underexposure is 1.5 apertures and on the second row 3 apertures.

We continued by introducing more distortions to the image. First we added
illumination distortions by taking a new set of 125 test photos, underexposing
them ﬁrst by 1.5, and then by 3 aperture steps of the camera. The changes in the
viewing angle were kept quite small in this experiment. Some examples of the
new test sets are shown in Figure 5. The results of this experiment are illustrated
in Table 2. We omitted the MSA5, MSA histogram, SMA10, and AMI methods
from this experiment due to their high error rates in the ﬁrst experiment. It
can be observed that all the tested methods, except SMA36, are very tolerant to
illumination changes. As expected, MSA with 19 invariants works quite robustly,
but similar results are achieved with HS and HM with only a small fraction of
the required computational load. In the case of HS there was also no need to
perform illumination normalization, which simpliﬁes the overall procedure.
As a ﬁnal illustration we created one more test set of 50 images, by underexposing by 2 aperture steps and increasing the sensitivity (ISO) value of the
camera to 3200. The resulting images were severely distorted by noise. The results of this experiment are shown in Table 3. The new methods, which are based
on comparison operations, react to the substantial changes in gray-scale values
more strongly than MSA and SMA which use product operations. In many cases,
reactivity is a desirable feature of the method, but in this experiment robustness
leads to better results. The experiment clearly illustrates the trade-oﬀ between
robustness and discriminability.

6

Conclusions

In this paper we introduced a novel way of creating aﬃne invariants from the
multiscale framework by applying comparison operations and binary coding. The
application of these nonlinear operations oﬀered a new way to increase the discriminability of the invariants. The simplicity of the new operations made the
proposed methods eﬃcient to evaluate. The experiments performed indicated
that using already a few scales in the construction of the invariants can outperform similar approaches with linear functionals. The amount of features in the
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traditional methods had to be drastically increased to achieve even comparable
results. In addition to the two examples provided here, we expect that similar
nonlinear constructions can be applied to other multiscale invariants.
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Abstract. This paper focuses on fuzzy image denoising techniques. In
particular, we develop a new fuzzy impulse noise detection method. The
main diﬀerence between the proposed method and other state-of-the-art
methods is the usage of the colour components for the impulse noise detection method that are used in a more appropriate manner. The idea
is to detect all noisy colour components by observing the similarity between (i) the neighbours in the same colour band and (ii) the colour
components of the two other colour bands. Numerical and visual results
illustrate that the proposed detection method can be used for an eﬀective
noise reduction method.

1

Introduction

Reduction of noise in digital images is one of the most basic image processing operations. Recently a lot of fuzzy based methods have shown to provide
eﬃcient image ﬁltering [1,2,3,4,5,6,7]. These fuzzy ﬁlters are mainly developed
for images corrupted with fat-tailed noise like impulse noise. Although these
ﬁlters are especially developed for greyscale images, they can be used to ﬁlter
colour images by applying them on each colour component separately. This approach generally introduces many colour artefacts mainly on edge and texture
elements. To overcome these problems several nonlinear vector-based approaches
were successfully introduced [8,9,10,11,12,13,14,15,16,17,18,19]. Nevertheless all
these vector-based methods have the same major drawbacks, i.e. (i) the higher
the noise level is the lower the noise reduction capability is in comparison to
the component-wise approaches and (ii) they tend to cluster the noise into a
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larger array which makes it even more diﬃcult to reduce. The reason for these
disadvantages is that the vector-based approaches consider each pixel as a whole
unit, while the noise can appear in only one of the three components.
In this paper another colour ﬁltering method is proposed. As in most other
applications we use the RGB colour space. The main diﬀerence between the
proposed method and other state-of-the-art methods is the usage of the colour
components for the impulse noise detection. The idea behind this detection phase
is to detect all colour components which are dissimilar (i) to the neighbours
in the same colour band and (ii) to the colour components of the two other
colour bands. The proposed method illustrates the advantage of using the colour
information in a more appropriate way to improve the noise reduction method.
This work should also stimulate more research in the ﬁeld of colour processing
for image denoising.
The paper is organized as follows: in section 2 the new colour based impulse
noise detection method is explained. A noise reduction method that uses the
performed detection is described in section 3. Section 4 illustrates the performance of the proposed method in comparison to other state-of-the-art methods
and the conclusions are ﬁnally drawn in section 5.

2

Fuzzy Impulse Noise Detection

In this section a novel fuzzy impulse noise detection method for colour images
is presented. In comparison to the vector-based approaches the proposed fuzzy
noise detection method is performed in each colour component separately. This
implies that a fuzzy membership degree (within [0, 1]) in the fuzzy set noisefree will be assigned to each colour component of each pixel. When processing
a colour, the proposed detection method examines two diﬀerent relations between the central colour and its neighbouring colours to perform the detection:
it is checked both (i) whether each colour component value is similar to the
neighbours in the same colour band and (ii) whether the value diﬀerences in
each colour band corresponds to the value diﬀerences in the other bands. In the
following, the method is described in more detail.
Since we are using the RGB colour-space, the colour of the image pixel at
position i is denoted as the vector Fi which comprises its red (R), green (G),
and blue (B) component, so Fi = (FiR , FiG , FiB ). Let us consider the use of a
sliding ﬁlter window of size n × n, with n = 2c + 1 and c ∈ N, which should be
centered at the pixel under processing. The colours within the ﬁlter window are
indexed according to the scheme shown in Figure 1 for the 3 × 3 case. For larger
window sizes the indexing will be performed in an analogous way. The colour
pixel under processing is always represented by F0 = (F0R , F0G , F0B ).
First, we compute the absolute value diﬀerences between the central pixel F0
and each colour neighbour as follows:
ΔFkR = |F0R − FkR |, ΔFkG = |F0G − FkG |, ΔFkB = |F0B − FkB |

(1)
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Fig. 1. Vector index in the ﬁlter window

where k = 1, . . . , n2 − 1 and ΔFkR , ΔFkG , ΔFkB denote the value diﬀerence with
the colour at position k in the R, G and B component, respectively. Now, we
want to check if these diﬀerences can be considered as small. Since small is a
linguistic term, it can be represented as a fuzzy set [20]. Fuzzy sets in turn can be
represented by a membership function. We compute the membership degree in
the fuzzy set small1 using the 1 − S-membership function [20] over the computed
diﬀerences. This function is deﬁned as follows
⎧
1
if x < α1
⎪
⎪
2

⎪
⎪
1
⎨ 1 − 2 x−γ1
if α1 < x < α1 +γ
γ1 −α1
2
2

1 − S(x) =
(2)
⎪
α1 +γ1
x−α1
⎪
2
if
<
x
<
γ
⎪
1
γ
−α
2
⎪
1
1
⎩
0
if x > γ1
where we have experimentally found that α1 = 10 and γ1 = 50 receive satisfying
results in terms of noise detection. In this case we denote 1 − S by S1 , so that
S1 (ΔFkR ), S1 (ΔFkG ), S1 (ΔFkB ) denote the membership degrees in the fuzzy set
small1 of the computed diﬀerences with respect to the colour at position k. Now,
we use the values S1 (ΔFkR ), S1 (ΔFkG ), S1 (ΔFkB ) for k = 1, . . . , n2 − 1 to decide
whether the values F0R , F0G and F0B are similar to its component neighbours.
The calculation of the membership degree in the fuzzy set noise-free is illustrated
for the R component only but is performed in an analogous way for the G and
B component. Because of the noise some of the neighbours could be corrupted
with noise and therefore the values of S1 (ΔFkR ) for k = 1, ..., n2 − 1 are sorted
in descending order so that only the most relevant diﬀerences are considered.
R
).
The value occupying the j-th position in the ordering is denoted by S1 (ΔF(j)
Next, the similarity to the neighbour values is determined by checking that the
value diﬀerence should be small with respect to, at least, a certain number K
of neighbours. The number K of considered neighbours will be a parameter of
the ﬁlter and its importance is discussed in section 4. So, we apply a fuzzy
conjunction operator (fuzzy AND operation represented here by the triangular
product t-norm [21,22]) among the ﬁrst K ordered membership degrees in the
fuzzy set small1 . The conjunction is calculated as follows:
μR =

K


R
S1 (ΔF(j)
),

(3)

j=1

where μR denotes the degree of similarity of F0R with respect to K of its neighbours in the most favourable case. Notice that in the case that F0R is noisy a
low similarity degree μR should be expected.
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The next step of the detection process is to determine whether the observed
diﬀerences in the R component of the processed colour corresponds to the same
observations in the G and B component. We want to check if these diﬀerences
agree at least for a certain number K of neighbours. Then, for each neighbour
we compute the absolute value of the diﬀerence between the membership degrees
in the fuzzy set small1 for the red and the green and for the red and the blue
components, i.e. |S1 (ΔFkR ) − S1 (ΔFkG )| and |S1 (ΔFkR ) − S1 (ΔFkB )|, where k =
1, . . . , n2 − 1, respectively. Now, in order to see if the computed diﬀerences are
small we compute their fuzzy membership degrees in the fuzzy set small2 . A 1−Smembership function is also used but now we used α2 = 0.10 and γ2 = 0.25,
which also have been determined experimentally. In this case we denote the
membership function as S2 . So we calculate
= S2 (|S1 (ΔFkR ) − S1 (ΔFkG )|),
μRG
k
μRB
= S2 (|S1 (ΔFkR ) − S1 (ΔFkB )|),
k

(4)

and μRB
denote the degree in which the observed diﬀerence in the red
where μRG
k
k
component is similar to the observed diﬀerence in the green and blue components
with respect to the colour located at position k, respectively. Now, since we want
to require that the diﬀerences are similar with respect to at least K neighbours,
and μRB
are also sorted in descending order, where μRG
the values of μRG
k
k
(j)
and μRB
(j) denote the values ranked at the j-th position. Consequently, the joint
similarity with respect to K neighbours is computed as
μRG =

K

j=1

μRG
(j) ,

μRB =

K


μRB
(j) ,

(5)

j=1

where μRG and μGB denote the degree in which the observed diﬀerences for
the red component are similar to the observed diﬀerences in the green and blue
components, respectively. Notice that if F0R is noisy and F0G and F0B are not,
then the observed diﬀerences can hardly be similar and therefore, low values of
μRG and μRB are expected.
Finally, the membership degree in the fuzzy set noise-free for F0R is computed
using the following fuzzy rule 1
Fuzzy Rule 1. Deﬁning the membership degree N FF0R for the red component
F0R in the fuzzy set noise-free:
IF μR is large AND μRG is large AND μG is large OR
μR is large AND μRB is large AND μB is large
THEN the noise-free degree of F0R is large
A colour component is considered as noise-free if (i) it is similar to some of
its neighbour values (μR ) and (ii) the observed diﬀerences with respect to some
of its neighbours are similar to the observed diﬀerences in some of the other
colour components (μRG and μGB ). In addition, the degrees of similarity of the
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(a)

(b)

(c)

(d)

Fig. 2. An example of the proposed noise detection performance, with (a)-(d) Detail of
the “Lena” image contaminated with 10% random-value impulse noise in each colour
channel, and the computed noise-free degrees. Dark/white points indicate high/low
noise-degree, respectively.

other components values with respect to their neighbour values, i.e. μG and
μB , are included so that a probably noisy component (with a low μG or μB
value) can not be taken as a reference for the similarity between the observed
diﬀerences. The fuzzy rule 1 contains four conjunctions and one disjunction. In
fuzzy logic triangular norms and co-norms are used to represent conjunctions
and disjunctions [21,22], respectively. Since we use the product triangular norm
to represent the fuzzy AND (conjunction) operator and the probabilistic sum
co-norm to represent the fuzzy OR (disjunction) operator the noise-free degree
of F0R which we denote as N FF0R is computed as follows:
N FF0R = μR μRG μG + μR μRB μB − μR μRG μG μR μRB μB .

(6)

Notice that all the variables in the antecedent of the fuzzy rule 1 are already
appropriate fuzzy values, so that no fuzzyﬁcation is needed. Moreover, since we
aim at computing a fuzzy noise-free degree, any defuzzyﬁcation is neither needed.
Analogously to the calculation of the noise-free degree for the red component
described above, we obtain the noise-free degrees of F0G and F0B denoted as
N FF0G and N FF0B as follows
N FF0G = μG μRG μR + μG μGB μB − μG μRG μR μG μGB μB ,
B RB R

N FF0B = μ μ

μ −μ μ

B GB G

μ +μ μ

(7)

B RB R B GB G

μ μ μ

μ .

In fuzzy logic, involutive negators are commonly used to represent negations.
We use the standard negator Ns (x) = 1 − x, with x ∈ [0, 1] [21]. By using this
negation we can also derive the membership degree in the fuzzy set noise for
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each colour component, i.e. NF0R = 1 − N FF0R , where N denotes the membership
degree in the fuzzy set noise. An example of the proposed detection method is
shown in Figure 2. Note that ﬁrst/last rows/columns have not been processed
in this example.

3

Image Denoising Method

Now we brieﬂy explain an image denoising method that uses the fuzzy detection
in section 2. The image is denoised so that (i) each colour component is smoothed
according to its noisy degree and (ii) the colour information is used to estimate
the output values. We propose to compute a weight for each colour component in
order to calculate a weighted averaging to obtain the output. Now we illustrate
the case of the R component but it is done in an analogous way for the G and
B components. The denoised R component is obtained as follows
n2 −1

F̂0R =

WFkR FkR

k=0
n2 −1
k=0

(8)
WFkR

where F̂0R denotes the estimated value for the R component, FkR , k = 0, ..., n2 − 1
denote the R component values in the ﬁlter window and WFkR are their respective
weights. The weight of the component being processed WF0R is set proportionally to its noise-free degree N FF0R so that it will be less weighted, and therefore
more smoothed, if its noise-free degree is lower. The weight of the neighbour
components is set inversely proportional to the noise-free degree of the component being denoised N FF0R . Therefore, the neighbours are more weighted as
N FF0R is lower. In addition, in order to take into account the colour information,
we will weigh more those components FkR for which it can be observed that FkG
is similar to F0G or that FkB is similar to F0B . The underlying reasoning is that if
two colours have similar G or B components then it is observed that the R component is also similar. Notice that in a extremely noisy situation it may happen
that WFkR = 0, ∀k and then the weighted average cannot be performed. In such
situations we perform a weighted vector median (WVM) operation, instead. In
the WVM the weight of each vector should be set according to the vector noisefree degree which is computed as the conjunction of the noise-free degree of its
RGB components.

4

Parameter Setting and Experimental Results

In this section we evaluate the performance of the proposed method and compare
it with the performance of other methods. We use the Peak Signal-to-Noise Ratio
(PSNR) [9] as objective measure to evaluate the quality of the ﬁltered images.
In order to set the K parameter of the ﬁlter we have taken diﬀerent images
and we have contaminated them with random-value impulse noise varying its
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percentage from 1% to 50% in each colour component. We have computed the
performance (PSNR) achieved by the proposed ﬁlter using a 3 × 3 ﬁlter window
for all possible values of K ∈ {1, . . . , 8}. The obtained results seem to indicate
that the most appropriate values of the K parameter are K = 2, 3. When the
images are contaminated with low-medium percentages of noise, setting K =
2, 3 makes the ﬁlter able to properly detect and reduce impulse noise while
preserving noise-free image areas, specially edges and textures. However, when
the percentage of noise is high it is observed that some clusters of similar noisy
pixels may occasionally appear in the noisy images. Using a value of K = 2, 3
may not be able to reduce clusters of noisy pixels larger than or equal to 3
or 4 pixels. This problem can be solved by using a larger value for K (maybe
K = 4, 5), but in this case the performance for low densities of noise would be far
from optimal because the detail-preserving ability is not so good as it is for lower
values of K. Instead of this, we propose to perform a ﬁltering based on a twostep approach. In the ﬁrst step the noisy image is ﬁltered using a 3 × 3 window
and K = 2. In this step, isolated noisy pixels are reduced while uncorrupted
edges and details are properly preserved. In the second step, the image is now
ﬁltered using a 5×5 window and K = 5. This step is intended to remove possible
clusters of noisy pixels that may still remain in the image.
In the following the performance of the proposed ﬁltering procedure, which
we will entitle as impulse noise reduction method (INR), is compared to the
performance of other state-of-the-art ﬁlters. The set of ﬁlters chosen for the
comparison includes some ﬁlters for grayscale images applied in a component
wise way (UF [19] and FRINRM [6]) and some colour image ﬁlters (VMF [11],
PGSF [15], FISF [16] and FIDRMC [7]). Notice that some of the mentioned
ﬁlters are also based on fuzzy concepts (FRINRM, FISF and FIDRMC). We
have used the three well-known images Baboon, Boats and Parrots for the tests.
These images have been corrupted with diﬀerent percentages of random-value
impulse noise in each colour channel. We have used the following percentages:
5%, 10%, 15%, 20%, 25%, 30%, 40%.
Since the proposed method uses a two-step procedure we have also ﬁltered the
test-images with the proposed ﬁlters using an analogous two-step design. The
ﬁrst step uses a 3×3 ﬁlter window where we used the (optimal) parameter setting
suggested in the corresponding works. After the ﬁrst step we have performed a
second step where we use a 5 × 5 window size and where the corresponding
(optimal) parameters are changed accordingly to the number of pixels in the
window. In Tables 1-2 we have illustrated the PSNR performance achieved by all
ﬁlters. The performance of the state-of-the-art methods included in the tables
corresponds with the best performance achieved by the ﬁrst or second step.
Numbers followed by a ∗ indicate that the best performance is achieved in the
ﬁrst step. If no ∗ is used then the best performance is achieved by the second
step. Some outputs of the ﬁlters for visual comparison are included in Figure
3 using a detail of the Parrots image corrupted by 15% of noise in each colour
channel. From these results we can make the following conclusions:
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Table 1. Some experimental results for comparison in terms of PSNR using the Baboon
image corrupted with diﬀerent densities of random-value impulse noise
Filter

5%
PSNR
None 21.98
VMF 22.95∗
PGSF 25.22∗
FISF 25.29∗
FIDRMC 26.09∗
UF
24.17∗
FRINRM 29.12∗
INR
30.64∗

10%
PSNR
18.95
22.68∗
24.00∗
24.08∗
25.48∗
23.94∗
26.85∗
28.88∗

15%
PSNR
17.18
22.35∗
22.83∗
23.33∗
24.72∗
23.65∗
25.25
27.03

20%
PSNR
15.95
21.93∗
22.04
22.96∗
24.02∗
23.37∗
24.55
25.99

25%
PSNR
15.01
21.70
21.51
22.39∗
23.30∗
23.07∗
23.75
25.09

30%
PSNR
14.18
21.46
20.95
21.75∗
22.86
22.72∗
22.82
24.24

40%
PSNR
12.97
20.77
19.66
20.74
21.85
21.95
20.29
22.61

Table 2. Some experimental results for comparison in terms of PSNR using the Boat
image corrupted with diﬀerent densities of random-value impulse noise
Filter

5%
PSNR
None 21.75
VMF 30.28∗
PGSF 33.42∗
FISF 31.63∗
FIDRMC 34.25∗
UF
33.08∗
FRINRM 36.80∗
INR
38.48∗

10%
PSNR
18.78
29.42∗
30.30∗
30.14∗
32.41∗
32.13∗
32.38
34.77∗

15%
PSNR
16.99
28.20∗
28.45
29.01∗
31.00
31.32∗
31.28
32.84

(a) PSNR = 16.50 (b) PSNR = 26.38∗

(e) PSNR = 29.36

(f) PSNR = 28.01∗

20%
PSNR
15.79
26.70∗
27.24
27.80∗
29.79
30.46∗
30.10
31.36

25%
PSNR
14.82
26.11
26.08
26.73∗
29.05
29.65∗
28.88
30.31

30%
PSNR
13.99
25.46
24.64
25.16∗
27.95
28.67∗
27.14
29.10

40%
PSNR
12.73
23.81
22.08
23.87
25.80
26.79
23.07
26.37

(c) PSNR = 26.39 (d) PSNR = 27.47∗

(g) PSNR = 29.99

(h) PSNR = 30.80

Fig. 3. Visual comparison of ﬁlters performance. (a) Detail of Parrots image with 15%
of random-value impulse noise in each colour channel and outputs from (b) VMF, (c)
PGSF, (d) FISF, (e) FIDRMC, (f) UF, (g) FRINRM and (h) INR.
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– The proposed method generally receives the best PSNR values, which indicates that the proposed method receives the best ﬁltering capability. Other
ﬁlters such as the UF, may eventually receive slightly better PSNR values
however, from the visual results we illustrate that the other methods have
some important disadvantages in comparison to the proposed method.
– From the images we observe the main problem of the ﬁltering algorithms that
are applied component-wise, i.e. they even introduce (impulse like) colour
artefacts in heterogeneous areas like edges or ﬁne texture areas. By processing each component separately it often happens that colour component
diﬀerences were destroyed.
– The vector based approaches do not introduce artefacts but tend to cluster the noise in larger areas, as in the case of PGSF. This makes it much
more diﬃcult to reduce the remaining noise. Additionally we observe that
the results from the vector based approaches tend to make the images much
blurrier (smoother) than the other methods so that important image structures are destroyed.
– The best visual results were obtained by the proposed method. We observe
that the proposed method reduces the noise very well, while preserving the
colour information and the important image features like edges and textures.
From both the numerical and visual results we can conclude that the proposed
method can be advised for reducing random-value impulse noise in colour images
since it generally outperforms other state-of-the-art methods.

5

Conclusion

In this paper a new fuzzy ﬁlter for impulse noise reduction in colour images is
presented. The main diﬀerence between the proposed method (denoted as INR)
and other classical noise reduction methods is that the colour information is
taken into account in a more appropriate way (i) to develop a better impulse
noise reduction method and (ii) to develop a noise reduction method which
reduces the noise eﬀectively. The advantages of the proposed method are (i) it
reduces random-value impulse noise (for low and high noise levels) eﬀectively,
(ii) it preserves edge sharpness and (iii) it doesn’t introduce blurring artefacts
or new colours artefacts in comparison to other state-of-the art methods. This
method also illustrates that colour images should be treated diﬀerently than
grayscale images in order to increase the visual performance. Also, this method
could possibly be extended to process multispectral images produced by so many
satellites.
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Abstract. High-level understanding of motion events is a critical task
in any system which aims to analyse dynamic human-populated scenes.
However, current tracking techniques still do not address complex interaction events among multiple targets. In this paper, a principled eventmanagement framework is proposed, and it is included in a hierarchical
and modular tracking architecture. Multiple-target interaction events,
and a proper scheme for tracker instantiation and removal according to
scene events, are considered. Multiple-target group management allows
the system to switch among diﬀerent operation modes. Robust and accurate tracking results have been obtained in both indoor and outdoor
scenarios, without considering a-priori knowledge about either the scene
or the targets based on a previous training period.

1

Introduction

High-level event understanding is a complex and essential task in any Image
Sequence Evaluation (ISE) system [10,3]. This transforms image-sequence data
into semantic descriptions; subsequently, these descriptions are processed, and
the system reacts in terms of signal triggers or conceptual terms. Such a system
could perform a smart video surveillance, an intelligent gestural user-computer
interface, or any other application in orthopedics and athlete performance analysis, natural-language scene description, or computer animation [1,5,7].
A robust and accurate multiple-people tracking is a crucial component of any
ISE system. However, a proper event detection and management is critical for
tracking success. Further, this provides a valuable knowledge to achieve scene
understanding. Thus, complex event management requires (i) considering simultaneously multiple target interactions, specially when no assumption is made
with respect to the targets’ trajectories; and (ii), since in an open-world scenario targets can enter and exit the scene, a procedure has to be implemented
to reliably perform tracker instantiation and removal.
Despite this interest and the increasing number of proposed algorithms which
deal with multiple interacting targets in open-world scenarios, this still constitutes an open problem which is far from been solved. Yang et al. [14] proposed
a system with some similarities to ours, albeit grouped targets are not independently tracked and no complex situation —for instance, those in which a group of
more-than-two members split— can satisfactorily be tackled. The cues and models used are essentially diﬀerent. Wu et al. [13] address occlusions events within
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 502–511, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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a Particle Filter (PF) framework by implementing a Dynamic Bayesian Network
(DBN) with an extra hidden process for occlusion handling. BraMBLe [6] is an
interesting approach to multiple-blob tracking which models both background
and foreground using Mixtures of Gaussians (MoG). However, no model update
is performed, there is a common foreground model for all targets, and suﬀers for
the curse of dimensionality, as all PF-based methods which tackle multiple-target
tracking combining information about all targets in every sample. Alternatively,
several approaches take advantage of 3D information by making use of a known
camera model and assuming that agents move on a known ground plane. These
and other assumptions relative to a known Sun position or constrained standing
postures allow the system presented in [15] to initialise trackers on people who
do not enter the scene isolated.
Simultaneous tracking of numerous target has been just recently considered
[9]. This forces tracking systems to tackle more complex interacting events than
before. In this paper, a principled event-management framework is proposed, and
it is included in a hierarchical and modular tracking architecture. Multiple-target
interaction events are handled by means of a state machine, which consider all
possible grouping conﬁguration. This is crucial in order to achieve successful performances, by allowing the system to switch among diﬀerent tracking approaches
depending on the current event [8]. Further, a proper scheme for tracker instantiation and removal is proposed, which is basic in open-world applications.
The remainder of this paper is organized as follows. Section 2 outlines the system architecture. Section 3 details the event management approach. Section 4
shows some experimental results obtained from well-known databases, and ﬁnally, section 5 summarises the conclusions, and proposes future-work lines.

2

Tracking Framework

Due to the inherent complexity involved in non-supervised multiple-human tracking, a structured framework is proposed to accomplish this task. We take advantage of the modular and hierarchically-organised system published in preliminary
works [4,12]. This is based on a set of co-operating modules distributed in three
levels. These levels are deﬁned according to the diﬀerent functionalities to be performed, namely target detection, low-level tracking, and high-level tracking, see
Fig. 1. A remarkable characteristic of this architecture is that the tracking task is
split into two levels: a lower level based on a short-term blob tracker, and a longterm high-level appearance tracker. The latter automatically builds and tunes
multiple appearance models, manages the events in which the target is involved,
and selects the most appropriate tracking approach according to these.
In general, reliable target segmentation is critical in order to achieve an accurate feature extraction without considering any prior knowledge about potential
targets, specially in dynamic scenes. However, complex interacting agents who
move through cluttered environments require high-level reasoning. Thus, our
proposal combines in a principled architecture both bottom-up and top-down
approaches: the former provides the system with initialisation, error-recovering

504

D. Rowe et al.

Fig. 1. System architecture. It represents the current frame, Zt represents the observations, Xt the target’s low-level state, and St the target’s high level state. Matching
results are explained in the text.

and simultaneous modelling and tracking capabilities, while the latter builds the
models according to a high-level event interpretation, and allows the system to
switch among diﬀerent operation modes.
The ﬁrst level performs target detection. First, the segmentation task is accomplished following a statistical colour background-subtraction approach. Next,
the obtained image masks are ﬁltered, and object blobs are extracted. Each blob
is labelled, their contours are computed, and they are parametrically represented.
Consequently, the spurious structural changes that they may undergo are constrained. These include target fragmentation due to camouﬂage, or the inclusion
of shadows and reﬂections. Moreover, this representation can be handled by the
low-level tracker, thereby ﬁltering the target state and reducing also these effects. An ellipse representation —which keeps the blob ﬁrst and second order
moments— is chosen [2,11]. Thus, the j -observed blob at time t is given by the
vector ztj = xtj , yjt , htj , wjt , θjt , where xtj , yjt represent the ellipse centroid, htj , wjt
are the major and minor axes, respectively, and the θjt gives the angle between
the abscissa axis and the ellipse major one. Low-level trackers establish coherent
target relations between frames by setting correspondences between observations
and trackers, and by estimating new target states according to the associated
observations using a bank of Kalman ﬁlters. Finally, the track-management module (i) initiates tentative tracks for those observations which are not associated;
(ii) conﬁrms tracks with enough supporting observations; and (iii) removes lowquality ones. Results are forwarded to high-level trackers, and fed back to the
measure-validation module. See [4] for details.
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A high-level tracker is instantiated whenever a low-level track is ﬁrst conﬁrmed. Hence, tracking events can be managed. This allows target tracking even
when image segmentation is not feasible, and low-level trackers are removed, such
as during long-duration occlusions or grouping. As a result of the tracker matching, three cases are considered: (i) if the track is stable, the target appearance
is computed and updated, see matching result (1) in Fig. 1; (ii) those high-level
trackers which remain orphans are processed to obtain an appearance-based data
association, thereby establishing correspondences between lost high-level trackers and new ones, see matching result (2). The details of this procedure can be
found in [12]; and, (iii) those targets which have no correspondence are tracked in
a top-down process using appearance-based trackers, see matching result (3). An
event module determines what is happening within the scene, such as a target
is grouping or it is entering into the scene. These results are fed back, thereby
allowing low-level and high-level tracker matching. The aim of this paper is to
propose an approach for event management.

3

Event Management

Multiple-people tracking requires considering potential target interactions among
them, specially when no assumption is made with respect to their trajectories.
These interactions will be referred in the following as interaction events. Further,
in open worlds targets can enter and exit the scene, or a Region Of Interest (ROI)
deﬁned on it. These events will be referred as scene events, and they have an important role in matching low-level and high-level trackers, and in managing the
latters. Both types of events will be managed as follows.
3.1

On Interaction Events

A proper detection of these events is crucial to achieve successful performances,
since a diﬀerent tracking approach must be used in each case. On the one hand,
whenever a detected blob clusters more than one target, tracking by motion detection is no longer feasible, and no accurate target position can be obtained. On
the other hand, appearance-based trackers suﬀer from a poor target localisation,
and therefore they are not the optimal choice when an appropriate detection can
be performed. Thus, by detecting these events, several operation modes could be
introduced and properly selected. Further, this represents a signiﬁcant knowledge
which can be used for scene understanding.
Two targets are said to be in-collision when their safety areas superpose
themselves. These areas are deﬁned according to the targets’ sizes. Thus, the
following states are deﬁned: (i) a target is considered as single if it does not
collide with any other target within the scene; (ii) targets are said to be grouping
if they do collide, but no group is being tracked in their area; (iii) targets are
considered as grouped if they collide, they are over a group tracker area, and the
group tracker is currently associated with an observation; (iv) ﬁnally, trackers
are said to be splitting once the group has no longer an observation, but they
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Fig. 2. Target state coding

do still collide. The frame rate is supposed to be high enough so that a target
cannot change from grouped to single without ever being splitting.
Unfortunately, the above-presented classiﬁcation does not suﬃce in complex
scenarios where clusters of more than one target may be formed; for instance,
one target could be grouping with a second one at the same time as splitting
from a third one. Hence, the aforementioned scheme should be generalised by
taking into account multiple and diﬀerent target interactions.
The interaction state is coded using a three-bit vector, where each bit point
outs whether the target is grouping, grouped or splitting. When every bit is set
to zero, the target’s state is single. Otherwise, the state could be a mixture of
the previously deﬁned situations. Secondly, several attributes are associated with
each state. These point out relevant information to solve queries about current
interaction events: which targets are interacting, which ones are simultaneously
grouping and splitting, with which targets are they grouping, etc. Two cases
are distinguished, depending on whether the tracker tracks a target or a group
of them. In the ﬁrst case, two lists of grouping and splitting partners are kept.
Further, the group label, if this exists, is stored. In the second one, a ﬂag pointing out that the tracker tracks a group is deﬁned. In addition, a list of grouped
targets is also kept. Thus, the eight possible states include all potential tracking situation, and these, along with the associated attributes, constitute all the
necessary knowledge to solve any query relative to target interaction, see Fig 2.
Next, several events must be taken into account in order to deﬁne state transitions. These include issues such as target collision with another target, or with
a group, whether the group has an associated observation or not, if there are
new partners in collision, or whether old ones are no longer partners.
Thus, once all targets’ positions and sizes are estimated, a collision map is
computed. The collision map is also used to determine whether a new-born
tracker represents a group: in this case, it is instantiated over a collision zone.
Then, when two single targets are colliding, and none of them is a new target,
their states change into grouping. If they also collide with a group tracker with
an associated observation, their states are set to grouped. Once the group tracker
has no longer an associated observation, but they still collide, their states change
into splitting. More complex situations can be taken into account by considering the previous and current partner list. Finally, a tracker that stop colliding
becomes single again. As an example of complex interaction, consider a target
whose state is grouped; the following events occur: (i) it is colliding with some
other targets, (ii) the group has no associated observation, and (iii) new partners
are also colliding. As a result, it changes its state into grouping and splitting.
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Fig. 3. Group management. Eight possible target states, and a state for group trackers,
are deﬁned (represented by ellipses). Interaction events are denoted by arrows. Notice
that some of the less frequent transitions are not drawn for the sake of clarity.

The state machine that models the group management is deﬁned by eight plus
one states. The formers are deﬁned for target trackers, and the latter for group
trackers. Thus, there are 56 potential transitions between target states, although
a fraction of them are not feasible according to the aforementioned assumptions.
For instance, grouped targets cannot become single, since they have to split
before. It is possible to perform changes in the attributes without this meaning
a state transition. This is the case when several targets are already grouping, and
a new one joins them. The state machine is show in Fig. 3. It should be remarked
that it is not possible to add new partners to a group without ﬁrst removing
the group and then creating a new one. This happens because new observations
won’t be assigned to the former group since both position are shape would have
undergone important changes. This is however a desirable eﬀect since the new
group would have a diﬀerent number of partners, and therefore it is actually a
diﬀerent group. Although the current proposal do not allow yet to initially track
people who do not enter into the scene isolated, it do detect them as they split
and stable trackers are instantiated over the group region.
3.2

On Scene Events

A proper handling of scene events is essential in order to achieve successful
system performances in open-world applications. In these, the number of targets within the scene is not a-priori known, and it may vary as new targets
enter the scene, or other ones exit it. By deﬁning a Region of Interest (ROI)
within the scene boundaries three aims can be achieve: (i) it is not necessary to fully process the whole image, and therefore this favours accomplishing
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Fig. 4. Scene regions. The three regions deﬁned on an image from PETS database.

real-time performances; (ii) the number of false positives can be eﬀectively reduced, by avoiding detections in non-plausible or non-interesting areas, like the
sky in a pedestrian-surveillance application; and (iii) targets can be completely
segmented.
Three regions are here deﬁned: a ROI, a security border, and non-interesting
areas. These are used to determine where targets can be detected, where lowlevel and high-level trackers can be instantiated, and when they can be removed.
The security border prevents the system from creating and removing trackers
following the same target placed on the ROI frontier.
Thus, pixel segmentation is carried out in the whole image, since targets’
sizes are not a-priori known. However, targets are only detected if the centroid
of the corresponding blob lies within the ROI or the security border. For each
detected target, a low-level tracker is instantiated. Once a low-level tracker is
conﬁrmed, a high-level tracker can be instantiated. This requires that the tracker
has an associated observation, which implies that the target centroid is within
the aforementioned area, and that the target is at least partially within the
ROI. High-level trackers are instantiated as entering, except when they come
from a group that have split. This status last until they completely lie within
the ROI. When a part of the target is partially outside the ROI and the security
border, the target is marked as exiting. The target can now either return to the
ROI, or lie completely outside the area deﬁned by the ROI and the security
border. The latter implies the tracker removal. Trackers are also removed if they
are partially in the outer zone and they are being tracked by a low-conﬁdence
appearance tracker, thereby avoiding a senseless gradient-based search when the
target has actually exited. An example is shown in Fig. 4.

4

Experimental Results

The performance of the system has been tested using sequences taken from
two well-known data-sets: the CAVIAR database1 , and PETS 2001 Test Case
Scenario2 . The former corresponds to indoor sequences which have been recorded
1
2

http://homepages.inf.ed.ac.uk/rbf/CAVIAR
http://peipa.essex.ac.uk/ipa/pix/pets
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Fig. 5. Tracking results on a indoor sequence

in a mall centre, whereas the latter contains outdoor sequences taken in a scene
which includes roads, parking places, green areas, and several buildings.
In the sequence OneLeaveShopReenter1cor (CAVIAR database, 389 frames at
25 fps, 384 x 288 pixels), two targets are tracked simultaneously, despite their being articulated and deformable objects whose dynamics are highly non-linear, and
that move through an environment which locally mimics the target colour appearance. The ﬁrst target performs a rotation and heads towards the second one, eventually occluding it. The background colour distribution is so similar to the target one that it constitutes a strong source of clutter. Furthermore, several oriented lighting sources are present, dramatically aﬀecting the target appearance
depending on its position and orientation (notice the bluish eﬀect on the ﬂoor on
the right of the corridor, and the reddish one on the ﬂoor of the left of the corridor). Thus, signiﬁcant speed, size, shape and appearance changes can be observed,
jointly with events such as people grouping, partial occlusions and group splitting.
The sequence DATASET1 TESTING CAMERA1 (PETS database, 2688 frames
at 29.97 fps, 768 x 576 pixels) presents a high variety of targets entering into the
scene: three isolated people, two groups of people, three cars, and a person who exits
from a parked car. These cause multiple tracking events in which several targets are
involved in diﬀerent grouping, grouped, and splitting situations simultaneously.
Targets are accurately tracked along both sequences. All events are correctly detected. Fig. 5 shows a sequence successful event detections for both targets. Blobs
in motion are detected and low-level trackers are created. Once they enter the
scene, high-level trackers are instantiated and associated to the stable low-level
ones. A grouping event is correctly detected, and the operation mode is changed to
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Fig. 6. Tracking results on an outdoor sequence

appearance tracking. Despite the strong occlusion of target 2, both targets are accurately tracked while they are grouped. Finally, the split event is detected and the
operation mode is again changed to tracking by motion. Fig. 6 shows a more complex sequence of interaction events. A group enter the scene together, see Fig. 6.(b),
but an independent tracker have been associated to one person as they momentarily split. In Fig. 6.(d) targets 2 and 6 are tracked using appearance-based methods,
while targets 9, 10 and 11 are tracked by motion detection. In this frame, target
2 is splitting from 6, which is also grouping with target 10. The latter is in fact a
group of two people who are grouping with target 6 while splitting from target 11.
In Fig. 6.(f), targets 6, 10 and 11 have conformed a stable group and all of then
are being tracked by means of appearance tracking.

5

Concluding Remarks

A principled event-management framework is proposed, and it is included in
a structured multiple-target tracking framework. No a priori knowledge about
either the scene or the targets, based on a previous training period, is used. A
remarkable characteristic of the system is its ability to manage multiple interactions among several targets. This provides a valuable knowledge in order to
obtain high-level scene descriptions, while allowing the system to switch among
diﬀerent operation modes. The latter is crucial to achieve successful performances, since non-supervised multiple-human tracking is a complex task which
demands diﬀerent approaches according to diﬀerent situations.
Experiments on complex indoor and outdoor scenarios have been successfully carried out, thereby demonstrating the system ability to deal with diﬃcult
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situations in unconstrained and dynamic scenes. Future work will focus on segmenting groups of people who do not enter the scene isolated, thereby allowing
a robust and independent target tracking. In addition, targets will be classiﬁed
by distinguishing among people, vehicles and other objects in motion.
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Abstract. A novel algorithm for ﬁeld programmable gate array (FPGA)
realization of kNN classiﬁer is presented in this paper. The algorithm
identiﬁes ﬁrst k closest vectors in the design set of a kNN classiﬁer for
each input vector by performing the partial distance search (PDS) in
the wavelet domain. It employs subspace search, bitplane reduction and
multiple-coeﬃcient accumulation techniques for the eﬀective reduction of
the area complexity and computation latency. The proposed implementation has been embedded in a softcore CPU for physical performance
measurement. Experimental results show that the implementation provides a cost-eﬀective solution to the FPGA realization of kNN classiﬁcation systems where both high throughput and low area cost are desired.
Keywords: FPGA Implementation, Partial Distance Search, Image Processing, Pattern Recognition, Nonparametric Classiﬁcation.

1

Introduction

Nonparametric classiﬁcation techniques such as kNN [3,5,7] have been shown to
be eﬀective for applications of statistical pattern recognition. These techniques
can achieve a high classiﬁcation accuracy for problems of unknown distributions. Besides, when dealing with problems of nonnormal distributions, these
techniques enjoy a lower classiﬁcation error rate than that achieved by the
commonly used parametric classiﬁcation approaches, such as linear classiﬁers
and quadratic classiﬁers. However, the nonparametric classiﬁcation has a major drawback that a large amount of design vectors are required in classiﬁers.
Large design sets, which result in high computation and storage complexities
for classiﬁers, are necessary since the nonparametric methods require adequate
statistical information. Therefore, it might be diﬃcult to apply nonparametric
classiﬁcation techniques for the pattern recognition applications where real-time
processing is desired.
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One way to reduce the computational complexity is based on partial distance
search (PDS) [2,3,4] in the original or transform domains. The PDS algorithms
remove undesired vectors with less number of multiplications by calculating only
the partial distance. An undesired vector is identiﬁed when its partial distance
is larger than the full distance of the current optimal vector. These algorithms
have been found to be eﬀective for accelerating the encoding process of vector
quantizers without increasing the distortion. Moreover, when applies to the kNN
classiﬁer, these algorithms do not increase the classiﬁcation error rate. However,
because the PDS is usually implemented by software, only a moderate acceleration can be achieved.
The objective of this paper is to present a novel hardware implementation for
kNN classiﬁer using FPGA technique. In addition to the employment of FPGAs,
a subspace PDS with bitplane reduction and multiple coeﬃcient accumulation
is adopted for attaining higher throughput, higher ﬂexibility, and lower area
complexity. The PDS in the transform domain may have superior performance
over the PDS in the original domain provided that the transform is orthogonal,
and is able to compact the energy to few coeﬃcients in the transform domain. In
our implementation, a simple orthogonal wavelet, the Haar wavelet, is applied to
each input test pattern because of its simplicity for VLSI realization. Coeﬃcients
in some highpass subbands will be truncated before fast search because they
contain little energy of the input pattern. In addition, the bitplanes of the least
signiﬁcant bits (LSBs) of remaining coeﬃcients can be removed because they
have only a limited impact on results of the PDS. The partial distance can
also be accumulated multiple coeﬃcients at a time to further accelerate the
throughput. The combination of subspace search, bitplane removal and multiple
coeﬃcient accumulation eﬀectively enhances the search speed and reduce the
codebook storage size at the expense of a slight degradation in performance.
The proposed implementation has been adopted as a custom logic block in
the arithmetic logic unit (ALU) of the softcore NIOS processor running on 50
MHz. Custom instructions are also derived for accessing the custom logic block.
The CPU time of the NIOS processor executing the PDS program with custom
instructions is measured. Experiment results show that the CPU time is lower
than that of 3.0-GHz Pentium processors executing the PDS programs without
the support of custom hardware. In pratical applications, the proposed circuit
may be beneﬁcial for the implementation of smart camera for low network bandwidth consumption, which directly produces the classiﬁcation results instead of
delivering image raw data to main host computers for classiﬁcation.

2

PDS for kNN Classiﬁer

First we brieﬂy introduce some basic facts of the wavelet transform [6]. Let
X be the n-stage discrete wavelet transform (DWT) of a 2n × 2n pixel vector x. The DWT X is also a 2n × 2n pixel block containing blocks xL0 and
xV i , xHi , xDi , i = 0, .., n − 1. In the DWT, the blocks xL(m−1) (lowpass blocks),
and xV (m−1) , xH(m−1) , xD(m−1) (vertical, horizontal, and diagonal orientation
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selective highpass blocks), m = 1, .., n, are obtained recursively from xLm with
xLn = x, where the blocks xLm , xV m , xHm and xDm , m = 0, .., n − 1 are with
dimension 2m × 2m pixels, respectively.
In the kNN classiﬁer, suppose there are N classes: ω1 , ..., ωN . Each class ωi
is associated with a design set Si . Let S = {yj , j = 1, ..., t} = ∪N
i=1 Si be the
union of the design sets for kNN classiﬁcation, where t is the total number of
vectors in the union. In addition, let x be the input vector to be classiﬁed. Both
x and yj have the same dimension 2n × 2n pixels. In the original kNN classiﬁer,
the ﬁrst k closest vectors to x among the vectors in S are ﬁrst identiﬁed. Let
ki , 1 ≤ i ≤ N be the number of vectors that belong to Si (i.e. the class ωi ) in
these k closest vectors. The kNN algorithm classiﬁes the input vector x to class
ωp iﬀ p = arg maxi ki .

Let Yj be the DWT of yj . In addition, let D(u, v) = i (ui − vi )2 be the
squared distance between u and v. It can be shown that, for an orthogonal
DWT,
(1)
D(x, yj ) = D(X, Yj )
Let Fk = {f1 , f2 , ..., fk } be the indices of the ﬁrst k closest vectors to x among
the vectors in S, where D(X, Yf1 ) ≤ D(X, Yf2 ) ≤ ... ≤ D(X, Yfk ).
The objective of the PDS algorithm is to reduce the computation time for
ﬁnding Fk for kNN classiﬁcation. Let Xi and Yij be the i-th coeﬃcient of X
and Yj , respectively, where the coeﬃcients in the
qwavelet domain are indexed
in the zig-zag order. Moreover, let Dq (X, Yj ) = i=1 (Xi − Yij )2 be the partial
distance between X and Yj . Since D(X, Yj ) > Dq (X, Yj ), it follows that
D(x, yj ) > Dq (X, Yj ).

(2)

Let Di , i = 1, ..., k, be the squared distance between x and current yfi during
PDS process. Before PDS is started, we set the initial current fi = 0, i = 1, .., k,
and the corresponding initial Di is set to be Di = ∞.
Starting from Y1 , we check each vector (except initial current Yf1 itself)
until Yt is reached. For each vector
Yj to be searched, we compute |Y1j − X1 |.

√
√
Suppose |Y1j − X1 | > Dk , then D(x, yj ) > Dk . Hence, j does not belong
√
to Fk and Yj can be rejected. If |Y1j − X1 | < Dk , then we employ the following
fast search process. Beginning with q = 2, for each value of q, q = 2, .., 2n × 2n ,
we evaluate Dq (X, Yj ). Suppose Dq (X, Yj ) > Dk , then D(x, yj ) > Dk and Yj
can be rejected. Otherwise, we go to the next value of q and repeat the same
process. Note that the partial distance Dq (X, Yj ) can be expressed as
Dq (X, Yj ) = Dq−1 (X, Yj ) + (Xq − Yqj )2 .

(3)

Therefore, the partial distance of the new q can use the partial distance of the
previous q, and only the computation of (Xq − Yqj )2 is necessary.
This PDS process is continued until Yj is rejected or q reaches 2n × 2n . If
q = 2n × 2n , then we compare D(x, yj ) with Dk . If D(x, yj ) < Dk , then we
remove fk from Fk , insert j into Fk , and re-sort elements in Fk . After the ﬁnal
Fk is found, we then compute ki for each class ωi . The class having highest ki
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Table 1. The classiﬁcation error rate and area complexity (LEs) of kNN design set for
various l values with or without subspace search
Subspace

No

Yes

Yes

l

0

0

6

Classification
error rate

5.41%

6.67%

7.08%

Design Set LEs

26706

15235

3912

is then identiﬁed as the class that x belongs to. This completes the PDS-based
kNN classiﬁcation.

3
3.1

The Architecture
PDS for Hardware Realization

The PDS adopted here for hardware realization features the subspace search,
the bitplane reduction, and multiple-coeﬃcient partial distance accumulation.
Subspace Search. Because the DWT is able to compact the energy of a vector
to a lowpass subband, the PDS in the wavelet domain can be accelerated further
by scanning only the coeﬃcients in the lowpass subband. The kNN design set C
j
j
(i.e., the DWT coeﬃcients of yLm
), j =
for subspace search contains only YLm
1, ..., t. Therefore, the subspace search is also beneﬁcial for the VLSI realization
of a kNN classiﬁer since it signiﬁcantly reduce the storage size of the design set.
j
, j = 1, ..., t, can be obtained oﬄine, the XLm should be
Although the YLm
obtained online from a source vector x. Therefore, the DWT computation is
still necessary in the subspace PDS. We use the Haar wavelet for the DWT
hardware realization because it has simple lowpass ﬁlter (i.e., impulse response
= { 12 , 12 }) and highpass ﬁler (i.e., impulse response = {− 21 , 12 }). Consequently,
no multiplication is necessary for the DWT implementation.
Bitplane Reduction. In addition to its simplicity, another advantage of the
Haar wavelet is that the coeﬃcients are of ﬁnite precision. All coeﬃcients can be
precisely stored in the ROM for PDS operations. On the other hand, it may not
be necessary to store all bitplanes in XLm since the removal of LSB bitplanes
have limited impact on the PDS performance. Table 1 shows the classiﬁcation
error rate of kNN classiﬁer based on subspace PDS with/without bitplane reduction. Area complexities of the ROM are also included for comparison purpose.
The classiﬁcation error rate is deﬁned as the number of test vectors that are
misclassiﬁed divided by the total number of test vectors. The area complexity
is deﬁned as the number of logic elements (LEs) required for the FPGA implementation of the ROM containing the design sets for kNN classiﬁcation. The
FPGA used for the measurement of the storage size is the Altera Stratix [8]. The
bitplane reduction level, denoted by l, is deﬁned as the number of LSB bitplanes
removed from the subspace PDS.
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Fig. 1. Five textures for classiﬁcation
Table 2. The area complexity (LEs) of VSDC unit for various l and ä values

l

δ

0

2

4

6

1

46

40

34

28

2
4

123
278

107
242

92
206

75
170

8

589

513

437

361

16

1212

1056

900

744

In this experiment, there are 5 classes (i.e., N = 5). Each class represents a
texture as shown in Fig. 1. The design set Ci associated with each class contains
256 vectors. Therefore, there are 1280 vectors (t = 1280) in the design set C. The
dimension of the vectors is 8 × 8 pixels (i.e., n = 3). For the subspace search,
j
is 4 × 4 pixels (i.e., m = 2).
the dimension of XLm and YLm
As compared with the basic PDS process, the classiﬁcation error rate is only
slightly increased when using subspace PDS and removing 6 LSB bitplanes (l =
6). However, the deduction in ROM area complexity is quite substantial. In fact,
the classiﬁcation error rate is only increased by 1.67% (from 5.41% to 7.08%),
but the deduction in area complexity is 85.35% (from 26706 LEs to 3912 LEs).
Multiple-Coeﬃcient Partial Distance Accumulation. From eq.(3), it follows that the partial distance is accumulated one coeﬃcient at a time in the
basic PDS. Therefore, the hardware realization of the basic PDS requires only
one multiplier. The speed of partial distance computation can be accelerated for
enhancing the throughput by accumulating δ coeﬃcients at a time. The partial
distance is then computed by
j
j
) = Dq−δ (XLm , YLm
)+
Dq (XLm , YLm

q


(Xi − Yij )2 ,

(4)

i=q−δ+1
j
, respectively. The
where Xi and Yij are the i-th coeﬃcient of XLm and YLm
m
m
size of the lowpass subband 2 × 2 pixels should be a multiple of δ.
Table 2 shows the area complexity of the vector squared distance computation (VSDC) units with various δ and l values. The FPGA used for the area
complexity measurement is also the Altera Stratix. It can be observed from
the table that, although VSDC units with larger δ values have higher encoding
throughput, their area complexity is also very large. Therefore, the employment
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Fig. 2. The VLSI architecture of the proposed PDS algorithm

of VSDC with very large δ values may be diﬃcult for some applications where
the cost is an important concern. On the contrary, smaller δ values (e.g., δ = 4)
requires signiﬁcantly lower area complexity while improving the throughput.
3.2

FPGA Implementation

The basic VLSI architecture for realizing the proposed PDS is shown in Fig. 2,
which contains a ROM, a DWT unit, a VSDC unit, an accumulator, a comparator, a control unit, a sorting circuit, and a number of registers storing the values
1
t
of intermediate results. The ROM contains YLm
, ..., YLm
for the fast search.
The DWT unit is used for computing XLm of an input vector x. The VSDC and
j
accumulator are used to compute and store the partial distance Dq (XLm , YLm
)
j
for q = δ, 2δ, ..., 2m × 2m . The comparator then compares Dq (XLm , YLm
) with
Dk . The comparison results are reported to the control unit, which determines
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Table 3. The latency of the kNN classiﬁer for various ä values

δ
L

1
1.4836

2
1.2096

4
1.0864

8
1.0307

16
1

whether the reset of the accumulator and the update of Fk are necessary. When
Fk is required to be updated, the sorting circuit will be activated. The circuit
ﬁrst replaces current fk by j and updates corresponding Dk . After that, the circuit sorts the elements of Fk in accordance with Di , i = 1, ..., k. Each of the new
fi , i = 1, ..., k, and its corresponding Di after sorting operations will be stored
in registers for subsequent PDS comparisons.
Table 3 shows the latency of the VLSI architecture for various δ values. Let
T (x) be the number of clock cycles required for the completion of the subspace
PDS given an input vector x. The latency L is then deﬁned as
L=

W
1 
T (xj ),
tW j=1

(5)

where W is the total number of input vectors and t is the total number of
codewords. For each input vector, the latency L then represents the average
number of clock cycles required for the computation of each input vector. The
design sets used in this experiment are identical to those in Table 1. Therefore,
N = 5, t = 1280, n = 3, and m = 2.
It can be observed from the Table 3 that, the average latency of the PDS
with a relatively small δ > 1 for detecting an undesired codeword is close to
1. In addition, it also follows from Tables 1 and 2 that the subspace PDS with
small δ and large l can lower the area complexity. Therefore, with a lower area
complexity and a faster clock rate, the proposed PDS is able to achieve an
average latency close 1 for squared distance calculation and undesired codeword
detection.
3.3

The PDS Architecture as a Custom User Logic in a Softcore
CPU

To physically measure the performance of the proposed architecture, the proposed PDS architecture has been implemented as a user logic in the ALU of the
softcore NIOS CPU, which is a general purpose, pipelined, single-issued reduced
instruction set computer (RISC) processor. The major distinction between normal microprocessors and softcore processors is that softcore processors have a
re-conﬁgurable architecture. Therefore, custom VLSI architectures can be embedded in the softcore processors for physical performance measurement.
Fig. 3 shows the position of the kNN architecture in the ALU of the NIOS
CPU. It can be observed from the ﬁgure that the kNN architecture and the
basic ALU unit share the same input and output buses. The kNN architecture
can be accessed by the custom instructions associated with the architecture.
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Fig. 3. The position of the kNN architecture in the ALU of the NIOS CPU

The custom instructions accessing the buﬀers and status register of the kNN
architecture can be called using macros in C/C++. Therefore, the C program
for kNN classiﬁcation running on the NIOS CPU involves only the input vector loading and kNN results collection operations. The C code implementation
is straightforward, and requires few computations. This can be beneﬁcial for
embedded systems where the CPU has limited computational capacity for high
level language execution.

4

Experimental Results and Conclusions

This section presents some physical performance measurements of the proposed
FPGA implementation. In our experiments, the dimension of vectors in the
1
t
, ..., YLm
are stored for PDS,
design set is 8 × 8 pixels (i.e., n = 3). Only YLm
where the total number of vectors t in the design set is 1280. We set m = 2
j
so that the dimension of YLm
is 4 × 4 pixels. The bitplane reduction level is
l = 6. The VSDCs are implemented with δ = 4. There are N = 5 textures for
classiﬁcation as shown in Fig. 1. We also set k = 5 for the kNN classiﬁcation.
The whole kNN system consisting of the NIOS CPU embedded by the proposed kNN architecture is implemented by the Altera Stratix 1P1S40 FPGA,
which has maximum number of 41250 LEs [8]. The operating frequency of the
system is 50 MHz, and the system consumes only 6391 LEs for the implementation of both NIOS CPU and subspace PDS circuit. Therefore, the area complexity of the proposed circuit is signiﬁcantly less than the maximum capacity
of the target FPGA device.
Table 4 compares the execution time of NIOS with that of the Pentium IV
for various PDS operations, where the execution time is deﬁned as the average

520

Y.-J. Yeh et al.
Table 4. The CPU time of various kNN systems
CPU type

PentiumIV 3.0 GHz

algorithm

kNN

PentiumIV 1.8 GHz

Subspace
PDS

kNN

Subspace
PDS

NIOS 50 MHz

Subspace

Implementation

Software

Software

Software

Software

Hardware/
Software
Codesign

CPU time ( µs)

16079.2

262.5

24912.5

497.5

137.77

Table 5. Comparison between kNN and HVQ
FPGA
Implementation

FPGA Device

Number of
codewords

Vector
Dimension

Subspace kNN
(k=5)

Altera Stratix EP1S40

1280

64

2415

50 MHz

Hierarchical VQ[1]

Xilinx Vertex 400

256

64

6276

16MHz

Number of Maximum
LEs
Clock Rate

CPU time (in μs) required for identifying the ﬁnal class to each input vector.
The NIOS CPU is running with the support of the proposed hardware; whereas,
the Pentium IV CPU is executing solely on C codes. Note that, for the NIOS
systems with software/hardware codesigns, the measurements in fact cover the
complete execution process for codeword search including the memory accesses
(the fetching of NIOS instructions and source vectors), buﬀer ﬁlling, executions
of NIOS instructions, executions of PDS subspace hardware, and the retrieval
of encoding results.
It can be observed from Table 4 that the average CPU time of the NIOS and
Pentium IV 3.0 GHz are 137.77 μs and 262.5 μs, respectively. Therefore, although
the operating frequency of the NIOS CPU is only 50 MHz, its average execution
time is still lower than that of the Pentium IV CPU operating at 3.0 GHz. Table
4 also includes the CPU time of the basic kNN algorithm executed in Pentium
IV without PDS. In this case, the CPU time is 16079.2 μs for Pentium IV 3.0
GHz CPU, which is 116.71 times longer then the NIOS CPU with hardware
acceleration.
To further access the performance of the proposed implementation, Table 5
gives a comparison of our subspace PDS design with the FPGA implementation of the vector quantizer (VQ) presented in [1], which aims to reduce the
computational cost for VQ encoding. We can view the VQ encoding circuit as a
special kNN classiﬁcation circuit with k = 1. The softcore CPU is not adopted as
test bed in [1]. Therefore, only the kNN classﬁcation circuits are considered for
comparison. Consequently, in Table 5, the area complexity of the subspace PDS
implementation is only 2415 LEs. Although our circuit contains larger number
of vectors in the design set, we can see from the table that our subspace PDS
architecture requires signiﬁcantly lower area complexity. The FPGA implementation in [1] has higher area cost because it is based on the hierarchical VQ
(HVQ), which needs extra intermediate vectors/nodes to build a tree structure
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accelerating the VQ encoding process. The tree structure requires large area
overhead for the FPGA implementation. By contrast, our design achieves fast
computation while reducing the area complexity by the employment of subspace
search and bitplane reduction. All these facts demonstrate the eﬀectiveness of
the proposed architecture and implementation.
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Abstract. We apply a general form of affine transformation model to compensate illumination variations in a series of multispectral images of a static scene
and compare it to a particular affine and a diagonal transformation models. These
models operate in the original multispectral space or in a lower-dimensional space
obtained by Singular Value Decomposition (SVD) of the set of images. We use a
system consisting of a multispectral camera and a light dome that allows the measurement of multispectral data under carefully controlled illumination conditions
to generate a series of multispectral images of a static scene under varying illumination conditions. We evaluate the compensation performance using the CIELAB
colour difference between images. The experiments show that the first 2 models
perform satisfactorily in the original and lower dimensional spaces.

1 Introduction
Colour image processing based on data acquired by a camera follows a complex image
formation process involving the properties of the camera, the reflection properties of the
object points, the spectral characteristics of the illumination source and the geometric
relation between all these components. In many applications we are however only interested in one of the parts of this process. For instance, in industrial inspection, remote
sensing, or automatic colour correction, just to cite a few.
In this paper we propose the application of a general affine transformation model and
analyze its performance in relation to other 2 models for the description of illumination
changes. For this purpose we measure a static scene by a multichannel camera with 33
channels in the visible range of the spectrum. The scene illumination is provided by
120 lamps arranged on a semi-dome to provide a homogeneous illumination environment. The simplest model to describe color changes is given by a diagonal transform
of the colour space [1,4,5]. This model, which corresponds to the so-called von-Kries
adaptation in human colour vision [16], may be generalized by the introduction of an
offset in the transformation model (a translation vector) without changing the diagonal
nature of the transformation matrix [6], or by considering a particular class of affine
transformations of the distribution of the colour content in the colour or spectral space
[7,12]. In the cases where these affine models provide sufficiently accurate descriptions
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 522–531, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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of the colour changes they can be used to develop invariant features. Such features can
be computed from RGB images obtained by conventional commercial cameras, and
from multispectral images. Typical application areas are illumination-invariant recognition of objects, or robust content-based retrieval of satellite images obtained under
different illumination conditions and acquisition geometry [7,8,9]. In this paper we will
analyze the applicability of a general affine transformation model with the help of series
of multispectral images of static scenes under carefully controlled illumination changes.
The organization of the paper is as follows: in Section 2 we introduce the mathematical framework for the estimation of the parameters of the models. In Section 3 we
describe the experimental device. In Section 4 we analyze the main features of the illumination changes, and compare the compensation models, both in the original and in a
lower-dimensional spaces. Conclusions can be found in Section 5.

2 Affine Transformation Estimation for Illumination Changes
We use a vector x ∈ RD
+ to denote a measurement from a D bands multispectral camera
of an object point under some illumination condition. Under a change in the illumination characteristics this vector will undergo a change which can be described by the
transformation x → x
. Assuming a specific model of light-camera interaction, Healey
et al [7,8,9] consider the following Equation to describe this change:
x
 = A · x,

(1)

where A is a D × D matrix. On the other hand, a general affine transformation model
in the form of Eq. 2 [2] could be motivated by the inclusion of effects like noise in the
camera, or others:
x
 = B · x + t,
(2)
where B is also a D×D matrix. The estimation of the B matrix and the t vector follows
the description by Heikkila et al in [10], who applied the model to the movement of rigid
 as N ×D matrices
objects in grey-scale images. We consider the two point sets X and X
 their covariance matrices. Let us
with N the number of points in the set, and C and C
introduce the Cholesky Factorization:
C = F · Ft
 =F
 ·F
t
C

(3)

 t are the transpose matrices of F and F
 respectively. Points in the set
where Ft and F
are first whitened (only shown for the first group), i. e.
y = F−1 · x,

(4)

 · y = B · F · y,
where x = x − E{x}. Taking into account Eq. 2 and Eq. 4 we have F
and creating a quadratic form of this last expression, we get
 ·F
 t = B · F · Ft · Bt ,
F

(5)
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In [15] Sprinzak et al proved that an equation of the form T · Tt = S · St has a solution
of the form T = S · M, where M is an orthonormal matrix. This will help find the final
relation y → y. Applying this to Eq. 5 and solving for B, we have
 · Mt · F−1 ,
B=F

(6)

 · y = B · F · y, yields:
Substituting Eq. 6 in F
y = Mt · y,

(7)

The assessment of the M matrix is known as the Orthogonal Procrustes problem
(see [13] for details). The solution matrix is M = V · Wt , where V · D · Wt is the
 Y and Y
 are N × D matrices formed by
Singular Value Decomposition of (Yt · Y).
the vectors y and y of the point sets. We obtain B replacing M in Eq. 6. Applying the
Expectation Operator to x
 = B · x + t, we get t = E{
x} − B · E{x}.
The matrix A in the particular affine transformation model can also be obtained using
the definition of the Moore-Penrose inverse. Following [4], who applied this model to
illumination changes in RGB images, consider a D ×N matrix Xt of points under some
t the corresponding matrix when there is
reference illumination condition. Denote by X
an illumination change. The matrix A that accomplishes:
t ≈ A · Xt ,
X
is:

(8)

t · [Xt ]+ ,
A=X

(9)
−1

[X ] is the Moore-Penrose inverse of matrix X (i. e., [X ] = X(X · X)
diagonal transform matrix Ad can be obtained from Eq. 9. Considering [4]:
t +

t

t
it · [Xit ]+ = Xi · Xi ,
Adii = X
Xit · Xi

t +

t

). The

(10)

where the single subscript i denotes the ith matrix row and the double subscript ii denotes matrix element at row i column i.

3 Experimental Set-Up
In our experiments we use a multichannel camera built around the CCD QImaging
Retiga EX camera (12-bit, Monochrome Cooled camera without IR Filter). The sensor
resolution is 1036 × 1360, down 516 × 676 pixels. Connected to the camera is a Liquid
Crystal Tunable Filter (LCTF). The spectral sampling is 10 nm in the range from 400
to 720 nm, resulting in 33 channels. The tunable filter is fixed in front of the camera
and the camera/filter combination is mounted on top of the hemisphere, looking down
towards its center.
The illumination chamber is shaped as a hemisphere with a diameter of 60 cm and
contains 120 halogen lights of 10 Watts each. The lamps are powered by three-phase
AC 12 volts adjustable power supply. Each group powers 40 lamps. The even spatial
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Fig. 1. (a) Experimental set-up with hemispherical illumination and 3 phase potenciometers, (b)
Spectra of the 26 illumination levels

distribution of the lamps inside of the hemisphere avoids flickering effects, due to the
AC current. By adjusting the voltage level of the illumination chamber power supply we
can change the spectral power distribution of the illuminant. The experimental set-up is
shown in Figure 1(a).

4 Illumination Transformation Estimation
4.1 Change in Illumination of the Experimental Set-Up
We change the power supply of the illumination uniformly over the whole range to
get 26 different illumination levels and for each illuminant we capture an image of a
perfect reflectance diffuser object (spectralon) to serve as a spectral descriptor of the
light source. In Figure 1(b) the spectral power distribution of the illuminants is shown.
They are normalized to 1 dividing each one by its own maximum.
We first characterize the properties of light sources. This is done using the following
methods:
Colour Temperature: It is defined as the temperature in Kelvins at which a heated
black-body radiator matches the hue of a lamp [16]
Colour Rendering: Defined as a value in the interval [0 − 100] which measures the
effect of a light source on the colour appearance of objects in comparison with their
colour appearance under a reference illuminant (see [3]).
Colour Difference in the CIELAB and CIELUV Colour Spaces: These Coordinate
systems are derived from properties of human color vision in which euclidean distance corresponds to perceptual difference (for a description, see [16]).
Figure 2 shows the changes in Colour Temperature, Colour Rendering, the chromaticity measured as (a∗ , b∗ ) vectors in the CIELAB system (see Section 4.2 for more
∗
details on CIELAB conversion) , and the change in Lightness vs the chromaticity Cab
∗
for the 26 illuminants. The 26th illuminant (with highest L value) is taken as reference. For the calculation of the CIELAB colour difference, the procedure to manage the
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white point explained in section 4.2 is used. From Figures 2(a) and (b) we can see that
the illuminants correspond to different Colour Temperatures and that they are similar to
the corresponding Black Body Radiators (i.e., Colour Rendering values are very close
to 100). Figures 2 (c) and (d) show significant variation both in L∗ and Chroma values. Figure 3 shows an important colour difference measured in CIELAB and CIELUV
colour spaces for the illumination changes.

(a) Colour Temperature

(c) a∗ vs b∗

(b) Colour Rendering

∗
(d) Lightness vs Cab

Fig. 2. Analysis of the 26 Illumination spectra

4.2 Assessment of the Compensation
We take a series of 26 images of 4 wooden geometric objects (denoted as Image 1 to
Image 26), together with the illuminants of Section 4.1, and apply the affine models
to Image k, k = 2, . . . , 26 so they are as similar as possible to Image 1 (the reference image) after the affine transformation (where the ordering in k is such that Image
26 corresponds to the illumination in Section 4.1 with highest L∗ value). We use the
CIELAB colour space [11] to assess their compensation performance, converting the
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Fig. 3. ΔEab and ΔEuv colour difference values between Illuminant k (k = 1, . . . , 26) and
Illuminant 26, taken as reference

spectral curves of each image of the geometrical objects using the conventional formulae to change from spectra to the XY Z colour space [11]:



P (λ)R(λ)x̄(λ), Y ∝
P (λ)R(λ)ȳ(λ), Z ∝
P (λ)R(λ)z̄(λ)
X∝
λ

λ

λ

(11)
where P (λ) is the Power Distribution of the Illuminant, R(λ) is the reflectance spectrum of the object and the product P (λ) · R(λ) is the signal arriving at the
camera. [x̄(λ), ȳ(λ), z̄(λ)] are the Colour Matching Functions of the 10◦ 1964 CIE
Supplementary Standard Observer [11]. The white point change between illuminations
(Xni , Yni , Zni ), i = 1, ...26, is obtained evaluating the XY Z coordinates of the images of the spectralon for each illuminant, and normalizing the Y value of the highest
illuminant to 100. The rest of the (Xni , Yni , Zni ) values are changed accordingly:
Xni ←

Xni
Yni
Zni
· 100, Yni ←
· 100, Zni ←
· 100.
Yn26
Yn26
Yn26

(12)

This normalization constant is used for any CIELAB colour difference.
4.3 Model Evaluation in the Original Space
In Figure 4 we can see the mean ΔEab Colour Difference for the comparison between
Image 1 and the rest for the 3 models (general, particular and diagonal). The application of the first 2 models decreases ΔEab substantially, but this is not the case for the
diagonal model.
In Figure 5 we show that the general affine transformation model gives better ΔEab
results than the particular affine model for low illumination differences between images.
As the difference gets higher, both Models tend to give similar results, though the particular model tends to oscillate more. We also generate simulated RGB images before
and after compensation using the 33 × 3 transformation matrix of a commercial camera
obtained following the procedure described in [14]. In Figure 6 we see the Simulated
Images 1, 26, and the change from 26 to 1 using the general affine model.
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Fig. 4. Comparison mean ΔEab value before and after compensation using the general, particular
and diagonal affine transformation models in the 33 dimensional space between Image 1 and
Image k with k = 2, . . . , 26
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Fig. 5. Zoomed version Comparison mean ΔEab value before and after compensation using both
affine transformation models in the 33 dimensional space

(a) RGB 1

(b) RGB 26

(c) RGB 26 → 1

Fig. 6. Simulated RGB Images created with the sensitivity curves of a Nikon camera
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Fig. 7. Mean ΔEab value using the general affine transformation model for a 4, 8 and 33 dimensional space
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Fig. 8. Mean ΔEab value using the particular affine transformation model for a 4, 8 and 33
dimensional space

4.4 Model Evaluation in a Low-Dimensional Space
We focus on the first two types of models. We apply the Singular Value Decomposition
transform to a random selection of the 5% of the whole amount of pixels of the 26
multispectral images acquired under different illuminations. We make a selection of the
first 4 and 8 eigenvectors ordered by their corresponding eigenvalues, and project the
original images in the 33 dimensional space to these lower dimensional spaces using
the following matrix projection formula:
XjD = X33D · P33→j ,

(13)

where j = 4, 8. We apply both affine transformation models in this lower dimensional
space, and recover then the transformed data in the original space using:
Xch,33D = Xch,6D · Pt33→j ,

(14)
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Fig. 9. Zoomed version comparison mean ΔEab value for the general and particular affine transformation models in an 8 dimensional space

Images 1 and 2

(a) bij 2 → 1

Images 1 and 2

(c) aij 2 → 1

Images 1 and 26

(b) bij 26 → 1

Images 1 and 26

(d) aij 26 → 1

Fig. 10. Grey-scale image general and particular models matrix elements in the original space

We evaluate the models in the same way as in Section 4.3. Figures 7 and 8 show that
we can work in an 8 dimensional space and obtain the same compensation performance
results as in the original 33 dimensional space, for both models. In Figure 9 we show
that for low illumination changes the general affine model gives better results than the
particular affine model in an 8 dimensional space. Finally, in Figure 10 we present 2
examples of the matrix elements values of the models to analyze their distribution in
the 33 dimensional space. The main diagonal and other parts of the matrices contribute.
There is then an interaction among channels due to some internal device processes.

5 Conclusion
In this paper we showed that the affine model used by Heikkila et al in [10] for the
analysis of rigid body movements can be applied to the compensation of illumination
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changes. This model gives better results in general than the particular affine model in
the original 33 dimensional space. The analysis of illumination changes as affine transformations opens the door to the development of invariant representations of images.

Acknowledgments
This work has been partially funded by the Ministry of Education and Science of the
Spanish Government through the DATASAT project (ESP − 2005 − 00724 − C05 −
C05). Pedro Latorre Carmona is a Juan de la Cierva Programme researcher (Ministry
of Education and Science). The authors also thank Prof. Verdu for many useful discussions, and for the variability analysis of the illumination source.

References
1. Barnard, K., Finlayson, G., Funt, B.: Color constancy for scenes with varying illumination.
Computer Vision and Image Understanding 65, 311–321 (1997)
2. Begelfor, E., Werman, M.: Affine invariance revisited. In: IEEE Conf. on Computer Vision
and Pat. Rec. vol. 2, pp. 2087–2094 (2006)
3. Method of measuring and specifying colour rendering properties of light sources. CIETechnical Report 13.3 (1995)
4. Finlayson, G.D., Drew, M.S., Funt, B.V.: Spectral sharpening: sensor transformations for
improved color constancy. Journal of the Opt. Soc. of America, A. 11, 1553–1563 (1994)
5. Finlayson, G., Chatterjee, S.S., Funt, B.V.: Color Angular Indexing. In: Buxton, B.F., Cipolla,
R. (eds.) ECCV 1996. LNCS, vol. 1065, pp. 16–27. Springer, Heidelberg (1996)
6. Finlayson, G.D., Hordley, S.D., Xu, R.: Convex programming colour constancy with a
diagonal-offset model. In: IEEE Int. Conf. on Image Processing vol. 3, pp. 948–951 (2005)
7. Healey, G., Slater, D.: Global color constancy: recognition of objects by use of illuminationinvariant properties of color distributions. Journal of the Opt. Soc. of America, A. 11, 3003–
3010 (1994)
8. Healey, G., Slater, D.: Computing illumination-invariant descriptors of spatially filtered color
image regions. IEEE Trans. on Image Proc. 6, 1002–1013 (1997)
9. Healey, G., Jain, A.: Retrieving multispectral satellite images using physics-based invariant
representations. IEEE Trans. on Pat. Analysis and Mach. Intel. 18, 842–848 (1996)
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Abstract. The rendering of lower resolution image data on higher resolution displays has become a very common task, in particular because of
the increasing popularity of webcams, camera phones, and low-bandwidth
video streaming. Thus, there is a strong demand for real-time, high-quality
image magniﬁcation. In this work, we suggest to exploit the high
performance of programmable graphics processing units (GPUs) for an
adaptive image magniﬁcation method. To this end, we propose a GPUfriendly algorithm for image up-sampling by edge-directed image interpolation, which avoids ringing artifacts, excessive blurring, and staircasing
of oblique edges. At the same time it features gray-scale invariance, is applicable to color images, and allows for real-time processing of full-screen
images on today’s GPUs.

1

Introduction

Digital image magniﬁcation is by no means a trivial technical task—in fact, many
real-life scenarios include perceptional issues which are not covered by the theory
of signal processing. In particular, human subjects often perceive theoretically
optimal magniﬁcations of images as less sharp and more blurred than images
magniﬁed with algorithms that heuristically add high frequencies to the sampled
signal. This is due to the fact that humans often have a more precise model of the
physical signal than the sampled image data can provide. For example, we often
expect regions of uniform colors with sharp edges in images although the ﬁnite
sampling of a digital image cannot provide this information. Thus, improving
image magniﬁcation algorithms for subjectively sharper results is—in a technical
sense—an ill-posed problem. Nonetheless, the challenge exists and became more
important in recent years due to the increasing popularity of higher resolution
display devices such as PC screens, video beamers, and HDTVs, while video
DVDs and TV signals still provide lower resolutions. There are also new popular
image sources, e.g., webcams, camera phones, and internet video streams, which
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 532–541, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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often provide even lower resolutions. Thus, it is common to up-sample images
before rendering them.
In many of the conceivable scenarios, programmable graphics processing units
(GPUs) are employed to render the image data. Therefore, we propose to use
these GPUs for advanced image magniﬁcation techniques—in particular because
oﬀ-line preprocessing of image data is often not possible due to the lack of communication bandwidth, available memory, or the requirement to avoid latencies;
for example, in interactive applications. The image magniﬁcation algorithm presented in this work is particularly well suited for implementations on GPUs.
Additional requirements and related work are discussed in Section 2. In Section 3, a one-dimensional edge model is presented and a method for magnifying
this ideal edge without blurring nor ringing artifacts is derived. The adaptation
of this method for GPU-based image magniﬁcation is discussed in Section 4
while Section 5 presents experiments and results.

2

Requirements and Related Work

Several previously published concepts and ideas are crucial in the design of our
method. In this section, we discuss the most important design requirements and
related publications.
2.1

Pyramidal Magniﬁcation

Many image magniﬁcation methods are restricted to a magniﬁcation factor of 2.
Factors equal to powers of 2 are implemented by the corresponding number of
magniﬁcation operations while arbitrary factors are implemented by up-sampling
to the smallest power of 2 that is greater than the requested factor and a miniﬁcation step that employs, for example, bilinear interpolation. This pyramidal
approach provides the optimal (linear) time complexity while considerably simplifying the up-sampling algorithm and its implementation—in particular if the
method is implemented in hardware. Figure 1a illustrates an image pyramid,
which consists of the coarse image (1 × 1 pixel) at the top and two ﬁner image
levels (2 × 2 pixels and 4 × 4 pixels), which are synthesized from the original
image by expanding the image data by a factor of two in each magniﬁcation
step.
There are two diﬀerent schemes for the positioning of the new samples, which
are called primal and dual scheme (or face-split and vertex-split scheme) in the
literature on subdivision surfaces. The primal scheme inserts new samples between old samples while keeping the old samples. This is the more traditional
interpolation scheme in image magniﬁcation methods since it guarantees an interpolation of the original colors by preserving them, and also avoids most computations for all the old samples, i.e., one quater of the pixels of the magniﬁed
image.
The dual scheme places all new samples symmetrically between old samples
and discards the old samples as illustrated in Fig. 1b. This approach has been
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Fig. 1. (a) Image pyramid consisting of three levels. (b) Dual subdivision scheme.

employed by Zhao and de Haan [1] and Strengert et al. [2] as it is more appropriate for a single-pass implementation and/or a GPU-based implementation.
Moreover, the uniform interpolation of samples according to the dual scheme
with the weights depicted in Fig. 1 results in a C 1 -continuous biquadratic Bspline ﬁltering in the limit of inﬁnitely many up-sampling steps [2].
2.2

Edge Preservation

In practice, image data is usually undersampled. Therefore, reconstructing images with the ideal sinc ﬁlter would result in ringing artifacts unless an additional
low-pass ﬁlter is applied. This low-pass ﬁltering, however, is often perceived as
a blurring of the image. As mentioned in the introduction, human subjects estimate the optimal sharpness of edges in images not only based on the displayed
data but also based on their knowledge about the depicted objects. Thus, human
subjects often correctly assume that the physical signal featured sharper edges
than the sampled image data. Therefore, model-based image up-sampling methods have been proposed that attempt to solve the inverse problem of determining
the physical signal, which led to the given image data under the assumption of
a certain observation model [3].
A somewhat more modest goal is realized by adaptive interpolation methods,
which detect strong edges in images and adapt the interpolation weights accordingly to avoid an interpolation across these edges. Therefore, this approach
is also called edge-directed image interpolation. In terms of a model-based approach, this corresponds to identifying those edges which have not been sampled
at a suﬃciently high frequency and, therefore, appear blurred in a technically
correct reconstruction of the ﬁnite resolution image data. Figures 2c and 2f on
page 537 illustrate the sharpening eﬀect of edge-directed interpolation in a onedimensional example. Since the physical signal of the edge is assumed to feature
an inﬁnitely sharp edge as depicted in Fig. 2a, the slope of the up-sampled edge
signal in Fig. 2f is increased (in comparison to the original edge signal in Fig. 2c)
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to approximate the sampling of this edge at a higher resolution. It should be emphasized that excessive sharpening of edges has to be avoided since the lack of
any blurring due to a sampling process is very noticeable. Moreover, excessive
sharpening of two-dimensional images results in staircasing artifacts of oblique
edges similar to aliasing artifacts.
Techniques for edge detection in adaptive edge-directed interpolation methods
are usually based on pixel correlation [1,4], local pixel classiﬁcation [5,6,7], or
local gradients [8,9]. In this work, we adapt the boundary model proposed by
Kindlmann and Durkin [10], which is related to the edge detectors by Canny
[11] and by Marr and Hildreth [12].
2.3

Gray-Scale Invariance

Adaptive interpolation methods are nonlinear mappings of images because the
interpolation weights depend on the image data. In general, this can result in undesirable dependencies on the overall intensity or on the local illumination. These
disadvantages can be avoided if the adaptive interpolation method is required to
be homogeneous; i.e., the up-sampled image should show a multiplicative scaling
behaviour for scaled input data. In the context of edge-directed interpolation,
this requires an edge detection method that works independently of the absolute scale of edges. Of course, this assumes a signal-to-noise ratio, which is also
scale-invariant. As quantized image data already violates this assumption, grayscale invariance cannot be achieved perfectly. Nonetheless, it is an important
design requirement for adaptive interpolation methods as noted, for example, by
Pietikäinen [7].
2.4

Color Interpolation

Applicability to color images is an obvious requirement for general image magniﬁcation methods. Applying the adaptive interpolation separately to all color components will usually result in unpleasant color shifts. Therefore, edge-directed
interpolation methods (including our approach) are usually designed to detect
edges in luminance images and adapt the weights for an interpolation of color
vectors.
2.5

GPU-Based Interpolation

Some of the requirements for high-performance GPU-based interpolation methods can be identiﬁed in the design of the linear, non-adaptive image zooming
method proposed by Strengert et al. [2]. Speciﬁcally, this method also applies
pyramidal magniﬁcation with the dual sampling scheme. Even more important is
the consistent use of bilinear image interpolation supported by OpenGL graphics
hardware. In the context of adaptive interpolation, this amounts to oﬀsetting the
sampling coordinates of a (dependent) bilinear image interpolation such that the
weights of the GPU-based bilinear interpolation are adapted automatically by
the GPU. This indirect adaptation of interpolation weights is also applicable to

536

M. Kraus, M. Eissele, and M. Strengert

color images if the oﬀsets to the sampling coordinates are computed from luminance data while the dependent bilinear image lookup interpolates color image
data.

3

Ideal Edge Characterization

Analogously to the work by Kindlmann and Durkin [10], we ﬁrst choose a onedimensional edge model and develop an exact magniﬁcation method for this
continuous model. The method does not suﬀer from ringing artifacts but preserves the ideal edge without any blurring. Moreover, it is gray-scale invariant
and can be applied to color images.
For an ideal edge the observed physical signal is assumed to feature an arbitrarily sharp, discontinuous change from a value ymin to ymax at position x0 as
depicted in Fig. 2a. Therefore, this physical signal is modeled by a parameterized
step function:
(1)
ymin + (ymax − ymin ) Θ(x − x0 ).
Due to the measurement, however, the sampled signal is blurred. For the sampled
edge signal f (x), this observation process is modeled by a convolution with a
normal distribution with standard deviation σ (Fig. 2b):


x2
1
exp − 2 .
(2)
f (x) = (ymin + (ymax − ymin ) Θ(x − x0 )) ⊗ √
2σ
2πσ
The resulting function f (x) is a parameterized error function plotted in Fig. 2c
and serves as our model of the sampled signal for an ideal edge:


x − x0
ymin + ymax
ymax − ymin
√
f (x) =
+
erf
.
(3)
2
2
2σ
The position x0 of the ideal edge is characterized by the maximum of f  (x) and
the zero crossing of f  (x) as illustrated in Fig. 2d. These criteria are exploited
by the edge detectors by Canny [11] and by Marr and Hildreth [12], respectively.
However, f  (x) and f  (x) are less appropriate for the characterization of the
transition region of an ideal edge as their scale depends on ymin and ymax , which
are not known a priori. Therefore, we form a scale-invariant expression from
f  (x) and f  (x):
2 
def −σ f (x)
.
(4)
d(x) =
f  (x)
For our model of the ideal edge, d(x) is equal to x − x0 as plotted in Fig. 2e;
thus, a zero crossing of d(x) corresponds to the position x0 of an (ideal) edge.
Moreover, the deﬁnition of d(x) is independent of ymin, ymax , and x0 ; thus, it
can be employed for a scale-invariant characterization of transition regions in an
edge magniﬁcation method as explained next.
We consider the magniﬁcation of the ideal edge signal depicted in Fig. 2c
by a factor of 2. At twice the resolution, the edge signal should be twice as
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Fig. 2. Detection and sharpening of an ideal edge: (a) parameterized step function,
(b) normal distribution ﬁlter modeling the measurement process, (c) sampled ideal
edge signal, (d) ﬁrst and second derivative of the sampled signal, (e) oﬀset d(x) for
ˆ
resampling (solid line) and clamped oﬀset d(x)
(dotted line), (f) resampled (and sharpˆ
ened) signal f (x + d(x)) (solid line) and f (x + d(x))
(dotted line)

sharp, i.e., the convolution in (2) should be computed with a normal distribution
with half the standard deviation σ/2. Since the scaling in x direction is only
dependent on σ, it is also possible to compute the magniﬁed edge signal by
rescaling the distance x − x0 , i.e., the resulting sharper edge signal is given by
f (2 (x − x0 ) + x0 ) as depicted in Fig. 2f. This expression, however, allows us to
employ our scale-invariant edge characterization:
f (2 (x − x0 ) + x0 ) = f (x + (x − x0 )) = f (x + d(x)) .

(5)

Thus, we can achieve the sharpening of an ideal edge due to a magniﬁcation by
a factor of 2 simply by resampling the signal with the positional oﬀset d(x) =
−σ 2 f  (x)/f  (x). It should be emphasized that this resampling of the data with
a positional oﬀset maps very well to the GPU-based bilinear image interpolation
discussed in Section 2.5.
While this method works for the ideal edge signal, it is obivously not very
useful for arbitrary signals since the numerical computation of the oﬀset d(x)
is unstable. However, this problem can be easily avoided by clamping the oﬀset
between symmetrical bounds −m and +m:
ˆ def
= max(−m, min(+m, d(x))).
d(x)

(6)

As illustrated by the dotted curves in Figs. 2e and 2f, the clamping has only
limited eﬀect in the case of the ideal edge signal if f (x) is already close to
ymin for x < x0 − m and close to ymax for x > x0 + m. On the other hand,
clamping the oﬀset stabilizes the resampling process even for f  (x) → 0 since
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ˆ
any oﬀset d(x)
∈ [−m, +m] will lead to approximately the same resampling
ˆ
result f (x + d(x))
≈ f (x) for f  (x) ≈ 0.

4

Proposed Method for GPU-Based Up-Sampling

First we present our method for a gray-scale image f (x) with pixel data deﬁned
at integer coordinates of x. As mentioned in Section 2 our method employs a dual
up-sampling scheme, i.e., the coordinates of the two new pixel positions between
the integer coordinates n and n+1 are n+ 14 and n+ 34 as illustrated in Fig. 1b. The
resampling of f (x) at these positions employs a bilinear interpolation; therefore,
it corresponds to the subdivision scheme of biquadratic B-splines [2]. Analogously
to the one-dimensional magniﬁcation method discussed in Section 3, we oﬀset
the resampling positions x by a vector d̂(x) to sharpen undersampled edges by
resampling at f (x + d̂(x)).
For the two-dimensional generalization of the one-dimensional oﬀset d(x) =
−σ 2 f  (x) / f  (x) from Section 3, it is necessary to compute derivatives across
edges, i.e., in the direction of the gradient ∇f (x). Approximating the second
derivative across an edge by the Laplacian Δf (x) [10] and choosing the normalized gradient ∇f (x)/|∇f (x)| for its direction, the oﬀset d(x) becomes:
def

d(x) =

−σ 2 Δf (x)
∇f (x).
|∇f (x)|2

(7)

Additionally, the absolute value of the oﬀset d(x) should be clamped, say to m:
def

d̂(x) = min(m, |d(x)|)

d(x)
.
|d(x)|

(8)

Alternatively, each coordinate of d(x) could be clamped between −m and +m
separately. Actual values of m should be approximately 0.25 because of the sampling scheme depicted in Fig. 1b: For larger values of m, the translated sampling
positions might no longer be well separated, which leads to a susceptibilty to
noise. If m is signiﬁcantly smaller, the sharpening will become ineﬀective.
The second free parameter of our method is the standard deviation σ of the
Gaussian ﬁlter simulating the blurring due to the observation process. This parameter controls the maximum scale of edges that are sharpened; i.e., the smaller
σ, the fewer (harder) edges are sharpened. For σ = 0 no edges are sharpened
and our method degenerates to the biquadratic B-spline ﬁltering proposed by
Strengert et al. [2]. On the other hand, the larger σ, the more (softer) edges are
sharpened. It should be noted that for σ >
∼ 1, anti-aliased and other intentionally soft edges might be sharpened. This should be avoided because it is likely
to result in aliasing artifacts such as staircasing of oblique edges.
In general, an optimal value of σ does not exist; thus, it is preferable to let users
adjust σ between 0 and 1 according to their preferences. Another alternative
might be to determine an appropriate σ from statistics about edges detected at
various scales: If no soft edges are detected, a large value of σ is less likely to
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result in artifacts. If, however, no hard edges are detected, even a rather small
value of σ can result in artifacts due to too strong sharpening.
The approximations of the terms ∇f (x) and Δf (x) in our proposed computation of d(x) are based on a low-pass ﬁltered version of the image f (x), which
is denoted by f˜(x). Similarly to the technique presented by Strengert et al. [2],
the employed 3 × 3 Bartlett ﬁlter can be implemented by a sequence of two convolutions with 2 × 2 box ﬁlters, each of which can be implemented by a single
bilinear image interpolation:
⎡
⎤
⎡
⎤
⎡
⎤
121
110
000
def 1
⎣ 2 4 2 ⎦ ⊗ f = 1 ⎣ 1 1 0 ⎦ ⊗ 1 ⎣ 0 1 1 ⎦ ⊗ f.
(9)
f˜ =
16
4
4
121
000
011
This smoothing is necessary for a numerical robust computation of ∇f (x) by
central diﬀerences at a new pixel position x:


 
1 f˜ x + (1 0) − f˜ x − (1 0)


∇f (x) ≈
.
(10)
2 f˜ x + (0 1) − f˜ x − (0 1)
The Laplacian operator for the computation of Δf (x) is approximated by a
particular ﬁlter applied to f˜(x), which can be evaluated by means of a second
convolution with a Bartlett ﬁlter:
⎡
⎤
⎛ ⎡
⎤
⎞
1 2 1
121
1
1⎣
2 −12 2 ⎦ ⊗ f˜(x) = 4 ⎝ ⎣ 2 4 2 ⎦ ⊗ f˜(x) − f˜(x)⎠ . (11)
Δf (x) ≈
4 1 2 1
16 1 2 1
In summary, the computation of d(x) requires 7 (non-dependent) bilinear
image interpolations per new, resampled pixel (2 for f˜ per pixel of the original
image, i.e., 0.5 per pixel of the magniﬁed image; 4 for ∇f (x); 0.5 for the Bartlettﬁltered f˜; and 2 for Δf (x)). The clamped oﬀset vector d̂(x) is then employed
for a dependent bilinear image interpolation f (x + d̂(x)), which determines the
pixel data of the magniﬁed image. It is important that this last dependent image
interpolation accesses the unﬁltered data f (instead of f˜); thus, the low-pass
ﬁltering, which is necessary to compute smooth derivatives, does not lead to any
blurring of the magniﬁed image.
As discussed in Section 2.4, the extension of this method to color images is
straightforward if luminance edges are detected and sharpened. For each pixel of
a color image fc , the luminance is computed and stored in a gray-scale image f .
This image is used to compute d̂(x) as described above. However, the dependent
image interpolation accesses the original color image fc in order to adaptively
up-sample this image. Results of a prototypical implementation of the proposed
magniﬁcation method are presented in the next section.

5

Experiments and Results

Figure 3 presents some results of our adaptive image up-sampling algorithm.
Figure 3c shows a magniﬁcation by factor 4 and Figure 3f by factor 8, both for
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the parameter settings σ = 0.7 and m = 0.25. For comparison, Figs. 3a and 3d
depict the original pixels with constant pixel colors, while Figs. 3b and 3e show
the magniﬁcation with biquadratic B-spline ﬁltering [2], which corresponds to
our method for σ = 0.
We have implemented our method for GPUs that support the OpenGL extensions GL ARB fragment program and GL EXT framebuffer object using four
16 bit ﬂoating-point RGBA buﬀers. For zoom factors of 2, 4, 8, and 64 with a
target image size of one megapixel, our implementation for static color images
achieves frame rates of 256, 186, 172, and 165 frames per second (i.e., 3.9, 5.4,
5.8, and 6.1 milliseconds per frame) on an NVIDIA GeForce 6800 GT, which
was released in 2004. For the same problem, the more recent NVIDIA GeForce
8800 GTX performed at 1437, 1055, 961, and 876 frames per second (0.70, 0.95,
1.04, and 1.14 milliseconds).

(a)

(b)

(c)

(d)

(e)

(f)

Fig. 3. Comparison of three image magniﬁcation methods for the 512×512 Lena image
with magniﬁcation factor 4 in the top row and factor 8 in the bottom row: (a) and
(d) sample-and-hold, (b) and (e) biquadratic B-spline ﬁltering (a special case of our
method for σ = 0), (c) and (f) our method for σ = 0.7 and m = 0.25

6

Conclusion

We have identiﬁed several important requirements for a GPU-based, adaptive
image magniﬁcation algorithm in order to design and implement an appropriate
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method on programmable GPUs. In particular, our algorithm features gray-scale
invariance, is applicable to color images, and adapts interpolation weights for an
edge-directed image interpolation to avoid the blurring of edges. The method is
designed to exploit GPU-supported dependent image interpolation for the adaptation of bilinear interpolation weights; therefore, our implementation makes
good use of the rasterization performance oﬀered by modern GPUs and provides full-screen image zooming in real time for almost all application scenarios
that include a GPU.
Apart from improving the proposed method and its parameters, long-term
future work should include research on GPU-based implementations of alternative image magniﬁcation algorithms, e.g., adaptive interpolation based on pixel
correlation [1,4] and model-based image magniﬁcation methods [3].
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1

Tokyo University of Agriculture and Technology, Japan
2
National Institute of Informatics, Japan
3
Czech Technical University, Czech Republic
ikuko@cc.tuat.ac.jp, sugimoto@nii.ac.jp, sara@cmp.felk.cvut.cz

Abstract. We propose a coarse registration method of range images
using both geometric and photometric features. The framework of existing methods using multiple features ﬁrst deﬁnes a single similarity
distance summing up each feature based evaluations, and then minimizes the distance between range images for registration. In contrast, we
formulate registration as a graph-based optimization problem, where we
independently evaluate geometric feature and photometric feature and
consider only the order of point-to-point matching quality. We then ﬁnd
as large consistent matching as possible in the sense of the matchingquality order. This is solved as one global combinatorial optimization
problem. Our method thus does not require any good initial estimation
and, at the same time, guarantees that the global solution is achieved.

1

Introduction

Automatic 3D model acquisition of the real-world object is important for many
applications such as CAD/CAM or CG. A range sensor, which is a sensing
device directly measuring 3D information of an object surface, is a useful tool in
modeling 3D objects. An image of an object captured by a range sensor is called
a range image and it provides a partial shape of the object in terms of the 3D
coordinates of surface points in which the coordinate system is deﬁned by the
position and orientation of the range sensor. To obtain the full shape of an object,
therefore, we have to align range images captured from diﬀerent viewpoints. This
alignment, i.e., ﬁnding the rigid transformation between coordinate systems that
aligns given range images, is called range image registration.
Widely used methods for range image registration are the iterative closest
point (ICP) method proposed by [1] and its extensions [2,8,14,16]. These methods iterate two steps: Each point in one range image is transformed by a given
transformation to ﬁnd the closest point in the other range image. These point
correspondences are then used to estimate the transformation minimizing matching errors. In order to robustly1 realize range image registration, some features
1

The terminology “robust” in this paper means that the possibility of successful
registration is enhanced; registration is more successful.

B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 542–552, 2007.
c Springer-Verlag Berlin Heidelberg 2007


Graph-Based Range Image Registration

543

reducing matching ambiguity are proposed in addition to simply computed geometric features [4,5,6,7,12,13]. They are, for example, color attributes [5], chromaticity [7], normal vectors [4], curvatures themselves and their features [6,12],
and attributes representing overlapping areas of planes [13]. Combining diﬀerent
kinds of features enhances robustness for registration; nevertheless, deﬁning one
common meaningful metric for similarity using diﬀerent kinds of features is still
even diﬃcult.
On the other hand, a method using a graph-based optimization algorithm for
range image registration is proposed [11]. The method formalizes the matching
problem as a discrete optimization problem in an oriented graph so that optimal
matching becomes equivalent with the uniquely existing maximum strict subkernel (SSK) of the graph. As a result, this method does not require any good
initial estimation and, at the same time, guarantees that the global solution is
achieved. In addition, it also has an advantage that a part of data is rejected
rather than forcefully interpreted if evidence of correspondence is insuﬃcient
in the data or if it is ambiguous. The method, however, deals with geometric
features only and fails in ﬁnding matching for data of an object having insuﬃcient
shape features.
In this paper, we extend the graph-based method [11] so that it does work
even for the case of data with insuﬃcient shape features. We incorporate the
combination of geometric and photometric features into the framework to enhance the robustness of registration. Existing methods [4,5,6,7,12,13] combining
such features deﬁne a single metric by adding or multiplying similarity criteria
computed from each feature to ﬁnd point matches. In contrast, our proposed
method ﬁrst evaluates each point match independently using each feature, and
then determines the order of matching quality among all possible matches. To be
more concrete, for two point-matches, if similarity of one match is greater than
the other over all features, we regard that the former is strictly superior to the
latter. Otherwise, we leave the order between the two matches undetermined.
This is because both geometric and photometric features should be consistently
similar with each other for a correct match. Introducing this partial order on
matching quality to the graph-based method for range image registration allows us to ﬁnd as large consistent matching with given data among all possible
matches. The maximum SSK algorithm enables us to uniquely determine the
largest consistent matching of points with guaranteeing the global solution. This
indicates that our proposed method is useful for coarse registration.

2
2.1

Multiple Features for Reducing Matching Ambiguity
3D Point Matching Problem

A range image is deﬁned as a set of discretely measured 3D points of an object
surface where each point is represented by the coordinate system depending on
a viewpoint and its orientation. Let xik be the coordinates of the k-th point in
the i-th image (i = 1, 2). We assume in this paper that RGB values rki of the
point (with coordinates xik ) is also measured.
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Fig. 1. Point-based registration of two range images (a) and augmented triangular
mesh over 3 × 3 vertex neighborhood. (b) 24 elementary triangles sharing the central
vertex. (c) local surface vertices neighborhood used to estimate a local normal vector
from 332 triangles. (d) neighborhood for computing the triple and photometric features
(52 vertices). (e) neighborhood for computing the triple feature (604 triangles).

Two coordinate systems representing two given range images are related with
each other by a rigid transformation (R, t), where R is a rotation matrix and t
is a translation vector. If two measured points, x1k and x2k , are the same point
(namely, corresponding), then x2k = Rx1k + t. The range image registration is
to ﬁnd (R, t) using the corresponding points (Fig.1 (a)).
Searching for corresponding points is realized by comparing features between
measured points. If two points are corresponding, then invariant features against
rigid transformations should be equivalent with each other. In addition, geometric concordance should be preserved over all corresponding points, which can be
evaluated by covariant features.
Some cases exist where an object shape is too smooth to discriminate measured points and thus geometric features alone do not work for reducing ambiguity in ﬁnding matching. We, therefore, employ photometric features in addition
to geometric features to achieve robust registration.
2.2

Employed Features for Registration

The features we will use are computed from the augmented triangular mesh [11]
which includes all possible triangles among triples of vertices in a small vertex
neighborhood (Fig.1 (b)). We have chosen four local features, three of which
are geometric and the other is photometric: (A) oriented surface normal, (B)
structure matrix, (C) triple feature, and (D) chromaticity. We note that (A) and
(B) are covariant features whereas (C) and (D) are invariant.
(A) Oriented surface normal. For each measured point xik , we compute its oriented surface normal nik as the average over the oriented surface normals of neighboring triangles. In our experiments, we used the augmented triangular mesh over
7 × 7 neighborhood as shown in Fig.1 (c). We remark that these computed nik ’s
are used for computing structure matrix Ski and triple feature Fki .
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(B) Structure
 matrix. A set of surface normals nj ’s gives 3 × 3 structure
matrix S = j nj n
j [11]. In our experiments, we used the augmented triangular
mesh over 7 × 7 neighborhood as shown in Fig.1 (c).
When x1k and x2k are corresponding, their structure matrices, Sk1 and Sk2 , satisfy Sk2 = RSk1 R . Letting their SVD be Sk1 = U DU  and Sk2 = U  D  (U  ) ,
we have two conditions:
(1)
U  P = RU , D  = D,
where P is the 3 × 3 diagonal matrix P = diag(s1 , s2 , s1 · s2 ) (|s1 | = |s2 | = 1)
representing ambiguity in signs. We use this relationship to evaluate geometric
concordance of transformations over corresponding points.
(C) Triple feature. Given a surface as an augmented triangular mesh, the
triple feature Fki = {fki (),  = 1, 2, . . . , t} at point xik represents its neighboring
convexity/concavity and is deﬁned by
fki () =

det[nik , niΔk () , niΔk () ]
1

2

(xiΔk () − xik ) × (xiΔk () − xik )
1

,

(2)

2

where three vertices of the -th triangle are xik , xiΔk () , xiΔk () and their oriented
1

normal vectors are nik , niΔk () , niΔk () .
1

2

2

In our experiments, we computed Fki [j] (j = 1, 2) using two augmented triangular meshes (see Fig.1 (d), (e)). In our case, t = 52 for j = 1, while t = 604 for
j = 2.
(D) Chromaticity. Photometric features are useful for robust registration. In
particular, when an object has smooth surfaces or similar surfaces in shape,
geometric features are not suﬃciently discriminative while photometric features
are sometimes discriminative.
In our method, as a photometric feature, we consider color distribution over
neighboring points. Since RGB values themselves are sensitive to illumination
conditions, we employ chromaticity which eliminates the luminance from color
information.
i
i
i
Letting rki , rΔ
k () , rΔk () be RGB values respectively at measured points xk ,
1

xiΔk () , xiΔk () , and r̄ =
1

2

2

r
r ,

cik ()[j]

we compute, for a measured point xik ,

=

i
i
r̄ki [j] + r̄Δ
k () [j] + r̄Δk () [j]
1

2

3

,

(3)

where rki [j] is the j-th entry of rki (j = 1, 2, 3). We then deﬁne chromaticity
distribution over neighborhood Cki [j] = {cik ()[j],  = 1, . . . , t} (j = 1, 2, 3).
In our experiments, we used the augmented triangular mesh of Fig.1 (d) and
thus t = 52 in this case.
2.3

Distribution Based Similarity Evaluation

In our method, our employed triple feature and chromaticity are computed over
neighboring points and, therefore, they are deﬁned as collections of computed
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values. The Kolmogorov-Smirnov distance (KS distance) [3] enables us to compute the similarity between two collections2 . For given triple features Fk1 [j] and
F2 [j], the similarity cF (x1k , x2 ) of the triple feature between them is deﬁned by
cF (x1k , x2 ) =

2




1 − KS Fk1 [j], F2 [j] ,

(4)

j=1



where KS Fk1 [j], F2 [j] represents the KS distance between Fk1 [j] and F2 [j]. In
the same way, we deﬁne the similarity cC (x1k , x2 ) of chromaticity by
cC (x1k , x2 ) =

3




1 − KS Ck1 [j], C2 [j] .

(5)

j=1

3

Graph-Based Registration Method Using Multiple
Features

We now extend the graph-based method [11] so that it can handle multiple features within the same framework. The graph-based matching method [11] selects
as many consistent matches in best agreement with data as possible among all
possible matches. In line with this idea, we formalize the range image registration
problem using both geometric and photometric features in a graph. We note that
our method is distinguished from existing methods in the sense that each employed feature is independently evaluated only to determine the matching-quality
order and that the obtained order allows us to combinatorially determine the
best matching.
3.1

Generating an Unoriented Graph G

Along with [11], we ﬁrst create an unoriented graph G representing uniqueness constraint of matching and geometric concordance constraint of the rigid
transformation. In evaluating geometric concordance constraint, we use covariant features.
The vertex set P of G is deﬁned as all putative correspondences p = (x1k , x2 ).
We remark that, in the case where a search range of rigid transformations is
known in advance, we can restrict putative correspondences further using our
covariant feature evaluation.
The edge set E represents uniqueness of matching and geometric concordance
of transformations. Namely, two vertices (i.e., two pairs of matches) are joined
if they cannot occur in a matching simultaneously or if no rigid transformation
exists that realizes the two pairs of matches simultaneously.
2

The choice of the KS distance as a similarity measure in fact allows us to combine
our triple feature and chromaticity by computing the product of cF and cC in Eqs.
(4) and (5). It should be stressed, however, that our approach is general and does
work for any other similarity measures and their combination.
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Generating an Oriented Graph D

It should be clear that if M ⊂ P is a solution of the matching problem, no
pair of entries in M should be connected by any edge in G. In other words,
every possible matching M is an independent vertex subset of G. Since many
independent vertex subsets exist in G, we, therefore, select the one that is in
best agreement with data.
To do so, we here add orientations to the edges of G to create oriented graph
D where we evaluate invariant features to determine the orientation of an edge.
In this evaluation, [11] uses a single feature alone while our method employs
multiple features.
For a putative correspondence p = (x1k , x2 ) ∈ P , we denote by c(p) the 2D
vector whose entries are the similarities of the triple feature and chromaticity,
respectively. Based on c(·), we give the orientation to each edge in G to deﬁne
D = (P, A∪A∗ ). Here, A and A∗ represent bidirectional edges and unidirectional
edges, respectively. We note that A ∩ A∗ = ∅.
For two pairs of matches, p, q ∈ P , if c(p) − c(q) is positive for all entries
of c(·), then let (q, p) ∈ A∗ (i.e., an oriented edge from q to p). Inversely, if
c(p) − c(q) is negative for all entries of c(·), then let (p, q) ∈ A∗ . Otherwise,
we deﬁne (p, q), (q, p) ∈ A. We remark here that we can incorporate robustness
further by testing if c(p) − c(q) > t, where t is a small positive constant.
3.3

Strict Sub-kernel of D

The maximum matching we are looking for is identical with the maximum strict
sub-kernel (SSK in short) [10] of oriented graph D = (P, A ∪ A∗ ) deﬁned above.
We remind that the SSK, K ⊆ P , of D is an independent vertex subset in D
and that, for any p ∈ K, the existence of r ∈ K is ensured such that (q, r) ∈ A∗
for every (p, q) ∈ A ∪ A∗ . Uniqueness of the SSK in D is guaranteed and an
polynomial algorithm for ﬁnding the SSK is known [9,10,11].
Finally we summarize the characteristics of our approach. First, for each feature, similarity between two points is independently evaluated. In other words,
for two pairs of matches, each feature independently gives the matching-quality
order only and our method focuses on the combination of matches based on this
order. Diﬀerently from other existing methods, our method does not either deﬁne any single metric for similarity using multiple features or minimize any cost
function derived from employed features. Secondly, employing geometric features
as well as photometric features in the graph-based method enhances robustness
in registration. If an object has insuﬃciently discriminative surfaces in shape,
the SSK using geometric features alone may ﬁnd incorrect matching because two
points locally having similar shapes happen to generate the SSK. In contrast,
incorporating evaluation of photometric features as well leads to excluding the
possibility of generating the SSK that includes such points. Accordingly, ambiguities in matching are reduced and robust registration is achieved. This can
be also understood from the fact that points included in the SSK have to be
superior in both geometric and photometric similarities to all competing points.

548

4

I. Shimizu, A. Sugimoto, and R. Šára

Range Image Registration Using SSK

4.1

Interest Point Detection

We detect interest points using triple features among measured points. For each
the standard deviation of triple features over its
measured point xik , we compute
r
neighborhood3 : Lik = std j=1 Fki (j). Lik becomes large for a point whose neighboring surface shape is not uniform. We thus detect points with local maxima
of Lik . We call them interest points in this paper.
Then, we use two sets of interest points, each of which is independently detected from one of two given range images, and generate a table for all possible
matches. In generating the table, we eliminate matches that do not satisfy a
given search range of rigid transformations. To be more concrete, for a given
corresponding pair of points, we compute their structure matrices and then decompose them using SVD to ﬁnd the rotation relating the pair (cf. Eq. (1)).
Next, we eliminate the pair from the table if the rotation is not admissible.
4.2

Maximum SSK and Matching

Based on the generated table, we consider all possible matches and then deﬁne
the vertex set of unoriented graph G. We then deﬁne edges along with uniqueness
of matching and geometric concordance. Next we give the orientation to the edges
in G using Eqs. (4) and (5).
As a result, we obtain oriented graph D representing our problem. The SSK
algorithm uniquely ﬁnds the best matching in D [11].

5

Experiments

To demonstrate the potential applicability of the proposed method, we applied
our method to synthetic range images.
We used a horse model provided by [17] and attached randomly generated
texture to it in order to generate its range images (Fig. 2). The body of the horse
model was scanned at 20 degree rotation steps with respect to the Y -coordinate
and 18 range images with the size of 200 × 200 pixels were obtained. We then
perturbed the Z-coordinate of each point in the range images by adding Gaussian noise with zero mean and standard deviation of σ = 0.1. This implies that
if the height of the horse body is about 60cm, the added noise is about 1mm.
We applied our method to all adjacent pairs in the range image sequence
above. We set the search range of ration angles be ±15◦ diﬀerent from the ground
truths just for reducing computational cost. We remark that we did not have
any assumption about the rotation axis to be found. To see the eﬀectiveness
of our method, we also applied a method using geometric features alone to
the same data. The registration results are shown in Fig. 3 and Table 1. Fig. 3
presents selected interest points and their matches obtained by the two methods.
3

Fki (1) and Fki (2) are computed with Eq. (2) over 52 and 604 triangles respectively,
as shown in Fig. 1 (d), (e). Lik is standard deviation over them.
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Fig. 2. Horse model and its synthetic range images
Table 1. Evaluation of registration results (“−” means failure in estimation)

shape and color

shape only

shape and color

shape only

i
points
IPs of i-th image
IPs of (i + 1)-th image
matches
estimated rotation [◦ ]
rotation error [◦ ]
translation error
matches
estimated rotation [◦ ]
rotation error [◦ ]
translation error

1
11616
173
237
11
20.1
0.2
0.2
3
46.9
63.1
29.2

2
10888
241
229
5
21.1
1.0
1.5
13
19.7
1.7
0.4

3
9913
210
172
7
16.6
5.5
4.4
11
35.2
14.6
20.2

4
9374
173
193
7
19.9
0.3
0.1
11
24.8
19.6
7.3

5
9442
197
269
8
20.1
0.8
0.2
9
15.8
17.2
21.9

6
9778
210
243
11
19.9
0.2
0.1
13
21.1
6.8
1.4

7
10503
260
190
9
20.1
1.2
0.4
10
20.4
11.6
1.4

8
11589
178
171
7
20.2
0.3
0.2
17
19.9
0.2
0.2

9
12118
172
172
9
20.0
0.3
0.2
4
-168.9
71.5
21.2

i
Points
IPs of i-th image
IPs of (i + 1)-th image
matches
estimated rotation [◦ ]
rotation error [◦ ]
translation error
matches
estimated rotation[◦ ]
rotation error [◦ ]
translation error

10
11929
179
225
3
19.9
1.1
0.1
2
-

11
11464
256
285
2
3
16.2
71.5
38.9

12
10735
302
328
7
19.6
1.2
0.6
15
15.8
18.7
7.1

13
9779
331
307
12
19.8
0.3
0.3
10
43.4
67.4
40.8

14
8957
250
154
2
12
24.5
8.4
8.5

15
9198
178
140
3
19.9
2.2
0.8
5
11.9
38.1
19.9

16
10105
145
165
8
19.9
0.8
0.1
17
19.5
2.1
0.6

17
11228
166
153
5
20.0
1.0
0.6
4
23.4
30.9
10.7

18
11725
135
156
10
20.1
0.1
0.0
21
19.4
3.6
1.3

In Table 1, the i-th column corresponds to the registration result of the i-th
and (i + 1)-th images. The number of measured points, the number of detected
interest points (IPs), the number of obtained matches (the number of vertices in
the obtained SSK), the estimated rotation angle, error of the estimated rotation
axes, and translation error are presented there. Errors of the estimated rotation
axes were evaluated by the diﬀerence from the ground truth while translation
errors were by the diﬀerence between norms. Since the rigid transformation was
estimated using the 3D coordinates of matched points [15], we need at least three
matches. “−” was used in the case of less than three matches, which means failure
in estimation.
Table 1 shows that over all the cases, the registration accuracy of our method
is not only signiﬁcantly higher but also numerically more stable, compared with
the method using geometric features alone. In fact, in our method, errors of
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image 1

image 2

image 1

image 2

interest points

1
2
3
4

shape and color

5

8 9
6
7

10

11

1
23
8
4
9
10
5

11

6
7

shape only

Fig. 3. Examples of registration results

estimated rotations were within ±1 degree and translation errors were within
1.0 except for two cases failing in estimation. These observations can be understood by the fact that discriminative geometric features are not expected due
to smoothness of the shape of the horse body while photometric features are
discriminative even for such shapes in this case. Fig. 3 certiﬁcates this because
vectors connecting matched feature points have the uniform direction in our
method while they do not in the case of geometric features alone. Similarity derived from our photometric feature reduces matching ambiguity using geometric
features alone and matching-quality of incorrect matches as well, which prevents
such matches from being included in the SSK. Here we remark again that we
did not assume any rotation axis to be found; this suﬃces to show that our
proposed method, diﬀerently from existing methods, does not require any good
initial estimation. We can thus conclude that our method achieves suﬃciently
accurate registration without any good initial estimation.

6

Conclusion

We extended a graph-based range image registration method so that it can
handle both geometric and photometric features simultaneously. Namely, we
formulated registration as a graph-based optimization problem where we independently evaluate geometric feature and photometric feature and then consider
only the order of point-to-point matching quality. We then ﬁnd as large consistent matching as possible in the sense of the matching-quality order. This is
solved as one global combinatorial optimization problem of polynomial complexity. The advantage of our method is that each match is independently evaluated
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by each employed feature and the order of matching-quality is only concerned.
Diﬀerently from existing methods, our proposed method need not deﬁne any
single metric of similarity for evaluating matching. Our experimental results
demonstrate the eﬀectiveness of our method for coarse registration.
The proposed method will reduce the possibility of ﬁnding an incorrect matching but cannot be expected to increase the number of matches signiﬁcantly. This
follows from the fact that both the two similarity criteria have to be consistent.
In principle, it is also possible to combine the two criteria in such a way that
when one of them strictly favors the match of q to p and the other is at least
indiﬀerent between p and q, the edge joining p and q becomes unidirectional.
Such deﬁnition requires using a diﬀerent matching algorithm from the one used
in this paper. This research direction is our ongoing work.
Acknowledgments. A part of this work was done under the framework of MOU
between the Czech Technical University and National Institute of Informactics.
This work is in part supported by the Czech Academy of Sciences under project
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14. Turk, G., Levoy, M.: Zipped Polygon Meshes from Range Images, ACM SIGGRAPH Computer Graphics, pp. 311–318 (1994)
15. Umeyama, S.: Least-Square Estimation of Transformation Parameters Between
Two Point Patterns. IEEE Trans. on PAMI 13(4), 376–380 (1991)
16. Zhang, Z.: Iterative Point Matching for Registration of Free-Form Curves and
Surfaces. IJCV 13(2), 119–152 (1994)
17. Georgia Institute of Technology Large Geometric Models Archive
http://www-static.cc.gatech.edu/projects/large models/

Automatic Identiﬁcation and Validation of Tie
Points on Hyperspectral Satellite Images from
CHRIS/PROBA
André R.S. Marçal
Faculdade de Ciências, Universidade do Porto
DMA, Rua do Campo Alegre, 687, 4169-007 Porto, Portugal

Abstract. There is great interest in the development of automatic geometric correction systems for satellite images. A fully automatic system,
based exclusively on the identiﬁcation of tie points (image to image control points) by image matching needs to use eﬃcient selection and validation methods. Four Tie Point Suitability Indices (TPSI) are proposed to
select the most suitable areas in an image to search for tie points. Three
tie point validation parameters are also proposed. The validation parameters make use of the various spectral bands available in hyperspectral
and multispectral satellite images. The proposed TPSIs and validation
parameters were tested with hyperspectral high-resolution satellite images from the CHRIS/PROBA sensor.

1

Introduction

The manual registration and geometric correction of satellite images is a laborious and time-consuming task. The increasingly wider access to satellite images
prompts an interest in the development of algorithms for the automatic or semiautomatic geometric correction of these images. As long as the images have
certain similarities, it is possible to implement a fully automatic geometric correction system based on the identiﬁcation of tie points (image to image control
points) by image matching. The tie points are used to establish a transformation
function between the input and the base or reference image, which once applied
performs the geometric correction of the input image. In order for this process to
be eﬀective, a signiﬁcant overlap (over 50%) between the two images is required.
However, even two images of the same place acquired by the same sensor, on
diﬀerent dates or with diﬀerent viewing conditions, often look very diﬀerent.
This causes diﬃculties for a fully automatic geometric correction system based
on automatic identiﬁcation of tie points. One possible way to tackle this problem
is to separate the image transformation process in two parts. Initially, a set of
candidate tie points is searched for, but only a subset of trustable tie points
are used to establish a ﬁrst order (aﬃne) transformation function. The second
step consists of searching for a new set of tie points, but limiting the search to
a small window centred on the locations predicted by the aﬃne transformation.
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 553–561, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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This methodology is strongly dependent on the ability to select the right candidate tie points that are used to establish the aﬃne transformation function.
The purpose of this work is to propose a methodology to select and validate tie
points identiﬁed on hyperspectral satellite images. The method was developed
for hyperspectral satellite images from CHRIS/PROBA.
CHRIS/PROBA is the ﬁrst hyperspectral satellite sensor with pointing capabilities and high spatial resolution [1]. A CHRIS/PROBA scene is composed
of 5 images with diﬀerent viewing angles, with ﬂy-by Zenith Angles (ZA) of 55,
36, 0, -36 and 36 degrees [2]. In the most common operational mode, the sensor
acquires data with a nominal spatial resolution of 17 meters over the full swath
(13 km), with 18 spectral bands from 400 to 1050 nm [3].

2

Method

In this section a method to establish a set of candidate tie points is described,
and a number of parameters that can be used for a validation criteria proposed.
2.1

Tie Point Selection by Image Matching

The tie point selection process is based on image matching by normalized twodimensional cross-correlation in the spatial domain. A target matrix T (of size
t, usually small) is established in the reference image and a search window S (of
size s, larger than t) is examined in the input image. The convolution between T
and all sub-window of S (of size t) is performed, resulting is a set of correlation
coeﬃcients, from -1 to 1. The best match will be the pixel of highest correlation
in the search window. The MATLAB implementation of the normalized twodimensional cross-correlation function was used in this work [4].
2.2

Tie Point Suitability Indices

The purpose of a Tie Point Suitability Index (TPSI) is to identify the best locations on an image to search for tie points. These locations should have distinct
features in order to maximise the chances of a correct selection on the image
matching process. For a given target matrix of size t (for example 3 × 3 for
t = 3) a TPSI value is attributed to each pixel of the image, thus producing a
TPSI image, where the highest values should correspond to the most promising
locations to search for tie points. Four TPSI are proposed: Basic (B), Composed
(C), Ratio (R) and Prewitt (P ).
For a sub-section of an image of size t (t by t pixels), Hh is the highest possible
sum of pixel values, or Digital Numbers (DNs), from two horizontally adjacent
pixels, Hv is the highest sum of DNs from two vertically adjacent pixels, and
Lh and Lv are the lowest DN sums for two pixels horizontally and vertically
adjacent. For example, the value of Hh of Figure 1’s section (a) is 0.74, as the
highest pair is formed by the pixels with DN values of 0.36 and 0.38 on the top
right corner. The values for the other parameters for this section are: Lh = 0.51,
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Fig. 1. Example of 5x5 test sites
Table 1. TPSI values for the 5x5 test sites of ﬁgure 1 (band 14 as reference)
Site
a
b
c
d

Hh
0.74
0.56
0.49
0.69

Lh
0.51
0.18
0.13
0.09

Hv
0.74
0.72
0.48
0.68

Lv Basic TPSI Composed TPSI Ratio TPSI Prewitt TPSI
0.51
0.1903
0.0349
0.0057
0.0086
0.12
0.7188
0.3605
0.0420
0.0028
0.12
0.6028
0.3539
0.1122
0.0117
0.09
0.7710
0.5849
0.1791
0.1311

Hv = 0.74 and Lv = 0.51. The values for the other 3 sites of Figure 1 are
presented in Table 1.
The Basic TPSI (B) uses the highest and lowest pairs, regardless of the orientation, to compute an index from 0 to 1, using (1), where H = M ax {Hh, Hv}
and L = M ax {Lh, Lv}. The Basic TPSI (B) has high values when the diﬀerence
between the highest DN pair and lowest DN pair is high. In homogeneous areas
the values of B will be low. The Composed TPSI (C), computed by (2), has some
similarities with the Basic TPSI. However, the information about horizontal and
vertical variability within the matrix is used separately. This index only reaches
high values when there is a large diﬀerence between the highest and lowest DN
pairs both horizontally and vertically.
H −L
H +L

(1)

(Hv − Lv) × (Hh − Lh)
(Hv + Lv) × (Hh + Lh)

(2)

B=
C=

The Ratio TPSI (R) is computed in a diﬀerent way from B and C, searching
for edges locally. For each pair of horizontally adjacent pixels in the sub-section
of the image being tested, the ratio between the absolute diﬀerence and the sum
of their DNs is calculated. The maximum for all pairs is selected as Rh. The
same process is done for all vertical pairs, resulting in the maximum ratio Rv.
The Ratio TPSI is obtained by multiplying Rh and Rv. The index only has high
values when there are both strong horizontal and vertical edges.
The ﬁnal TPSI proposed is based on a standard edge detector - the Prewitt
operator [6]. The Prewitt TPSI is obtained by the multiplication of the results
of 3x3 horizontal and vertical Prewitt operators applied to the input image.
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Again, this index will only reach high values when there are strong edges, both
horizontally and vertically, within the image sub-section tested.
As an illustration, four 5x5 sections of an image are presented in Figure 1.
These are 5 by 5 pixel sections used to compute the TPSI for the central pixel
(t=5). The examples in Figure 1 illustrate diﬀerent cases: (a) a homogeneous
region, (b) a strong vertical edge, (c) a weak and small peak, and (d) an area
with two clearly distinct zones, providing both horizontal and vertical edges. The
site (d) should deﬁnitely be the best choice for a candidate tie point and the
second best should be site (c). Sites (a) and (b) are clearly inadequate to ﬁnd
a tie point. The values of the TPSIs for these four image sections are presented
in Table 1. All indices rated site (d) as the best choice, but the TPSIs B and
C failed to identify site (c) as the second best choice. These two indices ranked
highly the strong vertical edge in site (b).
2.3

Tie Point Validation

Initially a spectral band is used to produce a TPSI. A criterion will select which
pixels will be used as candidate tie points. For example, the image can be divided
into sectors, and the pixel with highest TPSI in each sector selected.
For each pixel selected as candidate tie point in the base image, the matching
process will provide a conjugate pair in the input image. This will be the location
in the search window where the convolution between the target window and the
search sub-window is maximum. However, this will not necessarily be a suitable
match, as the presence of clouds, noise, or other similar locations elsewhere
might result on the selection of the wrong location. It is important to have a
consistent criterion to reject these bad matches. The hyperspectral characteristic
of the images can provide additional information to properly identify the correct
matches.
A convolution between the target window and the search sub-window, centred
on the location selected by the image matching process, is performed in several
spectral bands. In this work only 9 bands were used (bands 1, 4, 6, 8, 10, 12, 14, 16
and 18) but more bands could be easily used. Three parameters are considered:
(i) the number of bands with a correlation coeﬃcient (r) above 0.95 (N 1), (ii)
the number of bands with r > 0.90 (N 2) and (iii) the average of the 3 highest r
values (R123). An adequate match will hopefully score high in all 3 parameters
while a wrong match should score low in at least one of them.

3

Results

Three CHRIS/PROBA scenes of the same location were acquired to test the
performance of the TPSIs and the validation parameters. The image centre
target was a point in Arcos de Valdevez, northwest Portugal, with longitude
-8.42 and latitude 41.8. Each image scene includes 5 images (766 by 748 pixels)
with diﬀerent viewing angles, each with 18 spectral bands. Due to the uncertainty in CHRIS/PROBA pointing, the centre might be displaced by as much as
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7 km, which is more than half the image size (image swath of 13 km) [1]. This is
true both for images acquired on diﬀerent dates, and for diﬀerent viewing angle
images of the same scene.
3.1

Testing Strategy

Five pairs of CHRIS/PROBA images were selected for testing. Table 2 indicates
the main characteristics of the images used (ZA–Zenith Angle). The image pairs
tested were the pairs formed by the three vertical views (IM1 to IM2, IM1 to
IM3 and IM2 to IM3), and the pairs formed between the vertical view and two
oblique views for image 1 (IM1 to IM1B and IM1 to IM1C). Figure 2 shows an
example of a vertical view image (IM3), the near infrared band 14 (781 nm) [2].
In this image it is easy to distinguish the noticeable feature of the river that
crosses the image nearly horizontally, which given its irregularity should provide
good locations to search for tie points.
Table 2. CHRIS/PROBA images used in the TPSI test (ZA–Zenith Angle)
Label Aquisition date Fly-by ZA Observation ZA Solar ZA
IM1
11 04 2006
0
4.7
35.0
IM1B
11 04 2006
+36
28.3
35.0
IM1C
11 04 2006
-36
33.4
35.0
IM2
28 05 2006
0
3.6
30.0
IM3
24 05 2006
0
6.2
23.0

For each pair of images, one was selected as base and the other as input image.
Between 9 and 15 control points were identiﬁed manually for each image pair,
which were used to establish ﬁrst order and second order polynomial transformation functions. The TPSIs B, C, R and P were computed for selected reference
bands of the base images. Only bands 1, 6, 10, 14 and 18 were used as reference.
As an example, Figure 2 (centre) shows the Composed TPSI (C) produced for
IM3 with reference band 14 (the image displayed is C × 2 as the original image
has low contrast). The next step is to select a reasonable number of widespread
tie point candidates. This goal is achieved by establishing a 5 by 5 grid of nonadjacent sectors. An illustration of this grid is displayed over a TPSI image in
Figure 2 (right). For each TPSI image, the pixel with maximum value on each
sector is selected as a candidate tie point. The image-matching algorithm is used
to select the conjugate pixel on the input image, with a search window size of 251
by 251 pixels. The central pixel of the sub-window with maximum correlation
coeﬃcient is selected as the tie point conjugate pair. The correlation between
the base and input image for a 5 × 5 window is computed for this pair for all 9
bands. The 3 validation parameters (N 1, N 2 and R123) are also computed.
A tie point provided by the image matching process is evaluated according
to the root mean square diﬀerence between its coordinates in the input image
and those predicted by the second order polynomial transformation function
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Fig. 2. IM3 Band 14 (left), Composed TPSI (centre), Ratio TPSI with sectors and
points selected (right)

established for the image pair. If the diﬀerence was less than 2 pixels the point
was labelled as correct, if it was above 5 pixels it was labelled as incorrect, and
those pixels with a diﬀerence between 2 and 5 pixels were labelled as doubtful.
The pixels that the polynomial transformation function projected to a location
outside the input image were considered invalid, as no successful matching was
possible. Those points were discarded from subsequent analysis.
3.2

Reference Band Test

The ﬁrst test was to evaluate the importance of the spectral band used as reference. The procedure described in the previous section was applied to the image
pair IM1 (base) and IM2 (input) using bands 1, 6, 10, 14 and 18 as reference
bands. The results are summarised in Table 3. Only the correct (good) and the
incorrect (bad) matches are displayed in the table. For each of the four TPSI
the variables tested were the number of tie points, and the validation parameters
N 1, N 2 and R123. Ideally one would have a large number of correct tie points
and few incorrect tie points. The validation criteria should have high values for
correct points and low values for incorrect points. The values underlined in Table
3 correspond to the best reference band for each TPSI, and in bold is the best
overall for each parameter tested. For example, the best combination in terms
of the number of valid (good) tie points was to use the Ratio TPSI with band
10 as reference. This combination resulted in 16 correct and only 5 incorrect tie
points (2 were doubtful and the remaining 2 invalid).
The best scenario for the validation parameters is to have a large diﬀerence
between the values of good and bad tie points. This is a requirement to make
the parameter able to properly discriminate the good and bad (valid or invalid)
tie points. The values underlined in Table 3 correspond to the reference bands
that proved more eﬃcient in this context. The Ratio TPSI performed best in
all 4 parameters tested. The reference band 14 seems to be the most eﬃcient in
terms of tie point validation, while band 10 or band 1 are good choices in terms of
getting a high number of valid tie points. This might be partially justiﬁed by the
spectral location of these bands. Band 1 is in the blue part of the visible spectrum
(442 nm), Band 10 in the red edge (703 nm) and Band 14 in the near infrared
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Table 3. Summary of the TPSI performance using 5 diﬀerent reference bands (image
pair IM1–IM2)
TPSI:
Basic
Composed
Ratio
Prewitt
reference / TP type: Good Bad Good Bad Good Bad Good Bad
No. TPs
Band 1
14
7
14
7
14
7
12
9
Band 6
10
10
9
10
10
11
10
12
11
8
16
5
8
10
Band 10
11
8
9
9
10
6
8
10
Band 14
11
7
12
6
9
8
11
8
Band 18
8
11
N1
Band 1
5.00 2.21 5.71 2.86 5.57 0.93 4.33 0.83
Band 6
6.80 2.50 6.67 2.30 3.40 1.73 5.90 1.42
Band 10
6.55 1.88 5.73 2.25 4.13 0.80 6.00 0.50
Band 14
5.45 4.00 5.56 4.00 6.50 0.50 5.38 3.10
Band 18
6.25 3.18 6.42 2.67 6.22 0.88 5.73 2.50
N2
Band 1
6.57 4.07 7.14 4.43 7.57 2.57 7.67 3.25
Band 6
7.70 4.60 7.89 4.40 6.90 2.55 7.10 3.17
Band 10
7.64 4.38 7.55 3.25 7.06 3.20 8.00 2.90
Band 14
6.91 6.00 7.11 5.56 7.90 2.00 6.50 4.40
Band 18
7.75 5.27 7.42 5.17 7.56 2.63 6.55 4.25
R123
Band 1
0.973 0.947 0.976 0.955 0.968 0.907 0.963 0.925
Band 6
0.978 0.964 0.981 0.954 0.958 0.923 0.972 0.918
Band 10
0.978 0.944 0.971 0.923 0.960 0.848 0.974 0.890
Band 14
0.921 0.821 0.946 0.663 0.951 0.357 0.922 0.640
Band 18
0.963 0.838 0.965 0.755 0.946 0.480 0.929 0.769

(781nm) [2]. There is considerable scattering by the Earth’s atmosphere for low
visible wavelengths (particularly blue), which tends to reduce the variability of
the surface reﬂectances in Band 1. On the contrary, the spectral signatures of
water and vegetation are clearly distinguishable in the near infrared. However,
using near infrared reference bands, it is very likely that some vegetation features
are selected as candidate tie points, which will often fail to produce a suitable
match due to vegetation change between the two image acquisition dates.
Overall, the performance of band 10 as reference band can be considered rather
good, except for the validation parameter R123, which has a small diﬀerence
between good and bad tie points.
3.3

TPSI Test

Another test of the TPSI performance was done using the 5 image pairs available. The reference band used was band 10, as this seems to oﬀer a good compromise between the various parameters of interest. The results are summarised
in Table 4, again with only the correct (good) and incorrect (bad) tie points
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Table 4. Summary of the TPSI performance using 5 images pairs (reference band 10)
TPSI:
Image pair / TP type:
No. TPs
IM1 to IM2
IM1 to IM3
IM2 to IM3
IM1 to IM1B
IM1 to IM1C
N1
IM1 to IM2
IM1 to IM3
IM2 to IM3
IM1 to IM1B
IM1 to IM1C
N2
IM1 to IM2
IM1 to IM3
IM2 to IM3
IM1 to IM1B
IM1 to IM1C
R123
IM1 to IM2
IM1 to IM3
IM2 to IM3
IM1 to IM1B
IM1 to IM1C

Basic
Composed
Ratio
Prewitt
Good Bad Good Bad Good Bad Good Bad
11
8
12
7
6

8
8
8
14
16

11
7
12
7
5

8
7
8
15
18

16
5
13
6
7

5
12
7
19
17

8
4
10
4
6

10
13
11
19
17

6.5
6.0
7.5
7.7
7.7

1.9
2.3
3.0
2.7
4.3

5.7
5.7
7.7
7.9
6.6

2.3
2.4
3.1
2.7
3.8

4.1
5.8
5.5
7.3
3.4

0.8
0.9
1.4
2.7
1.5

6.0
6.8
5.8
6.0
5.2

0.5
1.2
1.5
2.2
1.6

7.6
7.4
8.7
8.9
8.0

4.4
3.6
5.0
4.9
6.0

7.5
7.1
8.7
8.9
7.8

3.3
3.9
4.4
4.4
5.6

7.1
6.8
7.8
8.5
7.4

3.2
2.5
4.0
4.3
3.5

8.0
7.3
7.5
8.3
7.2

2.9
3.3
3.1
4.0
4.4

0.978
0.980
0.981
0.985
0.982

0.944
0.908
0.957
0.911
0.944

0.971
0.980
0.981
0.986
0.982

0.923
0.932
0.940
0.904
0.928

0.960
0.973
0.970
0.969
0.941

0.848
0.903
0.923
0.908
0.882

0.974
0.987
0.975
0.972
0.969

0.890
0.924
0.912
0.929
0.918

displayed. The underlined values in this Table correspond to the best TPSI
performer, for each image pair and parameter. The bold indicates the best performance overall for a parameter. Out of the 20 image pairs and parameters
tested, the number of wins was 3 for the Basic TPSI (B), 4 for C, 7 for R and 6
for P . The R and P indices got 2 best overall rates each. Although the results do
not seem to indicate a clear favourite, the Ratio and Prewitt indices performed
better.
The results in Tables 3 and 4 suggest that a suitable discrimination criteria
based on the N 2 value can be established. The results seem to indicate that a
threshold of 5 could perhaps be eﬀective to distinguish between good and bad tie
points. However, the values presented in these tables are average values, calculated for all tie point candidates labelled as good or bad. A detailed analysis was
carried out to investigate if this could be an appropriate discrimination criterion.
The results are summarised in Table 5. The accuracy of this criterion depends
on the TPSI index, reference band and the limiting threshold (l) considered, but
are generally around 80%.
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Table 5. Evaluation of a discriminative criteria based on N 2
Label
Ratio 10 Prewitt 10 Ratio 14 Prewitt 14
No. Points
107
101
104
100
Success rate (l=6)
79.1%
84.1%
83.9%
76.5%
Success rate (l=5)
78.1%
80.4%
81.0%
74.2%

4

Conclusions

The successful implementation of a fully automatic geometric correction system, based on the identiﬁcation of tie points (image to image control points) by
image matching, is dependent both on the ability to identify suitable areas to
search for tie points, and to validate the candidate tie points. Four Tie Point
Suitability Indices (TPSI) were proposed, which aim to select the most suitable
areas to be used as candidate tie points in an image. Three tie point validation
parameters were also proposed, which can be used with hyperspectral or multispectral images. The validation parameters make use of the fact that there is a
high correlation between the neighbourhoods of correctly matched tie point for
a large number of spectral bands. The proposed TPSIs and validation parameters were tested with 5 CHRIS/PROBA hyperspectral high-resolution satellite
images. A criterion to distinguish between correct and incorrect candidate tie
points was tested, with an accuracy of about 80%. The results are promising
but further research is still required in order to establish the most eﬀective TPSI
and validation criteria.
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Abstract. In this paper, we propose a pose editing and animation
method for triangulated surfaces based on a user controlled partitioning
of the model into deformable parts and rigid parts which are denoted
handles. In our pose editing system, the user can sculpt a set of poses
simply by transforming the handles for each pose. Using Laplacian editing, the deformable parts are deformed to match the handles. In our
animation system the user can constrain one or several handles in order to deﬁne a new pose. New poses are interpolated from the examples
poses, by solving a small non-linear optimization problem in order to
obtain the interpolation weights. While the system can be used simply
for building poses, it is also an animation system. The user can specify a
path for a given constraint and the model is animated correspondingly.

1

Introduction

Almost all modern animation systems are based on the concept of skeletons and
skinning. Skinning is basically the process whereby a trained professional relates
a triangle mesh (the skin) to a bone structure (the skeleton). When this work
is done, the mesh may be animated by transforming the bones in the skeletal
structure. The transformations of the bones, in turn, can be computed using
keyframes, inverse kinematics, motion capture, or some other method.
While skeleton based animation is well established and used in numerous
commercial systems, it is by no means an ideal solution. In particular, it is
diﬃcult to create a good correspondence between the skeleton and the mesh
(skin). One goal of this paper is to convince the reader that we can do without
skeletons. Instead of a skeleton, we propose to allow the user to paint rigid
handles on the model and animate by transforming these handles.
1.1

Contributions and Related Work

Traditional inverse kinematics [1] combined with linear blend skinning [2] is
R
R
and 3DStudio Max
.
used for character animation in packages such as Maya
This combination oﬀers the advantage of direct control and manipulation of the
skin and skeletons. However, there are certain issues. Linear blend skinning is
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 562–571, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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notoriously known for joint collapse and “candy wrap” artifacts. Many people
have tried to ﬁx these problems, for instance by replacing the interpolation
method [3], or improving on the skin weights using statistical analysis and adding
correction terms to the linear blending [4]. Also advanced methods exist for
assigning skin weights, e.g. [5]. Nevertheless, animators still spend a considerable
amount of time tweaking skin weights. In fact, traditional skeleton and skinning
animation is known for requiring tweaking of skin-weights on a per motion basis,
i.e. skin-weights that work well for a jumping motion may work badly for a
running motion, and skinning for a lower arm twist probably won’t do for wrist
ﬂexing.
Skeleton based animation also falls a bit short with regard to what types
of animations that can be achieved. Typically, animators work in one of two
ways: Either the model is skinned and animated by rotation of bones (skeletal
animation) or individual poses are sculpted simply by moving individual vertices
to speciﬁc positions in speciﬁc poses (interpolation based animation). The former
is more useful for overall character animation while the latter is needed for facial
expressions. Ideally, and in order to ﬁx the problems with bones based animation,
they should be combined, and in [6] Lewis et al. present a system where the user
can manipulate vertices directly for a given pose and at the same time use
a skeleton driven deformation. Arguably, we obtain the same advantage in a
simpler fashion.
Using our method, only one weight is associated with each vertex, and it has
a very clear signiﬁcance, namely the rigidity of a vertex. Using a simple selection
tool, the user marks clusters of rigid vertices which become the handles of the
model. Once a set of handles has been deﬁned, the user can sculpt poses by rigidly
transforming the handles. The deformable parts of the model are subsequently
transformed using Laplacian editing which is discussed brieﬂy in Section 2. (C.f.
[7] for more details). Handle selection and pose editing are described in section
3. At least two beneﬁts are gained from our approach
– Simplicity: The user only needs to paint “rigidity” and not “degree of
association with any bone in a set of bones”. Moreover, there are no bones
which need to be aligned with the model in its rest position.
– Genericity: Our method is based on rigid motion (translation or rotation)
of handles followed by a smooth deformation of the remaining parts of the
mesh. This technique can be used to achieve the same eﬀects as both skeletal
and interpolation based animation.
Inverse kinematics problems are usually underdetermined in the sense that
diﬀerent motions will lead to the same goal [8]. In order to tackle this issue,
recent authors have considered reconstructing plausible motion from examples.
In [9] Grochow et al. represent a dense set of poses as feature vectors in a low
dimensional space and given a set of constraints ﬁnds an interpolated pose close
to one of the examples. In Mesh based inverse kinematics [10] Sumner et al. also
ﬁnds a model in pose space which best ﬁts a set of constraints. Our approach
is conceptually similar, but the problem to be solved is simpler since the pose
space is a space of handle transformations and not vertex transformations. The
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technique used for animation is described in detail in section 4. Finally, in section
5, we discuss our ﬁndings, draw conclusions and point to future work.

2

Laplacian Editing

The fundamental idea in Laplacian editing is to represent mesh vertices in terms
of diﬀerential coordinates. The diﬀerential coordinates capture the position of a
vertex relative to its neighbours, and by nailing down the translational freedom,
we can reconstruct the mesh directly from this representation. Moreover, we
can impose several constraints and reconstruct the remaining vertices from the
diﬀerential coordinates in the least squares sense which is what allows us to
perform deformations.
To be more speciﬁc the diﬀerential coordinates of a vertex i are
δi =

1 
vj − vi
|Ni |

(1)

j∈Ni

where j is a vertex in the neighbourhood, Ni , of i, and vi and vj are the positions of vertex i and its neighbour j, respectively. This operator, known as
the umbrella operator, (1) constitutes a mesh Laplace operator given a simple
local parameterization [7]. It is clearly possible to compute the mesh Laplacian
simultaneously for all vertices if we write it as a matrix L where Lii = −1 and
Lij = |N1i | if there is an edge from vertex i to vertex j and zero otherwise. Provided we have all the vertices and a column vector P, we can now compute the
diﬀerentical coordinates for all vertices D = LP The matrix does not have full
rank [7] but adding just a single constrained vertex allows us to reconstruct the
positions P from the D vector. In general, we would add multiple constraints and
then recompute the vertex positions by solving for D in the least squares sense.
If we wish to constrain a vertex i, we add an equation of the form wi vi = wi ci ,
where wi is the weight of our constraint and ci is the position of the constrained
vertex. This equation is added as a row to the system D = LP. Let m be the
number of constraints. In this case the system becomes


L
P ,
(2)
[D|w1 c1 w2 c2 ... wm cm ]T =
Im×m |0
where we have assumed that the ﬁrst m vertices are constrained. Of course, the
vertex numbering is arbitrary and the constraints can be imposed on any m
vertices.
To simplify notation, let the extended D vector of Laplacians be denoted
D̃ and the extended L matrix be denoted L̃. In this case, the above system is
D̃ = L̃P, and to reconstruct our vertices, we need to compute the least squares
solution
T
T
(3)
P = (L̃ L̃)−1 L̃ D̃
Unfortunately, the diﬀerential coordinates D are not invariant with respect to
rotation or scaling. In animation, the ﬁrst problem is particularly severe. Several
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elegant solutions exist, e.g. [11,12,13]. Inspired by the work of Lipman et al.
[13], we choose the approach we ﬁnd to be the simplest. The idea is to have a
smooth version of the mesh. For each vertex of the smoothed mesh, we compute
a frame and represent the diﬀerential coordinates in terms of this frame. When
the surface is deformed by moving the constrained vertices, we compute a new
smoothed version of the mesh and corresponding frames for each vertex. The
diﬀerential coordinates are then rotated simply by transferring them to the new
frame.
What lends eﬃciency to this scheme is that the smooth solution is simply
obtained by solving (3) with D = 0 since this solution minimizes the membrane energy [7]. Intuitively, minimizing the Laplacians corresponds to placing
each unconstrained vertex at the barycenter of its neighbours. Clearly, the constraints are also important in this case since an unconstrained mesh would simply
collapse.
For a large mesh solving (3) at interactive rates is not feasible unless attention
is paid to the structure of the problem. Fortunately, we are looking for a least
squares solution which means that we are dealing with a positive deﬁnite matrix.
T
Moreover, (L̃ L̃), is fairly sparse, and a good way of solving such a linear system
is by Cholesky factorization [14]. We do this using the Taucs library which is
sparse matrix library known for its speed.

3

Pose Editing

In the following, we describe how an animator might deﬁne a set of handles and
edit the model using these handles. The discussion is based on our test system
which works well, but clearly vertex selection and handle rotation or translation
can be done in a number of ways. We have chosen simple methods that work well
with mouse and keyboard. First of all, It is necessary to have a relatively ﬂexible
mechanism for selecting the vertices which belong to a given handle since a single
handle can be an arbitrary and not necessarily connected group of vertices. In

Main handle

Secondary handles

Fig. 1. Handles painted onto a hand model, and some sculpted poses (left). When we
need to transform an arm it is crucial to be able to select several handles and rotate
using the center of rotation for just one of these (right).
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our system, handles can be deﬁned using a paint metaphor where the user sprays
the regions that are to be deﬁned as handles. It is also possible to make a screen
space box selection and the user can choose to select only the visible vertices
which fall within the box or to select only one connected component. An example
of handles on a hand model and corresponding sculpted poses is shown in Fig. 1
(left). As a part of deﬁning the handles, the animator also needs to indicate the
center of rotation for each handle.
Having selected the handles and rotation centers, the user proceeds to sculpting the pose. This is basically done by moving and rotating handles. A handle
is moved or rotated simply by selecting and dragging with the mouse. Since we
use a mouse as interface all translation is parallel to the view plane and rotation
is around an axis perpendicular to the view plane. However, the user can choose
arbitrary views.
Clearly, we sometimes wish to transform several handles in one operation (See
Fig. 1 right). In order to do so, the user speciﬁes a set of handles to transform
(typically rotate) and then the handles are transformed using the ﬁrst selected
handle’s center of rotation. Selecting several handles imposes some structure
of the handles reminiscent of a skeletal structure, but the structure itself is
not stored, only the transformations which are applied to each handle in the
selection.
It is also important to state that when a handle is transformed, the actual
transformation is stored (e.g. a rotation axis and the angle in degrees) and
not simply a transformation matrix or, worse, the new vertex positions, since
knowing the precise transformation allows us to smoothly go from rest position
of the handles to the deformed state by using only a speciﬁc fraction of each
transformation.
Apart from simply selecting the handles, the user also has the option of
specifying that parts of the handle are less rigid than others (using the paint
metaphor). This can have a large impact as shown in Fig. 2 bottom left.

4

Pose Blending and Animation

The poses which have been deﬁned using the method outlined above can be used
in a number of ways. In some computer games, models are animated simply by
interpolating between the positions of corresponding vertices in two (keyframe)
poses. That tends to be a better strategy than skeletal based animation for things
like facial expressions and it works well if rotations are not too big, e.g. if we
have a dense set of keyframe poses. Our pose blending and animation system
could indeed be used simply as a tool for constructing keyframe meshes to be
used in conjunction with linear interpolation.
However, the second goal of this project was to develop an animation system
with a direct coupling to the pose editing system just described.
In Lewis et al. [6] a pose space is deﬁned as the space spanned by the variations
of the controls needed to specify the various poses. In the current context, our
controls are simply the transformations imposed on the handles.
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Fig. 2. This ﬁgure shows that examples do not commute (top row), and that if we use
semirigid vertices we obtain diﬀerent results. Here weights of 1, 2/3, 1/3, 0 were used
(bottom left). Finally, simply interpolating linearly between examples does not suﬃce
(bottom right).

Our goal is not only to interpolate between poses but also to ﬁnd the best pose
to match a given constraint. In this respect our work is similar to that of Sumner
et al. [10]. However, the strategy is diﬀerent. Sumner et al. are not concerned with
how the pose is obtained whereas we employ the transformations used to deﬁne
the pose when interpolating in pose space. Moreover, they constrain individual
vertices whereas we constrain handles.
An issue confronted when interpolating in pose space is the fact that for
large rotations linear interpolation simply does not work as shown in Fig. 2
bottom right. This means that we cannot just linearly interpolate between the
vertex positions. Nor can we perform linear interpolation between transformation
matrices in a meaningful fashion. This last problem has actually been addressed
by Alexa [15] who proposed a scheme for meaningful commutative addition and
scalar multiplication of transformations (rotations, scalings, and translations)
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represented as 4 × 4 matrices. This scheme could have been used, but since we
have the beneﬁt of knowing the actual transformations, in particular the rotation
angles and axes, we decided instead to perform pose interpolation in the following
fashion. For a given handle h we compute the combined transformation matrix,
M h , as follows
P 
N

Thi,j (ti )
(4)
Mh =
i=1 j=1

where P is the number of poses, N is the number of transformations of handle h,
h
and Ti,j
(ti ) is a function mapping the pose weight, ti , to a 4 × 4 transformation
matrix representing the j’th transformation of the the i’th pose scaled by ti . For
h
h
(1) represents rotation about a given axis with angle θ, Ti,j
(ti ) is
instance, if Ti,j
simply a rotation about the same axis by the angle ti θ. Thus, given two poses
with weight 0.5 we construct for each handle the transformations corresponding
to half the pose transforms and concatenate the result. Since matrix multiplication does not, in general, commute the order of transformations for each pose is
signiﬁcant as is the order of poses when applying (4). This is illustrated in Fig. 2
top.
In our pose interpolation system, the user can grab any point on a handle and
simply drag it. The system then performs an optimization in order to ﬁnd an
interpolated pose such that in the transformed pose, the selected point, p will
match the position to which it has been dragged p . Essentially, the problem is
to ﬁnd a set of pose weights ti such that
Mh p − p 

(5)

is minimized. Moreover, we should minimize for several constraints contemporaneously.
4.1

Optimization

There are two steps to this minimization, namely picking the best order of the
poses and picking the best weights. Assume we are given an order, we simply
need to minimize the target distances as discussed above. Unfortunately, (5) does
not suﬃce in itself since there is no penalty for a pose which does not contribute
to reaching the target. In other words, if the foot is constrained, adding in a
pose which raises an arm is not going to increase the energy. Hence, we have
experimented with a number of energy terms to add to (5). The most useful are
1: Sum of weights, 2: One minus sum of weights, 3: Distance to example pose,
4: Distance from last interpolated pose
1 often gives good results but eﬀectively keeps us close to the rest pose which
is often not desired. Thus, we recommend 2 which keeps the sum of weights close
to a division of unity. If the pose space is dense and we wish to remain close to
the examples, 3 is useful. Finally, 4 basically constrains the solution to be close
to the previous solution. If we are performing an animation, this term avoids
discontinuities.

Boneless Pose Editing and Animation

569

A number of strategies were considered for performing the actual optimization.
Bearing in mind that the energy functional is relatively complex and consists of
heterogeneous terms, we decided to use a simple method (inspired by Hooke and
Jeeves [16]) which only requires evaluation of the energy for various combinations
of the weights: From the initial value, the weight of the ﬁrst pose is iteratively
increased halving the step length if no improvement is made, until the step size
is below a given threshold. If increasing did not work, decreasing is attempted.
Once a best weight has been found, the next pose is tried. This can be seen as
a simple hill climbing method which we found to work well in practice.
Only one iteration is used to ensure program responsiveness. However, when
the constraint position is moved, we rerun the optimization procedure starting
from the previously found weights since they are almost always a good starting
guess.
The ﬁnal ingredient is the ordering of poses. We choose the simple greedy
strategy of ordering the poses by the distance of the pose (by itself) to the
target constraints. Note that in a polished system based on our method, the
user would be exposed to few, if any, of the choices mentioned above.

5

Results and Discussion

In this paper, we have proposed an eﬀective method for pose editing and animation which is entirely based on painting rigidity (i.e. handles) and placing
centers of rotation. This is arguably much simpler than traditional skinning.
Performancewise, the system can handle fairly large models at interactive frame
rates. In Table 5 (left) we have listed the precomputation time and the time
it takes to actually carry out the Laplacian editing for a range of model sizes.
Note that even for a mesh of 45000 vertices, it takes less than a second total
to compute the deformed pose given handle positions. These numbers seem to
be about the same as what Sumner et al. report for their MeshIK system, but
notice that the numbers cited there is for one iteration of their linear solver, and
six iterations are generally needed for the solution to the nonlinear problem [10].
A particularly strong point of our method is the fact that it combines, in a
homogeneous fashion, rotational motion (which is simple in bones based systems)
with translational deformations. In Fig. 3 top, a bent leg is shown. On the left,
Table 1. These tables show performance numbers for deformation and the frame rate
for an animation
Deformation
Vertices Precomp. (s) Per frame (s)
Model
Boba Fett (small)
2138
0.09
0.04
Boba Fett (medium) 10600
0.52
0.18
Armadillo
17300
1.04
0.30
Boba Fett (large)
45000
3.45
0.83

Animation
Example poses
handles 8 12 20
18 17.4 15.4 12.4
24 17.2 14.9 11.7
fps
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Fig. 3. Top: Using bones it is tricky to achieve an artifact free bent knee. On the left,
we have shown the handles. The middle ﬁgure shows what happens if we simply rotate
the lower leg. On the right is the result after some tweaking of the knee and uper leg
handles. Bottom: A walk animation.

the leg is simply bent by rotating the lower leg. This leads to self intersections and
an unnatural looking knee. Through minor adjustments (mostly translations) a
much more natural pose is obtained. It is not clear how these adjustments could
have been made in a purely bones based system.
Table 5 right contains the frame rates for animation of the small Boba Fett
model (2138 vertices) which is shown walking down a grassy slope in Fig. 3
bottom. The animation is done simply by placing constraints on the feet of the
model and then alternately moving the left and right constraint position. The
balls indicate constraint positions. Note that for each frame, the optimal pose is
found; the handles are transformed accordingly, and ﬁnally Laplacian editing is
used to deform the model.
Our method leads to a homogeneous paradigm for animation and a simple
workﬂow for the animator. Unsurprisingly, these advantages do not come for
free. Unlike the simple matrix blending used in bones systems, which is easily
implemented on a GPU, we need to solve a (possibly large) linear system for
each frame. For this reason it may not be directly feasible to use this form
of animation in a game, but it would be possible to sculpt keyposes and use
the pose interpolation to create a dense set of keyframes which would be very
suitable for real-time animation. One might also envision our system being used
for actual animation in a non-real time setting our in a real time setting in a few
years if there is a suﬃcient advance in the speed at which we can solve linear
systems. For instance, one direction of future investigation would be to oﬄoad
the solution of the linear system to graphics hardware.
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Abstract. Liveness detection is increasingly planned to be incorporated
into biometric systems to reduce the risk of spooﬁng and impersonation.
Some of the techniques used include detection of motion of the head while
posing/speaking, iris size in varying illumination, ﬁngerprint sweat, textprompted speech, speech-to-lip motion synchronization etc. In this paper,
we propose to build a biometric signal to test attack resilience of biometric systems by creating a text-driven video synthesis of faces. We synthesize new realistic looking video sequences from real image sequences
representing utterance of digits. We determine the image sequences for
each digit by using a GMM based speech recognizer. Then, depending
on system prompt (sequence of digits) our method regenerates a video
signal to test attack resilience of a biometric system that asks for random
digit utterances to prevent play-back of pre-recorded data representing
both audio and images. The discontinuities in the new image sequence,
created at the connection of each digit, are removed by using a frame
prediction algorithm that makes use of the well known block matching
algorithm. Other uses of our results include web-based video communication for electronic commerce and frame interpolation for low frame
rate video.

1

Introduction

People have to be uniquely identiﬁed to get access to an increasing number of
services; their oﬃce, their bank account, their computer, their mail, even to enter
a country etc. To this eﬀect, person identiﬁcation is done in many ways, one of
which is biometrics.
Biometrics is the study of automated methods for uniquely recognizing humans based upon one or more intrinsic physiological or behavioral traits. Biometric systems are in use in many applications such as security, ﬁnance, banking
etc [1], [2], [3]. In spite of their high level of accuracy, biometric systems have not
been used massively in the aforementioned areas. One of the main drawbacks
is that biometric data of a person (such as face, speech, etc) are not secret and
cannot be replaced anytime the user wants to or whenever they are compromised
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 572–580, 2007.
c Springer-Verlag Berlin Heidelberg 2007


Text Driven Face-Video Synthesis

573

by a third party for spooﬁng. This problem is minimal if the authentication system works with the help of a human supervisor as in border control where the
presented trait can be visually checked to see if it is genuine or fake. However,
this risk is high for remotely controlled biometric applications such as those that
use the internet [4]. The risk of spooﬁng on biometric systems can be reduced by
combining multiple traits into the system and incorporating liveness detection.
Recent technological advances such as those in audio-video capture and processing have enabled researchers to develop sophisticated biometric systems. As
such it has also given spoofers the chance to become more vicious system attackers. Some spoofers can impersonate clients even in multimodal biometric
applications. Impersonation is done, for example, by audio-video playback and
application of image processing techniques without the presence of the real client.
The actual presence of the client can be assured to a certain degree by liveness
detection systems. Liveness detection is an anti-spooﬁng mechanism to protect
biometric systems [5], [6], [7]. It is performed by, for example, face part detection
and optical ﬂow of lines to determine liveness score [8], analysis of fourier spectra
of the face image [9], lip-motion to speech synchronization[10], body temperature, on the spot random queries such as pronouncing of random sequences of
digits, iris size scanning under varying illumination etc.
Random text-prompted liveness detection or audio-video based recognition
systems use random digits as their text prompts. This is because random numbers are easier to read for the client than random texts and also easier to synthesize. Accordingly, the digit speaking image sequences of the XM2VTS database
is used in this work for the experiment[11]. In our approach we develop a text
prompted face-video synthesis system for testing the performance of liveness
detection as well as audio-visual recognition systems.
We use GMM based speech recognizer to identify the locations of each digit
spoken by the subject. The pre-recorded image sequence is then reshuﬄed according to system prompt (or digits entered). However, the process of shuﬄing
creates discontinuities between digits in the new image sequence. This discontinuity between the last frame of a digit and the ﬁrst frame of the next digit
is compensated by estimating the frames in between. The GMM based speech
recognizer is used to identify the locations of the digits in a video of new training
data.
A number of motion estimation techniques are discussed in [12],[13],[14], and
[15]. The method applied here for motion estimation is the well known block
matching which uses the Schwartz inequality.

2

Speech Recognition

Here we present a speech recognition system using the well known Gaussian
Mixture Model(GMM).
Figure 1, illustrates text-dependent speech recognition of a digit for a speciﬁc
person. The speech analysis is represented by Mel-Frequency Cepstral feature analysis where the extracted feature set is put into Gaussian Mixture Model system.
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Fig. 1. Speech Recognition System

2.1

Speech Features

The vocal tract structure of a person inﬂuences the speech spectrum signiﬁcantly
which in turn can be used to distinguish a user from other users. Spectral representations of a person’s speech can be extracted with several methods, and in
this paper we implemented the commonly used Mel-Frequency Cepstral Coeﬃcients(MFCC). Our acoustic features were constructed by MFCC according to
[16]. The sampled wave ﬁles in the XM2VTS database were processed by using
the HTK(Hidden Markov Model Toolkit)[17],[18].
The sampled waveform is converted into a sequence of acoustic parameter
blocks, where the output sampling period is set to 10 ms and the window size
is set to 25 ms, [10]. From each block we extract a 39 dimensional feature vector, consisting of 12 cepstral coeﬃcients with normalized log-energy, 13 delta
coeﬃcients and delta-delta coeﬃcients. The delta and delta-delta coeﬃcients
correspond to the ﬁrst and second order time derivatives of extracted MFCC,
also known as velocity and acceleration respectively.
2.2

Gaussian Mixture Model

A Gaussian Mixture Model(GMM) can be represented as a weighted sum of
multivariate Gaussian distributions [16]. Here we use the GMM to model the
person speciﬁc features [16]. In this paper, we developed the GMM using the
HTK toolbox[17]. Each person is described with Gaussian model parameters
that are learned from a training set, that are the mean and variances of a number of Gaussian distributions, as well as their associated weights which are used
to linearly combine the individual Normal components to ﬁnally yield a multidimensional distribution for the features. More details about the set-up can be
found in [10].

3

Motion Estimation

We use motion estimation technique to predict frames to reduce the discontinuity
between frames. The discontinuity occurs due to the rearrangement of sequence
of frames according to the prompt of the biometric system.
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Motion estimation is a common technique used in video compression. A video
is a sequence of frames and there is always some redundant data between adjacent frames within a certain period of time (t1 − t0 ). The redundancy is small
for fast paced and complex motion of objects and background in the video and
high otherwise. This redundancy is exploited to compress the video. That is a
reference frame (sometimes known as the independent frame) is taken from a
sequence every n frame apart. Then the middle frames are predicted from these
frames as well as from previously predicted frames by the codec. The codec actually uses the Motion vector and prediction error to reconstruct the dependent
frames. Forward prediction, where the new frames are predicted from previous frames, or backward prediction, where the frames are predicted from future
frames, or both can be used for estimation of the new frames in the middle.
Many codecs use this technique for video compression.
The natural motion of the head while speaking is minimal. Moreover, it is not
too diﬃcult to acquire video of an arbitrary person uttering the 10 digits. Given
such a sequence an attacker could proceed as discussed below.
Assuming the video is captured with a stationary camera, the background will
be near-constant. Therefore, little information is lost or added between adjacent
frames, such as teeth, mouth and eyes. That is, there is a high probability that
part of a frame exist in another frame although translated to a diﬀerent location.
First the points in motion are extracted using absolute diﬀerence between the
two frames. These two frames are extracted from the image sequences of the last
frame of a digit and the ﬁrst frame of the succeeding digit.
AD = |F(k, l) − F̃(k, l)|

(1)

Now that we know the points/blocks in motion, the motion vector (MV) is
calculated only for these points. For each point or block in motion on frame F,
we look for its parallel pattern in frame F̃ within a local neighborhood by using
block matching algorithm.
3.1

Block Matching Algorithm

Block matching is a standard video compression techniques to encode motion
in video sequences [14]. A review of block matching algorithms is given in [15],
[14], [13], [19].
In our approach, equal sized non-overlapping blocks are created over the frame
F (the frame at time t0 ). Then, for those blocks on F containing points in motion,
a search area is deﬁned on frame F̃ (the frame at time t1 ). The search area is
larger than the size of the block by expected displacement of the object in motion
e. Then we apply Schwartz inequality to ﬁnd the most parallel pattern for the
block in frame F from the search area in frame F̃.
Let f and f̃ be vector representations of patterns from frame F and F̃ and
<, > be the scalar product deﬁned over the vector space. We then have
| < f, f̃ > | ≤ ff̃
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Fig. 2. Points in Motion between frame F and F̃

| < f, f̃ > |

|fT f̃|

≤1
(2)
ff̃
where f = (f1 , f2 , ..., fk−1 , fk , fk+1 , ...) and f̃ = (f˜1 , f˜2 , ..., f˜k−1 , f˜k , f˜k+1 , ...) are
vector forms of the 2D pattern f and f̃ from frames F and F̃ respectively and
cos(θ) ∈ [0, 1] is the similarity measure between the patterns.
cos(θ) =

ff̃

=

Fig. 3. Motion Vector and unknown frames in a sequence

The most parallel pattern f̃ in the frame F̃ is found by maximizing cos(θ).
This can be done by repetitive scalar products. That is the pattern f from frame
F is glided over an expected parallel local neighborhood of f̃ in the frame F̃ and
the most similar pattern is selected as a match.
The motion vector for the point at the center of pattern f is calculated as the
displacement between pattern f and pattern f̃ (Fig. 3). That is:
M V (k, l) = x + iy

(3)
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Where x and y are the horizontal and vertical displacements respectively
√ of the
block/pattern f, (k,l) is the index for the center of pattern f and i = −1.
3.2

Frame Prediction

Finally, the motion vector is used to predict the unknown frames between F
and F̃ (Fig. 3) if the image sequence is to be perceived realistic with minimum
amount of discontinuity. The number of frames to be predicted depends on the
norm of the motion vector and is determined at run-time. For a length 2 time
units, the actual frame prediction is done by dividing the motion vector at point
(k,l ) by 2 and moving the block in frame F̃ centered at (k+x,l+y) to the middle
frame at (k+x/2,l+y/2 ). Then the block at the new location in frame F̃ is moved
back the same distance. That is, let F be the frame at t0 , F̃ the frame at t1 and

0)
F be the frame at (t1 +t
, then
2


F (k + x/2, l + y/2) = F̃(k + x, l + y)


F (k, l) = F̃ (k + x/2, l + y/2)

(4)
(5)

where x and y are the real and imaginary parts of the motion vector MV at
(k,l ).
To avoid overlaps in the interpolation process, those blocks that are already
been interpolated are ﬂagged. Consecutive predictions are made in analogous
manner. The motion vector is adjusted and a new frame is created as necessary

Fig. 4. Process ﬂowchart
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between frames F and F as well as between F and F̃. This process continues
until all the necessary frames are created.

4

Video Synthesis

Audio signal is extracted from the input audio-video signal and forwarded to the
speech recognizer. The recognizer uses the GMM models to return transcription
ﬁle containing the start and end time of each digit spoken in the audio signal. A
search for the prompted text is done against the transcription ﬁle and the time
gap of each prompted digits within the video signal is captured (Fig. 4).
The discontinuity between the image sequences of each digit is compensated by
predicting the unknown frames (Fig. 3) using the motion estimation technique
summarized in section 3. The new predicted frames are attached to a silence
sound and are inserted to their proper locations in the video signal to decrease
the discontinuity of utterances. Finally, the video is played to represent the digit
sequence prompted by the biometric system.

5

Experiment

Th experiments are conducted on all the digit speaking face videos of the
XM2VTS database (295 persons). The accuracy of the reshuﬄed video signal is
mainly dependent on the accuracy of the speech recognition system. The accuracy of our GMM based speech recognition system is 96%. The frame prediction
algorithm works well when the block size is set to 3x3 pixels. When the block
size is larger some visible deformations appear on the predicted frame mainly
due to rotational eﬀects. Therefore, we used 3x3 blocks to predict the unknown
frames. The discontinuity of the reshuﬄed video signal is reduced signiﬁcantly
as evaluated by the human eye, the authors.
Biometric authentication and liveness detection systems that make use of
motion information of zoomed in face, head, lip and text prompted audio-video
are easy targets of such system attacks.

6

Conclusion

The risk of spooﬁng is forcing biometric systems to incorporate liveness detection. Assuring liveness especially on remotely controlled systems is a challenging
task. The proposed method shows a way to produce play-back attacks against
text-prompted systems using audio and video. The result shows that assuring
liveness remotely by methods that rely on apparent motion can be bypassed.
Our results suggest the need to increase the sophistication level of biometric
systems to stand up against advanced play-back attacks.
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Abstract. Current automatic methods based on mid-sagittal plane to
segment left and right human brain hemispheres in 3D magnetic resonance (MR) images simply use a planar surface. However, the two brain
hemispheres, in fact, can not be separated by just a simple plane properly.
A novel automatic method to segment left and right brain hemispheres
in MR images is proposed in this paper, which is based on an extended
shape bottlenecks algorithm and a fast and robust partial volume estimation approach. In this method, brain tissues ﬁrstly are extracted from
the MR image of human head. Then the information potential map is
generated, according to which a brain hemisphere mask with the same
size of the original image is created. 10 simulated and 5 real T1-weighted
MR images were used to evaluate this method, and much more accurate
segmentation of human brain hemispheres was achieved comparing with
the segmentation with mid-sagittal plane.
Keywords: Brain asymmetry, Mid-sagittal plane, Stereotaxic registration.

1

Introduction

The hemisphere segmentation is required by the study of the interhemispheric
human brain asymmetry that can reveal the evolutionary, hereditary, developmental and pathological information of human brain [21]. Because the left and
right hemispheres of a healthy human brain build a roughly bilaterally symmetric structure with respect to the mid-sagittal plane, namely the longitudinal
median plane bisecting the brain, the mid-sagittal plane has been employed as
a popular tool to segment human brain hemispheres in various neuroimages. In
the existing methods using mid-sagittal plane, the searched plane can be deﬁned
as either the plane best matching the cerebral interhemispheric ﬁssure [3,16], or
the plane maximizing the bilateral symmetry [1,13,14,17,19,20]. In addition, the
stereotaxic registration [2], i.e. transforming the images for diﬀerent subjects to
match a common brain template, presently is applied widely for human brain
asymmetry study [10]. It produces the mid-sagittal plane appearing as the middle line in the transverse and coronal views of the stereotaxic space. Although
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 581–590, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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acceptable results have been achieved considering the rough brain symmetry,
the performance of these conventional techniques is always limited by the fact
that human brains are never perfectly symmetric [5,6,9]. Even for normal brains,
the interhemispheric boundary actually is a curved surface but not a plane due
to the conspicuous anatomical asymmetry [21]. Fig.1 shows examples of brain
hemisphere segmentation with mid-sagittal plane generated by stereotaxic registration for simulated and real MR images. In both examples, the errors can be
spotted clearly in the regions highlighted with circles, despite the simulated MR
data was designed to match the stereotaxic template perfectly. Therefore, the
mid-sagittal plane based techniques are not suﬃcient enough when more precise
asymmetry analysis is required.

Fig. 1. Examples of the transverse view of brain hemisphere segmentation in simulated
(left) and real (right) MR images using mid-sagittal plane generated by stereotaxic
registration

In this work, a novel method segmenting left and right brain hemispheres in
3D T1-weighted MR images more accurately than the segmentation using midsagittal plane has been developed. This is built on an extended shape bottlenecks
algorithm and a fast and robust partial volume estimation approach [22]. The
shape bottlenecks algorithm [15], simulating the steady state of an information
transmission process between two parts of a complex object, has been proved to
be useful to detect the corpus callosum, anterior commissure and brain stem in
white matter (WM). However the original algorithm was only designed for WM
and concerned no other brain tissues. In [11] an application on whole brain has
been done to identify the anterior and posterior commissures, but the partial
volume eﬀect (PVE) problem, i.e. the phenomenon that a voxel can represent
more than one tissue types, still was not concerned like in the original one. Here,
because of our diﬀerent aim, we extend the original algorithm to the whole brain,
including both WM and grey matter (GM), to generate the information potential
map (IMP) of the brain. Moreover, prior to implementing the shape bottlenecks
algorithm, an eﬀective partial volume estimation approach [22] is implemented to
improve the accuracy of the brain extraction. This shape bottlenecks and partial
volume estimation based (SB-PVE) method was tested with a set of 10 simulated
T1-weighted MR images [4,12] that had been registered into stereotaxic space,
and the results were evaluated with the manual segmentation template [23]. In
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addition, the method was also applied to 5 real MR images. Compared with the
segmentation with mid-sagittal plane from stereotaxic registration, our SB-PVE
method achieved considerably superior performance with regard to the error
rate. The error rates were calculated with respect to the whole brain (integrated
hemispheres) and certain regions of interest (ROI).

2
2.1

Method
Segmentation Strategy

In this section, a novel automatic algorithm to segment the left and right hemispheres of human brain in MR images is proposed, and we begin by giving a
general strategy of it. Firstly, the brain is extracted from the 3D MR image of
human head. Then the extended shape bottlenecks algorithm is applied on the
brain to acquire its information potential map (IPM). Next, a mask of brain
hemispheres is produced by classifying the voxels in IPM into two clusters with
respect to their information potential values (IPV). Finally, the left and right
brain hemispheres can be simply identiﬁed in the original image with this mask.
2.2

Brain Extraction

Skull-Stripping and Non-Uniformity Correction. To extract the brain,
the skull, scalp and other extraneous tissues, except the cerebrospinal ﬂuid
(CSF), need to be removed initially. This is completed using the Brain Surface Extractor (BSE) [18]. Moreover, because the intensity non-uniformity, also
described as bias ﬁeld, is commonly seen in MR images and can signiﬁcantly degrade automatic segmentation and prevent quantitative analysis, the Bias Field
Corrector (BFC) [18] is utilized to compensate this artifact in the skull-stripped
volume.
Partial Volume Estimation. The partial volume eﬀect (PVE) is an inevitable
problem in the MR image analysis due to the ﬁnite spatial resolution of imaging
devices, and its existence demotes the quality of automatic tissue classiﬁcation.
Taking this issue into account, the output volume from BSE and BFC contains
not only the cerebrospinal ﬂuid (CSF) and the brain tissues [grey matter (GM)
and white matter (WM)], but also the partial volume combinations of them
(WM/GM, GM/CSF and CSF/background). Thus, the precision of brain extraction would be improved by, simultaneously with the CSF removal, removing
an appropriate amount of partial volume voxels relating to CSF according to
the information provided by partial volume estimation. Here, partial volume
estimation refers to the estimation of the amount of each tissue type in each
voxel.
Although a fast partial volume estimation technique [18] is available together
with the BSE and BFC, another approach [22] is employed here to obtain more
accurate estimation. In this method, the MR image of brain with PVE is modeled as a statistical mixel model allowing distinct variances for diﬀerent tissue
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types. Then the tissue types contained in each voxel are identiﬁed, and following
the proportion of each tissue type in each voxel is obtained by solving a simpliﬁed maximum likelihood estimation problem. The superiority of this technique
stems mainly from more accurate estimates of the tissue type parameters (mean
and variance) in the mixel PVE model by the trimmed minimum covariance determinant (TMCD) method. The TMCD method combines an outlier detection
scheme to the robust minimum covariance determinant (MCD) estimator to estimate the tissue type parameters based on a rough tissue classiﬁcation which
here is based on the tissue classiﬁer available in BrainSuite [18]. The accuracy
of the tissue parameter estimates is of fundamental importance for the partial
volume estimation as note [22].
From this partial volume estimation, three images are produced for the three
tissue types (CSF, GM or WM) respectively, whose elements reﬂect the proportion of the corresponding tissue type in each voxel.
CSF Removal. The CSF removal involves both the pure CSF voxels and the
partial volume voxels containing certain amount of CSF. This is completed by,
in one hand, discarding all the partial volume voxels of CSF/background from
the skull-stripped volume; in another hand, removing the voxels of CSF/GM in
which the percentage of CSF is greater than a threshold value. In this work, after
assessing the inﬂuence of the amount of removed CSF voxels on the following
IMP generation, the threshold value is set to 30%, i.e. partial volume voxels of
CSF/GM, where the amount of GM is higher than 70%, will be retained as GM
voxels. Till now, all the non-brain tissues are eliminated from the MR image of
human head.
2.3

Information Potential Map Generation

Modeling. The IMP of the tested brain is generated by using an extended shape
bottlenecks algorithm. The basic idea is to use partial diﬀerential equations to
simulate a steady state of information transmission process between left and
right hemispheres. Because the information sources are supposed to be only on
the outmost layer of the cortical surface, the information transmission process
has a conservative ﬂow inside brain. This means that the following condition is
always fulﬁlled throughout the brain domain Ω:

∇i · n d(∂Ω) = 0,
(1)
∂Ω

where ∇ is the gradient operator, i(x,y,z ) is the information potential at point
(x,y,z ), and n denotes the normal oriented towards Ω exterior. Applying the
Green formula to Eq.1, the well-known Laplace equation is obtained:
i = 0,

(2)

where  refers to the Laplace operator. Thus, the information potential value
(IPV) of each brain voxel is obtained by solving the Laplace equation. Using the

Accurate 3D Left-Right Brain Hemisphere Segmentation

585

standard discretization of Laplace operator, the usual consistent second order
discrete Laplace operation with assumption of isotropic voxels is given for the
interior of Ω as

1
i(x, y, z) =
i(m),
(3)
6
m∈N6 (x,y,z)

where N6 (x, y, z) denotes the set of 6 neighbors of point (x,y,z ).
In our case the Dirichlet-Neumann boundary condition is applicable. Let Φ
denote the whole boundary. The information is supposed to be propagated from
a boundary subset H ⊂ Φ with high IPV h towards another subset L ⊂ Φ with
low IPV l, where h and l are constant values with h > l . Additionally, the value
of ∂i/∂n is set to be 0 on Φ − (H + L). Subsequently, the discrete Dirichlet
boundary condition, existing on H + L , is straightforward:
∀m ∈ H

∀m ∈ L i(m) = l .

i(m) = h ;

(4)

However, the Neumann boundary condition, occurring on Φ − (H + L), is more
complicated to discretize. Set m to be a boundary point, i.e. one of its 6 neighborhood points is not contained in Ω. The number of grid directions, for which
there is at least one of the 6 neighbors of m belonging to Ω, is denoted as d .
Finally, let N be the set of directions (x, y or z ) with one point p of the 6 neighbors included in Ω, and T be the set of directions with two neighbors t1 and t2
in Ω. Then the second order discrete version of Neumann boundary condition
(Eq.5) can be produced by substituting normal second order partial derivatives
with tangential second order partial derivatives [8]:
∀m ∈ (Φ − (H + L))

i(m) =

1 
1
i(p) +
(i(t1 ) + i(t2 )).
d
2d
N

(5)

T

Numerical Implementation. An iterative scheme is employed to solve the
linear system built with Eq.3, 4 and 5. Initially, the voxels on H and L are
deﬁned with Eq.4, and the ones on Ω − (H + L) are set as:
∀m ∈ (Ω − (H + L)),

i0 (m) =

h+l
.
2

(6)

The iterative process can be described as
∀m ∈ (Ω − (H + L)),
i(k+1) (m) = (1 − ω) ik (m) + ω

∀k ≥ 0

αp (m) ik (p).

(7)

p∈N6 (m)

where 1 < ω < 2, and αp (m) is a coeﬃcient given by Eq.3 or 5 or zero when
p∈
/ Ω, namely if m ∈ (Ω − Φ), Eq.3 is used; or Eq.5 if m ∈ (Φ − (H + L)).
In our experiments, boundary subsets H and L are found out as the leftmost
and rightmost parts of the whole boundary, which are determined with two
longitudinal planes in the left and right hemispheres respectively. h=5000 on H
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and l =1000 on L. The IPVs of the voxels in the other regions are initialized
with Eq.6. Then the iterative process described in Eq.7 is applied with ω = 1.5.
The number of iterations is set to 1000 to guarantee the convergence. Here,
all the relative parameters are deﬁned with the instruction from [15]. The left
part in Fig.2 shows an example of the obtained IPM, where the bottlenecks of
brain can be identiﬁed as several high information ﬂows between left and right
hemispheres.

Fig. 2. Transverse slices of the information potential map (left) and the corresponding
hemisphere mask (right) of a tested brain image

2.4

Hemisphere Mask

In the IPM shown in Fig.2, it can be seen that most of the voxels in diﬀerent
hemisphere present diﬀerent intensity level, namely diﬀerent IPV level. Thus a
mask for identifying left and right hemispheres for the processed brain can be
produced by implementing the k -means clustering [7] to classify the voxels of
IPM into two clusters according to their IPVs. An example of the generated
mask of brain hemispheres is presented in the right part of Fig.2.

3
3.1

Qualitative and Quantitative Evaluation
Qualitative Evaluation

The BrainWeb Simulated Brain Database of Montreal Neurological Institute
[4,12] (http://www.bic.mni.mcgill.ca/brainweb) was employed to test the
method proposed in this paper. Ten distinct T1-weighted MR images (181×217×
181 voxels) were used for testing, which had the same voxel size 1 × 1 × 1 mm3 ,
but diﬀerent noise and intensity non-uniformity (INU) levels. Furthermore, all
these images had been registered to the stereotaxic, Talairach-based brain space
used by BrainWeb, i.e. the left and right hemispheres of the brains shown in them
were segmented already with the mid-sagittal plane appearing as the middle line
in the coronal or transverse view. From the visualization of the experimental results, excellent segmentation performance was achieved for all these data. Fig.3
gives one example of the similar experimental results for diﬀerent simulated MR
images.
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Fig. 3. Example of the segmentation result for one of the 10 simulated T1-weighted MR
images. Left is the corresponding hemisphere mask in 3D that is shown from the back
view of brain where the curved interhemispheric boundary is more obvious. Middle and
right parts are the coronal and transverse slices of the segmentation result respectively.
The transverse slice is the counterpart of the one shown in the left side of Fig.1.

Fig. 4. Example of the segmentation result for one of the 5 real T1-weighted MR
images. Left is the corresponding hemisphere mask in 3D that is shown from the back
view of brain where the curved interhemispheric boundary is more obvious. Middle and
right parts are the coronal and transverse slices of the segmentation result respectively.
The transverse slice is the counterpart of the one shown in the right side of Fig.1.

The SB-PVE method was also applied on ﬁve real T1-weighted MR images of
healthy volunteers that contained 128×256×256 voxels of size 1.5×1.5×1.5 mm3
and did not undertake any posterior image processing, e.g. stereotaxic registration. Because of the similarity of the experimental results, only one example is
given here (Fig.4). It can be seen that the left and right brain hemispheres were
segmented appropriately, even though extra asymmetry might be caused by the
abnormal position of the object’s head. From the two examples illustrated in
Fig.3 and 4 it is demonstrated once more that the brain hemispheres can not be
segmented properly with just a planar surface as the interhemispheric boundary
is actually a curved surface.
3.2

Quantitative Evaluation

The quantitative evaluation is based on the experimental results of simulated MR
data. Both of the segmentation results obtained by using the SB-PVE method

588

L. Zhao, J. Tohka, and U. Ruotsalainen

and mid-sagittal plane from stereotaxic registration were assessed with the Automated Anatomical Labeling (AAL) template [23] that was, in fact, achieved by
manually segmenting the same simulated data. Then the error rates, namely the
percentage of misclassiﬁed voxels, of the new and conventional approaches were
compared in the whole brain (Table.1) and a series of speciﬁc ROIs deﬁned with
AAL (Table.2). From the comparison, the global error rate was abated from more
than 0.37% for the mid-sagittal plane segmentation to lower than 0.10% by our
SB-PVE method, although it increased slightly when the level of noise or intensity non-uniformity increased. In the selected brain regions (named with Calcarine
ﬁssure and surrounding cortex, Cuneus, Superior frontal gyrus, medial and Supplementary motor area by AAL), the improvement of the segmentation accuracy was
more remarkable, due to the curved boundary between the left and right parts of
these areas (See the regions highlighted with circles in Fig.1). Particularly in the
Medial superior frontal gyrus the error rate was reduced by about 95% averagely.
Table 1. Error rates (ER) in whole brain (1479969 voxels) for the SB-PVE method
and mid-sagittal plane method (MSP). The ﬁrst and second ﬁgures in the name of each
image represent the levels of noise and intensity non-uniformity respectively.
Images
1 20 1 40 3 20 3 40 5 20 5 40 7 20 7 40 9 20 9 40
ER of SB-PVE (%) 0.080 0.080 0.079 0.085 0.082 0.088 0.087 0.090 0.099 0.095
ER of MSP (%) 0.370 0.371 0.369 0.384 0.365 0.386 0.371 0.379 0.371 0.376

Table 2. Error rates (ER) in speciﬁc ROIs for the SB-PVE method and mid-sagittal
plane method (MSP). The ﬁrst and second ﬁgures in the name of each image represent
the levels of noise and intensity non-uniformity respectively.
Images
ROI
ER of SB-PVE (%)
ER of MSP (%)
ROI
ER of SB-PVE (%)
ER of MSP (%)
ROI
ER of SB-PVE (%)
ER of MSP (%)
ROI
ER of SB-PVE (%)
ER of MSP (%)

4

1 20 1 40 3 20 3 40 5 20 5 40 7 20 7 40 9 20 9 40
Calcarine ﬁssure and surrounding cortex (33042 voxels)
0.978 0.948 0.978 0.952 1.048 0.954 0.993 0.966 1.092 0.938
5.555 5.450 5.578 5.413 5.554 5.459 5.405 5.272 5.286 5.113
Cuneus (23456 voxels)
0.538 0.519 0.483 0.533 0.502 0.528 0.577 0.557 0.602 0.528
4.364 4.339 4.269 4.224 4.253 4.213 4.426 4.167 4.315 4.110
Superior frontal gyrus, medial (40831 voxels)
0.064 0.081 0.086 0.130 0.086 0.115 0.107 0.140 0.125 0.172
1.968 2.093 1.984 2.326 1.994 2.315 1.989 2.306 1.999 2.295
Supplementary motor area (36167 voxels)
0.075 0.067 0.069 0.084 0.060 0.088 0.094 0.103 0.106 0.139
0.644 0.632 0.594 0.808 0.610 0.807 0.650 0.769 0.689 0.800

Conclusion

The segmentation of human brain hemispheres in MR images using mid-sagittal
plane is problematic because the interhemispheric boundary is actually a curved
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surface. A new method to solve this problem is introduced, which is based on an
extended shape bottlenecks algorithm and a fast and robust partial volume estimation approach. This method is iterative and fully automated. The qualitative
evaluation was done using real and simulated MR images, and excellent brain
hemisphere segmentation performance was presented from the visualization of
the experimental results of every tested image. A manually segmented brain
template was used to evaluate the error rates for both the proposed method
and the bmid-sagittal plane from stereotaxic registration. Our method acquired
much higher accuracy compared with the mid-sagittal plane method.
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Abstract. We discuss a method suitable for inpainting both large scale
geometric structures and stochastic texture components. We use the wellknown FRAME model for inpainting. We introduce a temperature term
in the learnt FRAME Gibbs distribution. By using a fast cooling scheme
a MAP-like solution is found that can reconstruct the geometric structure. In a second step a heating scheme is used that reconstruct the
stochastic texture. Both steps in the reconstruction process are necessary, and contribute in two very diﬀerent ways to the appearance of the
reconstruction.
Keywords: Inpainting, FRAME, ICM, MAP, Simulated Annealing.

1

Introduction

Image inpainting concerns the problem of reconstruction of the image contents
inside a region Ω with unknown or damaged contents. We assume that Ω is a
subset of the image domain D ⊆ IR2 , Ω ⊂ D and we will for this paper assume
that D form a discrete lattice. The reconstruction is based on the available surrounding image content. Some algorithms have reported excellent performance
for pure geometric structures (see e.g. [1] for a review of such methods), while
others have reported excellent performance for pure textures (e.g. [2,3,4]), but
only few methods [5] achieve good results on both types of structures.
The variational approaches have been shown to be very successful for geometric structures but have a tendency to produce a too smooth solution without
ﬁne scale texture (See [1] for a review). Bertalmio et al [5] propose a combined
method in which the image is decomposed into a structure part and a texture
part, and diﬀerent methods are used for ﬁlling the diﬀerent parts. The structure part is reconstructed using a variational method and the texture part is
reconstructed by image patch pasting.
Synthesis of a texture and inpainting of a texture seem to be, more or less,
identical problems, however they are not. In [6] we propose a two step method
for inpainting based on Zhu, Wu and Mumford’s stochastic FRAME model (Filters, Random ﬁelds and Maximum Entropy) [7,8]. Using FRAME naively for
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 591–600, 2007.
c Springer-Verlag Berlin Heidelberg 2007


592

D. Gustavsson, K.S. Pedersen, and M. Nielsen

inpainting does not produce good results and more sophisticated strategies are
needed and in [6] we propose such a strategy. By adding a temperature term T
to the learnt Gibbs distribution and sampling from it using two diﬀerent temperatures, both the geometric and the texture component can be reconstructed. In
a ﬁrst step, the geometric structure is reconstructed by sampling using a cooled
- i.e. using a small ﬁxed T - distribution. In a second step, the stochastic texture
component is added by sampling from a heated - i.e. using a large ﬁxed T distribution.
Ideally we want to use the MAP solution of the FRAME model to reconstruct geometric structure of the damaged region Ω. In [6] we use a ﬁxed low
temperature to ﬁnd a MAP-Like solution in order to reconstruct the geometric
structure. To ﬁnd the exact MAP-solution one must use the time consuming simulated annealing approach such as described by Geman and Geman [9]. However
to reconstruct the missing contents of the region Ω, the true MAP solution may
not be needed. Instead a solution which is close to the MAP solution may provide
visually good enough results. In this paper we propose a fast cooling scheme that
reconstruct the geometric structure and approaches the MAP solution. Another
approach is to use the solution produced by the Iterated Conditional Modes
(ICM) algorithm (see e.g. [10]) for reconstruction of the geometric structure.
Finding the ICM solution is much faster than our fast cooling scheme, however
it often fails to reconstruct the geometric structure. This is among other things
caused by the ICM solutions strong dependence on the initialisation of the algorithm. We compare experimentally the fast cooling solution with the ICM
solution.
To reconstruct the stochastic texture component the Gibbs distribution is
heated. By heating the Gibbs distribution more stochastic texture structures
will be reconstructed without destroying the geometric structure that was reconstructed in the cooling step. In [6] we use a ﬁxed temperature to ﬁnd a
solution including the texture component. Here we introduce a gradual heating
scheme.
The paper has the following structure. In section 2 FRAME is reviewed, in
section 2.1 ﬁlter selection is discussed and in section 2.2 we explain how FRAME
is used for reconstruction. Inpainting using FRAME is treated in section 3. In
section 3.1 a temperature term is added to the Gibbs distribution, the ICM
solution and fast cooling solution is discussed in sections 3.2 and 3.3. Adding
the texture component by heating the distribution is discussed in section 3.4.
In section 4 experimental results are presented and in section 5 conclusion are
drawn and future work is discussed.

2

Review of FRAME

FRAME is a well known method for analysing and reproducing textures [8,7].
FRAME can also be thought of as a general image model under the assumptions that the image distribution is stationary. FRAME constructs a probability
distribution p(I) for a texture from observed sample images.
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Given a set of ﬁlters F α (I) one computes the histogram of the ﬁlter responses
H with respect to the ﬁlter α. The ﬁlter histograms are estimates of marginal
distributions of the full probability distribution p(I). Given the marginal distributions for the sample images one wants to ﬁnd all distributions that have
the same expected marginal distributions, and among those ﬁnd the distribution
with maximum entropy, i.e. by applying the maximum entropy principle. This
distribution is the least committed distribution fulﬁlling the constraints given
by the marginal distributions. This is a constrained optimisation problem that
can be solved using Lagrange multipliers. The solution is
α

p(I) =


1
α
exp{−
λα
i Hi }
Z(Λ)
α
i

(1)

Here i is the number of histogram bins in H α for the ﬁlter α and Λ = {λα
i } are
the Lagrange multipliers which gives information on how the diﬀerent values for
the ﬁlter α should be distributed. The relation between λα :s for diﬀerent ﬁlters
F α gives information on how the ﬁlters are weighted relative to each other.
An Algorithm for ﬁnding the distribution and Λ can be found in [7]. FRAME
is a generative model and given the distribution p(I) for a texture it can be used
for inference (analysis) and synthesis.
2.1

The Choice of Filter Bank

We have used three types of ﬁlters in our experiments: The delta ﬁlter, the
power of Gabor ﬁlters and Scale Space derivative ﬁlters. The delta, Scale Space
derivative and Gabor ﬁlters are linear ﬁlters, hence F α (I) = I ∗ F α , where ∗
denotes convolution. The power of the Gabor ﬁlter is the squared magnitude
applied to the linear Gabor ﬁlter.
The Filters F α are:
– Delta ﬁlter - given by the Dirac delta δ(x) which simply returns the intensity
at the ﬁlter position.
– the power of Gabor ﬁlters - deﬁned by | I ∗ Gσ e−iωx |2 , where i2 = −1. Here
5π 3π 7π
we use 8 orientations, ω = 0, π4 , π2 , 3π
4 , π, 4 , 2 , 4 and 2 scales σ = 1, 4, in
total 16 Gabor ﬁlters have been used.
σ
– Scale space derivatives - using 3 scales σ = 0.1, 1, 3 and 6 derivatives Gσ , ∂G
∂x ,
∂Gσ ∂ 2 Gσ ∂ 2 Gσ ∂ 2 Gσ
∂y , ∂x2 , ∂y 2 , ∂x∂y .
For both the Gabor and scale space derivative ﬁlters the Gaussian aperture
function Gσ with standard deviation σ deﬁning the spatial scale is used,
 2

1
x + y2
Gσ (x, y) =
exp
−
.
2πσ 2
2σ 2
Which and how many ﬁlters should be used have a large inﬂuence on the
type of image that can be modelled. The ﬁlters must catch the important visual
appearance of the image at diﬀerent scales. The support of the ﬁlters determines
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a Markov neighbourhood. Small ﬁlters add ﬁne scale properties of the image,
while large ﬁlters add coarse scale properties of the image. Hence to model
properties at diﬀerent scales, diﬀerent ﬁlter sizes must be used. The drawback
of using large ﬁlters is that the computation time increases with the ﬁlter size.
On the other hand large ﬁlters must be used to catch coarse scale dependencies
in the image.
Gabor ﬁlters are orientation sensitive and have been used for analysing textures in a number of papers and are in general suitable for textures (e.g. [11,12]).
By carefully selecting the orientation ω and the scale σ, structures with diﬀerent
orientations and scales will be captured.
It is well known from scale space theory that scale space derivative ﬁlters
capture structures at diﬀerent scales. By increasing σ in the Gaussian kernel,
ﬁner details are suppressed, while coarse structures are enhanced. By using the
full scale-space both ﬁne and coarse scale structures will be captured [13].
2.2

Sampling

Once the distribution p(I) is learnt, it is possible to use a Gibbs sampler to
synthesise images from p(I). I is initialised randomly (or in some other way
based on prior knowledge). Then a site (x, y)i ∈ D is randomly picked and
the intensity Ii = I((x, y)i ) at (x, y)i is updated according to the conditional
distribution [14,10]
(2)
p(Ii |I−i )
where the notation I−i denotes the set of intensities at the set of sites {(x, y)−i } =
D\(x, y)i . Hence p(Ii |I−i ) is the probability for the diﬀerent intensities in site
(x, y)i given the intensities in the rest of the image. Because of the equivalence
between Gibbs distributions and Markov Random Fields given a neighbourhood
system N (the Hammersley-Cliﬀord theorem, see e.g. [10]), we can make the
simpliﬁcation
(3)
p(Ii |I−i ) = p(Ii |INi )
where Ni ⊂ D\(x, y)i is the neighbourhood of (x, y)i . In the FRAME model,
the neighbourhood system N is deﬁned by the extend of the ﬁlters F α .
By sampling from the conditional distribution in (3), I will be a sample from
the distribution p(I).

3

Using FRAME for Inpainting

We can use FRAME for inpainting by ﬁrst constructing a model p(I) of the
image, e.g. by learning from the non-damaged part of the image, D\Ω. We then
use the learnt model p(I) to sample new content inside the damaged region Ω.
This is done by only updating sites in Ω. A site (x, y)i ∈ Ω is randomly picked
and updated by sampling from the conditional distribution given in (3). If the
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site (x, y)i is close (in terms of ﬁlter size) to the boundary ∂Ω of the damaged
region, then the ﬁlters get support from both sites inside and outside Ω. The sites
outside Ω are known and ﬁxed, and are boundary conditions for the inpainting.
We therefore include a small band region around Ω in the computation of the
histograms H α . Another option would have been to use the whole image I to
compute the histogram H α , however this has the downside that the eﬀect of
updates inside Ω on the histograms are dependent on the the relative size ratio
between ω and D, causing a slow convergence rate for small Ω.
3.1

Adding a Temperature Term β =

1
T

Sampling from the distribution p(I) using a Gibbs sampler does not easily enforce
the large scale geometric structure in the image. By using the Gibbs sampler one
will get a sample from the distribution, this includes both the stochastic and the
geometric structure of the image, however the stochastic structure will dominate
the result.
Adding an inverse temperature term β = T1 to the distribution gives
p(I) =


1
α
exp{−β
λα
i Hi } .
Z(Λ)
α
i

(4)

In [6] we proposed a two step method to reconstruct both the geometric and
stochastic part of the missing region Ω:
1. Cooling: By sampling from (4) using a ﬁxed small temperature T value,
structures with high probability will be reconstructed, while structures with
low probability will be suppressed. In this step large geometric structures
will be reconstructed based on the model p(I).
2. Heating: By sampling from (4) using a ﬁxed temperature T ≈ 1, the texture
component of the image will be reconstructed based on the model p(I).
In the ﬁrst step the geometric structure is reconstructed by ﬁnding a smooth
MAP-like solution and in the second step the texture component is reconstructed
by adding it to the large scale geometry.
In this paper we propose a novel variation of the above discussed method.
We consider two cooling schemes and a gradual heating scheme which can be
considered as the inverse of simulated annealing.
3.2

Cooling - The ICM Solution

Finding the MAP solution by simulated annealing is very time consuming. One
alternative method is the Iterated Conditional Modes (ICM) algorithm. By letting T → 0 (or equivalently letting β → ∞) the conditional distribution (3) will
become a point distribution. In each step of the Gibbs sampling one will set the
new intensity for a site (x, y)i to
Iinew = arg max p(Ii | INi ) .
Ii

(5)
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Fig. 1. From top left to bottom right: a) the image containing a damaged region b)
the ICM solution c) the fast cooling solution d) adding texture on top of the fast
cooling solution by heating the distribution e) total variation (TV) solution and f) the
reconstructed region in context (can you ﬁnd it?)

This is a site-wise MAP solution (i.e. in each site and in each step the most
likely intensity will be selected). This site-wise greedy strategy is not guaranteed to ﬁnd the global MAP solution for the full image. The ICM solution is
similar but not identical to the high β sampling step described in [6]. The ICM
solution depends on initialisation of the unknown region Ω. Here we initialise by
sampling pixel values identically and independent from a uniform distribution
on the intensity range.
3.3

Cooling - Fast Cooling Solution

The MAP solution for the inpainting is the most likely reconstruction given the
known part of the image D\Ω,
I MAP = arg

max

Ii ∀(x,y)i ∈Ω

p(I | I(D\Ω), Λ) .

(6)

Simulated annealing can be used for ﬁnding the MAP solution. Replacing β
in (4) with an increasing (decreasing) sequence βn called a cooling (heating)
scheme. Using simulated annealing one starts to sample using a high temperature T and slowly cooling down the distribution (4) by letting T → 0. If βn
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is increasing slowly enough and letting n → ∞ then simulated annealing will
ﬁnd the MAP solution ( see e.g. [9,10,14]). Unfortunately simulated annealing
is very time consuming.
To reconstruct Ω, the true MAP solution may not be needed, instead a solution which is close to the MAP solution may be enough. We therefore adopt
a fast cooling scheme, that does not guarantee the MAP solution. The goal is
to reconstruct the geometric structure of the image and suppress the stochastic
texture.
The fast cooling scheme used in this paper is deﬁned as (in terms of β)
βn+1 = C + · βn

(7)

where C + > 1.0 and β0 = 0.5.
3.4

Heating - Adding Texture

The geometric structures of the image will be reconstructed by sampling using
the cooling scheme. Unfortunately the visual appearance will be too smooth,
and the stochastic part of the image needs to be added.
The stochastic part should be added in such a way that it does not destroy
the large scale geometric part reconstructed in the previous step. This is done by
sampling from the distribution (4) using a heating scheme similar to the cooling
scheme presented in previous section and using the solution from the cooling
scheme as initialisation.
The heating scheme in this paper is
βn+1 = C − · βn

(8)

where C − < 1.0 and β0 = 25.
By using a decreasing βn , value ﬁner details in the texture will be reproduced,
while coarser details in the texture will be suppressed.

4

Results

Learning the FRAME model p(I) is computational expensive, therefore only
small image patches have been used. Even for small image patches the optimisation times are at least a few days. After the FRAME model has been learnt,
inpainting can be done relatively fast if Ω is not to large.
The dynamic range of the images have been decreased to 11 intensity levels
for computational reasons. The images that have been selected includes both
large scale geometric structures as well as texture.
The delta ﬁlter, 16 Gabor ﬁlters and 18 scale space derivative ﬁlters have been
used in all experiments and 11 histogram bins have been used for all ﬁlters (see
section 2.1 for a discussion).
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Fig. 2. From top left to bottom right: a) the image containing a damaged region b)
the ICM solution c) the fast cooling solution d) adding texture on top of the fast
cooling solution by heating the distribution e) total variation (TV) solution and f) the
reconstructed region in context (can you ﬁnd it?)

In the cooling scheme (7), we use β0 = 0.5, C + = 1.2 and the stopping
criterion βn > 25 in all experiments. In the heating scheme (8), we use β0 =
25,C − = 0.8 and the stopping criterion βn < 1.0.
Each ﬁgure contains an unknown region Ω of size 30 × 30 that should be
reconstructed. Figure 1 contains corduroy images, ﬁgure 2 contains birch bark
images and ﬁgure 3 wood images. Each ﬁgure contains the original image with
the damaged region Ω with initial noise, the ICM and fast cooling solutions and
the solution of a total variation (TV) based approach [1] for comparison.
The ICM solution reconstruct the geometric structure in the corduroy, but
fails to reconstruct the geometric structure in both the birch and the wood images. This is due to the local update strategy of ICM, which makes it very sensitive to initial conditions. If ICM starts to produce wrong large scale geometric
structures it will never recover.
The fast cooling solution on the other hand seem to reconstruct the geometric
structure in all examples and does an even better job than the ICM solution for
the corduroy image. The fast cooling solutions are smooth and have suppressed
the stochastic textures. Because of the failure of ICM we only include results on
heating based on the fast cooling solution.
The results - image d) - after the heating are less smooth Ω’s, but it is still
smoother than I\Ω. The total variation (TV) approach produce a too smooth
solution even if strong geometric structures are present in all example.
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Fig. 3. From top left to bottom right: a) the image containing a damaged region
b) the ICM solution c) the fast cooling solution d) adding texture on top of the fast
cooling solution by heating the distribution e) total variation (TV) solution and f) the
reconstructed region in context (can you ﬁnd it?)

5

Conclusion

Using FRAME to learn a probability distribution for a type of images gives
a Gibbs distribution. The boundary condition makes it hard to use the learnt
Gibbs distribution as it is for inpainting; it does not enforce large scale geometric
structures strongly enough. By using a fast cooling scheme a MAP-like solution
is found that reconstruct the geometric structure. Unfortunately this solution is
too smooth and does not contain the stochastic texture. The stochastic texture
component can be reproduced by sampling using a heating scheme. The heating
scheme adds the stochastic texture component to the reconstruction and decrease
the smoothness of the reconstruction based on the fast cooling solution.
A possible continuation of this approach is to replace the MAP-like step with
a partial diﬀerential equation based method and a natural choice is the Gibbs
Reaction And Diﬀusion Equations (GRADE) [15,16], which are build on the
FRAME model.
We decompose an image into a geometric component and a stochastic component and use the decomposition for inpainting. This is related to Meyer’s
[17,18] image decomposition into a smooth component and a oscillating component (belonging to diﬀerent function spaces). We ﬁnd it interesting to explore
this theoretic connection with variational approaches.
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Abstract. Recently, an energy-based uniﬁed framework for image denoising was proposed by Mrázek et al. [10], from which existing nonlinear
ﬁlters such as M-smoothers, bilateral ﬁltering, diﬀusion ﬁltering and regularisation approaches, are obtained as special cases. Such a model oﬀers
several degrees of freedom (DOF) for tuning a desired ﬁlter. In this paper, we explore the generality of this ﬁltering framework in combining
nonlocal tonal and spatial kernels. We show that Bayesian analysis provides suitable foundations for restricting the parametric space in a noisedependent way. We also point out the relations among the distinct DOF
in order to guide the selection of a combined model, which itself leads
to hybrid ﬁlters with better performance than the previously mentioned
special cases. Moreover, we show that the existing trade-oﬀ between the
parameters controlling similarity and smoothness leads to similar results
under diﬀerent settings.

1

Introduction

Many denoising techniques have been proposed in literature, many of them are
application-dependent. However, there are only few strategies that combine different approaches and allow further generalizations. One of them is the energybased approach proposed by Mrázek et al. [10], which combines the well-known
M-smoothers [5] with bilateral ﬁltering [17]. By extending the spatial inﬂuence
that neighbouring pixels have on a central pixel, they end up with a general
nonlocal ﬁltering framework that rewards similarity to the input image and penalises large deviations from smoothness. Many other existing nonlinear ﬁlters
are obtained as special cases of this framework. In this paper we explore the
relations among the diﬀerent degrees of freedom available for tuning a speciﬁc
ﬁlter. Particularly, we focus on degradation processes governed by Gaussian and
impulse perturbations. Moreover, in Bayesian analysis we ﬁnd suitable foundations to instantiate probabilistically this model. Finally, we point out that the
use of combined (nonlocal) data and (nonlocal) smoothness constraints leads to
better denoising results than considering those ﬁlters obtained as special cases
of this general approach. Our paper is organised as follows: Section 2 presents
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 601–610, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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the Nonlocal Data and Smoothness (NDS) ﬁltering framework. Section 3 provides brief insides into Bayesian analysis that will help us in tuning the model
parameters in Section 4. Finally, some conclusions are outlined in Section 5.

2

The NDS Framework

Let f ∈ IRn be a given degraded version of the unknown 1-D or 2-D image
u ∈ IRn , and let i, j be pixel indices running along the set Ω = {1, . . . , n}. In
[10] a unifying variational approach to restore the original image u was proposed.
It minimises the energy function

E(u) =
α
ΨD (|ui − fj |2 ) wD (|xi − xj |2 )
i,j∈Ω

(1)
ΨS (|ui − uj |2 ) wS (|xi − xj |2 ).
+ (1 − α)
i,j∈Ω

This energy-based approach comprises a linear combination of two constraints,
i. e. E(u) = α ED (u) + (1 − α) ES (u), where the constant α ∈ [0, 1] determines
the relative importance of both assumptions. The data term ED (u) rewards
similarity to the input image f , while the smoothness term ES (u) penalises
deviations from (piecewise) homogeneity in the restored u. On one hand, the
kernels Ψ (·) are increasing functions that penalise large tonal distances s2 ; that
is, the distance between two pixel grey values si and sj . On the other hand, the
kernels w(·) are nonnegative and (possibly) nonlocal windows that ponder the
inﬂuence of distant pixels; the Euclidean distance between two pixel locations xi
and xj is called spatial distance x2 . See Table 1 and Table 2 for a non-exhaustive
list of kernels Ψ (·) and w(·) proposed in literature.
Table 1. Popular choices for tonal weights Ψ
Ψ (s2 )
s2
2

√

s2 + ε 2 − ε



s2
λ2

λ2 log 1 +

s2
λ2





−1

1

Tikhonov
[16]



1+





known in the context of

s2 + ε 2


1+

2λ2



Ψ  (s2 )



1+
2

s
2λ2 1 − exp − 2λ
2





s2
λ2

2

− 1
2

−1

2

s
exp − 2λ
2



min(s2 , λ2 )

s2
λ2

− 1

1
0



|s| < λ
else

regularisation

regularised total variation
(TV) [15]
nonlinear
regularisation,
Charbonnier et al. [4]
nonlinear diﬀusion, PeronaMalik 1 [14]
nonlinear diﬀusion, PeronaMalik 2 [14]
segmentation, Mumford and
Shah [11]
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Table 2. Possible choices for spatial weights w
w(s2 )


known in the context of

|s| < θ
else

1
0


2

exp − θs2

hard window

locally orderless images, Koenderink
and van Doorn [8]

soft window

Chu et al. [5]



Table 3. Nonlinear ﬁlters derived as special cases of the NDS framework (1)
Filter

Model
Ψ (|ui − fj |2 )

(a)

histogram operations

(b)

M-smoothing

i,j

ΨD (|ui − fj |2 ) wD (|xi − xj |2 )

(c)

bilateral ﬁltering

i,j

ΨS (|ui − uj |2 ) wS (|xi − xj |2 )

i,j

(d) Bayesian/regularisation/diﬀusion



|u − f |2 + α ΨS (|∇u|2 ) dx

The NDS function (1) presented above exhibits wide generality in choosing
the parameters ΨD , ΨS , wD , wS and α to derive a desired ﬁlter. In particular,
Table 3 shows some well-known nonlinear ﬁlters obtained as special cases by
tuning the diﬀerent degrees of freedom.
To minimise the expression (1) we make use of the Jacobi method. See [6] for a
comparison study among diﬀerent minimisation methods for the NDS functional.

3

Statistical Background

The most common degradation model is given by f = u + η, where u is the
true image, η represents a zero-mean additive noise with standard deviation σ,
and f is the recorded image. In the following we consider these quantities as
realisations of the random variables U , η, and F , denoting as pU , pη , and pF
their probability density function (pdf), respectively. In Bayesian analysis [18],
the maximum a posteriori (MAP) estimator
ûMAP = arg max log pU|F (u|f )
u

= arg min (− log pF |U (f |u) − log pU (u))
u

(2)

yields the most likely image u given f . The conditional distribution pF |U , also
called likelihood, models the degradation process of U to F and
 is therefore
considered as the noise distribution, i. e. pF |U (f |u) = pη (η) =
pη (fi − ui ),
assuming that the noise is independent and identically distributed (i.i.d.). We
will focus on Gaussian and impulse noise. These types of noise are well modelled
by the Gaussian and Laplacian distributions, being respectively their pdf’s
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n
1
1 
= √
exp − 2
|ηi |2 ,
2σ
2πσ
i∈Ω


 n

1
1
=
exp −
|ηi | .
2σ
σ


pηG
pηI

(3)

(4)

i∈Ω

Pluging these noise models into the MAP estimator (2), and observing the structural resemblance to our NDS function (1), suggests that the penalisers for
the data term can be instantiated as ΨD (s2 ) = s2 for Gaussian noise, and as
ΨD (s2 ) = |s| for impulse noise, see Table 1.
The previous noise distributions are special cases of a more general probabilistic law: the generalized Gaussian distribution [7], with parameters mean μ,
variance σ 2 , and ν > 0 (Gaussian case ν = 2, Laplacian case ν = 1); and pdf


ν/2 
νΓ (3/ν)1/2
|z − μ|ν Γ (3/ν)
,
(5)
exp −
pZ (z) =
σν
Γ (1/ν)
2σΓ (1/ν)3/2
where Γ (·) is the Euler Gamma function. This distribution has been also utilized
for modelling probabilistic prior knowledge about the signal u to recover. In (2),
this information is represented in terms of the prior distribution pU of the grey
values of U . Besag [2] proposed the Laplacian law as model for pU , which was
later extended by Bouman & Sauer with their generalized Gaussian Markov
Random Field [3] based on the distribution (5) for ν ∈ [1, 2]. Since choosing a
particular model for the prior distribution is essentially equivalent to specify the
penaliser ΨS for the smoothness term in our NDS framework, we can instantiate
such tonal kernel as ΨS (s2 ) = |s|ν . This function is nonconvex for 0 < ν < 1,
what may give rise to local minima in (1). However, nonconvex penalisers can
allow almost exact restoration quality [9,12,13].
In summary, the Bayesian framework provides a founded basis for choosing
appropriate tonal kernels Ψ (·) for the data and smoothness terms in (1). Studying
other types of noise and the properties of the signal to recover, will lead to
diﬀerent criteria for selecting the penalisers.

4
4.1

Tuning the Model Parameters
Linear Combination of Kernels

The problem of determining α for the image simpliﬁcation approach described
in the Section 2 is crucial to obtain an optimal combination of similarity and
smoothness. We intend to justify the use of such framework for α ∈
/ {0, 1}, i. e.
for a wider spectrum of ﬁlters than those special cases outlined in Table 3.
A function ϕ : [0, 1] → IR is called unimodal on [0, 1] if it contains a single
minimum in that interval. Then, we obtain an estimate of the true image u as
û = arg min ϕ(α),
α

(6)
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assuming that we deal with the unimodal function ϕ(α) := u − uα 1 , where uα
is the solution image for a speciﬁc value of α from (1). Exploiting the empirical
unimodality1 of ϕ on [0, 1], we employ the Fibonacci Search method to ﬁnd an
optimal value for α that solves (6). This line-search strategy ensures fast convergence. For multimodal functions it is better to utilize the Simulated Annealing
technique as minimization strategy, which guarantees ﬁnding a global minimum
in ﬁnite time. See [1] for the implementation details.
Another important ingredient to achieve an appropriate mixture of similarity
and smoothness is the determination of the support of the spatial kernels w(·) in
both terms of (1). Moreover, we want to ﬁnd out if there is a certain interrelation
between both supports. In the following, we use as spatial kernels the disk-shaped
hard window function of Table 2, denoted by B(·) with supporting radius θ, i. e.
with diametrical support (2θ + 1).
Let us ﬁrst consider the case of Gaussian noise. As suggested by the statistical
framework, we select the penaliser ΨD (s2 ) = s2 for the data term, and the
function ΨS (s2 ) = |s|ν for the smoothness term, focusing on ν ∈ {1, 2}. Thus,
our designed nonlocal ﬁlter for Gaussian noise reads


|ui − fj |2 + (1 − α)
|ui − uj |ν .
(7)
E(u) = α
i∈Ω,j∈B(i)

i∈Ω,j∈B(i)

Let us apply this model to reconstruct the Gaussian noise signal depicted in top
left of Fig. 1. All model parameters were optimised and the best ﬁve results for
both values of ν are shown in the ﬁrst two sections of the left-hand side of Table 4.
In the third section we present the performance of those ﬁlters from Table 3(d),
also optimising their parameters. Mean and median stand as representatives
of M-smoothers, and four instantiations of ΨS for regularisation were included.
Without exceptions, our designed model outperforms all the well known ﬁlters
obtained as particular cases of the unifying NDS ﬁltering framework.
Now, if we have data contaminated by impulse noise, for instance salt-andpepper noise, we just need to modify from our previous model the penaliser in
the data term by ΨD (s2 ) = |s|, as it is proposed in the Bayesian framework. Our
new model reads


|ui − fj | + (1 − α)
|ui − uj |ν .
(8)
E(u) = α
i∈Ω,j∈B(i)

i∈Ω,j∈B(i)

We use this ﬁlter for denoising the salt-and-pepper noise signal plotted on top
right of Fig. 1. We conduct the same comparative analysis as before, and conclude
again that our model beats all the other particular ﬁlters.
Exploiting the NDS image denoising framework for α ∈
/ {0, 1} and nonlocal
window functions leads to hybrid methods for image simpliﬁcation. It is important to mention that we have deliberately chosen penalisers that do not require
any gradient threshold parameter. This keeps our model simple and eﬃcient.
1

Even though we can guarantee neither the continuous dependence of ϕ with respect to α nor a unique solution, we have observed this behavior in most of our
experiments.
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Fig. 1. Examples of signal denoising using the NDS function. Original signal in solid
line. Top left: Noisy signal perturbed by zero-mean Gaussian noise with σ = 40 in
dashed line, 1 = 27.30. Bottom left: Recovered version of the Gaussian noise signal
in dashed line, 1 = 13.83. Top right: Noisy signal perturbed by 40% of a zero-mean
salt-and-pepper noise in dashed line, 1 = 48.04. Bottom right: Recovered version of
the salt-and-pepper noise signal in dashed line, 1 = 4.61.

4.2

Smoothing Eﬀects

Trade-oﬀ Between α and the Radius of wD . If we consider a functional
which only consists of a data term, we notice that increasing the support of the
spatial window leads to smoothing. On the other hand, if we leave the spatial
window of the data term small and add a smoothness term, this has visually
almost the same eﬀect. In this experiment we want to quantify the diﬀerence
more accurately and search for α corresponding to a certain support. To this
end we consider the two following functions. The ﬁrst function

(9)
(ui − fj )2 wD |xi − xj |2
ED (u) =
i,j∈Ω

consists only of a data term, but allows for a larger window given by the discshaped hard window function wD with supporting radius θD . The second function has a local data term and a smoothness term which only takes the direct
neighbours N (i) of pixel i into consideration


EC (u) = α
(ui − fi )2 + (1 − α)
(ui − uj )2
(10)
i∈Ω

i∈Ω,j∈N (i)
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Table 4. Numerical comparison of diﬀerent ﬁlters. Left: Denoising results of the
Gaussian noise signal of Fig. 1. Right: Denoising results of the salt-and-pepper noise
signal of Fig. 1. The best results are written in bold letters and plotted in Fig. 1.
Filter

θD θS

α

1

model (7), ν = 2

3
3
2
2
3

1
2
1
2
3

0.223
0.572
0.208
0.542
0.793

14.18
14.24
14.26
14.30
14.32

model (7), ν = 1

2
2
2
2
3

2
3
4
5
2

0.072
0.133
0.178
0.223
0.098

mean
median
Tikhonov
TV
Perona-Malik 1
Charbonnier

4
4
0
0
0
0

1
1
1
1

1.000
1.000
0.329
0.001
0.298
0.314

Filter

θD θS

α

1

model (8), ν = 2

0
3
3
4
2

1
1
2
1
1

0.903
0.810
0.936
0.793
0.757

4.61
4.67
4.80
4.90
4.91

13.83
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6.98
23.22
35.04
23.21
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Fig. 2. Example of the trade-oﬀ between diﬀerent parameters. Top left: Original image
(256 × 256 pixels). Top middle: Smoothed version with ED , radius θD = 5. Top right:
Smoothing with EC , α = 0.503. Bottom left: Image with additive Gaussian noise,
standard deviation σ = 50. Bottom middle: Denoising with ED , radius θD = 5. Bottom
right: Denoising with EC , α = 0.424.

Here, only changing the value α is used to steer the amount of smoothness. Fig. 2
shows two examples of the trade-oﬀ between these parameters. We see that in
both cases with and without noise it is possible to obtain very similar results
with both functionals. We are interested in knowing how far away the results
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Fig. 3. Trade-oﬀ between large kernels and small α. Top left: 1 -error between ED
and EC depending on α, for noise-free image. Top right: Optimal value of α depending
on the radial support θD . Bottom: Same plots for the noisy input image.

obtained with the functions ED and EC are from each other, and how they
approach each other by means of tuning θD and α, respectively. In Fig. 3, we
display some measurements to quantify the trade-oﬀ between these parameters.
In the left column, each curve stands for a certain radius size, and there is one
value of α that minimizes the 1 distance between their estimates. The minimum
distance achieved for every pair (θD , α) is displayed in the right column.
Trade-oﬀ Between α and the Radius of wS . Similarly to the previous
experiment, we want now to quantify the trade-oﬀ beetween decreasing the value
of α and increasing the support of the spatial window in the smoothness term;
both procedures lead to smoothing. Let us assume a level σ = 20 of Gaussian
noise. From our experiments in Section 4.1, we know that the following function
produces satisfactory results under Gaussian perturbations:


|ui − fj |2 + (1 − α)
|ui − uj |.
(11)
E(u) = α
i∈Ω,j∈B(i)

i∈Ω,j∈B(i)

Keeping ﬁxed θD = 1, Fig. 4 shows the 1 distance between the original and the
restored images for α ranging in [0, 1] and diﬀerent radial support θS . One can
see that slightly better results are attained when both α and θS are small. Fig. 5
shows an example where similar restoration quality is achieved under diﬀerent
parameterization.
These experiments show that it is possible to interchange certain smoothing
approaches by some others. This is important when one is searching for fast and
eﬃcient denoising algorithms. By using the NDS framework one does not has
necessarily to give up quality for speed of computation.
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Fig. 4. Denoising properties of the functional (11). The plot outlines the 1 distance
between the original and the denoised images for diﬀerent values of the smoothing
parameters α and θS . Original image in Fig. 5 left, and noisy image in Fig. 5 middle
left.

Fig. 5. Denoising properties of the functional (11). Left: original image. Middle left:
disturbed image with Gaussian noise σ = 20, 1 = 16.02. Middle right: restored image
with α = 0.2, θS = 2, 1 = 4.88. Right: restored image with α = 0.8, θS = 6, 1 = 5.18.

5

Conclusions

We have shown the capabilities of the NDS framework as unifying ﬁltering approach. We saw that excellent results can be obtained when terms that reward
ﬁdelity to the observations and penalise smoothness in the solution are nonlocally combined. By tuning its diﬀerent degrees of freedom it is possible to
design hybrid ﬁlters that outperform the performance of classical ﬁlters. The
NDS functional possesses such a versatility that it is even possible to attain very
similar results by tuning the parameters with diﬀerent criteria and directions,
what is particularly useful in looking for alternative ways to solve a denoising
problem.
Acknowledgements. We gratefully acknowledge partly funding by Deutscher
Akademischer Austauschdienst (DAAD) and by the priority programme
SPP1114 of the Deutsche Forschungsgemeinschaft (DFG), project WE 2602/2-3.
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Abstract. Automated brain MR image segmentation is a challenging
problem and received signiﬁcant attention lately. Various techniques have
been proposed, several improvements have been made to the standard
fuzzy c-means (FCM) algorithm, in order to reduce its sensitivity to
Gaussian, impulse, and intensity non-uniformity noises. In this paper we
present a modiﬁed FCM algorithm, which aims at accurate segmentation
in case of mixed noises, and performs at a high processing speed. As a
ﬁrst step, a scalar feature value is extracted from the neighborhood of
each pixel, using a ﬁltering technique that deals with both spatial and
gray level distances. These features are clustered afterwards using the
histogram-based approach of the enhanced FCM algorithm. The experiments using 2-D synthetic phantoms and real MR images show, that
the proposed method provides better results compared to other reported
FCM-based techniques. The produced segmentation and fuzzy membership values can serve as excellent support for level set based cortical
surface reconstruction techniques.
Keywords: image segmentation, fuzzy c-means algorithm, feature extraction, noise elimination, magnetic resonance imaging.

1

Introduction

By deﬁnition, image segmentation represents the partitioning of a digital image
into non-overlapping, consistent pixel sets, which appear to be homogeneous
with respect to some criteria concerning gray level intensity and/or texture.
The fuzzy c-means (FCM) algorithm is one of the most widely studied and
applied methods for data clustering, and probably also for brain image segmentation [2,6]. However, in this latter case, standard FCM is not eﬃcient by itself,
as it is unable to deal with that relevant property of images, that neighbor pixels
are strongly correlated. Ignoring this speciﬁcity leads to strong noise sensitivity
and several other imaging artifacts.
Recently, several solutions were given to improve the performance of segmentation. Most of them involve using local spatial information: the own gray
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 611–620, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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level of a pixel is not the only information that contributes to its assignment to
the chosen cluster. Its neighbors also have their inﬂuence while getting a label.
Pham and Prince [8] modiﬁed the FCM objective function by including a spatial
penalty, enabling the iterative algorithm to estimate spatially smooth membership functions. Ahmed et al. [1] introduced a neighborhood averaging additive
term into the objective function of FCM, calling the algorithm bias corrected
FCM (BCFCM). This approach has its own merits in bias ﬁeld estimation, but
it computes the neighborhood term in every iteration step, giving the algorithm
a serious computational load. Moreover, the zero gradient condition at the estimation of the bias term produces a signiﬁcant amount of misclassiﬁcations [10].
Chuang et al. [5] proposed averaging the fuzzy membership function values and
reassigning them according to a tradeoﬀ between the original and averaged membership values. This approach can produce accurate clustering if the tradeoﬀ is
well adjusted empirically, but it is enormously time consuming.
In order to reduce the execution time, Szilágyi et al. [11], and Chen and Zhang
[4] proposed to evaluate the neighborhoods of each pixel as a pre-ﬁltering step,
and perform FCM afterwards. The averaging and median ﬁlters, followed by
FCM clustering, are referred to as FCM S1 and FCM S2, respectively [4]. Paper [11] also pointed out, that once having the neighbors evaluated, and thus
for each pixel having extracted a scalar feature, FCM can be performed on the
basis of the gray level histogram, clustering the gray levels instead of the pixels, which signiﬁcantly reduces the computational load, as the number of gray
levels is generally smaller by orders of magnitude. This latter quick approach,
combined with an averaging pre-ﬁlter, is referred to as enhanced FCM (EnFCM)
[3,11]. All BCFCM, FCM S1, and EnFCM suﬀer from the presence of a parameter denoted by α, which controls the strength of the averaging eﬀect, balances
between the original and averaged image, and whose ideal value unfortunately
can be found only experimentally. Another drawback is the fact, that averaging and median ﬁltering, besides eliminating salt-and-pepper noises, also blurs
relevant edges. Due to these shortcomings, Cai et al. [3] introduced a new local
similarity measure, combining spatial and gray level distances, and applied it as
an alternative pre-ﬁltering to EnFCM, having this approach named fast generalized FCM (FGFCM). This approach is able to extract local information causing
less blur than the averaging or median ﬁlter, but still has an experimentally
adjusted parameter λg , which controls the eﬀect of gray level diﬀerences.
In this paper we propose a novel method for MR brain image segmentation
that simultaneously aims at high accuracy in image segmentation, low noise
sensitivity, and high processing speed.

2
2.1

Methods
Standard Fuzzy C-Means Algorithm

The fuzzy c-means algorithm has successful applications in a wide variety of
clustering problems. The traditional FCM partitions a set of object data into a
number of c clusters based on the minimization of a quadratic objective function.
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When applied to segment gray level images, FCM clusters the intensity level of
all pixels (xk , k = 1 . . . n), which are scalar values. The objective function to be
minimized is:
c 
n

2
um
(1)
JFCM =
ik (xk − vi ) ,
i=1 k=1

where m > 1 is the fuzzyﬁcation parameter, vi represents the prototype value
of cluster i, uik ∈ [0, 1] is the fuzzy membership function showing the degree to
which pixel k belongs
to cluster i. According to the deﬁnition of fuzzy sets, for
c
any pixel k, we have i=1 uik = 1. The minimization of the objective function
is reached by alternately applying the optimization of JFCM over {uik } with
vi ﬁxed, i = 1 . . . c, and the optimization of JFCM over {vi } with uik ﬁxed,
i = 1 . . . c, k = 1 . . . n [6]. During each cycle, the optimal values are computed
from the zero gradient conditions, and obtained as follows:
(vi − xk )−2/(m−1)
uik = c
−2/(m−1)
j=1 (vj − xk )
n
m
k=1 uik xk
vi = 
n
m
k=1 uik

∀ i = 1 . . . c, ∀ k = 1 . . . n ,

(2)

∀i = 1...c .

(3)

After adequate initialization of centroids vi , (2) and (3) are applied alternately
until the norm of the variation of vector v is less than a previously set small
value ε. FCM has invaluable merits in making optimal clusters, but in image
processing it has severe deﬁciencies. The most important one is the fact, that
it fails to take into consideration the position of pixels, which is also relevant
information in image segmentation. This drawback led to introduction of spatial
constraints into fuzzy clustering.
2.2

Fuzzy Clustering Using Spatial Constraints

Ahmed et al. [1] proposed a modiﬁcation to the objective function of FCM, in
order to allow the labeling of a pixel to be inﬂuenced by its immediate neighbors. This neighboring eﬀect acts like a regularizer that biases the solution to a
piecewise homogeneous labeling [1]. The objective function of BCFCM is:


c 
n

α  m
m
2
2
uik (xr − vi )
uik (xk − vi ) +
,
(4)
JBCFCM =
nk
i=1
k=1

r∈Nk

where xr represents the gray level of pixels situated in the neighborhood Nk of
pixel k, and nk is the cardinality of Nk . The parameter α controls the intensity
of the neighboring eﬀect, and unfortunately its optimal value can be found only
experimentally. Having the neighbors computed in every computation cycle, this
iterative algorithm performs extremely slowly.
Chen and Zhang [4] reduced the time complexity of BCFCM, by previously
computing the neighboring averaging term or replacing it by a median ﬁltered
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term, calling these algorithms FCM S1 and FCM S2, respectively. These algorithms outperformed BCFCM, at least from the point of view of time complexity.
Szilágyi et al. [11] proposed a regrouping of the processing steps of BCFCM.
In their approach, an averaging ﬁlter is applied ﬁrst, similarly to the neighboring
eﬀect of Ahmed et al. [1]:


1
α 
ξk =
xr
.
(5)
xk +
1+α
nk
r∈Nk

This ﬁltering is followed by an accelerated version of FCM clustering. The
acceleration is based on the idea, that the number of gray levels is generally
much smaller than the number of pixels. In this order, the histogram of the
ﬁltered image is computed, and not the pixels, but the gray levels are clustered
[11], by minimizing the following objective function:
JEnFCM =

q
c 


2
hl u m
il (l − vi ) ,

(6)

i=1 l=1

where hl denotes the number of pixels with gray level equaling l, and q is the
number of gray levels. The optimization formulas in this case will be:
(vi − l)−2/(m−1)
uil = c
−2/(m−1)
j=1 (vj − l)
q
hl u m

il l
vi = l=1
q
m
h
u
l=1 l il

∀ i = 1 . . . c, ∀ l = 1 . . . q ,
∀i = 1...c .

(7)

(8)

EnFCM drastically reduces the computation complexity of BCFCM and its
relatives [3,11]. If the averaging pre-ﬁlter is replaced by a median ﬁlter, the
segmentation accuracy also improves signiﬁcantly [3,12].
2.3

Fuzzy Clustering Using Spatial and Gray Level Constraints

Based on the disadvantages of the aforementioned methods, but inspired of their
merits, Cai et al. [3] introduced a local (spatial and gray) similarity measure
that they used to compute weighting coeﬃcients for an averaging pre-ﬁlter. The
ﬁltered image is then subject to EnFCM-like histogram-based fast clustering.
The similarity between pixels k and r is given by the following formula:
 (s) (g)
skr · skr
if r ∈ Nk \ {k}
.
(9)
Skr =
0
if r = k
(s)

(g)

where skr and skr are the spatial and gray level components, respectively. The
(s)
spatial term skr is deﬁned as the L∞ -norm of the distance between pixels k
(g)
and r. The gray level term is computed as skr = exp(−(xk − xr )2 /(λg σk2 )),
where σk denotes the average quadratic gray level distance between pixel k
and its neighbors. Segmentation results are reported more accurate than in any
previously presented case [3].
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The Proposed Method

Probably the most relevant problem of all techniques presented above, BCFCM,
EnFCM, FCM S1, and FGFCM, is the fact that they depend on at least one
parameter, whose value has to be found experimentally. The parameter α balances the eﬀect of neighboring in case of the former three, while λg controls the
tradeoﬀ between spatial and gray level components in FGFCM.
The zero value in the second row of (9) implies, that in FGFCM, the ﬁltered
gray level of any pixel is computed as a weighted average of its neighbors. Having
renounced to the original intensity of the current pixel, even if it is a reliable,
noise-free value, unavoidably produces some extra blur into the ﬁltered image.
Accurate segmentation requires this kind of eﬀects to be minimized [9].
In the followings we propose a set of modiﬁcations to EnFCM/FGFCM, in
order to improve the accuracy of segmentation, without renouncing to the speed
of histogram-based clustering. In other words, we need to deﬁne a complex ﬁlter
that can extract relevant feature information from the image while applied as
a pre-ﬁltering step, so that the ﬁltered image can be clustered fast afterwards
based on its histogram. The proposed method consists of the following steps:
1. As we are looking for the ﬁltered value of pixel k, we need to deﬁne a small
square or diamond-shape neighborhood Nk around it. Square windows of size
3 × 3 were used throughout this study.
2. We search for the minimum, maximum, and median gray value within the
neighborhood Nk , and we denote them by mink , maxk and medk , respectively.
3. We replace the gray level of the maximum and minimum valued pixel with
the median value (if there are more than one maxima or minima, replace them
all), unless they are situated in the middle pixel k. In this latter case, pixel k
remains unchanged, just labeled as unreliable value.
4. Compute the average quadratic gray level diﬀerence of the pixels within
the neighborhood Nk , using the formula

σk =

r∈Nk \{k} (xr

nk − 1

− xk )2

.

5. The ﬁlter coeﬃcients will be deﬁned as:
⎧ (s) (g)
⎨ ckr · ckr
if r ∈ Nk \ {k}
Ckr = 1
if r = k ∧ xk ∈ {maxk , mink } .
⎩
0
if r = k ∧ xk ∈ {maxk , mink }

(10)

(11)

The central pixel k will be ignored if its value was found unreliable, otherwise
it gets unitary weight. All other neighbor pixels will have coeﬃcients Ckr ∈ [0, 1],
depending on their space distance and gray level diﬀerence from the central pixel.
In case of both terms, higher distance values push the coeﬃcients towards 0.
(s)
6. The spatial component ckr is a negative exponential of the Euclidean dis(s)
tance between the two pixels k and r: ckr = exp(−L2 (k, r)). The gray level term
depends on the diﬀerence |xr − xk |, according to a bell-shaped function deﬁned
as follows:
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(g)
ckr

=

2


−xk
cos π xr8σ
k
0

if |xr − xk | ≤ 4σk .
if |xr − xk | > 4σk

(12)

7. The extracted feature value for pixel k, representing its ﬁltered intensity
value, is obtained as a weighted average of its neighbors:

r∈Nk Ckr xr
.
(13)
ξk = 
r∈Nk Ckr
Algorithm. We can summarize the proposed method as follows:
1. Pre-ﬁltering step: for each pixel k of the input image, compute the ﬁltered
gray level value ξk , using (10), (11), (12), and (13).
2. Compute the histogram hl of the pre-ﬁltered image, l = 1 . . . q.
3. Initialize vi with valid gray level values, diﬀering from each other.
4. Compute new fuzzy memberships uil , i = 1 . . . c, l = 1 . . . q, using (7).
5. Compute new cluster prototypes vi , i = 1 . . . c, using (8).
6. If there is relevant change in the vi values, go back to step 4. This is tested
by comparing any norm of the diﬀerence between the new and the old vector v
with a preset small constant ε.
The algorithm converges quickly, however, the number of necessary iterations
depends on ε and on the initial cluster prototype values.

3

Results and Discussion

In this section we test and compare the accuracy of four algorithms: BCFCM, EnFCM, FGFCM, and the proposed method, on several synthetic and real images.
All the following experiments used 3 × 3 window size for all kinds of ﬁltering.
The proposed ﬁltering technique uses a convolution mask whose coeﬃcients
are context dependent, and thus computed for the neighborhood of each pixel.
Figure 1 presents the obtained coeﬃcients for two particular cases. Figure 1(a)
shows the case, when the central pixel is not signiﬁcantly noisy, but some pixels
in the neighborhood might be noisy or might belong to a diﬀerent cluster. Under
such circumstances, the upper three pixels having distant gray level compared
to the value of the central pixel, receive small weights and this way they hardly
contribute to the ﬁltered value. Figure 1(b) presents the case of an isolated noisy
pixel situated in the middle of a relatively homogeneous window. Even though
all computed coeﬃcients are low, the noise is eliminated, resulting a convenient
ﬁltered value 111. The migration of weights from the local maximum and minimum towards the median valued pixel, indicated by the arrows, is relevant in
the second case and useful in the ﬁrst.
The noise removal performances were compared using a 256 × 256-pixel synthetic test image taken from IBSR [7], having a high degree of mixed noise.
Results are summarized in Fig. 2. Visually, the proposed method achieves best
results, slightly over FGFCM, and signiﬁcantly over all others.
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Fig. 1. Filter mask coeﬃcients in case of a reliable pixel intensity value (a), and a noisy
one (b). The upper number in each cell is the intensity value, while the lower number
represents the obtained coeﬃcient. The arrows show, that the coeﬃcients of extreme
intensities are transferred to the median valued pixel.

Fig. 2. Segmentation results on phantom images: (a) original, (b) segmented with traditional FCM, (c) segmented using BCFCM, (d) segmented using FGFCM, (e) ﬁltered
using the proposed pre-ﬁltering, (f) result of the proposed segmentation
Table 1. Segmentation results on synthetic test images: misclassiﬁcation rates at different noise types and levels
Noise type

BCFCM

EnFCM

FGFCM

Gaussian 1
Gaussian 2
Gaussian 3
Impulse
Mixed 1
Mixed 2

0.232 %
7.597 %
18.545 %
0.250 %
0.345 %
5.542 %

0.192 %
0.972 %
4.647 %
0.192 %
0.220 %
1.025 %

0.102 %
0.405 %
2.975 %
0.130 %
0.130 %
0.675 %

Proposed
0.090 %
0.330 %
2.155 %
0.120 %
0.110 %
0.547 %
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Table 1 gives a statistical analysis of the synthetic images contaminated with
diﬀerent noises (Gaussian noise, salt-and-pepper impulse noise, and mixtures
of these) at diﬀerent levels. The table reveals that the proposed ﬁlter performs
best at removing all these kinds of noises. Consequently, the proposed method is
suitable for segmenting images corrupted with unknown noises, and in all cases
it performs at least as well as his ancestors.
We applied the presented ﬁltering and segmentation techniques to several T1weighted real MR images. A detailed view, containing numerous segmentations,
is presented in Fig. 3.
The original slice in Fig. 3 (a) is taken from IBSR. We produced several noisy
versions of this slice, by adding salt-and-pepper impulse noise and/or Gaussian

Fig. 3. Filtering and segmentation results on real T1-weighted MR brain images, corrupted with diﬀerent kinds and levels of artiﬁcial noise. Each row contains an original
or noise-corrupted brain slice on the left side, the ﬁltered version (using the proposed
method) in the middle, and the segmented version on the right side. Row (a)-(c) comes
from record number 1320 2 43 of IBSR [7], row (d)-(f) is corrupted with 10 % Gaussian
noise, while row (g)-(i) contains mixed noise of 5 % impulse + 5 % Gaussian.
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noise, at diﬀerent intensities. Some of these noisy versions are visible in Fig. 3
(d), (g). The ﬁltered versions of the three above mentioned slices are presented
in the middle column of Fig. 3. The segmentation results of the chosen slices are
shown in Fig. 3 (c), (f), (i). From the segmented images we can conclude, that
the proposed ﬁltering technique is eﬃcient enough to make proper segmentation
of any likely-to-be-real MRI images in clinical practice, at least from the point
of view of Gaussian and impulse noises.
Table 2 takes into account the behavior of three mentioned segmentation
techniques, in case of diﬀerent noise types and intensities, computed by averaging
the misclassiﬁcations on 12 diﬀerent T1-weighted real MR brain slices, all taken
from IBSR. The proposed algorithm has lowest misclassiﬁcation rates in most
of the cases.
Table 2. Misclassiﬁcation rates in case of real brain MR image segmentation
Noise type

EnFCM

FGFCM

Original, no extra noise
Gaussian 4 %
Gaussian 8 %
Gaussian 12 %
Impulse 1 %
Impulse 3 %
Impulse 5 %
Impulse 10 %
Impulse 5 % + Gaussian 4 %
Impulse 5 % + Gaussian 8 %
Impulse 5 % + Gaussian 12 %

0.767 %
1.324 %
3.180 %
4.701 %
0.836 %
1.383 %
1.916 %
3.782 %
2.560 %
3.626 %
6.650 %

0.685 %
1.131 %
2.518 %
2.983 %
0.717 %
0.864 %
1.227 %
1.268 %
1.480 %
2.013 %
4.219 %

Proposed
0.685 %
1.080 %
1.489 %
2.654 %
0.726 %
0.823 %
0.942 %
1.002 %
1.374 %
1.967 %
4.150 %

Further tests also revealed, that the proposed method performs well in case
of T2-weighted MR brain images, too. We applied the proposed segmentation
method to several complete head MR scans in IBSR. The dimensions of the
image stacks were 256 × 256 × 64 voxels. The average total processing time for
one stack was around 10 seconds on a 2.4 GHz Pentium 4.

4

Conclusions

We have developed a modiﬁed FCM algorithm for automatic segmentation of
MR brain images. The algorithm was presented as a combination of a complex
pre-ﬁltering technique and an accelerated FCM clustering performed over the
histogram of the ﬁltered image. The pre-ﬁlter uses both spatial and gray level
criteria, in order to achieve eﬃcient removal of Gaussian and impulse noises without signiﬁcantly blurring the real edges. Experiments with synthetic phantoms
and real MR images show, that our proposed technique accurately segments
the diﬀerent tissue classes under serious noise contamination. We compared our
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results with other recently reported methods. Test results revealed that our approach performed better than these methods in many aspects, especially in the
accuracy of segmentation and processing time.
Although the proposed method segments 2-D MR brain slices, it gives a relevant contribution to the accurate volumetric segmentation of the brain, because
the segmented images and the obtained fuzzy memberships can serve as excellent
input data to any level set method that constructs 3-D cortical surfaces.
Further works aim to reduce the sensitivity of the proposed technique to
intensity inhomogeneity noises, and to introduce adaptive determination of the
optimal number of clusters.
Acknowledgements. This research was supported by the Sapientia Institute
for Research Programmes, Domus Hungarica Scientiarium et Artium, the Communitas Foundation, and the Pro Progressio Foundation.
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Abstract. Mottling is one of the most signiﬁcant defects in modern oﬀset printing using coated papers. Mottling can be deﬁned as undesired
unevenness in perceived print density. Previous research in the ﬁeld considered only gray scale prints. In our work, we extend current methodology to color prints. Our goal was to study the characteristics of the
human visual system, perform psychometric experiments and develop
methods which can be used at industrial level applications. We developed a method for color prints and extensively tested it with a number
of experts and laymen. Suggested approach based on pattern-color perception separability proved to correlate with the human evaluation well.

1

Introduction

Paper printability and quality of prints are important attributes of modern printing applications. These issues are of equal signiﬁcance for all parties involved in
printed media production, from paper mills and print houses to end-consumers.
High print quality is a basic requirement in printed products containing images.
There are several undesired eﬀects in prints because of non-ideal interactions of
paper and ink in high-speed printing processes. One of these eﬀects is mottling
which is related to density and gloss of print. It is the uneven appearance of
solid printed areas, and it depends on the printing ink, paper type, and printing process. Depending on the phenomenon causing this unevenness, there exist
three types of mottling: back-trap mottle (uneven ink absorption in the paper),
water-interface mottle (insuﬃcient and uneven water absorption of the paper
causing uneven ink absorption), and ink-trap mottle (wet or dry; incorrect trapping of the ink because of tack. In the task of automated mottling measurement
the main cause of mottling is often overlooked, namely the human perception.
Truly, if a person could not perceive printed area unevenness then the attention
to mottling would be a lot less.
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 621–630, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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Several methods to evaluate mottling by an automatic machine vision system
have been proposed. The ISO 13660 standard includes a method for monochrome
images. It is based on calculating the standard deviation of small tiles within
suﬃciently large area [1]. In the standard, the size of the tiles is set to a ﬁxed
value, which is a known limitation [2]. The ﬁrst improvement to the standard
method was to use tiles of variable sizes [3]. Other methods relying on clustering,
statistics, and wavelets have also been proposed [4,5,6]. Other approaches to
evaluate gray scale mottling have their basis in frequency-domain ﬁltering [7] and
frequency analysis [8], which were thoroughly studied in [9]. All of the beforementioned methods are designed for binary or gray scale images. If color prints
were assessed, the correlation of the methods to human assessments would be
severely limited. Also the grounds for the methods do not arise from any models
for the phenomena causing mottling, nor vision science.
Mottling can be physically deﬁned, but it becomes problematic when a print
is perceived. If a person looking at a solid print perceives unevenness, mottling is
a problem. Thus, the properties and limits of the human visual system must be
taken into account when proper methods to assess mottling are designed. This
is especially very important in the assessment of color images. When perception of image noise is of concern, visual sensitivity to contrast and spatial frequencies of the human visual system (HVS) is independent of luminance within
common luminance levels [10]. However, contrast sensitivity depends on spatial
frequency [11], thus, mottles of diﬀerent sizes are perceived diﬀerently. The peak
sensitivity of the HVS is approximately at 3 cycles/degree, and the maximum
detected frequency is from 40 cycles/degree (sinusoidal gratings) [12] to over 100
cycles/degree (single cycle) [13].
The purpose of this work was to design the artiﬁcial method for a human
assessment of color mottling samples. In our study, we sought proper background
for the methodological selections based on vision science. We implemented the
method based on gray scale approach, and modiﬁed for color prints, as needed
to accommodate appropriate knowledge concerning the HVS.

2

Background

Method presented in the paper is based on the current approaches to gray scale
mottling evaluation and pattern-color separability hypothesis. It is worth to give
a short introduction to those.
2.1

Gray Scale Mottling Evaluation

The human perception of mottling relies on the spatial frequency theory, which
is based on an atomistic assumption: the representation of any image, no matter how complex, is an assemblage of many primitive spatial ”atoms”. The primitives of spatial frequency theory are spatially extended patterns called sinusoidal
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gratings: two dimensional patters whose luminance varies according to a sine wave
over one spatial dimension and is constant over the perpendicular dimension [14].
The idea for this method comes from the bandpass method [7] and later
extended in [9]. The value of the perceived mottling can be computed using the
following formula:

1
|F (u, φ)|C(u) dudφ
(1)
M=
R u∈U, φ∈Φ
where F (u, φ) image in frequency space, C(u) contrast sensitivity function (CSF),
R is a mean image reﬂectance. The implementation of the method uses Mannos
CSF deﬁned as [15]:
C(u) = 2.6(0.0192 + 0.114u)e(−(0.114u)

1.1

)

(2)

Mannos CSF formulation is in cycles per degree (cpd) units and has a maximum
at 8 cpd (see Fig. 1).
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Fig. 1. Mannos contrast sensitivity function model

The method can be deﬁned as a sum of the image energy ﬁltered with CSF
in the spectrum that falls within the visual area, which is U = [0.04, 30] cpd in
the current implementation.
The eﬀect of orientation(φ) sensitivity of the has also been studied HVS [12].
It is known that human sensitivity is lowest around 45 and 135 and highest at
vertical and horizonal directions. However, experiments showed low signiﬁcance
of introducing the orientational dependent ﬁltering. This can also be understood
based on the stochastic nature of mottling.
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Pattern-Color Separability

A mechanism of color mottling stimuli perception is pattern-color separable
when [16]:
– Its relative pattern sensitivity is invariant as the test stimulus’ spectral composition is changed.
– Its relative wavelength selectivity is invariant when stimulus’ spatial pattern
is changed.
The absolute level of the pattern and color sensitivity can vary, but the relative
pattern and color sensitivities must not. From this deﬁnition it is evident that
pattern-color separability is required before it is possible to say that a mechanism has a unique pattern or wavelength sensitivity function. The pattern-color
separable model provides a framework for thinking about how diﬀerent visual
pathways might contribute to visual sensitivity [16].
If the previous ideas are right, then color mottling perception depends separately on the spatial characteristics of an image (gray scale mottling) and color
characteristics (color range). The following section will describe how it is possible
to decompose an image in the pattern and color sense.

3

Pattern-Color Separable Method

Let us consider a gray scale image f (x, y) with a given mottling index M .
The question arises, how the mottling perception will change if the image will
be colored with the following coloring procedure: red component fr (x, y) =
cr f (x, y) + mr , green component fg (x, y) = cg f (x, y) + mg and blue component fb (x, y) = cb f (x, y) + mb . It is clear that perceived mottling value will
depend on the pattern f (x, y) and on the visual color diﬀerences along the
line (mr , mg , mb ) + k (cr , cg , cb ). This also holds for the gray scale perception
model (see Eq. 1), where mottling value depends on the mean reﬂectance R (like
(mr , mg , mb )), but since the color orientation in gray level images is constant
(1, 1, 1), it is not used.
Basically, the 1/R factor in Eq. 1 reﬂects simpliﬁed correspondence between
lightness and luminance, making color diﬀerence along the line (1, 1, 1) locally
constant. This fact leads to an idea to use a perceptually uniform color system
for computing mottling index, where the role of the mean sample color and
the color orientation will be reduced to a minimum. For the method design
1976 CIE L∗ a∗ b∗ color space was used.
Color mottling evaluation can be summarized in Algorithm 1.
Algorithm 1. Pattern-color separable method
1: Transform an image from the input color space to 1976 CIE L∗ a∗ b∗ .
2: Compute at each plane (L∗ , a∗ , b∗ ) mottling value with Eq.1, omitting 1/R
factor.

3: Compute the ﬁnal mottling index as M = ML2 + Ma2 + Mb2 .
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Human Evaluation
Pairwise Comparison Test

The basic method of paired comparisons [17] consists of sequentially presenting
pairs of samples to an observer and asking the observer which one of the pair
has the greatest amount of mottling.
For this test we used a set of 62 black at 70% (K70) samples, with previously
known and tested mottling values [18], covering a wide range of mottling. It is
obviously impossible to evaluate a perception model for mottling using only K70
(gray scale samples). To extend the sample set, the following coloring procedure
was used:
(fr (x, y), fg (x, y), fb (x, y)) = (cr f (x, y)+mr , cg f (x, y)+mg , cb f (x, y)+mb ) (3)
where f (x, y) is an input K70 sample, fr , fg , fb - new image color planes, mr, mg , mb
- new image mean color value, and vector (cr , cg , cb ) describes image color range
orientation in red-green-blue (RGB) color space and also includes scaling eﬀect,
i.e., vector (cr , cg , cb ) is not normalized.
Since it is not feasible to cover all the visible color space, the following areas
of interest were used: cyan at 70% (C70), magenta at 70% (M70), yellow at
70% (Y70), K70. These inks are usually used as printing primaries, and therefore
are of more interest.
Pairwise comparison test can be summarized in the Algorithm 2.
Algorithm 2. Pairwise comparison test
1: Select randomly two samples from K70 set.
2: Select mean color mr , mg , mb , i.e. C70, M70, Y70 or K70.
3: Randomly generate two color orientation vectors of the form (cr , cg , cb ).
4: Color each sample with previously deﬁned mean color and orientations.
5: Present a pair for evaluation.
When presented a pair (see the test layout in Fig. 2) an observer is asked to
give a mark for the diﬀerence between the samples, ranged in -3, -2, -1, 0, 1, 2,
3. The test is organized in the way which allows to avoid color adaptation, i.e.
saturated samples (C70, M70 and Y70) are alternated with unsaturated (K70).
The observers were divided into two groups: experts and laymen. Experts
were individuals with vast mottling evaluation experience(10 persons), and others were deﬁned as laymen(15 persons). Each pair evaluation was limited by a
certain time (15 seconds), to avoid such artifacts as pattern/color adaptation
and guessing.
4.2

Reference Set

Current mottling evaluation practise is based on experts opinion. Given a mottling sample, an expert is asked to put it into a certain predeﬁned category,
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Fig. 2. Pairwise comparison test layout

based on the perceived mottling characteristics. The number of categories vary
from a party involved (paper manufacturers, printing houses).
Grading a mottling sample requires a reference set, i.e., a set of samples with
diﬀerent levels of mottling. This set is constructed basing on several experts’
experience and makes the evaluation procedure straightforward: an evaluated
sample is placed among the reference samples and given a category of the closest
reference sample.
For the performance testing of our method we used 10 reference sets, 5 for
cyan at 50% (C50) and 5 for black at 50% (K50). C50 reference set consisted of 7
diﬀerent classes of mottling, ranged from 0 to 6, and K50 sample set ranged from
1 to 6, making it 35 C50 samples and 30 K50 samples. Smaller values correspond
to less uneven images.
Given reference samples were used in correlation computation, in method
performance evaluation, and in separability checks.

5

Parameter Estimation

The architecture of the method presented in Section 3 is relatively simple. However it contains a number of parameters that need to be estimated carefully for
better performance.
For a feasible and relatively simple analysis we will use so called correlation
images [19]. Consider a pairwise test, described in Section 4.1. Denote ith pair
of images as fi (x, y) and gi (x, y). Corresponding pair of Fourier magnitudes will
be |Fi (u, v)| and |Gi (u, v)|. Diﬀerence in mottling values for this, marked by an
observer will be Hi . If our model is consistent, then (simpliﬁed case)


|Fi (u, v)|C(u, v)dudv − u,v |Gi (u, v)|C(u, v)dudv ∼ Hi
u,v

(4)
u,v (|Fi (u, v)| − |Gi (u, v)|)C(u, v)dudv ∼ Hi
and in the discrete case:

(|Fi (u, v)| − |Gi (u, v)|)C(u, v) ∼ Hi
u,v

(5)
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If we make an assumption about the cross frequency independence, i.e., certain
frequency component of an image can not be estimated with other frequency
components, then the amount of information introduced by each frequency point
to the perceived mottling should correspond to the contrast sensitivity at this
point. We measure this information by using correlation image RH (u, v) for the
perceived diﬀerence H (N stands for the number of pairs):
N
RH (u, v) = corr({|Fi (u, v)| − |Gi (u, v)|}N
1 , {Hi }1 )

(6)

In our case, since the amount of information introduced by each of the planes
L∗ , a∗ and b∗ to the perception model is assumed to be equal (color space
uniformity), we assume the following:
RH (uL , vL ) ∼ C(uL , vL )
RH (ua , va ) ∼ C(ua , va )
RH (ub , vb ) ∼ C(ub , vb )

(7)

which means that correlation images of each color plane should model the correlation function to some extent. In Fig. 3 it can be noticed that correlation planes
yield similar information in terms of correlation of certain frequency bands with
perceived mottling. In can be also seen that L∗ correlation plane has more
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Fig. 3. Correlation planes: (a) L∗ plane; (b) a∗ plane; (c) b∗ plane
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Fig. 4. Contrast sensitivity function models

information and this is probably due to linear nature of random stimuli generation.
However the relative energy distribution is similar to those in a∗ and b∗ planes.
Consequently, if we modify Mannos CSF to follow the correlation planes, we
can derive for each plane separate CSF by ﬁtting the curve parameters. The
derived functions are presented in Fig.4. It can be concluded, that the patterncolor separable model works well in this case of stimuli, because the derived
sensitivity curves are similar.

6

Results and Conclusion

We have computed correlations of the methods’ performances in the case of
pairwise test and reference set. The numbers are comprised in the Table 1. It is
clear that pattern-color separable method outperforms the gray scale one because
of the simple reason: it includes information from the a∗ and b∗ planes in a way
relevant to HVS.
Extremely good performance on the reference sets can be explained by a
big relative mottling scale distance between samples, and a 100% agreement
between experts on a samples’ classiﬁcation. However, from Fig. 5 it can be seen
that in case of gray scale method, mottling classes 3 and 4 are not quite clearly
separated.
The overall performance of the pattern-color separable method can be described as extremely promising, though there is still a room for improvements.
Used CSF formulations can be replaced by the most recently developed ones [10].
Also, the perceptual uniformity of the 1976 CIE L∗ a∗ b∗ color space is
questionable [20].
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Table 1. Mottling assessment correlations
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Fig. 5. Reference mottling indexes versus derived with: (a) Gray scale method; (b)
Pattern-Color separable method
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Abstract. Cell cultures as well as cells in tissue always display a certain degree of variability, and measurements based on cell averages will
miss important information contained in a heterogeneous population.
This paper presents automated methods for image based measurements
of mitochondiral DNA (mtDNA) mutations in individual cells. The mitochondria are present in the cell’s cytoplasm, and each cytoplasm has to be
delineated. Three diﬀerent methods for segmentation of cytoplasms are
compared and it is shown that automated cytoplasmic delineation can
be performed 30 times faster than manual delineation, with an accuracy
as high as 87%. The ﬁnal image based measurements of mitochondrial
mutation load are also compared to, and show high agreement with, measurements made using biochemical techniques.
Keywords: single cell analysis, cytoplasm segmentation, mitochondrial
DNA, image cytometry.

1

Introduction

Great improvements in microscopy hardware have made it possible to produce
thousands of high resolution cell images in a short period of time. It has led to
a great demand for high-throughput automated cell image analysis.
Image based analysis of microscopy data and cell segmentation is not new [1].
The interest for high- throughput image based techniques is however growing
fast, an it has been shown in a recent study [9] that relatively simple methods for
nuclear and cytoplasmic segmentation combined with speciﬁc stains for a number
of target molecules can reveal dose-dependent phenotypic eﬀects of drugs in
human cell cultures, providing information useful for discovering the mechanisms
and predicting the toxicity of new drugs.
An image of a cell culture often contains diﬀerent cells that all possess different characteristics. Taking the average over such an image will not reveal
the biologically important diﬀerences and variations between the cells. Single
cell analysis is clearly the only option to observe the dissimilarities between the
cells.
To be able to assign a signal to a particular cell it has to be delineated. A common approach is to use a cytoplasm staining as a guide in delineation of the cell
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 631–640, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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at its cytoplasmic borders [6], [13]. Another approach is to use a membrane stain,
which binds to the cytoplasmic surface. In combination with nuclear staining individual cells can then be delineated by a combination of gradient curvature ﬂow
techniques and seeded watershed segmentation [7]. In many studies a blue stain
is used for the nucleus, and red and green stain for molecular detection. Due
to ﬂuorescence spectral overlap this may limit the possibility of using a unique
color for a stain that helps segmenting the cytoplasm. Also, a cytoplasmic stain
may not be compatible with the molecular stain of interest.
Mitochondrial DNA (mtDNA) is a small extra-nuclear genome, present in
100s to 1000s of copies per mammalian cell. The genetic information contained
in the ∼16kbp human mtDNA is essential for a major energy-generating process of the cell called oxidative phosphorylation. All DNA mutates and so does
mtDNA. When the mutation is pathogenic it needs to accumulate to relative
large amounts (>80% of all mtDNAs) for the cell’s energy provision to become
so subverted that cell functions are lost and cells die. Such mutation accumulation leads to devastating diseases if the mutation is inherited from the mother
or to normal aging phenomena if it is acquired somatically. A major factor in
determining cellular mutation loads is the process of mitotic segregation. To understand mtDNA segregation and with it mtDNA mutation accumulation, our
research focuses on mtDNA segregation patterns in in vitro cultured cells. Experimentally, this requires the determination of the mutation load in hundreds of
individual cells in multiple serial cell culture passages of a cloned heteroplasmic
founder cell (i.e., a single cell carrying mutant and wildtype-mtDNA molecules).
In situ genotyping mtDNA with the padlock/rolling circle method [5] provides
an elegant approach for detection of mtDNA sequences variants at the (sub-)
cellular level. However, in our experience thusfar no cytoplasmic or membrane
staining proved compatible with the padlock/rolling circle method. One way to
approximate the outline of the cytoplasm is using a ﬁxed radius for each cell
[3]. A ﬁxed radius may not always be the best choice since cells are often not
spherical. Thus, to analyze thousands of cells, the challenge is to develop for
this application a cell segmentation in absence of a cytoplasmic stain. Here we
describe development of such an automated image cytometric procedure for fully
automated measurements of mtDNA mutation loads of single cells. Preliminary
results show that it greatly facilitates the determination of the mutant mtDNA
fraction of heteroplasmic cells stained for the wild-type and mutant locus at
position 3243 of human mtDNA.

2
2.1

Materials and Methods
Cell Preparation and Image Acquisition

The nuclei are stained with DAPI (blue). Padlock probes for mutated mtDNA are
detected with Cy5 stain (red) and padlock probes for wild-type DNA are detected
with FITC stain (green). For visualization of the cytoplasm tubulin is detected
with mouse anti-tubulin antibodies and two diﬀerent secondary antibodies, rabbit anti-mouse FITC (green) and goat anti-mouse Alexa 594 (red). Cytoplasmic
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stains can not be used together with padlock probes detected with the same color
due to spectral overlap. Images are acquired using an epiﬂourescent microscope
(Leica, Leica Microsystems GmbH, Wetzlar, Germany) equipped with a cooled
monochrome CCD camera (Quantix, Photometrix, Melbourne, Australia).
2.2

Delineation of Nuclei

The cell segmentation is initiated by a segmentation of the image channel representing the nuclear stain (Fig. 1A). Otsu‘s method of thresholding, which minimizes the variance of the foreground and the background, separates the nuclei
from the background [8] (Fig. 1B). Sometimes, dark areas inside the nuclei appear as holes after the threshold. These holes are ﬁlled using a ﬂood ﬁll algorithm.
Clustered nuclei are separated by watershed segmentation [4]. The watershed
segmentation can be understood as seeing the image as a landscape. The gray
level intensity represents the diﬀerences in elevation. Water enters through the
local minima and starts to rise. A lake around a local minimum is created and
referred to as catchment basin. The rising of the water stops when it reaches
a pixel at the same geodesic distance from two diﬀerent catchment basins. As
two catchment basins meet they form a dam or watershed that separates the
two objects. The implementation of the watershed can be done with sorted pixel
lists, therefore the segmentation can be done very fast [12]. For our version of the
watershed segmentation water raises from the maxima, i.e., the local maxima are
the seeds. Water rises and ﬂoods until two catchment basins meet and generate
a watershed. Given that ﬂooding only starts from the seeds, every seed will
produce one object. Incorporated into the watershed is an area count of each
object label. This count is used for removing objects that are smaller than a user
deﬁned area minimum.
The binary image representing the nuclei is transformed to a landscape-like
image using distance transformation (Fig. 1C). The distance image is produced
using the 5-7-11-chamfer distance transform on the binary image [2]. The chamfer
distance transform was preferred over the Euclidian distance transform due to
lower computational cost and yet suﬃcient result.
Seeds that represent the diﬀerent nuclei are needed in order to separate clustered nuclei into diﬀerent objects. Due to imperfect circularity of the nuclei
distance transform may lead to multiple seeding points or local maxima, for the
same nucleus. This will result in over-segmentation. The h-maxima transform is
able to suppress maxima whose depth is smaller than a given threshold t [10]. A
low value of t in contrast to a high t value will result in more seed points, hence
more over segmentation. By suppressing all small maxima several adjacent local
maxima are merged into one regional maximum, i.e., one seed point for each nucleus is achieved. The value t is directly proportional to the radius of an object
and can therefore also be used to remove objects that are too small to be true
cell nuclei, and thus have a radius less than a speciﬁed value. The result of the
watershed segmentation is shown in Fig. 1D.
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Fig. 1. A: Nuclear stain. B: Resulting binary image after thresholding. C: Distance
transformation of B. D: Final segmentation result.

2.3

Delineation of Cytoplasms

Approach 1: no cytoplasmic stain (NCS ). If no cytoplasm staining is
present the delineation of the cytoplasm is purely based on a ﬁxed distances
from the nucleus. A distance transform is applied to the background of the binary image of the nuclei. This results in an image that represents the distance
to the nearest nuclei for each pixel. A user deﬁned threshold, corresponding to
the maximum radius of the cytoplasm, is applied to the distance transformed
background. A watershed is again used to deﬁne the borders of the objects. In
order to be able to use the same watershed as previously, i.e., with water rising
from image maxima, the distance transformed image is inverted. Water rises
from the maxima in the image and rises until water from two catchment basins
meet and a watershed line, separating two cytoplasms, is formed, see result in
Fig. 2A.
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Approach 2: with cytoplasmic stain (CS ). The second approach to delineation of the cytoplasm makes use of a cytoplasm staining (tubulin stain).
Tubulin is present throughout the whole cytoplasm and can therefore be used
as a marker for the cytoplasm. A variance ﬁlter is applied to the channel representing the tubulin and areas of high intensity variation (tubulin areas) are
enhanced. Thereafter, an average ﬁlter is applied to smooth the variance. The
smoothed image is thresholded by Otsu‘s method, but to include all of the cytoplasm the threshold is adjusted by multiplying it with 0.25. This may be avoided
by using a diﬀerent thresholding method. A watershed transformation seeded by
the nuclei and restricted to the binary image of the cytoplasm is there after
applied, see result in Fig. 2B.
Approach 3: manual delineation (O). The third method for delineation
of the cytoplasm is a manual segmentation. Here, two observers used the software Visiopharm Integrator System (VIS, Visiopharm, Hørsholm, Denmark) to
outline the tubulin stained images manually.

A

B

Fig. 2. A: Result of cytoplasmic segmentation not making use of the cytoplasmic stain
(NCS ). B: Result when cytoplasmic stain is included (CS ).

2.4

Localization of Padlock Signals

The image channels containing the padlock signals are ﬁltered with a 5x5 kernel
that enhances areas of local maxima. A varying background can be a problem
in some of the images, and background reduction by subtraction of an average
ﬁltered image is applied prior to signal detection. The average ﬁltration is done
three times with a 7x7 mean ﬁlter. The signals are separated from the image
background by a user deﬁned threshold set to a default value that localizes the
major proportion of the signals. However, a lower threshold may be used in images with less background noise. The same threshold was used for all images,
and in order to evaluate the inﬂuence of the threshold on the ﬁnal measure of
mutation load the thresholds were increased or decrease by 20%. The variation
caused by these changes is shown as error bars in Fig. 4-Left. The binary image
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representing the signals is further reduced to single pixels by distance transformation and detection of local maxima. Thus, each signal event is represented by
a single pixel.
2.5

Comparison of Segmentation Methods

In the evaluation of the diﬀerent methods for cytoplasm segmentation, accuracy
(agreement with truth), precision (reproducibility) and eﬃciency (time) are considered, based on the ideas by Udupa et. al. [11]. Deﬁne S as being the result
of the segmentation method being compared to St , the true segmentation. The
accuracy makes use of three deﬁnitions; False Negative Area Fraction (FNAF),
False Positive Area Fraction (FPAF) and True Positive Area Fraction (TPAF).
FNAF is the fraction of St that was missed by S. FPAF denotes the area that
is falsely identiﬁed by S as a fraction St . In the current case, the parts of the
S that overlap with the image background, as deﬁned by St , are not counted
as falsely identiﬁed because the background does not give rise to any signals
and will not aﬀect the calculation of signals per cell. TPAF describes the total
amount of cytoplasm deﬁned by S that coincides with St as a fraction of St .
Precision is the ability to reproduce the same result. Naturally, a fully automated method will always reproduce the same result. At manual delineation, the
result will most likely not be fully reproducible, we will have inter- and intraobserver variation.
Two factors must be considered when comparing the eﬃciency of a segmentation method; the computational time and the human operator time required
to complete the segmentation.

3

Results

The results consist of two parts; the ﬁrst part is a comparison between three different methods of delineating cytoplasms. In the second part, image based measurements of single cell mutation load are compared to measurements based on
single cell PCR-RFLP (Polymer Chain Reaction-Restriction Fragment Length
Polymorphism), a biochemical method that measures mutation load in single
cells by quantifying DNA-fragment length variation This comparison was performed to validate the image based method of analysis.
3.1

Comparison of Segmentation Methods

For a full comparison of segmentation methods, accuracy, precision, and eﬃciency should be considered. The comparative study of methods for cytoplasm
segmentation was performed on 9 images containing a total of 56 cells. Two fully
automated image based segmentation methods, one using information from a cytoplasmic stain (referred to CS ), and which does not make use of a cytoplasmic
stain (referred to as NCS ) were compared to each other and to manual segmentation (referred to as O ) of the same cytoplasms. Both automated methods are
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seeded by the same image of the cell nuclei, and the same threshold t for the
h-maxima transform (the only input parameter) was used in all images. As no
gold standard or ground truth is possible to produce, it is assumed that the
manual segmentation method (O ) results in the true delineation, deﬁned as StO .
Manual segmentation was performed three times by two diﬀerent persons to
provide measurements of precision (reproducibility) in terms of inter- and intraobserver variability (referred to as O1a , O1b and O2 ). The results can be seen in
Table 1.
First of all, considering the accuracy, NCS and CS is signiﬁcantly (α=0.05)
less accurate than O. Between CS and NCS no signiﬁcant (α= 0.05) diﬀerence
can be seen in terms of accuracy. Furthermore, method O has noticeably lower
precision than the other methods, as the computer based methods will reproduce
the same result if re-run on the same image data, i.e., 100% precision, while manual segmentation varies both between observers (inter-observer precision is 79%)
and for the same observer assessing the data at diﬀerent times (intra-observer
precision is 84%). Finally, the eﬃciency of NCS and CS is approximately 30
times higher than that of the manual segmentation O when using a 2.53 GHz
Intel Pentium 4 processor.
Table 1. Comparison of segmentation methods
Method
NCS
CS
O2
O1b

3.2

vs.
O1a
O1a
O1a
O1a

Accuracy
TPAF
FNAF
0.87±0.03 0.14±0.03
0.85±0.03 0.16±0.03
0.84±0.02 0.16±0.02
0.90±0.02 0.10±0.02

FPAF
0.12±0.04
0.11±0.03
0.02±0.01
0.03±0.01

Precision Eﬃciency
(%)
Cells/min
100
30
100
30
79
1
84
1

Image Based Measurement of Mutation Load vs. PCR-RFLP

Mutation load is the proportion of mutated mtDNA (number of red padlock
signals) compared to wild type mtDNA (number of green padlock signals) per
cell. The image based analysis was ﬁrst performed on a padlock probed coculture, meaning that cells with 100% wild type mtDNA were mixed and cultured
together with cells having 100% mutated mtDNA, see Fig. 3. This data set
consisted of 29 images containing a total of 178 cells. A histogram of mutation
load per cell measured from image data is shown in Fig. 4,left. The data from
the co-culture shows distinct distributions at the extremes, i.e., cells with 100%
and 0% mutation load. The automated analysis performed very well considering
that hardly any intermediate levels were found. A large amount of intermediate
levels would have been an indication of a high degree of error in the analysis
method. Second, an analysis of a padlock probed culture (G55) of cells with a
∼50% mtDNA mutation load was made on 66 cells in 10 images. As predicted,
the analysis from G55 has a clear peak close to 50% mutation load (Fig. 4,left).
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A

B

Fig. 3. Two views of the same image of co-cultured cells where padlock probes are seen
as small spots and cell nuclei are shown in darker gray. A: Image channel R and B,
showing padlock probes against mutated DNA. B: Image channel G and B, showing
padlock probes against wild type DNA. In this data set, cells should either be 100%
mutant or 100% wild type.

Fig. 4. Left: Histogram of proportion of cell population against mutation load as
achieved by image based measures. Error bars show variation caused when varying
the threshold for signal detection. Right: Histogram of image and PCR-RFLP based
measure of mutation load in cells from passage 48 of a clone known to be heteroplasmic
for the A3243G mtDNA mutation.

To study the segregation of mtDNA (originating from a heteroplasmic founder
cell) diﬀerent passages in the progression must be analyzed. Mutation loads of
single cells from passage 48 of a heteroplasmic clone were measured by the padlock probed image based analysis and compared with a PCR-RFLP based analysis of the same passages. The image analysis was done on 536 cells in 58 images.

4

Conclusions

Comparison of methods for cytoplasmic segmentation show that presence of a
cytoplasmic stain does not result in a signiﬁcant increase in accuracy. This may
seem strange as a cytoplasmic stain will guide the segmentation mask to the true
edges of the cytoplasm. However, in the presented analysis, inclusion of parts of
the image background does not aﬀect the measurement of mutation load, as no
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signals are present in the background. Therefore, we have chosen not to count
the inclusion of background as part of the false positive area fraction (FPAF).
For other applications, e.g., if cytoplasmic area is to be measured, a segmentation method making use of the information from a cytoplasmic stain may be
necessary. It is also worth mentioning that the agreement between manual cytoplasm segmentation and either of the fully automated methods is about the
same as the agreement between manual cytoplasm segmentation performed by
two diﬀerent persons.
The automated method not including a cytoplasmic stain turned out to be a
suﬃciently accurate and fast method for analysis of single cell mutation load. The
fact that no cytoplsmic stain was included also allows the use of two diﬀerent
colors for mutant and wild type mtDNA without problems with overlapping
ﬂuorescence spectra.
The image based measurements of mutation load show good agreement with
measurement made by PCR-RFLP. In combination with automated image acquisition and batch processing of image ﬁles, the presented methods opens the
possibility of high-throughput analysis of large numbers of cells with little human
interaction or observer bias. This is also the next step to take within this project.
Compared to other methods for single cell analysis, such as single cell PCR or
ﬂow cytometry, image based cytometry always has the option of returning to
the original image data for visual inspection in cases of suspicious outliers.
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Abstract. Moving objects detection is a crucial step for video surveillance systems. The segmentation performed by motion detection algorithms is often noisy, which makes it hard to distinguish between relevant motion and noise motion. This article describes a new approach
to make such a distinction using principal component analysis (PCA), a
technique not commonly used in this domain. We consider a ten-frame
subsequence, where each frame is associated with one dimension of the
feature space, and we apply PCA to map data in a lower-dimensional
space where points picturing coherent motion are close to each other.
Frames are then split into blocks that we project in this new space. Inertia ellipsoids of the projected blocks allow us to qualify the motion
occurring within the blocks. The results obtained are encouraging since
we get very few false positives and a satisfying number of connected components in comparison to other tested algorithms.
Keywords: Data analysis, motion detection, principal component analysis, video sequence analysis, video surveillance.

1

Introduction

Digital video cameras available on the market are less and less expensive and
more and more compact. At the same time, nowadays the computation power
of computers enables us to consider real-time processing of video sequences in a
serious way. That is why industrialists now tend to choose vision-based solutions
to solve problems, for which, a few years back, they would have chosen another
type of solution, such as human surveillance or more mechanical sensors. Video
sequences thus obtained are three-dimensional data (two spatial dimensions and
one temporal dimension) and may be considered as 2D+T volumes. Various issues are encountered, but the ﬁrst task of a video sequence analysis system is
always motion detection, and if possible, moving objects detection (segmentation). This task can be more or less diﬃcult depending on the light conditions
and the expected processing speed and accuracy. A detailed list of problems related to light conditions and to the scene content can be found in [1]. In this
paper we will address the case of a static video camera.
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 641–650, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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Most motion detection algorithms in the literature are described as background subtraction methods. A survey of recent advances can be found in [2].
The process is to build a background model, then to apply a decision function
over each new frame in order to label each point as background or foreground.
In other words, video data is not considered as a 2D+T volume but as a series
of two-dimensional image pairs.
When the video is a set of frames indexed by time, the simplest background
model is to consider frame t − 1 as the background in frame t and to classify
every pixel that changed signiﬁcantly between t and t − 1 as belonging to the
foreground. In other words, motion detection is achieved by temporal derivation
of the sequence. This derivative can be computed very quickly, but it is also
very unstable because of its sensitiveness to any kind of noise. In addition, only
short term past is considered so that slow or arrhythmic motions are ill-detected.
Thus, temporal derivative is almost always post-processed, as in [3] where it is
regularized with respect to the optical ﬂow history at each point.
Instead of using frame t − 1 as a background model, one may use a “reference
image”. Unfortunately such an image is not always available, and if it is, it
becomes quickly out-of-date, especially in outdoor environment. That is why the
authors who use this technique always oﬀer a function to update the reference
image. This method is called “background maintenance”, as in [4] where the
reference image is continuously updated when temporal derivative is negligible.
The background model is often a statistical model built to estimate the probability of a gray value or a color at a given point. If this probability is high
the pixel is considered as belonging to the background, otherwise it must belong to an object. Sometimes the model is the parameter set of a distribution
from a known family, as in [5] where the color values are modeled as Gaussian
distributions. In other cases, no prior assumption is made about the distribution to be estimated, and a non-parametric estimation is achieved, as in [6].
The background model is then a set of past measurements used to punctually
estimate probability densities thanks to a Parzen window or a kernel function.
Background subtraction may also be viewed as a prediction problem. The most
commonly used technique is Wiener [1] or Kalman [7] ﬁltering.
Thus, most methods aim at estimating a background model to detect moving
objects. Nonetheless, other works can be mentioned such as [8] where moving areas are those where spatiotemporal entropy of the sequence reaches a maximum.
Unlike foregoing techniques, temporal dimension is fully used by a local analysis algorithm through the 2D+T video volume. In [9], this approach is slightly
modiﬁed to compute the temporal derivative’s entropy instead of the input sequence’s entropy, in order to prevent the detection of spatial edges as moving
areas. Our study lies in the same category: we aim at detecting moving object
by analyzing the video volume with no explicit background model. We will ﬁrst
introduce the chosen feature space and then we will explain the criteria used to
select moving objects. At last we will analyze the results of our experiments and
evaluate them.
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Feature Space

Initially we consider video data represented by a function deﬁned in a threedimensional space: two spatial dimensions (x, y) and a temporal one (t). With
each point of this space is associated a gray value at point (x, y) and time
t. So the semantic entities (background, moving objects) are subsets of points
from this space. In order to identify them, we have to aggregate them into
classes with respect to shared features. In such a space, the amount of points
to consider is huge, that is why the background model-based approach is so
commonly used: the only points to consider are those from current frame, while
the background model is supposed to sum up all past observations. We would
prefer to keep a knowledge of the past less synthetic because relevant information
we have to extract is not always the same. Thus we need a feature space that
ﬁts better to the sequence itself, rather than to each frame, and that enables us
to consider motion without modifying input data. With each point (x, y) in the
image space, is associated a vector containing gray values at location (x, y) along
the considered time interval. Moreover, in the prospect of using data analysis
techniques, the sequence is not regarded as a function anymore but as a set
of individuals, which are the pixels we observe when we watch the sequence.
During this step, spatial relationships between pixels are therefore ignored. To
avoid doing a ﬁne analysis, we do not track objects anymore but we focus on a
ﬁxed location within the image. We will keep the evolution of gray values for each
pixel along time. A dozen values may be kept (let p be that number), and each
pixel becomes an individual characterized by a set of parameters. Individuals
have p coordinates. As our algorithm processes p frames at a time, we can allow
the computation to be p times slower than if we would have processed each frame
individually; so, we can use more time-consuming techniques. Nevertheless, for
the process to be fast enough, we have to reduce the amount of information.
There are many dimension reduction techniques, such as principal component
analysis (PCA), factor analysis (FA), the whole family of independent component
analysis (ICA) methods, or neural network-based algorithms as Kohonen selforganizing maps. For an extended survey of dimension reduction techniques, one
may refer to [10]. As PCA is known to be the best linear dimension reduction
technique in terms of mean squared error, we chose this method to avoid losing
information that best discriminates points.
PCA was developed in the early 19th century to analyze data from human
science. It is a statistical technique to simplify a dataset representation by expressing it in a new coordinate system so that the greatest variance comes to lie
on the ﬁrst axis. Thus we can reduce the search space dimensionality by keeping
the ﬁrst few coordinates in the new frame of reference. A basis of this space
consists of the eigenvectors of the covariance matrix of the data sorted in the
decreasing order of the corresponding eigenvalues magnitude.
The coordinates of background pixels are likely to be more or less equal to
each other, while the coordinates of moving objects pixels should vary. We want
to detect this variation, it is therefore interesting to ﬁnd the axis, that is, the
good basis in the p-dimensional space where the factor’s variance is maximum.
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In the case of a video sequence, the data matrix X contains all the features
of the points (x, y, t) to consider. From now on, let n be the number of rows
of X, that is the number of pixels in the image, and let p be its number of
columns, that is the number of features associated with each pixel. The two ﬁrst
coordinates (x, y) can get a ﬁnite number of values; let DP be the pixel domain.
On the other hand, the time domain is assumed to be inﬁnite. So we have to
choose a range that should contain all relevant information. We decide to use
Dt = {t − Δt, . . . , t} as time domain, where t is current time. Each row of X
is a data element corresponding to a pixel (x, y) ∈ DP , and each column of X
is an observed variable, that is a gray value at time τ ∈ Dt . The new basis of
the feature space is then associated with the eigenvectors of the data covariance
matrix C.
(1)
C = X̄T · Dp · X̄,
where X̄ is the centered data matrix, and Dp = p1 Ip (Ip being the p-order identity
matrix.)
The method must be as invariant as possible towards the various acquisition
conditions, therefore we will focus on gray variations rather than on gray values.
Thus we can remove one dimension from the feature space by ﬁlling X with the
temporal derivative rather than with the raw grayscale images. We have then a
(p − 1)-dimensional space. Let Y be the data matrix in this space.
Let us consider a 10-frame sub-sequence with 288 rows and 720 columns. Figure 1(a) pictures the ﬁrst frame from this sub-sequence. Matrix X has therefore
288 × 720 rows and 10 columns, while Y, over which we will perform PCA, has
288 × 720 rows and 9 columns. Figure 1 pictures the nine projections of Y on
the principal axes given by the PCA algorithm. More precisely, we consider the
image domain and we build an image where gray values are proportional to the
values of the feature vectors projected on a given principal axis.
According to Fig. 1, moving areas are clearly shown when Y is projected on
the two ﬁrst principal axes. The diﬀerence between a static area and a moving
area is emphasized on these axes. This observation is conﬁrmed by the histogram
of variance explained by the factors (Fig. 2). The variance explained by an axis
is deﬁned as the ratio between the eigenvalue associated with this axis and the
sum of all eigenvalues of the covariance matrix.
Thus, if we choose to keep only the two ﬁrst principal axes, 20% of the initial
amount of data is enough to preserve 80% of the observed variance. This ﬁrst
experimentation conﬁrms our approach, which remains very global. In next section, we will use this feature space. The process is then to compute a PCA for
every set of ten successive frames. To achieve greater consistency, we will now
consider a more local approach relying on this ﬁrst global study.

3

Detection of Coherent Moving Areas

The data representation as shown on Fig. 1(b) enables to detect local motion (pixel motion) more easily. Indeed, selecting the pixels whose absolute
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(j)

Explained variance (%)

Fig. 1. (a) Input sequence. (b)—(j) Projections of Y on each of the nine principal axes
outlined by PCA. Subﬁgures are ordered with respect to the rank of the associated
factor.
Variance explained by principal axes
100
50
0

1

2

3

4

5
6
Axis rank

7

8

9

Fig. 2. Variance explained by the principal axes

(a)

(b)

(c)

Fig. 3. (a) Projection of Y on the ﬁrst principal axis, (b) background segmentation
achieved from (a), (c) segmentation improved by morphological operations

value is high (the darkest and the lightest ones) is enough to get a moving objects/background segmentation. Figure 3(b) shows the automatic segmentation
of the projection of Y on the ﬁrst principal axis.
We ﬁnd ourselves in the same situation as most methods present in the literature; such connected components of a binary picture would be labeled to obtain
a moving object detection. Like in most cases, in Fig. 3, image post-processing
would be necessary to remove the false positives and restore the connectivity of
the objects (Fig. 3(c)). Such an approach provides an accurate segmentation,
but choosing the morphological operations to carry out is often a delicate job.
A mistake in choosing a structuring element could erase an important object,
connect two diﬀerent objects, validate a false positive, etc. A learning phase is
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necessary to adapt the general method to the particular case of the sequence
studied. The need of post-processing is due to the global aspect of the method
all over the image. Therefore, we prefer to avoid having to carry out such a
step, but we still need to deﬁne the connected areas associated with a unique
moving object. To gain coherence we have to lose in accuracy. To achieve this
we are going to introduce a more local approach that nevertheless is based on
the results of the previous study. From the global representation studied above,
sub-populations will be isolated and compared in the pixel population. That is
why we will start to split the data (Y) into many subsets. Each subset is associated with a b × b pixel block deﬁned by the nine values of the data matrix Y
which constitute the values of the factors revealed in the global study. On the
initial video volume three-dimensional blocks of size b × b × 10 are thus studied
through 9 new features. To get more continuous results without increasing the
computation time too much, we chose blocks that overlay in half along the space
dimensions.
The subsets thus obtained are represented in a (p − 1)-dimensional space. We
will study the relative locations of those subsets. To simplify the computation,
we will represent each subset by its inertia ellipsoid. Projections of the ellipsoids
will be compared in the plane formed by the ﬁrst two factors of the global
representation.

4

Comparison of the Detected Areas

Figure 4 shows a set of inertia ellipsoids projected on the ﬁrst factorial plane of
the global image. Each corresponds to a spatiotemporal block as described in
Sect. 3.
The observed ellipses diﬀer by way of their location in the plane, their area
and their orientation. As far as this study is concerned, we will not focus on the
orientation of the ellipses. The data being centered, the frame of Fig. 4 has for
origin the mean of Y (or more exactly the projection of the mean.) As a result,
an ellipse that is far from the origin represents a block of which many points
are in motion. The area of the ellipses gives a hint about the variability of the
points in the block it represents. Thus, we can distinguish four cases:
1. A small ellipse close to the origin represents a block in which no motion
occurs.
2. A large ellipse close to the origin represents a block in which the diﬀerent
points have dissimilar motions, but in which the mean of the motions is close
to zero. In other words, we can speak of noise.
3. A small ellipse far from the origin represents a block in which the mean
motion is important, and whose points have almost the same motion. They
are blocks fully included in a moving object.
4. A large ellipse far from the origin represents a block in which the mean
motion is important and whose points show various motions. They are blocks
that could be found for example on the edge of a moving object.

Second factorial axis of the global image
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Fig. 4. Each three-dimensional block is modeled by the inertia ellipsoid of the points
which constitute it, and each ellipsoid is projected on the plane formed by the two ﬁrst
factors from the global study (PCA)

To detect moving objects, the most interesting blocks are those corresponding
to cases 3 and 4, in other words the ellipses far from the origin. Therefore, it is
necessary to threshold with respect to the distance from the origin to the center
of the ellipses, that is to say the mean or the sum of the points belonging to the
corresponding blocks.

5

Results

The size of spatiotemporal blocks introduced in section 3 is still to be discussed.
The edges of the detected moving objects could be not accurate enough if the
blocks are too large, while blocks too small would imply greater computation
time, and impair the objects connectivity. Figure 5 pictures the results obtained
for the same ten-frame sequence, with blocks of size b × b × 9, where b equals
successively 16, 32, 64 and 128. Besides we measured the computation time necessary to get these results, as well as their accuracy. Accuracy is given by the
number of false positives and false negatives observed when the result is compared to an ideal segmentation. These measurements are put down in Table 1.
We notice that the computation time does not depend a lot on the blocks
size. As a consequence it can be chosen depending only on the sequence to be
analyzed, without worrying about computation time. In this case, the image size
is 720 × 288 pixels and the blocks size providing the best results is 32 × 32.
To evaluate our algorithm, we use ﬁve video sequences which diﬀer in the
issue raised by the application and/or the intrinsic diﬃculties of the sequence.
The ﬁrst sequence represents a people counting application, where most people
stand still for a long time in the ﬁeld of vision before passing the monitored gate.
It is then necessary that the algorithm does not detect insigniﬁcant motion. The
second sequence is another people counting application, where people tend to
move in connected groups. Therefore, the algorithm has to be accurate enough to

648

N. Verbeke and N. Vincent

(a)

(b)

(c)

(d)

(e)

Fig. 5. Results obtained from one sequence by only changing the spatiotemporal blocks
size. (a) Input sequence. (b) b = 16. (c) b = 32. (d) b = 64. (e) b = 128.
Table 1. Algorithm performances achieved with diﬀerent block sizes

Computation time (%)
False positives (pixels)
False negatives (pixels)

b = 16

b = 32

b = 64

b = 128

100
975
10,851

97.4
3375
6874

87.8
10,372
2149

63.9
28,445
506

discern the diﬀerent members of each group. The third one is a vehicle monitoring
application. The images are very noisy, due to the sun passing through the
trees on the left side of the picture and the vehicles moving in the background.
The two last sequences are classical benchmark sequences used in numerous
articles1 . They are used to facilitate the comparison of our results with other
methods.
In Fig. 6 we can see the foreground motion detections achieved on those ﬁve
video sequences thanks to four diﬀerent algorithms. Row 2 shows the results
obtained with the algorithm presented in this article; row 3 is the smoothed
temporal derivative of the sequence (with a ﬁxed smoothing coeﬃcient); row 4
shows a non-parametric background subtraction [6]; row 5 is the diﬀerence-based
spatiotemporal entropy of the sequence [9]. As methods 3 to 5 usually require a
post-processing step before labeling connected components, we applied a morphological closing by a 5-pixel-diameter disk followed by an opening by the same
structuring element to obtain results shown in rows 3 to 5.
With the smoothed temporal derivation method, the smoothing coeﬃcient is
a critical issue and has to be carefully chosen depending on the sequence to be
analyzed. A coeﬃcient too high produces a “ghost eﬀect” (row 3, column 1),
while a coeﬃcient too low tends to detect only the edges and ignore the inside
(row 3, columns 4 and 5).
The non-parametric background modeling algorithm (row 4) detects accurately the edges of the moving objects. Still, this method is very noise-sensitive
and unless the post-processing is chosen very speciﬁcally contingent on the sequence, the results obtained do not constitute a good segmentation of moving
objects.
Our method (row 2), as well as spatiotemporal entropy (row 5), both sacriﬁce
the edges’ accuracy for greater robustness. However, there is more noise with
entropy than with the method presented here.
1

They come from the EC funded CAVIAR project/IST 2001 37540, found at URL:
http://homepages.inf.ed.ac.uk/rbf/CAVIAR/
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(1)

(2)

(3)

(4)

(5)

Fig. 6. Results obtained on 5 sequences with 4 algorithms: (1) Input sequence, (2)
our algorithm, (3) smoothed temporal derivative, (4) non-parametric modeling, (5)
diﬀerence-based spatiotemporal entropy

6

Conclusion

In this paper, we have presented a new coherent motion detection technique in
a video sequence. Unlike most of the methods present in the literature, we do
not aim at modeling the background of the scene to detect objects, but rather to
select signiﬁcant information and to express it in a lower-dimensional space, in
which classifying motion areas and still areas is easier. To get this space, we carry
out a principal components analysis on the input data, and we only keep the ﬁrst
two principal factors. Then the sequence is split into spatiotemporal blocks which
are classiﬁed with respect to the location of their respective inertia ellipse in the
ﬁrst factorial plane. The results are satisfactory if we consider that the number
of connected components matches the expected number of objects. However, the
edges of the objects are less accurately detected than with statistical background
modeling algorithms. Nevertheless, in the context of an industrial use of the
method, edge accuracy is not a capital issue. It is far more important to know
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precisely the number of objects present in the scene as well as their approximate
location and area. If very accurate edges are required, one may use an active
contour [11] initialized on the contour given by our algorithm. Besides, in order
to take better advantage of the input data, we plan to study the way we could
use the color information in our data model.
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Abstract. We describe and evaluate a method to robustly detect the
page frame in document images, locating the actual page contents area
and removing textual and non-textual noise along the page borders. We
use a geometric matching algorithm to ﬁnd the optimal page frame,
which has the advantages of not assuming the existence of whitespace
between noisy borders and actual page contents, and of giving a practical solution to the page frame detection problem without the need for
parameter tuning. We deﬁne suitable performance measures and evaluate the algorithm on the UW-III database. The results show that the
error rates are below 4% for each of the performance measures used. In
addition, we demonstrate that the use of page frame detection reduces
the optical character recognition (OCR) error rate by removing textual
noise. Experiments using a commercial OCR system show that the error
rate due to elements outside the page frame is reduced from 4.3% to
1.7% on the UW-III dataset.

1

Introduction

For a clean document, the page frame is deﬁned as the rectangular region enclosing all the foreground pixels in the document image. When a page of a book is
scanned or photocopied, textual noise (extraneous symbols from the neighboring
page) and/or non-textual noise (black borders, speckles, . . . ) appears along the
border of the document. The goal of page frame detection is to ﬁnd the actual
page, ignoring the noise along the page border. The importance of page frame
detection in document image analysis is often underestimated, although a good
page frame detection algorithm can help to improve the performance considerably. Since the state-of-the-art page segmentation algorithms report textual
noise regions as text-zones [1], the OCR accuracy decreases in the presence of
textual noise, because the OCR system usually outputs several extra characters
in these regions. Including page frame detection as a document preprocessing
step can thus help to increase OCR accuracy.
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 651–660, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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The most common approach to eliminate marginal noise is to perform document cleaning by ﬁltering out connected components based on their size and
aspect ratio [2,3,4]. However, when characters from the adjacent page are also
present, they usually cannot be ﬁltered out using these features alone. Some
approaches try to perform document cleaning as a part of layout analysis [5].
These approaches remove black borders and speckles resulting from photocopy
eﬀects with high accuracy but report a number of false alarms [1].
Instead of removing individual components, researchers have also tried to
explicitly detect and remove the marginal noise. Le et al. [6] have proposed a
rule-based algorithm using several heuristics for detecting the page borders. The
algorithm relies upon the classiﬁcation of blank/textual/non-textual rows and
columns, object segmentation, and an analysis of projection proﬁles and crossing
counts to detect the page frame. Their approach is based on the assumption that
the page borders are very close to edges of images and borders are separated from
image contents by a white space, i.e. the borders do not overlap the edges of an
image content area. However, this assumption is often violated when pages from
a thick book are scanned or photocopied. Avila et al. [7] and Fan et al. [8] propose
methods for removing non-textual noise overlapping the page content area, but
do not consider textual noise removal. Cinque et al. [9] propose a method for
removing both textual and non-textual noise from greyscale images based on
image statistics like horizontal/vertical diﬀerence vectors and row luminosities.
However, their method is not suitable for binary images.
Here, we propose an algorithm to detect the page frame that can be used
to remove both textual and non-textual noise from binary document images.
The method does not assume the existence of whitespace between noisy borders
and actual page contents, and can locate the page contents region even if the
noise overlaps some regions of the page content area. Instead of trying to detect
and remove the noisy borders, we focus on using geometric matching methods
to detect the page frame in a document image. The use of geometric matching
for solving such a problem has several advantages. Instead of devising carefully
crafted rules, the problem is solved in a more general framework, thus allowing
higher performance on a more diverse collection of documents.

2

Geometric Matching for Page Frame Detection

Connected components, textlines, and zones form diﬀerent levels of page segmentation. We use a fast labeling algorithm to extract connected components from
the document image. In recent comparative studies for the performance evaluation of page segmentation algorithms [1,10], it is shown that the constrained
textline ﬁnding algorithm [3] has the lowest error rates among the compared
algorithms for textline extraction, and the Voronoi-diagram based algorithm [5]
has the lowest error rates for extracting zone-level information. Therefore, we use
these two algorithms for extracting textlines and zones from the document image, respectively. After extracting connected components, textlines, and zones,
the next step is to extract the page frame from the document image.
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Page Frame Detection. Given the sets of connected components C, textlines
L, and zones Z, we are interested in ﬁnding the best matching geometric primitives for the page frame with respect to the sets C, L, and Z. Since the bounding
box of the page frame is an axis-aligned rectangle, it can be described by four
parameters ϑ = {l, t, r, b} representing the left, top, right, and bottom coordinates respectively. We compute the best matching parameters for the page frame
by ﬁnding the maximizing set of parameters
ϑ̂(C, L, Z) := arg max Q(ϑ, C, L, Z)
ϑ∈T

(1)

where Q(ϑ, C, L, Z) is the total quality for a given parameter set, and T is the
total parameter space.
Design of the Quality Function. The design of an appropriate quality function is not trivial. We may deﬁne the page frame as a rectangle that touches
many character bounding boxes on its four sides. The character bounding boxes
are obtained from C by ﬁltering out noise and non-text components based on
their area and aspect ratio. However, this approach has some limitations:
1. The top and bottom lines do not necessarily touch more characters than
other lines in the page (especially when there is only a page number in the
header or footer). Also in some cases, there can be non-text zones (images,
graphics, . . . ) at the top or bottom of the page. Hence the parameters t and
b can not be reliably estimated using character level information.
2. Changes in text alignment (justiﬁed, left-aligned, etc) of a page may result
in arbitrary changes in the estimated l and r parameters.
Instead of using connected component level information, we can use textlines.
We may deﬁne the page frame as a rectangle that touches many line bounding
boxes on its two sides, besides containing most of the textlines in the page. In
order to search for optimal parameters, we decompose the parameters into two
parts: ϑh = {l, r} and ϑv = {t, b}. Although ϑh and ϑv are not independent,
such a decomposition can still be used because of the nature of the problem.
We ﬁrst set parameters ϑv to their extreme values (t = 0, b = H where H is
the page height) and then search for optimal ϑh . This ensures that we do not
lose any candidate textlines based on their vertical position in the image. The
decomposition not only helps in reducing the dimensionality of the searched
parameter space from four to two, but also prior estimates for ϑh make the
estimation of ϑv a trivial task, as we will discuss below. Hence the optimization
problem of Equation (1) is reduced to
ϑˆh (L) := arg max Q(ϑh , L)
ϑh ∈T

(2)

We employ the RAST technique [11] to perform the maximization in Equation (2). RAST is a branch-and-bound algorithm that guarantees to ﬁnd the
globally optimal parameter set by recursively subdividing the parameter space
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and processing the resulting parameter hyper-rectangles in the order given by
an upper bound on the total quality. The total upper bound of the quality Q
can be written as the sum of local quality functions

Q(ϑh , L) :=
q(ϑh , Lj )
(3)
j

We then compute an upper and lower bound for the local quality function
q. Given a line bounding box (x0 , y0 , x1 , y1 ), we determine intervals d(l, xi ) and
d(r, xi ) of possible distances of the xi from the parameter intervals l and r,
respectively. The local quality function for a given line and a parameter range
ϑh can then be deﬁned as


d2 (l, x0 ) 
d2 (r, x1 ) 
q1 (ϑh , (x0 , x1 )) = max 0, 1 −
+ max 0, 1 −
2

2

(4)

Where  deﬁnes the distance up to which a line can contribute to the page frame.
Textlines may have variations in their starting and ending positions within a
text column depending on text alignment, paragraph indentation, etc. We use
 = 150 pixels in order to cope with such variations. This quality function
alone already works well for single column documents, but for multi-column
documents it may report a single column (with the highest number of textlines)
as the optimal solution. In order to discourage such solutions, we introduce a
negative weighting for textlines on the ‘wrong’ side of the page frame in the form
of the quality function


d2 (l, x1 ) 
d2 (r, x0 ) 
−
max
0,
1
−
q2 (ϑh , (x0 , x1 )) = − max 0, 1 −
(2)2
(2)2

(5)

the overall local quality function is then deﬁned as q = q1 + q2 It can be seen
that this quality function will yield the optimal parameters for ϑh even if there
are intermediate text-columns with larger number of textlines. However, if the
ﬁrst or last column contain very few textlines, the column is possibly ignored.
Parameter Reﬁnement. After obtaining the optimal parameters for ϑh in
terms of mean square error, we reﬁne the parameters to adjust the page frame
according to diﬀerent text alignments and formatting styles as shown in Figure 1.
Hence we obtain an initial estimate for the parameters ϑv by inspecting all lines
that contribute positively to the quality function Q(ϑh , L) and setting t to the
minimum of all occurring y0 -values and b to the maximum of all occurring y1 values. A page frame detected in this way is shown in Figure 1. This approach
gives the correct result for most of the documents, but fails in these cases:
1. If there is a non-text zone (images, graphics, . . . ) at the top or bottom of
the page, it is missed by the page frame.
2. If there is an isolated page number at the top or bottom of the page, and it
is missed by the textline detection, it will not be included in the page frame.
An example illustrating these problems is shown in Figure 2. In order to estimate the ﬁnal values for ϑv = {t, b}, we use zone level information as given by
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Fig. 1. Example demonstrating reﬁnement of the parameters ϑh to adapt to text alignment. The detected textlines are shown in the left image, one paragraph being indented
more than the remaining lines. A page frame corresponding to the optimal parameters
with respect to Equation 3 is shown in the center. The image on the right shows the
initial page frame after adjusting for text alignment.

Fig. 2. Example image to demonstrate inclusion of non-text boxes into the page frame.
The initially detected page frame based only on the textlines is shown on the left. Note
that the images on the top and the page number at the bottom are not part of the
page frame. The middle image shows the zones detected by the Voronoi algorithm. The
right image shows the ﬁnal page frame obtained using zone-level information.

the Voronoi algorithm [5]. We perform ﬁltering on the zones obtained by the
Voronoi algorithm, such that all the zones that lie completely inside, or do not
overlap horizontally with the detected page frame are removed. Then, we consider including all possible combinations of the remaining zones into the page
frame and calculate the aspect ratio of the resulting page frames. We ﬁnally
select the page frame for which aspect ratio is closest to a target value. This
target value can be chosen depending on the class of documents under consideration. For a typical journal article in A4 or letter size, the aspect ratio of the
page frame usually lies in the interval [1.4, 1.5]. An example result is shown in
Figure 2.
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Error Measures

In order to determine the accuracy of the presented page frame detection algorithm, we need an error measure that reﬂects the performance of the evaluated
algorithm. Previous approaches for marginal noise removal [6,7,8,9] use manual
inspection to decide whether noise regions have been completely removed or not.
While these approaches might be useful for small scale experiments, we need an
automated way of evaluating border noise removal for evaluation on a large sized
dataset. In the following, we introduce several performance measures to evaluate
diﬀerent aspects of our page frame detection algorithm.
Area Overlap. Let Fd be the detected page frame and Fg be the ground-truth
page frame. Then the area overlap between the two regions can be deﬁned as
A = (2|Fd ∩ Fg |)/(|Fd | + |Fg |). However, the area overlap A does not give any
hints about the errors made. Secondly, small errors like including a noise zone
near the top or bottom of the page into the page frame may result in large errors
in terms of area overlap.
Connected Components Classiﬁcation. The page frame partitions the connected components into two sets: the set of document components and the set
of noise components. Based on this property, and deﬁning components detected
to be within the page frame as ‘positive’, the performance of page frame detection can be measured in terms of the four quantities ‘true positive’, ‘false
positive’, ‘true negative’, and ‘false negative’. The error rate can then be deﬁned
as the ratio of ‘false’ detections to the total number of connected components.
This classiﬁcation of connected components gives equal importance to all components, which may not be desired. For instance, if the page number is missed by
the algorithm, the error rate is still very low but we loose important information
about the document. Considering the page number as an independent zone, a
performance measure based on detection of ground-truth zones is introduced.
Ground-Truth Zone Detection. For the zone-based performance measure,
three diﬀerent values are determined:
– Totally In: Ground-truth zones completely within the computed page frame
– Partially In: Ground-truth zones partially inside the computed page frame
– Totally Out: Ground-truth zones totally outside the computed page frame
Using this performance measure, we analyze the ‘false negative’ detections in
more detail. As the page numbers are considered independent zones, losing page
numbers will have a higher impact on the error rates in this measure.
OCR Accuracy. In order to demonstrate the usefulness of page frame detection in reducing OCR error rates by eliminating false alarms, we chose to use
Omnipage 14 - a commercial OCR system. We use the edit distance [12] between
the OCR output and the ground-truth text as the error measure. Edit distance
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is the minimum number of point mutations (insertion, deletions, and substitutions) required to convert a given string into a target string. The ground-truth
text provided with the UW-III dataset has several limitations when used to
evaluate an OCR system. First, there is no text given for tables. Secondly, the
formating of the documents is coded as latex commands. When an OCR system
is tested on this ground-truth using error measures like the Edit distance, the
error rate is unjustly too high. Also, our emphasis in this work is on the improvement of OCR errors by using page frame detection, and not on the actual
errors made by the OCR system. Hence, we ﬁrst cleaned the UW-III documents
using the ground-truth page frame, an then used the output of Omnipage on
the cleaned images as the ground-truth text. This type of ground-truth gives us
an upper limit of the performance of a page frame detection algorithm, and if
the algorithm works perfectly, it should give 0% error rate, independent of the
actual error rate of the OCR engine itself.

4

Experiments and Results

The evaluation of the page frame detection algorithm was done on the University
of Washington III (UW-III) database [13]. The database consists of 1600 skew
corrected English document images with manually edited ground-truth of entity
bounding boxes. These bounding boxes enclose page frame, text and non-text
zones, textlines, and words. The database contains a large number of scanned
photocopies presenting copy borders and parts of text from the adjacent page,
making it suitable for the evaluation of our page frame detection algorithm. The
documents in the UW-III database can be classiﬁed into diﬀerent categories
based on their degradation type (see [13] for more details):
– Direct Scans (Scans): the original document has been scanned directly.
– First Generation Photocopies (1Gen): the original has been copied and this
copy has been scanned.
– Nth Generation Photocopies (N Gen): the N th generation photocopy of the
original has been scanned (N > 1).
The dataset was divided into 160 training images and 1440 test images. In
order to make the results replicable, we included every 10th image (in alphabetical order) from the dataset into the training set. Hence our training set consists
of images A00A, A00K, . . . , W1UA. The evaluation was done on the remaining
1440 images. Some examples of page frame detection for documents from the
collection are shown in Figure 3. The rightmost image in Figure 3 shows an
example where the marginal noise overlaps with some textlines at the bottom of
the page. The use of page frame detection successfully detects the page contents
region and removes the border noise while keeping the page contents intact.
When the page frame detection was evaluated on the basis of overlapping
area, the overall mean overlap was 91%. However, the UW3 ground-truth page
frame has a white border of unspeciﬁed size around the rectangle covering all
page zones. In order to eliminate this border, we modiﬁed the ground-truth page
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Fig. 3. Some example images showing the detected page frame in yellow color
Table 1. Results for the connected component based evaluation. The number in brackets gives the number of documents of that class. Error rates in [%].
Document Type
Scans
(392)
1Gen
(1029)
N Gen
(19)
all
(1440)
total (absolute)

True
False
True
False
Positive Negative Negative Positive
99.84
0.16
76.6
23.4
99.78
0.22
74.0
26.0
99.93
0.07
42.8
57.2
99.80
0.20
73.5
26.5
4,399,718 8,753 187,446 67,605

frame by determining the smallest rectangle containing all of the ground-truth
zones as page frame. Testing with these page frames as ground-truth gave an
overall mean area overlap of 96%. In the following, when mentioning the groundtruth page frame, we refer to this corrected ground-truth page frame.
The results for the connected component based metric are given in Table 1.
The high percentage of true positives shows that mostly, the page frame includes
all the ground-truth components. The percentage of true negatives is about
73.5%, which means that a large part of noise components are removed. The
total error rate deﬁned as the ratio of ‘false’ detections to the total number of
connected components is 1.6%. The results for the zone based metric are given
in Table 2. Compared to the number of missed connected components, one can
see that the percentage of missed zones is slightly higher than the corresponding
percentage of false negatives on the connected component level. One conclusion
that can be drawn from this observation is that the zones missed do not contain a
lot of components, which is typically true for page numbers, headers, and footers
of documents. In some cases, the textline ﬁnding merges the textlines consisting
of textual noise to those in the page frame. In such cases, a large portion of the
textual noise is also included in the page frame.
The use of page frame detection in an OCR system showed signiﬁcant improvement in the OCR results. First, we ran the OCR on the original images
and computed the Edit distance to the estimated ground-truth text (cf. Sec. 3).
Then, we used the computed page frame to remove marginal noise from the
documents, and re-ran the experiments. The results (Table 3) show that the use
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Table 2. Results for the zone based evaluation. Error rates in [%].
Document Type Totally In Partially In Totally Out
Scans
(392)
97.6
0.7
1.7
1Gen
(1029)
97.1
1.0
1.9
N Gen
(19)
97.5
0.0
2.5
all
(1440)
97.2
0.9
1.9

Table 3. Results for the OCR based evaluation with page frame detection (PFD) and
without page frame detection
Total
Deletions Substitutions Insertions
Characters
Without PFD 4831618
34966
29756
140700
With PFD
4831618
19544
9828
53610

Total
Errors
205422
82982

Error
Rate
4.3%
1.7%

Fig. 4. Screenshot of Omnipage 14 showing the recognized text of the original document (left) and the document cleaned using page frame detection (right). Note that the
reading order of the text has changed, probably due to the slightly changed geometry.

of page frame detection for marginal noise removal reduced the error rate from
4.3% to 1.7%. The insertion errors are reduced by a factor of 2.6, which is a clear
indication that the page frame detection helped in removing a lot of extraneous
symbols that were treated previously as part of the document text. There are
also some deletion errors, which are the result of changes in the OCR software’s
reading order determination. One example is shown in Figure 4, for which the
reading order changed after document cleaning.

5

Conclusion

We presented an approach for page frame detection using geometric matching
methods. Our approach does not assume the existence of whitespace between
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marginal noise and the page frame and can detect the page frame even if the
noise overlaps some regions of the page content area. We deﬁned several error
measures based on area overlap, connected component classiﬁcation, and groundtruth zone detection accuracy. It was shown that the algorithm performs well
on all three performance measures with error rates below 4% in each case. The
major source of errors was missing isolated page numbers. Locating the page
numbers as a separate process and including them in the detected page frame
may further decrease the error rates. The beneﬁts of the page frame detection in
practical applications were highlighted by using it with an OCR system, where
we showed that the OCR error rates were signiﬁcantly reduced.
Acknowledgments. This work was partially funded by the BMBF (German
Federal Ministry of Education and Research), project IPeT (01 IW D03).
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Representing Pairs of Orientations in the Plane
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Abstract. In this article we present a way of representing pairs of orientations in
the plane. This is an extension of the familiar way of representing single orientations in the plane. Using this framework, pairs of lines can be added, scaled and
averaged over in a sense which is to be described. In particular, single lines can
be incorporated and handled simultaneously.

1 Introduction
Consider the two different rectangles in fig. 1. In each rectangle, two regions with different linear structure meet. If the dominant orientation is estimated, the (classical)

Fig. 1. When estimating a single orientation, it is hard to distinguish the border region in the
rectangle to the left from the border region to the right. This can be remedied by allowing for
pairs of orientations.

estimates formed near the border between the regions will be poor. The two middle
’windows’ to the left and the window to the right will all give more or less the same
information, namely that the average orientation is zero or isotropic. With the method
presented here, these two cases can be distinguished.

2 The Problem
Let us consider the problem of adding, or making weighted averages of, pairs of indistinguishable orientations in the plane P ∼ R2 , each direction being represented by a
line through the origin. A pair of lines in P, both containing the origin point, can be
represented in several ways, for instance by the triple (v̂, û, α), where v̂ and û are units
vectors along the lines, and where α ∈ R is a weight. It is noticed that ±v̂ and ±û
represent the same object, and any calculation must be invariant to these changes of
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 661–670, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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Fig. 2. A number of pairs of orientations in the plane. The thickness indicates strength and/or
certainty. What is the dominating pair of orientations? How certain is it? How to you measure the
’spread’?

sign. Also, since the lines are indistinguishable, the representation should be invariant
under the change v̂ ←→ û.
The situation is illustrated in figure 2, where we note that both lines in a pair of
orientations have the same strength (or certainty). This is a condition which can be
relaxed, i.e., the two orientations within a pair can indeed have different strengths, but
this situation is most conveniently considered at a later stage. The problem is now the
following:
Given a family of line
{(v̂i , ûi , αi )}i , how do we determine the (weighted)
pairs
n
formal sum (or average) i=1 (v̂i , ûi , αi )?

3 Sums of Single Lines
In order to settle the notation, let us review the familiar
ncorresponding process for a family of single lines, i.e., we consider, symbolically, i=1 (v̂i , αi ). For a single 
line, the
n
weight α can be encoded
in
v
=
αv̂,
so
that
we
should
consider
the
formal
sum
i=1 v i
n
1
(or formal average n i=1 v i ), which again should be unaffected by 
any change(s)
v i → −v i . It is customary to form the sum of the outer products A =
v i v ti , which
n
n
n
gives a symmetric mapping P → P (or R → R if vi ∈ R ). A can of course also
be considered as a quadratic form. One then takes the largest eigenvalue and let the
corresponding eigenline represent the average. See figure 3.
 
 
 
1
0
1
, fˆ2 =
, ĥ1 = √12
Example 1. In standard coordinates, put fˆ1 =
,
0
1
1




10
1
. In both cases, the sum is isotropic, and
. Then fˆ1 fˆ1t + fˆ2 fˆ2t =
ĥ2 = √12
01
−1
no particular orientation can be distinguished, see figure 4. In addition, the information

Fig. 3. The ’sum’ of two lines is given by the major axis of the ellipse corresponding to the
symmetric mapping formed from the lines. What is the strength?
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Fig. 4. Two different ways of adding up to a isotropic sum. No direction is singled out.

that the lines forming the sum were either horizontal/vertical or had slopes ±45◦ is
completely
lost. Cf. figures 9 and
10. Remark: In the abstract index notation, [2], A =

v i v ti would be written Aa b = (vi )a (vi )b , omitting the bars.

4 Sums of Pair of Lines
The triple (v̂i , ûi , αi ) can be represented, non-uniquely, by the pair (v i , ui ) ∼ (v a , ua ),
where αi = |v i | · |ui |. Using this, we make the following definition.
Definition 1. Let a pair of orientations in the plane be given by the the pair (v a , ua ) ≡
(v, u) where ±v̂, ±û are directed along the orientations and where |v| · |u| gives the
strength. We then represent this pair of orientations by the symmetric tensor v (a ub) :=
1 a b
b a
2 (v u + v u ).
In terms of column vectors, where v a ∼ x, ua ∼ y, v (a ub) := 12 (x y t + y xt ), i.e. the
symmetrized outer product. The primitive representations v (a ub) specifies v a , ua up to
relative scaling and is not invariant under change of sign. To form outer products of
such elements, they must live in a vector space. We provide P with the standard scalar
product, and also introduce standard cartesian coordinates (X, Y ) so that X̂ = fˆ1 ,
Ŷ = fˆ2 .
 
2
(ab)
Definition 2. We let P
denote the vector space of symmetric rank
tensors
0
over P.
Elements in P(ab) can be written either v (ab) or v (a ub) where in the latter case it is
understood that v a ∈ Pa , ua ∈ Pa . In terms of coordinates, elements in P(ab) are
represented by symmetric 2 by 2 matrices, in particular
Lemma 1. dim(P(ab) )=3
Note however, that the set {v (a ub) , v a ∈ Pa , ua ∈ Pa } does not constitute a vector
space. As can easily be
3, the symmetric 2 by 2 matrix
 checked
 explicitly,
 cf. lemma

1
0
0
0
1
0
X̂ (a X̂ b) + Ŷ (a Ŷ b) ∼
+
=
can not be written as v (a ub) for any
00
01
01
v a , ub . We now turn to the scalar product on P(ab) . This scalar product will be induced
by the scalar product on P, which we denote by gab . Thus gab : P × P → R, so
that v · u = g(v, u) = gab v a ub = v a ua . Again, the subscripts ab in gab indicates the
covariant nature of the scalar product gab as explained in [2].
Definition 3. The scalar product on P(ab) : P(ab) × P(cd) → R is given by
(v (a ub) , w(c z d) ) → gac gbd v (a ub) w(c z d) = 12 (gac v a wc gbd ub z d + gac v a z c gbd ub wd ) =
1
2 ((v · w)(u · z) + (v · z)(u · w)).
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In particular, the squared norm of the pair v̂ (a ûb) is ||v̂ (a ûb) ||2 = 12 [1 + (v̂ · û)2 ] =
1
2
2 [1 + cos φ], where φ is the angle between v̂ and û. One easily checks the following
lemma.
Lemma 2. Let v (a ub) and w(c z d) be represented by the symmetric matrices A and B.
The scalar product is then simply given by v (a ub) · w(c z d) = tr(AB).
It was noted above that the not every element of P(ab) is of the primitive form v (a ub) .
We therefore ask the question what elements in P(ab) can be written as v (a ub) , with
v a ∈ Pa , ua ∈ Pa ? To illustrate this, we introduce suitable cartesian coordinates
x, y, z on P(ab) ∼
= R3 .
In terms of standard coordinates, it is easy to see that an ON-basis is given by






1
1
1
1 0
01
10
ê1 = √
, ê2 = √
, ê3 = √
2 0 −1
2 10
2 01
yê2 + zê3 = α1 ê1 + α2 ê2 +
We can now express each v (ab) ∈ P(ab) as v (ab) = xê⎛
1 +⎞
x
α3 ê3 = αj êj or simply by the coordinates [v (ab) ] = ⎝ y ⎠. One can easily check that
z
ê1 and ê2 , but not ê3 can be decomposed. This is the content of the following lemma.
⎛ ⎞
x
(ab)
⎝
Lemma 3. Suppose [w ] = y ⎠ is given. Then w(ab) ∈ P(ab) is decomposable as
z
(ab)
(a b)
a
a
w
= v u for some v , u ∈ V a if and only if z 2 ≤ x2 + y 2 .




cos φ
cos γ
The proof is fairly straight forward, using the ansatz v̂ =
, û =
.
sin φ
sin γ
4.1 Illustrations of Pair of Orientations in P(ab)
We have introduced cartesian coordinates x, y, z in P(ab) , and know that that decomposable primitive objects corresponds to vectors whose coordinates satisfies z 2 ≤ x2 + y 2 .
We also have the ambiguity that v (ab) and −v (ab) represent the same pair of orientations
(and strength) in the plane P.
Apart from the strength, each pair of orientations can be represented by the symmetrized outer product of v̂φ and ûγ where φ and γ indicates the angle between the
unit vector in question and a reference direction, e.g. the positive x-axis. Since both
unit vectors are interchangeable, and since v̂φ and v̂φ+π represent the same orientation,
many different pairs of angles (φ, γ) will represent the same pair of orientation. This is
illustrated in figure 5 where the gray triangle gives an example of a region containing all
(a b)
(a b)
possible values of v̂φ ûγ . In this triangle, each object v̂φ ûγ is represented by a single
point, except for the boundary points, which are to be identified in a certain way. For
instance, in figure 5, the three small squares all represent the same pair of orientations.
Similarly, the two small circles are to identified. As can be anticipated, the topology
of this triangle with appropriate boundary points identified is non-trivial. (In fact, the
topology is the Moebuis band.)
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Fig. 5. The gray triangle is an example of a region where each element v (ab) ∈ P(ab) i uniquely
represented by one point, except for the boundary of the triangle where certain points are to be
identified. This identification gives a non-trivial topology.

Fig. 6. The triangle is mapped in an almost one-to-one fashion to the surface to the right. Antipodal points on the ellipse are to be identified.
(a b)

(a b)

Each element v̂φ ûγ is mapped in to P(ab) , and consequently, the set M = {v̂φ ûγ |
0 ≤ φ ≤ 2π, 0 ≤ γ ≤ 2π} is represented by a surface in P(ab) . In terms of the coordinates used in lemma 3, the surface M occupies the cylinder {(x, y, z) | x2 + y 2 =
(a b)
1, −1 ≤ z ≤ 1}. However, the image of M is not injective, since the elements v̂φ ûγ
(a b)

and v̂φ ûγ+π represent the same pair of orientations, but differ by a sign when represented in P(ab) , antipodal points in P(ab) must be identified. In order to get a (almost)
one-to-one mapping between elements in a part of M and a surface in P(ab) , we look
at figure 6. Apart from the boundary points of the indicated triangle, each element represents a pair of orientation uniquely. The triangle is mapped to the cylindrical surface
to the right, where now only antipodal points on the shown ellipse are to be identified.
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4.2 Sums or Averages of Pairs of Orientations
To each pair of orientations in the plane P, we have the associated element v (a ub) ∈
P(ab) . This representation is not invariant under the inversion v → −v or u → −u,
which is reflected by the property that antipodal elements in P(ab) are to be identified.
To handle this sign ambiguity, we proceed as in the single line case, i.e., we note that the
outer product of v (a ub) v(c ud) is invariant under v → −v or u → −u. Thus, repeating
the steps for the single line case, the procedure is as follows.
(a
Suppose that we are given n elements vi ui b) ∈ P(ab) . To calculate their formal
’sum’, we form the sum of the tensor products
n
(a

vi ui b) (vi )(c (ui )d)
i=1

This gives a symmetric mapping P(ab) → P(ab) . We then let the eigenvectors corresponding to the largest eigenvalue of this mapping correspond to the ’sum’, or dominating pair of orientations, if these eigenvectors (in P(ab) ) are decomposable.
Again we remark that the sum should be regarded is the symmetric mapping as a
whole, and that if the eigenvalues of this mapping are of the same order, it may be
highly missleading to focus on the largest eigenvalue.
In this case, we also have the complication that the eigenvectors in P(ab) corresponding to the largest eigenvalue, may not be decomposable as a pair of lines in P. However,
this is not a real problem as this situation corresponds to an isotropic situation, where
the two lines are replaced by a ellipsoid (or circle).
Example 2. In figure 7 we have started with four pairs of lines in the plane, drawn to
the left. By representing them in P(ab) , forming the outer products and summing, we
get a symmetric mapping, whose principal ellipsoid is drawn to the right. The pair of
lines corresponding to the eigenvector with the largest eigenvalue is also shown.
4.3 Some Properties of Pair Orientation Averages
In this section we mention some of the properties of the presented representation.

Fig. 7. The sum of four pairs of lines. The resulting ellipsoid is shown to the left, together with
its projections on the coordinate planes.
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Sums Containing a Common
Orientation. A natural situation is to consider sums

of pair of orientations i v (a ui b) , i.e., we have an orientation v a which is common to
all pairs. The natural question is to ask then whether the resulting (dominant) pair of
orientations always will contain the orientation represented by v̂ or not. For consistency
reasons, we expect the answer to be yes, and that this is the case is content of the
following theorem.
Theorem 1. Suppose that we are given n elements v (a ui b) , so that all elements contain a common orientation (given by v). If we form outer products of these elements
regarded as vectors in P(ab) , and sum them to a symmetric mapping P(ab) → P(ab) ,
then any eigenvector corresponding to the largest eigenvalue will contain v a , i.e., it can
be written v (a ub) for some ub ∈ Pb .
This is illustrated in figure 8, where all pairs contain a common direction. The corresponding ellipsoid lies in a plane, which means that one eigenvalue is zero. Again, the
’dominating’ pair is also shown.

Fig. 8. The sum of three pairs of lines. This time all pairs have one common orientation. As a
result, the corresponding ellipsoid lies in a plane, i.e. one eigenvalue is 0.

Before we start the proof of theorem 1, we introduce a notation and a useful lemma.
Definition 4. Suppose that v ∈ P is given. v⊥ ∈ P is then defined as the vector
(ab)
obtained by rotating v π/2 counter-clockwise. Furthermore, by v⊥ ∈ P(ab) we mean
(ab)
(a b)
v⊥ = v⊥ v⊥
(ab)

a
By construction, v and v⊥ are orthogonal, i.e., v⊥
va = 0. As regards v⊥ , we have the
following lemma.
(ab)

Lemma 4. Let v a ∈ V a be given. Then v⊥ u(ab) = 0 ⇔ u(ab) = v (a ub) for some
ua ∈ Pa .
Proof of lemma 4
(ab)
(a b)
⇐: Suppose u(ab) = v (a ub) for some ua ∈ Pa . Then v⊥ u(ab) = v⊥ v⊥ v(a ub) = 0.
⇒: It is easy to see that for a given (non-zero) v a ∈ Pa , the set Π = {v (a ub) : ua ∈
V a } is a two-dimensional vector space. Also, Π lies in the orthogonal complement to
(ab)
(ab)
(ab)
v⊥ : [v⊥ ]⊥ . But since v⊥ is a non-zero vector in the three-dimensional vector
(ab)
space P(ab) , its orthogonal complement [v⊥ ]⊥ is two-dimensional, i.e., it is Π.
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Proof of theorem 1
(ab)
Put Π = [v⊥ ]⊥ . All elements v (a ui b) lie in Π. Therefore, to the (positive semidefinite) symmetric mapping formed by the sum of the outer products of these elements, all
eigenvectors corresponding to nonzero eigenvalues must lie in Π. This is perhaps most
(ab)
easily seen as a consequence of the fact that v⊥ is an eigenvector with eigenvalue 0,
and that eigenvectors corresponding to different eigenvalues are orthogonal.
Representing Single Orientations. As we saw in example 1 and figure 4, the sum of
two lines may be totally isotropic, which in particular means that all information of the

Fig. 9. The two lines to the left are each represented by pair of identical orientations. Their sum
is represented by the disk in the figure, which can equally well be interpreted as the sum of the
two objects to the right. Cf. figure 10.

individual lines are lost. Clearly, it could be advantageous to find the isotropic sum, but
still be able to distinguish between the two cases (and others) in figure 4. This can be
done by representing the orientation of one single line as a pair of parallel coinciding
lines in the manner described in this paper. In both cases, there is a common eigenvector
which is vertical in the figures 9 and 10. This eigenvector is not decomposable, i.e. can
not be written as v (a ub) , and corresponds to the isotropic part to the right. However,
the eigenvectors orthogonal to the common vertical eigenvector differs in the cases displayed in the figures 9 and 10. Each of these vectors is decomposable and corresponds
to pairs of orthogonal lines, as shown in the figures.
4.4 Pair of Lines with Different Strength
Although explicitly stated earlier that the orientations we have represented should be
indistinguishable, this statement can be slightly modified. Uptil now, we have not assigned any individual strength to v a or ua in the composite object v (a ub) , i.e., from the
composite object, the constituent parts are only determined up to a scaling. However, the
crucial property is rather that when summing pairs of orientations, v (a ub) with w(a z b)
say, there should not be any rule connecting v a with either wa or z a . Apart from that,
one could very well consider cases where the lines/orientations have different strength.
This is modeled in such a way that the orientations given by v a and ua , where the line
given by v a is ’stronger’ than the one given by ua is modeled as a sum of v (a v b) and
v (a ub) .
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Fig. 10. The two lines to the left are each represented by pair of identical orientations. Their sum
is represented by the disk in the figure, which can equally well be interpreted as the sum of the
two objects to the right. Compared to figure 9, both disks have a common vertical (eigen) vector.
This corresponds to the common isotropic part. The horisontal vectors contained in the discs in
this and the previous figure differ, which shows up by the different orientations of the orthogonal
line pairs.

4.5 Generalizations
The concept presented here has obvious generalisations . For instance, one might consider pairs of lines in a vector space V with dim(V ) = 3 instead of 2. The same construction is useful, i.e., one consider elements v (a ub) ∈ V (ab) where v, u ∈ V . Most
earlier calculations have obvious counterpart, the most important difference is perhaps
the correspondence to lemma 3. This time, we can regard elements in V (ab) as symmetric 3 × 3 matrices. However, elements decomposable as v (a ub) will, among other conditions, correspond to a surface (rather than a volume) in V (ab) , since the corresponding
symmetric matrices have rank 2. On the other hand, one can equally well consider three
orientations in a three-dimensional space, i.e., elements of the type v (a ub wc) . These
elements lie in vector space of dimension 10. To proceed, one can consider n lines
(through the origin) in a m-dimensional vector space V , by forming the symmetrized
(a
c)
outher products v1 v2b . . . vn .
4.6 Example/Applications
Let us return to the situation in figure 1. There we considered the problem of estimating
the dominating orientation of linear structures. Handled in the traditional way, these estimates normally fail to describe the situation satisfactory near ’borders’ i.e., where two
areas with different orientations meet. See also figures 4, 9 and 10. Using the approach
desribed in this work, the situation becomes different. This is illustrated in figure 11,
where, to the left, two regions with different orientations meet. Using a kernel with 5x5
elements, averages of neighbouring orientations are formed, and these averages are then
presented as pairs of lines. Away from the border these pairs are dominated by a single
orientations, while in the transit region, the averages show up as crosses, reflecting both
ingoing orientations. Among others, it is possible to discriminate between the different sitations described in figure 4. Further postprocessing and presentation is of course
application dependent.
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Fig. 11. To the left: two regins with different orientations meet. To the right: Estimates of the
local orientations are given. By using the framework presented in this work, the estimates near
the border between the regions are pairs of lines rather than isotropic circles or near isotropic
ellipses.
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Abstract. Chamfer matching is an edge based matching technique that has been
used in many applications. The matching process is to minimize the distance between transformed model edges and image edges. This distance is usually computed at the pixel resolution using a distance transform, thus reducing accuracy
of the matching. In this paper, an improved approach for accurate chamfer
matching is presented that uses interpolation in the distance calculation for subpixel distance evaluation. Also, instead of estimating the optimal position in
subpixel using a neighborhood of the pixel position with the minimum distance,
for more accurate matching, we use the Powell’s optimization to find the distance minimum through actual distance evaluations in subpixel. Experimental
results are presented to show the validity of our approach.

1 Introduction
Object matching, finding objects belonging to one image in another image, is a very
important problem in computer vision and image analysis. It is particularly useful for
industrial applications, where a model of an object must be aligned with an image of
the object. The transformation or pose obtained by this object matching process can
be used for various tasks, e.g., automatic pose adjustment in pick and place operations. In most cases, the model of the object is generated from an image of the object.
There are roughly two approaches in object matching: image-based matching and
feature-based matching. Feature-based matching uses features, e.g., edges or corners,
extracted from the image and the model, instead of using gray values directly. Perhaps
edges are the most important low-level features. The edge based matching is more
robust than the image based matching under non-uniform illumination conditions that
can occur in typical industrial applications. Also, since edges in an image are a more
compact representation than the image itself, the edge-based matching is computationally more efficient than the image-based matching in general.
A notable approach among edge-based matching approaches is chamfer matching,
which was first proposed by Barrow et al. [1], and further improved in [2]. Since then
it has been extensively used in many applications, e.g., [3][4][5]. The matching process is minimization of the distance between transformed model edges and image
edges. One critical problem of this approach is that calculation of the distance
between the transformed model edges and the image edges is usually done at the pixel
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 671–678, 2007.
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resolution using a distance transform, thus reducing accuracy of the matching. With
pixel-level distance computation, even use of a subpixel algorithm for the matching
will not improve much the accuracy due to insensitivity to subpixel variation.
In this work, an improved approach for accurate chamfer matching is presented
that uses interpolation in the distance calculation for subpixel distance evaluation. For
more accurate matching, instead of estimating the optimal position in subpixel using
the neighborhood of the pixel position with minimum distance, we use an optimization method like Powell’s [6] that can find the minimum of a function through actual
function evaluations in subpixel. Experimental results are presented to show the validity of our approach.

2 Chamfer Matching
2.1 Overview
Chamfer matching [2] is a technique that can recognize an object via 2-dimensional
edge contour matching. The edge contour image of a known object is called “prepolygon image”, and the edge contour image of the image, within which the object is
searched, is called “predistance image”. The edge contour image is a binary image
consisting of edges extracted by an edge detection operator.
In the predistance image, each non-edge pixel is given a distance value from nearest edge pixel. Computation of the true Euclidean distance requires excessive time
and memory resources, therefore an approximation is desirable. The operation converting a binary image to an approximate distance image is called a distance transformation (DT). The DT used in the matching algorithm should be a reasonably good
approximation of the Euclidean distance; otherwise the discriminating power of the
matching measure, computed from the distance values, becomes poor. It is also desirable that global distances in the image are approximated by propagating local distances (distances between neighboring pixels) over the image.
The 3-4 DT, a common choice for the DT, uses 3 for the distance between horizontal/vertical neighbors and 4 for the distance between diagonal neighbors in the 3x3
neighborhood. The 3-4 DT is known to have maximum difference of 8% compared
with the Euclidean distance, thus being a good approximation of the Euclidean distance [2]. Since edge points are influenced by noise, computing the exact Euclidean
distance is usually not necessary. For a more accurate DT than the 3-4 DT, the 5-7-11
DT [11] based on the 5x5 neighborhood could be used, although its computation
should be more complex.
The distance image based on the DT can be obtained very efficiently by a sequential DT algorithm [2]. In the binary edge image, each edge pixel is first set to zero,
and each non-edge pixel is set to infinity. Then, two passes are made over the image,
first “forward” in the raster scan order (from left to right and from top to bottom), and
then “backward” in the reverse raster scan.
In the prepolygon image edge pixels are extracted and converted to a list of (x,y)
coordinate pairs, where x and y represents column and row number, respectively.
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From this list the edge points that are actually used for matching are chosen. The list
of selected points is called the “polygon”.
When the polygon is superimposed on the distance image, an average of the pixel
values of the distance image at the polygon coordinates is the measure of correspondence between the edges, called the “edge distance”. A perfect fit between the two
edges will yield edge distance zero since each polygon point corresponds to a pixel of
distance value zero in the distance image. The actual matching is minimizing this
edge distance. For the matching measure, one can choose median, arithmetic average,
root mean square average (r.m.s.), or maximum.
An edge distance is computed for each position of the polygon, determined by
the transformation equations. The position with the minimal edge distance is defined as the position with the best fit. The transformation equations that change the
position of the polygon points should be parametric. Let (x,y) be the polygon coordinates and (X,Y) the position in the distance image. For example, for translation
and rotation, the transformation equations become X = cx + x cosθ – y sinθ and Y
= cy + x sinθ + y cosθ, where θ is the rotation angle, and cx and cy are the translation parameters in the X- and Y-directions, respectively. Since the (X,Y) coordinates are not usually integers, they are frequently rounded to the nearest integer
values.
Finding the optimal polygon position is equal to finding the global minimum of a
multidimensional function. Thus, the minimization must be started very close to the
optimal position to avoid falling in false local minima. For efficient search, a hierarchical matching algorithm is frequently used. If the minimum edge distance found is
below a threshold (typically, 1 – 1.5), it is considered that there is the model in the
search image.
2.2 Implementation
Although there exist many methods for edge detection including the Canny edge
detector [7], the Sobel edge operator [8] was used here for computational efficiency
and good performance to extract the edge magnitude image.
Thresholding the edge gradient magnitude image obtained by applying the Sobel
edge operator usually contains many thick edges. As the number of edges is increased, the matching speed gets slower. Thus, to reduce the number of edges, a nonmaxima suppression technique [9] was used for thinning edges, which suppresses all
values not being the local maximum along the line of the gradient direction in the
edge gradient magnitude image.
Fig. 1 shows an example of a model image and a search image, within which the
model is searched. The search image was obtained by rotating by 12 degrees counterclockwise an image, from which Fig. 1(a) was extracted. Fig. 2 shows the edges extracted by applying the Sobel edge operator followed by the non-maxima suppression.
Fig. 3 shows a distance image obtained by applying the 3-4 DT to Fig. 2(b). Edge
pixels are completely black, and pixels are getting brighter as they get more distant
from the edge pixels.
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(a)

(b)

Fig. 1. (a) A model image. (b) A search image, within which the model is searched.

(a)

(b)
Fig. 2. (a) Edges of Fig. 1(a). (b) Edges of Fig. 1(b).

Fig. 3. A distance image of Fig. 2(b)

For the matching measure, among median, arithmetic average, root mean square
average (r.m.s.), and maximum, r.m.s. was used here since it is known to give significantly fewer false minima than others [2]. The r.m.s. is given by

d rms =

1
C

1 n 2,
∑ di
n i =1

where di is the distance value of the i-th point among n points in the polygon, and C
is a constant to compensate the unit distance in the DT. (C=3 for the 3-4 DT, and C=5
for the 5-7-11 DT.)
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Start positions for chamfer matching are very important since they should be close
to the optimal matching position to avoid falling in false local minima. Thus, the start
positions were provided as outputs of a generalized Hough transform [10] for approximate matching positions. Here, three pose transformation parameters, translation
and rotation, were assumed. Since in many industrial applications the appearance of
the object to be found has limited degrees of freedom, rigid transformation (translation and rotation) is often sufficient.
Fig. 4 shows the results of matching the model of Fig. 2(a) with the edges of Fig
2(b); model edges are accurately overlaid on the test image, demonstrating that the
matching position and angle were correctly found. (The positions of edges are denoted in black, and the white cross represents the reference point of the model, which
is set to the center of the model image.)

Fig. 4. The results of matching using the model of Fig. 2(a)

2.3 An Improved Algorithm
In computing the edge distance for each position of the polygon, determined by the
transformation equation from the polygon coordinates (x,y) to the position (X,Y) in
the distance image, the transformed coordinates (X,Y) are not usually integers, thus
has been usually rounded to the nearest integer values.
However, for more accurate matching, we propose that the distance value at (X,Y)
should be interpolated using adjacent pixels around (X,Y) of the distance image. Bilinear or bi-cubic interpolation can be used for this purpose. If bi-linear interpolation
is used in the distance image D, the interpolated distance Dxy at (X,Y) can be computed by

D XY = (1 − α )(1 − β ) D ( ⎣ X ⎦, ⎣Y ⎦) + (1 − α ) β D ( ⎣ X ⎦, ⎣Y ⎦ + 1)
+ α (1 − β ) D ( ⎣ X ⎦ + 1, ⎣Y ⎦) + αβ D ( ⎣ X ⎦ + 1, ⎣Y ⎦ + 1)
where α = X − ⎣ X ⎦ , β = Y − ⎣Y ⎦ , and ⎣ X ⎦ represents the truncated integer of X.
Table 1 shows the results of applying chamfer matching at the pixel level
with/without bilinear interpolation in the distance image. We can notice that the distance value is considerably decreased by using the distance interpolation.
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Table 1. The results of applying chamfer matching

Without distance interpolation
With distance interpolation

Position [pi
xel]
(292, 130)
(292, 130)

Angle
[degree]
12
12

Distance value
0.537
0.444

To find more accurate matching parameters, a subpixel algorithm like a simple 1dimensional parabolic interpolation method can be used. Suppose some evaluation
function f(x) has the maximum value at discrete pixel value x=H, and let f(H-1)=fl
and f(H+1)=fr, then the locally maximum subpixel position Hs can be estimated by the
following parabolic interpolation:
Hs = H +

f r − fi
2(2 f m − f r − f i )

If the evaluation function has three parameters x, y, and angle, the 1-d interpolation
method is applied independently for each parameter to estimate parameter values in
subpixel. However, this method does estimate the matching position using interpolation without actual evaluation of the distance value in subpixel. Thus, a more accurate
matching can be achieved by an optimization method with the interpolated distance
evaluation for the minimum chamfer distance search. To this end, the Powell’s
method [6] may be used since it needs only the function evaluation without requiring
function derivative computation.
Table 2 shows the results of applying the subpixel algorithms to Fig. 4 without the
distance interpolation, and Table 3 shows the results of applying the subpixel
Table 2. The results of applying chamfer matching without the distance interpolation followed
by the subpixel algorithm

Before subpixel algorithm
After subpixel algorithm
(parabolic interpolation)
After subpixel algorithm
(Powell)

Position[pixel]
(292, 130)
(291.82, 129.80)

Angle[degree]
12
12.08

Distance value
0.537
0.478

(291.76, 129.73)

12.00

0.463

Table 3. The results of applying chamfer matching with the distance interpolation followed by
the subpixel algorithm

Before subpixel algorithm
After subpixel algorithm
(parabolic interpolation)
After subpixel algorithm
(Powell)

Position[pixel]
(292, 130)
(291.82, 129.79)

Angle[degree]
12
12.08

Distance value
0.444
0.386

(291.72, 129.70)

12.00

0.378
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algorithms to Fig. 4 with the distance interpolation. We can notice that the distance
value is further reduced by the subpixel algorithm. For the subpixel algorithm, the Powell’s method seems to yield better results than the parabolic interpolation estimation.

3 Accuracy Test of the Improved Algorithm
The accuracy of the improved algorithm implemented was measured. First, to measure x, y accuracy, an image containing Fig. 1(a) as a subimage, was translated in x
and y axis direction in the range of -0.8 ~ 0.8 pixel by step size of 0.2 pixel, thus
yielding 80 images in total. Using these images, the algorithm was run to obtain the
translational accuracy (standard deviation and maximum error). Also, the test image
was rotated within the range of +/-30 degrees by step size of 1 degree, and 60 images
in total were obtained. Our algorithm was also run for these images to estimate the
error of the rotation angle.
These results are shown in Table 4 and Table 5. (The model image used is Fig.
1(a), and bilinear interpolation was utilized in the translation and rotation of the image.) We can notice that the subpixel algorithm based on the parabolic interpolation
yields x, y accuracy of 0.14 pixel and angle accuracy of 0.15 degree in the worst case,
while the Powell’s method yields x accuracy of 0.06 pixel, y accuracy of 0.08 pixel,
and angle accuracy of 0.04 degree in the worst case. Without the distance interpolation, the Powell’s method for subpixel search gives poor results. The reason for this is
that distance evaluation without interpolation should not be accurate due to insensitiveness to very small variations of x, y, and angle, thus being easily fallen into false
local minima. Thus, the Powell’s subpixel algorithm with the chamfer distance interpolation is found to be the most accurate.
The 3-4 DT was used throughout the above test, but we obtained nearly the same
results with the 5-7-11 DT, known to be more accurate than the 3-4 DT. However, the
5-7-11 DT may be preferable to the 3-4 DT depending on the application.
Table 4. Accuracy of position and angle estimated without the chamfer distance interpolation

Subpixel
method
Parabolic
interpolation
Powell’s
optimization

Standard dev.
Max. error
Standard dev.
Max. error

x
[pixel]
0.09
0.14
0.30
0.42

y
[pixel]
0.09
0.12
0.32
0.71

angle
[degree]
0.07
0.19
0.06
0.31

Table 5. Accuracy of position and angle estimated with the chamfer distance interpolation

Subpixel
method
Parabolic
interpolation
Powell’s
optimization

Standard dev.
Max. error
Standard dev.
Max. error

x
[pixel]
0.09
0.14
0.03
0.06

y
[pixel]
0.09
0.12
0.03
0.08

angle
[degree]
0.07
0.15
0.02
0.04
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4 Conclusion
In this paper, an improved approach for accurate chamfer matching was presented that
uses interpolation in the distance calculation for subpixel distance evaluation. For
more accurate matching, instead of estimating the optimal position in subpixel using
neighborhood of the pixel position with the minimum distance, we used the Powell’s
optimization to find the distance minimum through actual distance evaluations in
subpixel. Experimental results demonstrated the effectiveness of our approach.
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Umeå University, SE-901 87 Umeå, Sweden
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Abstract. In this paper, a segmentation algorithm is proposed which
extracts regions depicting ﬁbroglandular tissue in a mammogram. There
has been an increasing need for such algorithms due to several reasons,
the majority of which are related to the development of techniques for
Computer Aided Diagnosis of breast cancer from mammograms. The proposed algorithm consists of a major phase and a post-processing phase.
The purpose of the major phase is to calculate the threshold value that
yields a segmentation of glandular tissue which is achievable by thresholding. The method by which we calculate this threshold value is based
on the principle of minimizing the cross-entropy between two images.
The resulting segmentation is then post-processed to remove artifacts
such as noise and other unwanted regions. The algorithm has been implemented and evaluated with promising results. In particular, its performance seems to match that of medical professionals specialized in
mammography.

1

Introduction

Breast cancer in females often occur in ﬁbroglandular part of the breast tissue.
Due to several reasons, the majority of which are related to the development of
techniques for Computer Aided Diagnosis of breast cancer from mammograms,
there has been an increasing need for develop an automated segmentation algorithm for extracting the glandular tissue. A ﬁrst step in that process might
be to locate and extract the glandular tissue disc. The next step would be to
analyze the diﬀerent structures within that disc. The location and delineation
of the glandular tissue disc is also important, as a quality assurance, in order to
determine if the entire glandular tissue disc is depicted in the mammogram. To
make this procedure fully automatic is a highly diﬃcult segmentation task since
many diﬀerent tissue types within the tree-dimensional breast superimpose as
projected down to a two-dimensional image plane.
Several methods have been proposed previously to perform the segmentation
of glandular tissue in digital mammograms. Saha et al. [13] described an automatic method to segment dense tissue regions from fat within breasts using
scale-based fuzzy connectivity methods. Bovis and Singh [1] and Karssemeijer [4]
have devised segmentation algorithms based on classiﬁcation methods through
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 679–688, 2007.
c Springer-Verlag Berlin Heidelberg 2007


680

C. Olsén and A. Mukhdoomi

feed-forward Artiﬁcial Neural Network and kNN classiﬁer respectively. Various
studies found in the literature [12], are also based on the texture analysis of the
tissue in mammograms. Diﬀerent tools are used for analyzing texture such as
for instance fractal dimensions and image ﬁlters [5].
In addition to the kind of methods mentioned above, a method based on a
simple concept of analyzing the histogram of an image is also found in the literature. From this method an optimal threshold value is calculated that can be
used to create a distinction between two regions of the image that have diﬀerent intensity compositions. In this case, the required optimal threshold should
create a clear distinction between the ﬁbroglandular tissue and the remaining
breast tissue. This method of ﬁnding the optimal threshold is called Minimum
Cross-Entropy, and was used by Masek [8] to segment diﬀerent regions in digital
mammograms. His method however requires manual setting of many parameters
for the diﬀerent types of tissue. The aim of this paper is to develop an objective and fully automated segmentation algorithm for extracting the glandular
tissue disc from mammograms. To reach this objective the idea by Masek [8] is
used, because of its simplicity, robustness and the fact that the segmentation is
independent of the exact location of the glandular tissue disc in a mammogram.

2

The Method

In this paper, a collection of 200 mammograms were randomly chosen from the
two databases that are commonly used in image analysis projects related to digital mammography, i.e. Mammographic Image Analysis Society’s (MIAS) digital
mammography database and the Digital Database for Screening Mammography (DDSM). These 200 mammograms are part of a bigger research project,
where the randomly chosen images were manually examined by ﬁve medical
experts [10]. Among other tasks, these experts were asked to mark what they
perceived as anatomical landmarks in each mammogram. This dataset was divided into 40 randomly chosen training images used during the development and
160 test images used for evaluation of the proposed algorithm. All the images
used have dimension 1024 × 1024 and are 8-bit grayscale images.
2.1

Cross-Entropy Based Thresholding

It has already been established that the region of interest (ROI) for this algorithm is the region of the mammogram that depicts glandular tissue. In the
process of extracting the glandular tissue disc it is assumed that the position
of the nipple, the breast boundary, the pectoralis muscle and other unwanted
regions such as for instance labels are extracted by Olsén’s algorithms [9].
In order to use thresholding based segmentation, it is important to examine
the images in question to determine if their intensity composition allows segmentation of ROIs by thresholding. However, in these images it can be observed
that there are well deﬁned peaks that correspond to the glandular tissue in the
histogram of each mammogram. Such a peak has been found to exist in all
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the mammograms in varying shapes and sizes. Therefore a robust algorithm is
needed that can detect this peak and calculate an acceptable threshold intensity
with consistent performance independent of the shape and size of the peak.
Cross-Entropy. The concept of cross-entropy was ﬁrst introduced by Kullback [6], and has proven to be very useful in diﬀerent applications as it provides
a robust method to measure how good one probability distribution approximates
another probability distribution by quantifying the diﬀerence between the two.
If P and Q are two discrete probability distributions, such that P = p1 , . . . , pn
and Q = q1 , . . . , qn , then the cross-entropy distance between P and Q is given
as:
n

qi
HCE(Q, P ) =
qi log
(1)
p
i
i=1
Minimum Cross-Entropy and the LLBP Approach. If a digital image
substitutes P in Equation (1) and its thresholded version substitutes Q, then
the cross-entropy measure explains how good the thresholded image estimates
the original image. Following this line of thought, the principle of minimum crossentropy states that in order to ﬁnd the solution (i.e. thresholded image) that best
estimates the original image, one should minimize the diﬀerence (cross-entropy)
between them. In our case this will practically involve minimizing cross-entropy
values between an image and its thresholded version over a certain range of
threshold values.
Li and Lee [7] and Brink and Pendock [2] have designed image thresholding
algorithms based on minimum cross-entropy as well. These two algorithms, along
with two other approaches [15,11], have been tested and evaluated on synthetic
images as well as actual mammograms by Masek [8]. Masek [8] has combined
them into a single method designated as LLBP approach that has been shown to
give best result when used to segment components of a mammogram. The LLBP
approach is the basic idea behind the algorithm proposed below. Formally stated,
the main principle in LLBP approach is that, given an image with histogram P,
one strives to ﬁnd a thresholded histogram Q such that distance (cross-entropy)
between P and Q is minimized.
2.2

The Complete Segmentation Algorithm

The image shown in Fig. 1(a) will be used as an example of an input image,
Iinput , to explain the diﬀerent steps of this algorithm. Fig. 1(b) shows the histogram hbreast of this image. Black background can and should be exempted
from any calculations since this part will not include any tissue depicted in the
image, therefore the histogram is calculated on the breast tissue part, Ibreast ,
of the image only. This algorithm is divided into two phases. First, an optimal
thresholded image is acquired and then the image is post processed (including
several image processing operations) to compensate for incorrect segmentations.
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Fig. 1. a) Image mdb032 from MIAS database. b) Image histogram of the pixels belonging to breast tissue of mammogram.

(a)

(b)

(c)

(d)

Fig. 2. a) Segmentation produced by thresholding in stage 1. b) Segmentation produced
by thresholding in stage 2. c) The combined segmentation from stage 1 and stage 2,
obtained as the union of the segmentations in a) and b). d) Segmentation from c)
marked in the input image from Fig. 1(a).

Phase I. Let CEM (f (.), t1 , t2 ) denote a function that performs cross-entropy
minimizations on the image as will be explained below. The minimization is
performed over a range of intensity values, in which each intensity value is chosen as a threshold and cross-entropy is calculated between the original and the
thresholded image until the minimum cross-entropy is reached. Here, f (.) is the
image to be thresholded and the parameters t1 och t2 deﬁne the respective lower
and upper bound of this range, as explained later.
Through series of tests it has been observed that the choice of an appropriate range of intensity values, especially the lower bound, for the minimization
process is important to produce an optimal result. Experimentation shows that
peak A corresponds to the pixels belonging to the glandular tissue (Fig. 1(b)).
Empirical tests show that a threshold value near the left end of peak A as an
initial value often gives the desired optimal threshold. A reliable and automated
method to calculate such an initial value has been devised here that uses the
cumulative histogram to detect the ascents and descents of the major peaks in
an image histogram. The bends in the cumulative histogram curve correspond
to ascends and descends of peak A in the image histogram. To ﬁnd these bends
a line segment, joining the end points of the cumulative histogram curve, is used
to calculate the distance between the points on the curve and the line segment.
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The point farthest away from the line has shown to be a good initial value for
the cross-entropy minimization [3].
Depending on the size and structure of glandular tissue disc, the form of
peak A can vary. Kurtosis is a measure useful for describing the histograms
relative ﬂatness. Calculations show that if the tip of this peak is ﬂatter in form
compared to the tip of a normal distribution i.e. if
kurtosis(hbreast ) < a,
then the above mentioned method gives a good initial value. However, for images
that give kurtosis(hbreast ) ≥ a, such an initial value causes the minimization to
converge too fast towards a local minimum giving a too low threshold value. In
these cases, the intensity value with highest count in the image histogram has
proven to be a better initial value. This step of using the maximum intensity
count as the initial value instead of using the cumulative histogram is called the
max step.
With a suitable initial value, cross-entropy minimization is performed to receive a suitable threshold used to create the thresholded image. This is referred
to as stage 1 thresholding and is illustrated in Fig. 2(a). Let Ts1 be the threshold
value from stage 1 and Is1 denote the set of image pixels from Ibreast that have
intensity higher than Ts1 . Then Is1 denotes the glandular tissue disc according
to stage 1 thresholding.
In many cases, stage 1 leaves out parts of glandular tissue disc due to too high
threshold value. Therefore thresholding through the function CEM is repeated
in stage 2. The input image is denoted Iinputs2 to make it clear that it is the
input image to stage 2. Iinputs2 consists of all the pixels that belong to the breast
tissue except those pixels that were segmented in stage 1 thresholding. It has
been observed that the set of pixels of Iinputs2 does not require the max step, since
the minimization does not converge to local minima as in stage 1. Therefore the
initial value is chosen using the cumulative histogram method only. The resulting
thresholded image from this stage will be referred to as Ioutputs2 , see Fig. 2(b).
The segmentations from stage 1 and stage 2 are combined to create a single
segmented image, denoted Ioutputs1∨s2 , as shown in Fig. 2(c).
Phase II. During the training of the proposed algorithm it was observed that
in some cases the resulting extraction of the glandular tissue disc did not agree
with the markings of the glandular tissue disc done by ﬁve experts. The reason
was that in these cases regions that have a high probability of not belonging
to the actual glandular tissue disc was not properly removed by the steps in
Phase I. Therefore, in this phase, the ﬁnal segmentation from phase I is postprocessed in order to remove these regions. These regions are a result of image
noise and/or simply the fact that threshold based segmentation always has its
limitations. To remove unwanted regions and improve the segmentation, a sequence of image processing operations has been devised, that can be divided into
several procedures.
First we want to remove unwanted regions that might belong to fat or muscle tissue. The area of all connected components (clusters of white pixels) in
the Ioutputs1∨s2 is calculate, i.e the number of pixels for each cluster. A limit
is estimated such as that Alimit is the fraction between the largest area and
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(a)

(b)

(c)

(d)

Fig. 3. a) Binary image BWlarge . b) Division of BWlarge into four quadrants with the
centroid of the largest region as point of the origin. c) The ﬁnal binary segmentation.
d) The ﬁnal segmentation c) marked in the original input image (Fig. 1(a)).
A

a constant k, Alimit = largest
. Based on these calculations a new binary imk
age, BWlargeinitial , is created that only contains regions from Ioutputs1∨s2 that
have area greater than or equal to Alimit . However, for cases were a elongation representing the muscle is connected to a large cluster in BWlargeinitial ,
further post-processing is necessary. This region is detected by analyzing relatively abrupt changes in width of the regions. For this purpose, BWlargeinitial
is sliced horizontally into l rectangular small images of equal heights. In each
sliced image, width of the middle row is calculated to represent the width of
the whole slice. If the diﬀerence in width between the set of two consecutive
slices is greater than a certain limit, m then the change in width is too sharp
and thus revealing the presence of a elongated upper region. When this limit
is reached the segment is cut oﬀ to exclude the unwanted elongation. However,
it is important that the limit of diﬀerences, m, is calculated such that it has
the same relativity to the widest part of the segmentation. To ensure this, the
segmented region is resized so that the widest part has width of n pixels. Ratio
between height and width of the segmented region is preserved in all cases. The
ﬁnal segmentation of this post-processing procedure, thus containing only the
regions with large pixel count, is denoted BWlarge (Fig. 3(a)).
A shortcoming of removing connected elongation is that too many small regions might be excluded resulting is underdetermined glandular tissue disc. It is
the anatomical fact that glandular tissue gets more concentrated and compact as
one moves closer to the nipple from inside of the breast. That is, the probability of
a small region belonging to glandular tissue disc increases. In addition, all regions
that are located in the same quadrant as the nipple are assumed to belong to the
glandular tissue. Therefore, BWlarge is divided into 4 quadrants like a Cartesian
coordinate system such that the centroid of the largest region acts as the point
of the origin; see Fig. 3(b). Since the position of the nipple is already known,
its quadrant is determined. Let BWextra be, BWextra = Ioutputs1∨s2 \ BWlarge ,
in other words, all the smaller regions that were excluded in the post-processing
procedure resulting in the binary image BWlarge . Centroid for all these regions is
calculated and a new binary image is created that contains small regions whose
centroid is located in the same quadrant as the nipple. This new binary image
is denoted BWmam .
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The small regions BWsmall , is deﬁned as BWsmall = BWextra \ BWmam , and
is processed separately. For each quadrant a rectangle and a circular sector is
calculated. Let xmax and ymax be respective maximum horizontal and vertical
distances achieved by segmented pixels in BWlarge , then xmax and ymax are used
as width and height of the rectangle. The maximum radial distance from the
origin, achieved by segmented pixels in BWlarge is used as a radius to calculate
the sector. All of the small regions, whose centroid lies within the intersection
of the rectangle and the sector, are accepted as part of the glandular tissue
disc. This procedure is repeated for all the quadrants except the quadrant of the
nipple.
Finally, the union of all the binary images, obtained in previous postprocessing procedures, is returned as the ﬁnal segmentation. Morphological closing is done to smooth the boundary of this segmentation. As a last step, any
holes present in this segmentation are also ﬁlled to insure a closed boundary of
the glandular disc. The resultant binary- and intensity images respectively are
shown in Fig. 3(c) and Fig. 3(d).

3
3.1

Results
Empirical Evaluation of the Diﬀerent Parameters

The results from the training data show that the desired result of the crossentropy minimization procedure in stage 1, explained in Phase I Sect. 2.2, is
reached if performed on pixels within intensity range [max(Imin , t1 ), min(t2 ,
Imax )]. Here, Imin and Imin are the minimum and maximum intensity values
in the input image respectively and t1 = 20 and t2 = 200. For stage 2, where
the cross-entropy minimization procedure is iterated, the parameters t1 and t2 ,
should be 20 and max(Iinputs2 ) respectively.
Furthermore, for the post-processing procedures, in Phase II Sect. 2.2, empirical tests on the 40 training images show that an optimal post-processing
performance is reached if the parameters have certain deﬁned values. For the
kurtosis analysis a = 3 is shown to provide successful results for estimating the
degree of ﬂatness of the image histogram. The optimal constant, k for calculating the area limit, is found to be k = 5. Here, the area limit was useful for
determining which clusters where large enough to be assumed to represent the
depicted glandular tissue disc in the original image.
We saw that for some cases where a elongation representing the muscle is
connected to a large cluster it is desirable to remove this part. Therefore the
current binary image at that stage was sliced horizontally into a number of
rectangular small images of equal heights. The number of rectangular small
images needed for this post-processing procedure is l = 10. This elongation was
automatically detected by a diﬀerence analysis of the width between the set
of two consecutive rectangular small images and the limit for abrupt changes
was empirical found to be m = 140. It is also necessary for this part that n =
500.
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Table 1. Result from an evaluation method proposed by Olsén and Georgsson, [10].
Rank 1 corresponds to the best agreement and rank 6 to the least agreement with the
rest of the markings in the ensemble (A1 − A6 ). The level of agreement is calculated
on a leave one out basis.

1
2
3
4
5
6

3.2

Rank sum Expert
359
A4
365
A2
434
A5
436
A3
480
A6
488
A1

The Performance of the Algorithm

A common method of measuring the performance, of an automated segmentation algorithm, is to compare the results with a ground-truth. It is impossible to
establish true segmentation of the glandular tissue disc. Hence, for segmentation
evaluation, we need to choose a surrogate of true segmentation. In the ﬁeld of
medical image analysis, a ground-truth is often obtained from markings manually created by human-experts. Segmentation evaluation based on ground truth
obtained by a group of experts has been studied for a long time. However, the
most appropriate way to compare computer generated segmentation to segmentations created by a group of experts is so far unclear [14]. One of the principal
reasons for absence of a standard evaluation method is that the inter-expert
variations among manually created segmentations are very high. This makes it
diﬃcult to create an objective ground-truth.
Fig. 4 shows an example of the inter-expert variations between the manually segmented regions of the glandular tissue disc, in the same mammogram,
provided by ﬁve experts in radiology. By observing Fig. 4, it can be concluded
that an automated segmentation algorithm cannot be tested against a groundtruth from just one expert, because the evaluation would be subjective. Olsén
and Georgsson [10] discuss problems involved in using manually created groundtruths and propose a method striving to create an objective performance measure, based on markings provided by experts. The authors have looked at the
usage of ensembles of domain experts when assessing the performance of a segmentation algorithm. Olsén and Georgsson [10] estimate a function that calculates the degree of agreement of a given segmentation with the estimated
ground-truth. All the ﬁve expert markings along with the result from the proposed segmentation algorithm (referred to as the system segmentation) are individually ranked by this function. A rank sum is then deﬁned which expresses
the overall agreement of expert markings and the system segmentation for the
whole set of test images. The rank sum calculated for the test set of 160 images
is shown in Table 1, where ranks are arranged in descending order.
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A5

Fig. 4. The glandular tissue disc manually outlined in mammogram no. 138 (MIAS)
by a panel of ﬁve experts (A1 − A5 ) in mammography. The inter-expert variations
between the manually segmented regions of the same glandular tissue disc in the same
mammogram is, as visible, large.

The ﬁve expert markings used to estimate the ground-truth are denoted
as A1...5 and A6 denotes the system segmentation. This result indicates that
proposed algorithm mixes in with the human experts. In other words, the performance of the proposed algorithm seem to match the human professionals in
mammography.

4

Discussion

In Sect. 3, inter-expert variations were explained as one of the primary reasons to
why it is diﬃcult to make an objective assessment of segmentation algorithms, for
ﬁbroglandular tissue in mammograms. Furthermore, an example of evaluation
was presented by showing results from a newly developed method [10]. Since
this evaluation was based on markings from a certain group of experts, it is
possible to get diﬀerent ranks for a diﬀerent expert panel. Therefore the results
presented in Table 1 can not be considered as exact performance evaluation for
the algorithm developed in this paper, but rather an estimation of how good
segmentation this algorithm produces on average.

5

Conclusion

A novel approach for extracting the glandular tissue disc has been presented
in this paper. This approach was based on global histogram analysis of the
glandular regions in mammograms. Based on the arguments in Sect. 3, it can
be concluded that this algorithm is able to calculate a good approximation of
the location and delineations of the glandular tissue disc. The only truths we
can use for segmentation evaluation is medical experts in the ﬁeld. However,
since the most appropriate way to compare computer generated segmentation
to segmentations created by a group of experts is so far unclear, evaluation of
segmentation algorithms for mammograms is very complex. In fact, in ﬁelds
were only surrogate truths are available formation of an objective evaluation
method is as important as construction of the segmentation routines that are
being evaluated.
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Abstract. This work presents an automatic scenario recognition system for
video sequence interpretation. The recognition algorithm is based on a Bayesian
Networks approach. The model of scenario contains two main layers. The first
one enables to highlight atemporal events from the observed visual features.
The second layer is focused on the temporal reasoning stage. The temporal layer
integrates an event based approach in the framework of the Bayesian Networks.
The temporal Bayesian network tracks lifespan of relevant events highlighted
from the first layer. Then it estimates qualitative and quantitative relations
between temporal events helpful for the recognition task. The global recognition
algorithm is illustrated over real indoor images sequences for an abandoned
baggage scenario.
Keywords: Visual-surveillance, scenario recognition, image sequence analysis,
Bayesian Network.

1 Introduction
The ability to automatically resume and index video content is an important challenge
of the vision and data base communities. The motion interpretation of video is an
important area of investigation. Indeed in MPEG-7 standard, a set of general motion
descriptors has been defined: camera motion, object motion trajectory, parametric
object motion and motion activity.
The purpose of this work is the recognition of specific scenarios of human activity
in visual surveillance applications [1]. For such dynamic scenes, scenarios are based
on a combination of spatial, temporal and interacting events. This automatic
recognition is firstly helpful for video-surveillance operator for an on-line alarm
generation by highlighting abnormal situation. The second utility concerns the off-line
retrieval of specific behaviours from a stored image sequence. This capability
becomes naturally more powerful when the monitoring implies several cameras
working simultaneously.
From a video indexing point of view, the specificity of this application with respect
to general video sequences is that camera parameters and the majority of the observed
background remain fixed. These favourable conditions permit to focus the attention
on the object motion.
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 689–698, 2007.
© Springer-Verlag Berlin Heidelberg 2007
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A video surveillance system generally contains three main hierarchical stages. The
motion detection, the tracking stage, and finally, the high level motion interpretation.
The main objectives are to observe the scene, index activities and recognise the
modelled scenarios.
Scenarios concern specific spatio-temporal trajectory, interaction between static or
non static objects, or also a combination of both of them.

2 Motion Detection and Tracking
The detection of moving objects is then made by comparing the three RGB
components:

if ( cmax
I ck ( P ) − R ck − 1( P ) > ω )
= R ,G , B

→ D k ( P ) =1

(1)

else → D ( P ) = 0
k

Dk represents the detection decision (1: moving object, 0: background) and Rk. the
reference images. The raw motion detection result generally presents many artefacts.
Two kinds of cleaning procedures are applied. Firstly, we use standard morphological
operations of erosion and dilatation for reducing noise in the foreground. Then, too
small uninteresting image regions are removed. In our algorithm this size threshold is
defined globally in an empirical manner for the entire image. The Figure 1 illustrates
a motion detection result for a real sequence of human activity.

Fig. 1. Detection process: Ik and Dk

The tracking process matches the detected regions from a temporal sequence to
another and takes into account the splitting and merging phenomenon during object
motion. One important component of our tracking algorithm is the integration of a
belief revision mechanism associated with each detected object, reflecting an
instantaneous quality of its tracking [2]. We consider that the belief can increase
when:
 The tracked object follows a continuous path;
 The object size is stable;
 No ambiguity appears (other target meeting: target splitting, loss of target…);
Otherwise the belief decreases.
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3 Scenario Recognition
A Scenario is composed of a set of elementary events linked with constraints. These
links represent the ordering of the events or temporal constraints. Several kinds of
events can be used, and depend directly on the observed scene and on the objective of
the surveillance task.
The difficulty of human activity scenarios is their variabilities. This variability can
be both spatial, and behavioural. So the scenario recognition process must be able to
handle such uncertainties.
The logical structure linking events is generally based on graph. Many approaches
are used: Petri-net [3] Bayesian network [4], [5], Network of time constraints also
brings an efficient way to represent temporal structures of scenarios [6]. HHM are a
popular state based probabilistic approach for representing dynamic systems, they
have been initially used in speech recognition and have been successfully applied
over gesture recognition [7]. An interesting feature of HMM is its time scale
invariance enabling scenarios in various speeds. The Couple HHM has also been
developed in order to efficiently represent interaction between objects [4]. But the
major disadvantage of the HMM approaches is their complexities and the need of a
long learning step in order to adjust model parameter. In this work, the model of
scenarios is also obtained with the Bayesian networks formalism.
3.1 Bayesian Networks, Definitions
A Bayesian network is a directed acyclic graph whose:
 Nodes represent variables;
 Arcs represent dependence relations between the variables and local probability
distributions for each variable given values of its parents.
Nodes have the possibility to represent any kind of random or determinist
variables. They can be attached with a measured parameter or a latent variable.
Bayesian Networks generally operate on discrete values of nodes but can also deals
with continuous representation.
If there is an arc from node A to another node B, then variable B depends directly
on variable A, and A is called a parent of B. If for each variable Xi, i= 1 to n, the set
of parent variables is denoted by parents Xi) then the joint distribution of the variables
is product of the local distributions
n

P( X 1 ,..., X n ) = ∏ P( X i parents( X i ))

(2)

i =1

One important advantage of the Bayesian network is its ability to encode
qualitative and quantitative contextual knowledge and their dependence and it brings
an efficient inference structure for real time application [8]. The topology of the
network represents a qualitative causal relation between variable and the joint
probability represents the quantitative part of the network.
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The joint probability is represented by the expression

P ( X j , Η i ) = P ( X j Η i ) P (Η i )

(3)

Then the objective is to estimate hypotheses Hi (i=1,..,N) based on evidence Xj

P (Η i X j ) =

P( X j , Η i )
P( X j )

(4)

One of the major difficulties of using Bayesian Networks approach concerns the
design of the network structure. In fact every dependency must be taken into account
in order to make a good representation of the problem.
3.2 Bayesian Networks and Visual Scenario Recognition
Bayesian networks have been widely used in computer vision community for event
or scenario recognition. The system described by [5] delivers textual descriptions
for dynamic activities occurring in a dynamic, containing vehicles and pedestrians.
[9], used Bayesian Networks to recognize several activities in an American
football game. [10], suggested that for events with logical and temporal
relationships between them, Allen's relations can be used to describe temporal
relations between sub-events. A particular form of dynamic Bayesian networks,
Recurrent Bayesian Networks (RBNs), have been used for the recognition of
human behaviours [11]. Such networks have the advantage to have some time scale
independence.
In order to model efficiently general scenarios, the system has to model temporal
constraint between elementary events. The time aspect in Bayesian Network has led
to several approaches.
The first common category is known as “time slice” approach. The main technique
is the Dynamic Bayes networks [12], [13]. It assumes a Markov property by
considering that a single snapshot in the past is sufficient for predicting the future.
The structure of a static BN is generated for a specific instant and repeated with the
same structure over the time. Temporal arc are added between nodes belonging to
different time instants.
The second category, less explored, represents the “event based” approach which
permits to integrate explicitly temporal nodes (Temporal Nodes Bayesian Networks
(TNBN) [14] and Net of Irreversible Events in Discrete Time (NIEDT) [15]. This
second category of approaches has several advantages. Firstly, it is particularly
adapted when the system has to manipulate the notion of time at several temporal
granularities. Secondly, the event based approach can easily establish quantitative
temporal relation between events as Allen interval [16]. In time slice approach there is
no way to represent naturally concept as an event e1 appears before another event e2.
The HMM approach can be seen as a particular case of DBN and consequently shares
the same limitations.
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3.3 Proposed Model
In this work we propose a scenario recognition algorithm based on an “event based“
Bayesian Network approach. The global structure of our proposed network uses the
concept of Hierarchical Bayes networks that have been proposed as a technique of
incorporating a Bayesian Network inside a node of a higher level Network. Such
encapsulation facilitates the hierarchical decomposition of the problem into subproblem.
The model of the scenario is composed by two layers: the atemporal event layer
and the temporal reasoning layer. Is such organisation the first layer contains low
level networks representing each atemporal event.
Each atemporal event is represented a hierarchical Bayesian network. The lower
level is linked with observed data Xj and the upper level represents an hypothesis Hi
(i=1,..,N) representing latent nodes. In our problem, observed nodes are measured
visual features X and the hypotheses H represent decision of the elementary events
recognition. Visual features used at this layer are: positions, speed, direction and size
of tracked objects.
The temporal reasoning layer is based on a set of Bayesian networks which contain
nodes associated with temporal information. Such nodes generally use the result
obtained by estimating the lifespan of hypotheses delivered by the atemporal event
layer. First of all, the objective of the temporal layer is to evaluate qualitative or
quantitative temporal constraints for each event and also to estimate relations between
related events. Constraints represent the duration or the time of occurrence (relative or
absolute) of an event. Relations between events represent their mutual temporal
dependency (before, after, during etc..). The low level temporal nodes have to detect the
“Start” and “End” time of their events of interest. We have chosen to propagate
explicitly the uncertainty of these last estimations over the scenario recognition task. For
this, each date is approximated by a normal distribution with respect to its mean and
variance values. Then, Allen relationships between events are implemented by using
specific nodes in order to evaluate temporal relations between events. This network
contains nodes which compute some hypothesis linked with the start and end times of
events (Table 1). The Ds1s2 is the distance of the start time of event 1 and the start time of the
event 2. The Ds1e2 is the distance of the start time of event 1 and the end time of the event 2. The
use of Bayesian network at this layer is efficient for tacking into account uncertainty of
estimated dates (start and end time of event). The general structure of the Bayesian
network which has to verify the temporal relations is defined in the (Fig.2).
Table 1. Example of the relation ‘Equal’ of allen

H1 equal H2

Ds1s2 true if ( s 2 − s1 = 0)
De1e2 true if (e2 − e1 = 0)
Ds1e2 true if (e2 − s1 > 0)
Fig. 2. Model of temporal relations

Ds2e1 true if (e1 − s 2 > 0)
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The integration of the temporal constraints associated with an event is also
performed with this approach, by linking observed events and with constraints which
are represented by specific nodes as time point or duration (relative or absolute timebase). Generally the constraints defined from the contextual information of the
scenario are defined by a relative time base with respect to other previous events. The
figure 3 illustrates the general structure of the suggested scenario model.
Table 2. Various situations of the relationships of allen

Relations
H1 starts H2
H1 finishes H2
H1 during H2
H1 equal H2
H1 meets H2
H1 before H2
H1 overlaps H2

Ds1s2

De1e2

Ds1e2

Ds2e1

Ds1s2=0
Ds1s2>0
Ds1s2>0
Ds1s2=0
Ds1s2>0

De1e2<0
De1e2=0
De1e2<0
De1e2=0
De1e2>0

Ds1e2>0
Ds1e2>0
Ds1e2>0
Ds1e2>0
Ds1e2>0

Ds2e1>0
Ds2e1>0
Ds2e1>0
Ds2e1>0
Ds2e1=0

Ds1s2>0

De1e2>0

Ds1e2>0

Ds2e1>0

For illustration, in (Fig. 4), we present the model of a scenario of an abandoned
baggage by using the proposed approach. Ht12 represents temporal node verifying
relation between events H1 and H2. The node Ht3 in the temporal layer permits to
verify a temporal duration of the H3 with a constraint of a defined duration (Δt).

Fig. 3. General model of a scenario
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Fig. 4. Model of the scenario for an abandoned baggage

3.4 Parameters Learning
Generally, it is possible to learn the network parameters, from the experimental data,
in particular the conditional probabilities tables.

(

)

P Xi = xk parent( Xi ) = cj = θi, j,k =

ni, j,k

∑n

i , j ,k

(5)

K

Where ni,j,k is the number of the events in the database for which variable Xi is in the
state xk and his parents are in the configuration cj.
In the context of visual surveillance, it is not always realistic to perform the
standard learning procedure. Because, some times, it’s not possible to have sufficient
occurrences for each scenario. Another difficulty is that learning process has to deal
with uncertain inputs. Parameters for a fixed network from incomplete data, in the
presence of missing values or hidden variables can be estimated by the EM
Expectation-Maximisation algorithm.
We illustrate the learning process by using the EM over an example from the
abandoned baggage scenario (Fig. 5). The incomplete data are presented in Table 3.
The EM algorithm is initialized with P(0)(H2,1=1)=0.5 and P(0)(H2,1=0)=0.5.
Convergence is obtained after 13th iterations: P(13)(X2,1=1|H2,1=1)=0.857 and
P(13)(X2,2=1|H2,1=0)=0.985. The figure 6 shows the evolution of these probabilities.
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Table 3. Table of occurrence

Fig. 5. Learning of a naive bayesian network, an example

Fig. 6. Evolution of the estimated probabilities

4 Results
Two experimentations based on real indoor sequences are presented in this section.
Both sequences represent a scenario of abandoned baggage. The first sequence is
obtained from the scene that we have used for learning of the scenario model (Fig. 7).
The second sequence comes from the PETS’04 dataset (Fig. 8). The results illustrate
the evolution of the main nodes of the scenario recognition model.

Fig. 7. First sequence
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Fig. 7. (Continued)

Fig. 8. Sequences from PETS’04 Workshop

5 Conclusions
The proposed scenario recognition algorithm is based on the Bayesian network. It
permits to deal efficiently with uncertainty due to the low level visual extraction stage
and also the variability of scenario models. The model contains two main layers. The
first one permits to highlight events from the observed visual features. The second
layer is focused on the temporal reasoning stage by using specific nodes based on the
temporal validity of the first layer’s events. The temporal reasoning permits firstly to
estimate the relation between events and also to add quantitative and qualitative on
the high level recognition decision. The use of node containing temporal information
under the framework of the Bayesian Networks permits to have a flexible temporal
reasoning capability over the recognition task. The separation of the scenario model
by two complementary layers brings many advantages as modularity and clarity. The
specificity of our temporal layer with respect to other event based approaches is that it
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can deal easily with all kind of constraints or relation (qualitative, quantitative,
relative and absolute). In fact, the majority of existing event based approaches use
fixed quantitative time interval. The global recognition algorithm is tested and
validated on real indoor images sequences.
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Abstract. The authors consider combining correlations of different orders in
kernel principal component analysis (kPCA) and kernel canonical correlation
analysis (kCCA) with the correlation kernels. We apply combining methods,
e.g., the sums of the correlation kernels, Cartesian spaces of the principal
components or the canonical variates and the voting of kPCAs and kCCAs
output and compare their performance in the classification of texture images.
Further, we apply Kansei information on the images obtained through
questionnaires to the public to kCCA and evaluate its effectiveness.
Keywords: kernel method, principal component analysis, canonical correlation
analysis, correlation kernel, combining classifiers, Kansei information, texture
classification.

1 Introduction
Kernel principal component analysis (kPCA) [1] and kernel canonical correlation
analysis (kCCA) [2], [3], [4] are kernelized versions of PCA and CCA in multivariate
statistical analysis. In PCA, the linear projections which allow to reconstruct original
feature vectors are obtained with minimal quadratic errors. It is used to reduce the
dimensionality of the original data retaining most existing structure in the data. In
CCA, linear transformations that yield maximum correlation between two kinds of
features vectors of objects, e.g., their images and sounds, are obtained. It is also
applied to dimensionality reduction or feature extraction. In the kernel methods, the
inner products of the feature vectors are replaced to nonlinear kernel functions [5],
[6]. Nonlinear mappings of the feature vectors to high-dimensional spaces are then
performed in implicit manners. Then nonlinear characteristics of the original data can
be extracted with them.
Correlation kernels were recently proposed as kernel functions [7], [8]. They are inner
products of the autocorrelation functions of the feature vectors. The idea was shown
about forty years ago and their characteristics are that higher-order correlation kernels are
effectively calculated [9]. They are suitable to image data, which have strong spatial
correlations and support vector machines (SVM), kPCA and kCCA with the correlation
kernels were applied to invariant texture classification [10], [11], [12].
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 699–708, 2007.
© Springer-Verlag Berlin Heidelberg 2007
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In this study we consider combining correlation kernels of different orders in
kPCA and kCCA in the classification of texture images. Combining classifiers have
been of wide interest in pattern recognition [13], [14] and they can show higher
classification performance than any single classifiers. Some combining methods: use
of the sums of the correlation kernels as kernel functions, use of Cartesian spaces of
the principal components or the canonical variates as feature vectors and the voting of
output of the classifiers with kPCA or kCCA are employed and compared in their
classification performance. Further, we try to use Kansei information, the perceptual
and cognitive ability to feel objects, e.g., impressions to images. Kansei information
was applied to image retrieval systems with CCA [15] and it can be adopted in kCCA
as the second feature vectors.
In Sect. 2, related theoretical background: kPCA, kCCA, correlation kernels,
combining methods and Kansei information are mentioned. In Sect. 3, Method and
results of texture classification experiment with kPCA and kCCA are shown.
Discussions are given in Sect. 4.

2 Theoretical Background
2.1 Kernel Principal Component Analysis (kPCA)
The feature vectors xi (1 ≤ i ≤ n) of sample objects are transformed to φ(xi) in another
feature spaces with an implicit nonlinear mapping h. We assume that the mean of the
transformed features are zero, i.e., ∑i=1n h(xi) = 0, for simplicity. The mean centering
can be done in the calculation of kernel functions [1]. The kernel version of PCA is
PCA for h(xi) and the principal components are obtained through the eigenproblem
Φv =λv

(1)

where Φ is a kernel matrix and its elements are calculated with a kernel function Φij =
h(xi)·h(xj) =φ(xi, xj). Let vr = (vr1, …, vrn)T (1 ≤ r ≤ R ( ≤ n)) be the eigenvectors in the
non-increasing order of the corresponding non-zero eigenvalues λr, which are
normalized as λrvr·Tvr = 1. The rth principal component ur for a new data x is then
obtained by
ur = ∑i=1n vrih(xi)·h(x) = ∑i=1n vriφ(xi, x)

(2)

Classification methods, e.g., the nearest-neighbor method, the discriminant analysis
and SVMs can be applied in the principal component space (u1, ···, uR).
2.2 Kernel Canonical Correlation Analysis (kCCA)
The kernel version of CCA is as follows [2], [3], [4]. Let (xi, yi), (1 ≤ i ≤ n) be pairs of
the feature vectors of n sample objects, which describe different aspects of the
objects, e.g., sounds and images. Define kernel matrices Φ and Θ by Φij = φ(xi, xj)
and Θij = θ(yi, yj), (1 ≤ i, j ≤ n), which correspond to the inner products of implicit
functions of x and y, respectively. Then we obtain the eigenvectors (f T, gT)T of the
generalized eigenproblem:
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(3)

Small multiples of the identity matrix γxI and γyI are added for the regularization. The
canonical variates u and v of (x, y) of a object are linear projections of the implicit
functions of x and y which maximize correlation between them. They are obtained
with the eigen vectors f and g by
u = ∑i=1n fiφ(xi, x)
v = ∑i= 1n giθ(yi, y)

(4)

An indicator vector is used as the second feature vector y for classification
problems [2]. When an object x is categorized into one of C classes, the indicator
vector corresponding to x is defined by
y = (y1, ···, yC)T
yc = 1 if x belongs to class c
yc = 0 otherwise
(1 ≤ c ≤ C)

(5)

Then the linear inner product yi Tyj is used as the kernel function θ(yi, yj). The
canonical variates ui (1 ≤ i ≤ C-1) are obtained corresponding to non-zero eigenvalues
of Eq. (3). This is equivalent to Fisher’s discriminant analysis in two class problems.
Standard classification methods are also applied in the canonical variate space.
2.3 Correlation Kernels and Their Modification
The autocorrelation of the original feature vector x is used in the correlation kernels
[7], [8]. In the following, we consider 2-dimensional image data x(l, m), (1 ≤ l ≤ L, 1 ≤
m ≤ M) as the feature vector x. The kth-order autocorrelation rx(l1, l2, ··· , lk-1, m1, m2,
··· , mk-1) of x(l, m) is defined by
rx(l1, l2, ···, lk-1, m1, m2, ···, mk-1)
= ∑l ∑m x(l, m)x(l+l1, m+m1) ··· x(l+lk-1, m+mk-1)

(6)

The inner product of the autocorrelations rxi and rxj of image data xi(l, m) and xj(l, m)
is calculated by the sum of the kth power of the cross-correlation ccxi, xj(l1, m1) of the
image data [9]
rxi·rxj(k)=∑l1=0L-1∑m1=0M-1{ccxi, xj(l1, m1)}k/(LM)

(7)

ccxi, xj(l1, m1) = ∑l=1L-l1∑m=1M-m1xi(l,m)xj(l+l1, m+m1)/(LM)

(8)

Computational costs are reduced in the practical order even for high-order k of the
correlation and large data size L and M since the calculation of the explicit values of
the autocorrelations are avoided. Equation (7) is employed as the kth-order correlation
kernel function k(xi, xj) and thus Φ in Eq. (3).
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Since the performance of the correlation kernels of odd or higher-orders is
degraded, the following modified versions of the correlation kernels have been
proposed [12] and are used in this study.
Lp norm kernel (P)
rxi·rxj = sgn(ccxi, xj(l1, m1))|∑l1,m1{ccxi, xj(l1, m1)}k|1/k

(9)

Absolute correlation kernel (A)
rxi·rxj = ∑l1, m1 |ccxi, xj(l1, m1)|k

(10)

Absolute Lp norm kernel (AP)
rxi·rxj = | ∑l1, m1{ccxi, xj(l1, m1)}k |1/k

(11)

Absolute Lp norm absolute kernel (APA)
rxi·rxj = |∑l1, m1 |cc xi, xj(l1, m1)|k |1/k

(12)

Max norm kernel (Max)
rxi·rxj = max l1, m1 ccxi, xj(l1, m1)

(13)

Max norm absolute kernel (MaxA)
rxi·rxj = max l1, m1 |ccxi, xj(l1, m1)|

(14)

The Lp norm kernel (P) and the absolute correlation kernel (A) take the kth roots
and absolute values, respectively, of the original ones. The max norm kernel (MAX)
is regarded as the Lp norm kernel in the limit of k → ∞. The absolute Lp norm kernel
(AP), the absolute Lp norm absolute kernel (APA) and the Max norm absolute kernel
(MaxA) are combinations of them.
2.4 Combining Correlation Kernels
The following combining methods in three levels are employed for combining
autocorrelation features of different orders.
First is combination in a kernel level. The sums of the correlation kernels of
different orders are used as kernel functions, which are used in [7], [8].
φ(xi, xj) = ∑k=1km rxi·rxj(k)

(15)

Second is combination in a feature level. Cartesian spaces of the principal
components in kPCA or the canonical variates in kCCA with the correlation kernels
of different orders are used as combined feature spaces: (u1, ···, unc, u’1, ···, u’nc’) (0 ≤
nc, n’c ≤ C-1) obtained from two sets of the canonical variates (u1, ···, uc-1) and (u’, ···,
u’C-1), for instance. Third is combination of classifiers output level. Classification
methods are applied to the principal component spaces or the canonical variate spaces
with different correlation kernels and their output (classification results) are
combined. In this study, the simple nearest-neighbor classifier and the majority vote
output are used as the classification method and combining classifiers, respectively.
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2.5 Kansei Information
Kansei information can be obtained from human experts or from the public. A
standard way is that we prepare impression words for objects, e.g., {beautiful, dark,
clear} for images and ask the persons to choose the impression words which they
think most matched to the objects. We then use the vectors the elements of which are
the numbers of the votes of the impression words to the objects as Kansei
information. Questionnaire systems can be employed to collect them.
The obtained vectors, which we call the impression vectors, are used as the second
feature vectors y instead of the indicator vectors in Eq. (5) in kCCA. The canonical
variates obtained with them retain Kansei information and then consist of the features
differ from those without them. These features can contribute to increases in
classification performance.

3 Texture Classification Experiment
Classification experiment with 30 texture images arbitrarily taken from the Brodatz
album [16] were done using kPCA and kCCA with combining correlation kernels of
different orders as well as Kansei information.
3.1 Collection of Kansei Information
We made a questionnaire system on Web to collect Kansei information from Japanese
undergraduate student in our faculty. Java Server Pages (JSP) was used for the clientserver system. The Web page shows 30 texture images in the Brodatz album in Fig. 1
and asks people to choose one image which matches each Japanese impression word.
Twenty impression words for images [17] are used: delicate, beautiful, bold, sharp,
decorative, fine, sophisticated, simple, soft, deep, impressive, quiet, elegant, chic,
natural, hard, grave, silent, solid, rural. We sent requests for the questionnaire by email to about 200 students and obtained answers from 50 students.

Fig. 1. Texture images from the Brodatz album

Kansei information of each texture image is a 20-dimensional vector the element of
which is the number of the vote of the impression word to the image (the impression
vector). For instance, the impression vector for the top-left texture image (Brodatz
D101), top-left in Fig. 1, was
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y1 = (1,1,0,0,7,1,1,25,1,0,7,2,1,0,1,0,0,3,0,2)

(16)

which indicates that many answerers thought the image simple. We use the
impression vectors as the second feature vectors y in kCCA.
3.2 Method
Thirty 8bit image data of 640×640 pixels in the Brodatz album are obtained from
AMOVIP-DB [18]. Ten subimages of 10×10 pixels are taken from each original
image without overlap, 300 images in total, are used as sample data and one hundred
subimages for each, 3000 images in total, are used as test data as well.
As the second feature vector y in kCCA , we use the indicator vectors (Eq. (5)) or
the impression vectors, in which Kansei information is taken into account. The values
of regularization parameters γx and γy in kCCA are set to be 0.1n. The principal
components with 299 non-zero elements in kPCA and the canonical variates with 29
elements in kCCA with the indicator vectors and 19 elements in kCCA with the
impression vectors are calculated with the sample data. In kPCA, the first 50 elements
of the principal components are used for classification.
A simple nearest neighbor classifier (1-NN) in the feature space (the principal
component spaces, the canonical variate spaces and their combination) in each kPCA
and kCCA is used for the classification of the test data. For the combining methods,
the sums of the correlation kernels of different orders in a kernel level, Cartesian
spaces of the principal components and the canonical variates with the correlation
kernels of different orders in a feature level, and the majority vote of the 1-NN
classifiers output with kPCA and kCCA with the correlation kernels are employed as
explained in Sect. 2.4. Further, the impression vectors (Kansei information) as well as
the indicator vectors are adopted for the second feature vectors y in kCCA.
To express the set (M, φ) of the kernel method and the kernel function φ, the
following symbols are used.
kPCA: P, kCCA with the indicator vector: I, kCCA with the impression vector K
the kth-order correlation kernel: Ck, the kth-order Lp norm kernel: Pk, the max
norm kernel: Max, etc., the symbols in which are the same as Eqs. (9)-(14), for the
kernel function φ
For instance, (P, C2) indicates kPCA with the 2nd-order correlation kernel.
3.3 Results
Figure 2 shows the correct classification rates (CCRs) of the single classifiers. The
correct classification rates are calculated with the first r principal components (u1, ···,
ur) (1 ≤ r ≤ 50)) for all r in kPCA and with the first i canonical variates (u1, ···, ui) (1 ≤
i ≤ 29 or 19) for all i in kCCA. The maximum values of CCRs are usually obtained
with parts of the principal components or the canonical variates. The highest CCRs
are obtained with the max norm kernel (Max) in all cases and their values are: 0.2237
(P, r = 50), 0.2250 (P (max), r = 32) in kPCA; 0.2347 (I, i =29) with the indicator
vector (I), in kCCA; 0.2237 (K, i = 19), 0.2250 (K (max), i = 15) with the impression
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vector (K). In most cases kCCAs with the indicator vector (I) show the highest CCRs,
as is expected since kCCA is superior to kPCA and the indicator vector is most
suitable for classification tasks.
Figure 3 shows CCRs with the combined classifiers, the sum of the kernels (a),
Cartesian spaces of the principal components and the canonical variates (b), and the
voting of the 1-NN classifiers output (c). In each case, the kernels or the classifiers are
added in descending order of CCRs of the single classifiers and CCRs with all
elements of the principal components and the canonical variates. The highest CCRs
are obtained with the combination of small numbers (1 – 14) of the classifiers, though
the maximum 96 classifiers can be combined. Table 1 shows the highest CCRs and
the combination of the classifiers. The maximum value 0.2560 is obtained with
Cartesian subspace of canonical variates of the three correlation kernels ((I, Max), (I,
AP7), (I, APA3)), and the second value 0.2553 is with Cartesian space of the six
correlation kernels ((I, Max), (K, Max), (I, AP7), (I, APA3), (I, AP9), (I, A5)), both in
kCCA. While the optimal combination consists of the kernels with the indicate
vectors, Kansei information contributes to the second one. In the combination with
the voting, the highest CCR is obtained with the combination including both kPCA
and kCCA.
Since the combining with Cartesian space performs well, CCRs of all combination
of two and three kernels are calculated and the optimal combination of the correlation
kernels with Cartesian spaces is shown in Table 2. Using the all elements of the
canonical variates, CCR increases to 0.2567 with 2 classifiers ((I, Max), (I, A3)) and
0.2684 with 3 classifiers ((I, Max), (I, AP7), (I, A7)). Using the optimal elements of
the canonical variates in descending order of the corresponding eigenvalues, CCR
increases to 0.2623 with 2 classifiers ((I, Max), (K, P4)) and 0.2787 with 3 classifiers
((I, Max), (I, A5), (K, C3)). They exceed the maximum CCR 0.2560 in Table 1. Note
that the combination with the classifiers with low CCR in themselves, e.g., (I, C6), (I,
C8), shown in Fig. 2, shows high CCRs, though the best single classifiers (I, Max) is
included in most cases. The second-best single classifier (P, Max) does not appear in
Table 2.
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Fig. 2. Correct classification rates (CCRs) of the single classifiers
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Fig. 3. CCRs of combined classifiers. The sum of the correlation kernels (a), Cartesian space of
the feature vectors (b), the voting of the classifiers output (c).
Table 1. Highest CCRs of the combining classifiers in Fig3
Highest CCR (classifiers)
(a) Sum
P

(b) Cartesian

0.2333 (P, Max)

I

0.2440 (I, Max), (I, AP7), (I, APA3)

K

(c) Voting

0.2267 (P, Max), (P, P4), (P, APA7), (P, P6), (P, P8)

0.2247 (K, Max), (K, A3)

I+K

0.2560 (I, Max), (I, AP7), (I, APA3)

0.2347 (I, Max)

0.2397 (K, Max), (K, A3)

0.2237 (K, Max)

0.2553 (I, Max), (K, Max), (I, AP7), (I, APA3),

0.2390 (I, Max), (K, Max), (I, AP7),

(I, AP9), (I, A5)

(I, APA3)

0.2367 (I, Max), (P, Max), (K, Max), (I, AP7),
P+I+K

0.2253 (P, Max)

(I, APA3), (I, AP9), (I, A5), (I,APA5), (P,P4), (I, P4),
(P, APA7), (P, P6), (P, P8), (K, A3)

0.2521(I, Max), (P, Max), (K, Max),
(I, AP7), (I, APA3)

Table 2. Highest CCRs of the combining classifiers in Cartesian spaces of the feature vectors

0.2567
0.2560
0.2557
0.2550
0.2550

all elements
(I, Max), (I, A3)
(I, A7), (K, Max)
(I, Max), (I, A7)
(I, Max), (I, C6)
(I, Max), (I, A9)

2 classifiers
0.2623
0.2617
0.2610
0.2603
0.2600

Highest CCRs with Cartesian space

optimal elements
(I, Max) 5, (K, P4) 6
(I, Max) 21, (I, C6) 29
(I, Max) 8, (I, A9) 29
(I, Max) 18, (I, A7) 29
(I, Max) 8, (K, C2) 29

0.2683
0.2677
0.2643
0.2643
0.2640

(I,
(I,
(I,
(I,
(I,

all elements
Max), (I, AP7), (I, A7)
Max), (I, AP7), (I, C8)
Max), (I, P4), (I, A7)
Max), (I, AP7), (I, A9)
Max), (I, C8), (K, P4)

3 classifiers
0.2787
0.2767
0.2753
0.2753
0.2750

(I,
(I,
(I,
(I,
(I,

optimal elements
Max) 29, (I, A5) 29, (K, C3) 9
Max) 29, (I, A7) 29, (K, APA7) 6
Max) 12, (I, C6) 29, (I, APA3) 6
Max) 29, (I, A7) 29, (K, P6) 4
Max) 29, (I, A7) 29, (K, P4) 5
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4 Discussion
The combination of the correlation kernels of different orders and Kansei information
were employed in kPCA and kCCA, and their performance is compared in the
experiment of texture classification. The combining with Cartesian space of the
feature elements (principal components and the canonical variates) obtained with
different kernels in kPCA and kCCA performed better than the use of the sum of the
correlation kernels and the voting of the output of the 1-NN classifiers with multiple
kPCAs and kCCAs.
As can be seen from Fig. 2, the highest CCRs were obtained with the combination
of only a few classifiers. This is ascribed to the correlations between the feature
elements of the correlation kernels, and then not so many classifiers can contribute to
increases in CCR. However, after the CCRs once drop to the minimum values, they
increase again as the numbers of the classifiers increase in most cases. This implies
that the classifiers with low CCRs in themselves have a potential ability to improve
classifiers performance through combining. In fact, high CCRs were obtained with the
combination of the classifiers of the highest CCR and rather low CCR in Table 2.
Choosing the optimal combination of the classifiers as well as the feature elements
with brute-force search is impractical as their number increases. Even the calculation
of CCRs for the all combination of the feature elements of three classifiers in 96
classifiers was a formidable task. It is expected that applying feature selection
methods to the feature elements obtained with multiple kPCAs and kCCAs works and
it is a future problem.
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Abstract. Visual hand gestures oﬀer an interesting modality for
Human-Computer-Interaction (HCI) applications. Gesture recognition
and hand tracking, however, are not trivial tasks and real environments
set a lot of challenges to algorithms performing such activities. In this
paper, a novel combination of techniques is presented for tracking and
recognition of hand gestures in real, cluttered environments. In addition
to combining existing techniques, a method for locating a hand and segmenting it from an arm in binary silhouettes and a foreground model for
color segmentation is proposed. A single hand is tracked with a single
camera and the trajectory information is extracted along with recognition of ﬁve diﬀerent gestures. This information is exploited for replacing
the operations of a normal computer mouse. The silhouette of the hand is
extracted as a combination of diﬀerent segmentation methods: An adaptive colour model based segmentation is combined with intensity and
chromaticity based background subtraction techniques to achieve robust
performance in cluttered scenes. An aﬃne-invariant Fourier-descriptor
is derived from the silhouette, which is then classiﬁed to a hand shape
class with support vector machines (SVM). Gestures are recognized as
changes in the hand shape with a ﬁnite state machine (FSM).

1

Introduction

Hand tracking and gesture recognition have evolved during the past two decades
from cumbersome data gloves and tracking aids to purely visual-based recognition systems. Visual interpretation of hand gestures oﬀers a non-contact HCImodality, but it has a lot of challenges to be tackled. The human hand is a
complex object to be modeled and tracked: It consist of 27 bones and is capable
of performing variegated and non-rigid motion. An accurate representation of
a hand’s 3D orientation requires high dimensional models, which often leads to
problems with the real-time requirements of HCI-applications. In addition, complex models often contain irrelevant information from the application point of
view. Besides the human hand, the real environments also contain factors that
complicates the recognition process, such as background clutter and unideal
lighting conditions.
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 709–718, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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Skin color has a unique chromaticity value, which makes it a popular cue
for hand area detection. Parametric approaches usually present the skin colour
distribution with Gaussian functions [1,2], whereas non-parametric methods use
simple look-up-tables or histograms [3]. The last-mentioned have the ability to
present arbitrary distributions, albeit they do not share the compactness of the
parametric techniques. Another discriminative characteristic among colour models is their adaptivity. Some methods, like the system of Pantrigo et al., use predeﬁned models that remain ﬁxed throughout the processing [4]. These models
are prone to fail under environments where lighting conditions diﬀer from the
samples that the models are built on. More advanced models adapt themselves
to the current conditions and thus specify the skin area more robustly [1]. Another problem with skin area segmentation is the speciﬁcation of the palm and
the ﬁngers from other skin coloured areas. For example, if a user wears a t-shirt,
the arm should be somehow separated from the palm. In many studies the users
wear long sleeved shirts, as in the work of Zhai et al., when this problem is not
addressed at all [3].
In vision-based HCI applications, there are usually two kinds of information
extracted from the user: gestural and spatial signals. To replace a mouse, for
example, both of these are needed. Some of the earlier approaches extract only
pointing information[5,3,1], whereas other approaches analyze only the static
hand poses [6]. Also methods that exploit both spatial and gestural information
have been developed [4,7,8,9,2]. Fingertips are the most typical choices to be
tracked when spatial information is needed. Hardenberg and Bérard also used
the number of ﬁngertips to recognize diﬀerent hand poses [9]. In addition, some
techniques track the area of the hand and extract the trajectory of the hand
from its bounding box [3,4]. More detailed information about previous work in
hand gesture recognition can be found in the references [10,11].
In this paper, a new approach for hand gesture recognition for HCI purposes is
presented. The proposed method combines background subtraction techniques
and colour segmentation for a robust skin area segmentation. In addition, it
distinguishes palm and ﬁngers from the arm and recognizes ﬁve diﬀerent hand
gestures. The rest of the paper is organized as follows: An overview of the system
is given in section 2, section 3 explains the techniques for hand segmentation and
tracking and section 4 presents the gesture recognition process in detail. Section
5 reports the experimental results and ﬁnally, discussion and conclusions are
given in section 6.

2

Overview

At the top level, the system is controlled by a state machine. In the idle state,
the system is using background subtraction to detect an appearing object. The
state changes from idle to initialization, when an object bigger than a predeﬁned
threshold appears in the input stream. The colour-model and it’s constraints
are deﬁned in the initialization state. After that, the system starts the actual
algorithm. A ﬂowchart of the system architecture is given in Fig. 1(a). In the
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Fig. 1. (a) Top level architecture of the system. (b) Overview of the actual algorithm.

processing stage, each frame is analyzed and a possible gesture is recognized. In
addition, spatial coordinates are extracted from the hand silhouette. An overview
of the process is illustrated in Fig. 1(b).

3

Hand Segmentation and Tracking

Robust hand segmentation in silhouette-based systems is essential, because the
rest of the processing is highly dependent on it. In the method presented here,
the silhouette of the hand is extracted by combining background subtraction
in gray-level space and in Normalized Color Coordinates (NCC) with adaptive
color model based segmentation.
3.1

Background Subtraction and Color Segmentation

In the background subtraction method used here, the background image B is
composed as an average of the ﬁrst N images in a sequence, containing only the
background. A binary silhouette SG is obtained simply by subtracting each frame
from the background image in gray-level values and thresholding the result. The
second silhouette SN CC is calculated on normalized R- channel in the same way
as SG . Now both gray-scale and a chromatic diﬀerence between the foreground
object and the background have been exploited. A combined silhouette SG ∪
SN CC is used in object detection and colour model initialization in the idle and
initialization stages of the system.
The color-based segmentation is achieved by histogram backprojection [12].
For a frame It , an r,g-histogram Ht of the foreground object is created using the
segmentation result as a mask. For the following frame It+1 , a skin likelihood
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image St+1 is built using the Ht : For each pixel in St+1 , a value Ht (r , g  ) is
assigned, where r and g  are the quantized r, g-values of the corresponding
pixel in It+1 . The likelihood image St+1 is then thresholded to a binary image
SHBP . To provide smooth transition between frames, the colour histogram Ht is
calculated as an average of ﬁve previous object histograms. The speciﬁcity of the
histogram is enhanced by dividing it with an r, g-histogram of the background
image. With this operation, the r, g-values that appear often in the background
are diminished in the resulting histogram and background pixels are less likely
to be classiﬁed as foreground.
Soriano et al. used a predeﬁned mask in the r,g-space for selecting the pixels
for object histogram [13]. In this paper, another type of constraints are proposed:
To ensure that pixels that are used to build the object histogram do not belong
to the background, a mask in a (R, R − G, G − B)-colour space is deﬁned with
a minimum and maximum value for each channel. Minimum values αjmin are
constructed from normalized R-, R − G- and G − B-histograms Hj as
j
−C
αjmin = βmax

(1)

j
by ﬁnding the maximum values βmax
that satisfy the constraints
j
βmax



Hj (k) < γ,

(2)

k=0

where γ is a coeﬃcient that deﬁnes what portion of the histogram is located at
j
. Coeﬃcient C is an oﬀset value and together with γ it
bins bigger than βmax
can be used for adjusting the looseness of the limits. The maximum values
j
+C
αjmax = βmin

(3)

j
that satisfy the
are deﬁned in a similar way by ﬁnding the minimum values βmin
constraints
j
βmin

Hj (k) > 1 − γ.
(4)
k=0

In our experiments, we used the values γ = 0.05 and C = 7. Instead of predeﬁned samples, the limits are established during the initialization stage of the
algorithm. This assures that the limits correspond particularly to the current
environment.
The three binary images, SG , SN CC and SHBP , are combined as one with a
bitwise logical OR operation to produce a robust segmentation of the hand.
3.2

Hand and Arm Segmentation

So far the segmentation method oﬀers a binary silhouette of the foreground
object, i.e. the user’s hand. Since the interest lays on the palm and the ﬁngers,
they have to be segmented from the arm. In this approach the hand area is
segmented based on it’s geometrical features.
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It is assumed that there is only the user’s hand in the image. In this case, the
biggest blob on the foreground object is the palm of the hand. The binary image
is convolved with a Gaussian element, when the palm center is positioned at the
maximum of the convolution. The operation is illustrated in Fig. 2.

Fig. 2. Example of palm center positioning. (a) A binary hand silhouette (240x320),
(b) Gaussian convolution element (100x100) and (c) Convolution of (a) and (b). The
crosses in (a) and (c) mark the maximum of the convolution.

The value of the convolution maximum is dependent of the number of pixels
valued one in the binary image that fall in the range of the convolution mask.
Thus, if the palm is the biggest object in the binary image and the palm is
considered to be disk shaped, it’s radius can be estimated from the maximum
of the convolution. In our approach, we used an empirically inferred polynomial
function R(IˆC ) to model the radius as a function of the convolution maximum.
Now, when the radius is known, the palm and the ﬁngers can be segmented from
hand with a mask that consist of the bounding box of the hand and an ellipse
(x − xmax )2
(y − ymax )2
+
= 1,
(5)
1 R
2 R
where ymax and xmax are the coordinates of the convolution maximum and ’s
are constants adjusting the axis lengths. In our implementation we used the
values 1 = 1.0 and 2 = 1.1. The segmentation is illustrated in Fig. 3. The
result contains the palm and ﬁngers of the hand, and it is used for both gesture
recognition and as a mask for the color model adaptation.
In addition to the segmentation, the convolution maximum also oﬀers a stable key point for controlling a pointer in a HCI-application. Other key points,
like ﬁngertips and silhouette’s center of gravity, are greatly dependent on the
segmentation result and in unideal scenes the trajectories of them may involve
excessive noise. The convolution, however, is insensitive to small errors in the
silhouette and does not react, for example, to ﬁnger movements in the silhouette.

4

Gesture Recognition

The gesture recognition is based on the classiﬁed hand shapes. In this approach,
the hand shapes are classiﬁed with SVM’s and the gestures are recognized as
changes from a hand shape to another.
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Fig. 3. The hand is segmented from the arm with a mask that consists of an ellipse
positioned at the center of the palm and the bounding box of the whole object. The
dark gray values are excluded from the binary silhouette of the hand.

4.1

Hand Contour Description and Posture Classiﬁcation

The support vector machine is a learning machine that constructs a hyperplane
based on a subset of the training data. These data points are called support
vectors. A single SVM classiﬁes data to two classes, but connecting them with
some topology a multi-class classiﬁer can be constituted. A more profound introduction is given in [14].
In our method, the extracted hand contour is re-sampled to an evenly spaced
sequence with a constant length. An aﬃne-invariant Fourier-descriptor is calculated from the resampled contour, and the pose is classiﬁed with SVM’s using
only the lowest components of the Fourier-descriptor. Along with the aﬃneinvariance, another advantage of the descriptor is that small disturbances in the
contour alter only the higher frequency components of the Fourier descriptor
and thus do not aﬀect the hand shape recognition. A detailed explanation of
the descriptor can be found in [15]. similar approach for human body pose estimation has been used in [16]. In our implementation, we used 200 samples
for the contour and the ﬁrst fourteen components of the Fourier-descriptor (not
counting the ﬁrst one which always scales to unity). The classiﬁer was trained
altogether with 233 manually labeled samples from ﬁve diﬀerent hand shape
classes to provide a proper amount of within-class variance. All the hand shapes
were gathered from a single person. As a kernel function we used the linear type.
4.2

Gesture Recognition with a Finite State Machine

The most common approach for dynamic gesture recognition are the Hidden
Markov Models (HMM). They are well suited for time series analysis, such as
recognizing hand written letters based on trajectory information. however, in
our approach a gesture is simply a change from a hand pose to another with no
complicated temporal behavior. Therefore there is no need for advanced time
series analysis.
Here, a change of the hand’s posture from on to another is interpreted as
a gesture. To recognize the changes, a ﬁnite state machine (FSM) was used,
which consisted of states corresponding to the shape classes and all possible
transitions between the states. A transition from a state i to j happens when
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the last k poses are classiﬁed as j’s. Through this condition, the recognition is
invariant to transient shape misclassiﬁcations of duration τ < k. To control the
mouse in our implementation, each of the states in the FSM deﬁnes a state of
the mouse, as explained in Fig. 4.

Fig. 4. (a) The mouse cursor is controlled by the palm center and none of the mouse
buttons are down. (b) Left button is down. (c) Right button is down. (d) The roll of
the mouse is used by extracting only the vertical coordinate of the palm center. (e)
Mouse control is disabled.

5

Experiments

The system was implemented on a normal PC with 1 GB of memory and a
3.0 GHz Pentium 4 processor. The implementation processed about 18 frames
per second, and the speed could be increased further with optimization. The
performance of the system was tested against diﬀerent backgrounds: Three test
sequences were made by diﬀerent persons, where a hand, positioned like in Fig. 3,
moved and changed it’s pose continuously. The backgrounds of the sequences are
given in Fig. 5. The person used for the training of the system did not participate
in the test sequences. The lengths of the sequences were approximately 55, 53 and
62 seconds long, containing altogether 131 gestures (i.e. hand shape changes).
To the authors knowledge, there is no databases which could be used to evaluate
the presented system.
To evaluate the system’s performance, false positive and false negative ratios
of the segmentation were calculated: For each sequence ﬁve randomly selected
frames were manually segmented and compared to the result of the algorithm.
The result are given in Table 1.

Fig. 5. Backgrounds of the test sequences one, two and three containing diﬀerent levels
of clutter and skin coloured objects
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Table 1. False positive and false negative ratios of the segmentation

Measure

1

False positives 2.1%
False negatives 4.8%

Test sequence
2

3

2.6%
8.7%

2.3%
11.2%

The results of the gesture recognition are given in the form of a confusion
matrix in Table 2, where all the gestures ending in the same hand shape are
treated as one to avoid a sparse representation. From the results we can deduce
the overall recognition rate of 94.6%, deﬁned as the ratio of the correct detections
to all the gestures. In addition, the results gives us a recognition accuracy of
89.2%, deﬁned as the ratio of the correct detections to all the detections.
Table 2. Confusion matrix of the gesture recognition. The rows and columns represent
the detected gestures and the ground truths, respectively. The names of the gestures
are adopted from Fig. 4, where (x) means any shape.

Fig. 6. Example frames and hand segmentations from tests sequence number three.
The crosshairs mark the estimated palm centers.
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As most of the gesture recognition systems, this approach contains some restrictions concerning the user and the environment. The camera view should be
static and comprise only of a single hand with no occlusions. In addition, the
hand should not rotate too much about the image coordinate axis and it should
be in somewhat parallel with the image plane. As an example, some frames from
test sequence number three are given in Fig. 6

6

Conclusions

In this paper, a novel method for real-time hand tracking and gesture recognition in cluttered environments is presented. This approach uses a new way to
achieve robust segmentation of a users hand from video sequences. Unlike many
algorithms, this method uses a colour-model that auto-initializes and adapts itself during processing. Further, the method uses the hand’s geometric properties
and aﬃne-invariant features to recognize the hand poses. In our experiments, the
system achieved a recognition rate of 95% and an accuracy of 89%, even when
the background was cluttered and contained skin coloured objects. Altogether,
the method operates both in real-time and real environments, and hence oﬀers
potential techniques for HCI-applications. For future research, the system could
be possibly enhanced by using an adaptive background model instead of a static
one.
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Abstract. In this work1 a combination of depth and silhouette information is presented to track the motion of a human from a single view.
Depth data is acquired from a Photonic Mixer Device (PMD), which
measures the time-of-ﬂight of light. Correspondences between the silhouette of the projected model and the real image are established in
a novel way, that can handle cluttered non-static backgrounds. Pose is
estimated by Nonlinear Least Squares, which handles the underlying dynamics of the kinematic chain directly. Analytic Jacobians allow pose
estimation with 5 FPS.
Keywords: optical motion capture, articulated objects, pose estimation,
cue-integration.

1

Introduction

Valid tracking of human motion from a single view is an important aspect in
robotics, where research aims at motion recognition from data, that is collected
from the robot’s measuring devices. Additionally, the processing time should
be at least near-to-real-time to make human-robot interaction possible. Both
aspects are addressed in this work.
Motion capture and body pose estimation are also applied in motion analysis
for sports and medical purposes. Motion capture products used in the ﬁlm industry or for computer games are usually marker based to achieve high quality
and fast processing. While the accuracy of markerless approaches is comparable
to marker based systems [13,4], the segmentation step makes strong restrictions
to the capture environment, because these systems rely on segmentation of the
person in the foreground, e.g. homogenous clothing and background, constant
lighting, camera setups that cover a complete circular view on the person etc.
Our approach doesn’t need explicit segmentation or homogenous clothing and
gives reliable results even with non-static cluttered background. Additionally,
1
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motion can be accurately tracked even from a single view, because the underlying motion and body model is directly incorporated in the image processing
step. We present here a combination of depth data and silhouette information,
which extends the motion estimation from stereo data [7] with additional information from silhouette correspondences. Results are given for depth data from
a novel measuring technique, called Photonic Mixer Device (PMD), which gives
a 64×48 depth image in real-time with 25FPS. The results show, that the characteristic of this depth data is not suﬃcient alone for valid tracking. However in
combination with silhouette information, the accuracy is increased and motion
can be successfully tracked over longer sequences.
Capturing human motion by pose estimation of an articulated object is done
in many approaches and is motivated from inverse kinematic problems in robotics. Solving the estimation problem by optimization of an objective function is
also very common [13,8,11]. Silhouette information is usually part of this function, that tries to minimize the diﬀerence between the model silhouette and the
silhouette of the real person either by background segmentation [13,11] or image gradient [12,5]. In [2] a scaled orthographic projection approximates the full
perspective camera model and in [13] the minimization of 2D image point distances is approximated by 3D-line-3D-point distances. A recent extensive survey
on vision-based motion capture can be found in [9].
While some kind of template body model is common in most approaches,
adaption of body part sizes of the template during the motion estimation is also
possible [12], where depth and silhouette information were combined to estimate
the size and pose of the upper body. In contrast to their approach, we estimate pose in near-to-real-time and minimize silhouette diﬀerences in the image
plane rather than in 3D, which makes the estimation more accurate. The image
processing with color histograms allows us to establish valid silhouette correspondences even with moving background, which in turn allows moving cameras. By
combination with depth data from a PMD device motion can be tracked, which
is not trackable from a single view with only one of these data types. Our method
minimizes errors, where they are observed and makes no approximations to the
motion or projection model. Additionally, it allows analytical derivations of the
optimization function. This speeds up the calculation by more accuracy and less
function evaluations than numerical derivatives. Therefore the approach is fast
enough for real-time applications in the near future as we process images already
with 5 frames per second on a standard PC Pentium IV 3 GHz.

2

Body and Motion Model

Depending on the kind of work diﬀerent body models are used for the estimation process. The models range from simple stick ﬁgures over models consisting
of scalable spheres (meta-balls) [12] to linear blend skinned models [1]. We use
models with motion capabilities as deﬁned in the MPEG4 standard, with up to
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180 DOF, an example model is shown in ﬁgure (1). The MPEG4 description allows to exchange body models easily and to reanimate
other models with the captured motion data.
The model for a speciﬁc person is obtained
by silhouette ﬁtting of a template model as
described in [6].
The MPEG4 body model is a combination
of kinematic chains. The motion of a point,
e.g. on the hand, may therefore be expressed
as a concatenation of rotations [7]. As the rotation axes are known, e.g. the ﬂexion of the
elbow, the rotation has only one degree of freedom (DOF), i.e. the angle around that axis. In Fig. 1. The body model with rotaaddition to the joint angles there are 6 DOF tion axes shown as arrows
for the position and orientation of the object
within the global world coordinate frame. For an articulated object with p joints
the transformation may be written according to [7] as:
f (θ, x) =(θx , θy , θz )T + (Rx (θα ) ◦ Ry (θβ ) ◦ Rz (θγ ) ◦ Rω,q (θ1 ) ◦ · · ◦Rω,q (θp ))(x)
where (θx , θy , θz )T is the global translation, Rx , Ry , Rz are the rotations around
the global x, y, z-axes with Euler angles α, β, γ and Rω,q (θi ),i ∈ {1..p} denotes
the rotation around the known axis with angle θi . The axis is described by the
normal vector ωi and the point qi on the axis with closest distance to the origin.
The equation above gives the position of a point x on a speciﬁc segment of
the body (e.g. the hand) with respect to joint angles θ and an initial body pose.
The ﬁrst derivatives of f (θ, x) with respect to θ give the Jacobian matrix Jki =
∂fk
∂θi . The Jacobian for the motion of the point x on an articulated object is
⎡
⎤
100
∂f ∂f ∂f ∂f
∂f ⎦
· · · ∂θ
J = ⎣ 0 1 0 ∂θ
,
(1)
α ∂θβ ∂θγ ∂θ1
p
001
with the simpliﬁed derivative at zero:


∂f 
∂Rω,q (θi ) 
=
 = ωi × (x − q i ) = ω i × x − ω i × pi .
∂θi 0
∂θi
0

(2)

Here pi is an arbitrary point on the rotation axis. The term ω i × pi is also called
the momentum. The simpliﬁed derivative at zero is valid, if relative transforms
in each iteration step of the Nonlinear Least Squares are calculated and if all
axes and corresponding point pairs are given in world coordinates.
2.1

Projection

If the point x = (xx , xy , xz )T is observed by a pin-hole camera and the camera
coordinate system is in alignment with the world coordinate system, the camera
projection may be written as:
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p(x) =

sx xxxz + cx
x
sy xyz + cy


(3)

where sx , sy are the pixel scale (focal length) of the camera in x- and y-direction,
and (cx , cy )T is the center of projection in camera coordinates.
We now combine f (θ, x) and p(x) by writing g(sx , sy , cx , cy , θ, x) = p(f (θ, x)).
The partial derivatives of g can now be easily computed using the chain rule.
The resulting Jacobian reads as follows:
J=
=
and

∂g
∂sx

∂g
∂sy

f (θ)x
f (θ)z

0

∂g ∂g ∂g
∂cx ∂cy ∂θx

∂g
∂θy

0

1 0

f (θ)y
f (θ)z

sx
f (θ)z

0 1

0

⎛

∂ (sx ffx
)
z
∂θi

⎜
∂g
=⎜
∂θi ⎝ ∂

sy

⎞

⎟
⎟
⎠=
fy
fz

∂g
∂θz

0

−f (θ)x
sx (f
(θ)z )2

sy
f (θ)z

sy (f (θ)z )y2

⎛

sx

⎜
⎜
⎜
⎝s

y

∂fx
∂θi

−f (θ)

∂g
∂θα
∂gx
∂θα
∂gy
∂θα

∂θi

···
···

z
f (θ)z −f (θ)x ∂f
∂θ

∂g
∂θp
∂gx
∂θp
∂gy
∂θp

(4)

⎞

⎟
⎟
⎟

⎠
∂fz
i

(f (θ)z )2
∂fy
∂θi

···

f (θ)z −f (θ)y

(5)

∂θi

(f (θ)z )2

∈ {α, β, γ, 1, .., p} are given in equation (1) and
The partial derivatives
T
f (θ) = (fx , fy , fz ) is short for f (θ, x). Note that f (θ) simpliﬁes to x, if θ is
zero.
These Jacobian allows full camera calibration from (at best) ﬁve 2D-3D correspondences or pose from 3 correspondences. An implementation of it with an extension to the Levenberg-Marquardt algorithm[3], which ensures an error decrease
with each iteration, is available for public in our open-source C++ library2 .
∂f
∂θi , i

3

Correspondences by Silhouette

To compensate the drift we add silhouette information to our estimation. This is achieved by calculating additional 2D-3D correspondences for the
model silhouette and the silhouette of the real person. In contrast to [13] we don’t utilize explicit segmentation of the images in fore- and background,
but use the predicted model silhouette to search
for corresponding points on the real silhouette.
Previous work like [8] already took this approach
by searching for a maximum grey value gradient in
the image in the vicinity of the model silhouette.
However we experienced that the gray value gra- Fig. 2.
Correspondence
dient alone gives often erroneous correspondences, search along the normal
especially if the background is heavily cluttered and
the person wears textured clothes.
2

www.mip.informatik.uni-kiel.de/Software/software.html
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Therefore we also take color information into account. As the initial pose
is known, it is possible to calculate a
color histogram for each body segment.
We use the HSL color space to get
more brightness invariance. This reference histogram is then compared with a
histogram calculated over a small window on the searched normal. In ﬁgure 2
the normal is shown and the rectangular window, that are used for histogram
Fig. 3. The gradient (G(x)) and hisand gradient calculation. The expectatogram (H(x)) values along the normal.
tion is, that the histogram diﬀerence Correct correspondence at 0.
changes most rapidly on the point on
the normal of the correct correspondence, where the border between person and background is. The type of combination function was chosen by analyzing the developing of gradient and histogram
values over 15 normals in diﬀerent images. The actual values of the combination
were then evaluated experimentally by trying diﬀerent values and counting the
number of correct correspondences manually for about 100 silhouette points in
4 diﬀerent images.
A rather diﬃcult case is shown in ﬁgure 3, which shows a plot of the maximum
search along the normal of ﬁgure 2. The grey value gradient G(x) is shown as
a solid line, the gradient of the histogram diﬀerences H(x) as points and the
combination with lines and points. As visible, the grey value gradient alone
would give a wrong correspondence, while the combination yields the correct
maximum at zero.
For parallel lines it isn’t possible to measure the
displacement in the direction of the lines (aperture problem). Therefore we use a formulation
that minimizes the distance between the tangent
at the model silhouette and the target silhouette
point (normal displacement), resulting in a 3Dpoint-2D-line correspondence as visible in ﬁgure 4.
For a single correspondence the minimization is
2

min (g(θ, x) − x )T n − d
θ

(6)

where n is the normal vector on the tangent line
and d is the distance between both silhouettes. We Fig. 4. Silhouette corresponcompute d as d = (x̂ − x )n. The point on the dences
image silhouette x̂ is the closest point to x in
direction of the normal. In this formulation a motion of the point perpendicular
to the normal will not change the error. We calculate the normal vector as the
projected face normal of the triangle, which belongs to the point x .
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For a set X with N points and projected image points X  the optimal solution
is:
θ̂ = arg min
θ

N



(g(θ, xi ) − xi )T ni − di

2

i=1

This problem is known as Nonlinear Least Squares and can be solved by Newton’s
Method [3]. We use the Gauss-Newton Method [3], which doesn’t require the
second derivatives of g(θ, xi ). The necessary Jacobian is given as:
Jik = (

∂g(θ, xi ) T
) ni
∂θk

Note that each of these correspondences gives one row in the Jacobian.
The solution is found by iteratively solving the following equation:


θt+1 = θt − (J T J)−1 J T G(θt , X) − X̂ 

(7)

(8)

Here the Jacobian matrix J consists of all partial derivatives for all N points.
The Jacobian for a single point is given in equation (4). In case of convergence
the ﬁnal solution θ̂ is found.

4

Combining Multiple Cues

Integration of diﬀerent vision cues into our parameter estimation problem is
non trivial. Diﬀerent cues like tracked edges or points give diﬀerent information
about the model parameters. Additionally, the measurement noise of diﬀerent
cues can vary dramatically.
In [5] both aspects are addressed by modeling diﬀerent image cues, which are
deﬁned by regions. These regions are then propagated through the estimation
by aﬃne arithmetic. For example, tracked edges have a region that is elongated
along the edge and less elongated perpendicular to it. These regions are combined
into a generalized image force for each cue. The resulting region in parameter
space is approximated by a Gaussian distribution. The Gaussians from each
cue are then combined by a Maximum Likelihood Estimator and the result is
integrated in a classical Euler integration procedure. The deﬁned image regions
are supposed to set hard limits on the possible displacements, however due to
Gaussian approximation of the resulting parameter region the limits are softened.
Therefore the approach becomes similar to a covariance based approach, where
each image cue has an associated covariance matrix.
The approach taken in this work is diﬀerent. The silhouette information is
integrated by changing the objective function, such that the distance of the
projected 3D-point to the 2D line is minimized. This is equivalent to a pointpoint distance with a covariance inﬁnitely extended in direction along the edge.
The diﬀerent measurement noise of diﬀerent cues is integrated in the estimation
here by weighting each correspondence with a scalar. Weighting with a covariance
matrix would be possible as well. However, for the diﬀerent cues in this work the
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measurement noise is not exactly known and therefore covariance matrices are
assumed to be diagonal and extended the same in all directions. Additionally
it is assumed, that the measurement noise is the same for all measurements of
one cue, resulting in one single scalar weight for each cue. In addition to the
measurement noise, the weights reﬂect the diﬀerent units of measurements, e.g.
the measurement unit of 3D point positions from stereo images is meter, while
the 2D measurement unit is pixels.
Let X = {x0 , x1 , .., xk } be the set of model points and Y = {y1 , .., y k } be
their corresponding 3D-points from the PMD camera found by nearest neighbor
[7]. The correspondences for the silhouette information are built by the 3Dpoints X = {xk+1 , .., xk+l } and corresponding points on the image silhouette
X  = {x0 , x1 , .., xl }. Additionally assume that the pose of the person is known
at that time, such that the projected body model aligns with the observed image
as in the ﬁrst image of ﬁgure 8. If the person now moves a little and an image
It+1 is taken, it is possible to capture the motion by estimating the relative joint
angles of the body between the frames It and It+1 . The pose estimation problem
is to ﬁnd the parameters θ̂ that best ﬁt the transformed and projected model
points to the k + l correspondences. This can be formulated as follows:
θ̂ = arg min
θ

k

i=1

2

wi |f (θ, xi ) − yi | +

l



2
wj (g(θ, xk+j ) − xi )T nj − di

j=1

(9)
This problem is again a Nonlinear Least Squares and is solved with the GaussNewton method [3]. The necessary Jacobian is a row-wise combination of the
Jacobians from equation (1) and (7).
To get the initial pose, the user has to position the model manually in a near
vicinity to the correct image position. After a few ICP iterations, the initial
correct pose is found.
4.1

Arm Tracking from Silhouette and PMD-Data

A Photonic Mixer Device (PMD) is
able to measure the distance to scene
objects in its ﬁeld of view. Similar
to laser range scanners it is based on
the time-of-ﬂight of light. In contrast
to the rather expensive laser range
scanners, which usually give only one
line of distances at a time. A PMD
device gives distance values for a com- Fig. 5. Setup used for the arm tracking.
plete volume at a time. The construc- PMD camera on the top with IR-LEDs next
tion and working principle is similar to it.
to conventional cameras. The time of
ﬂight is measured by phase diﬀerences between modulated emitted light and received light. To become more invariant to scene illumination and less disturbing,
infrared light is used. More details can be found in [10].

726

D. Grest, V. Krüger, and R. Koch

In ﬁgure 5 the setup used in the experiments is shown. On the top one sees the
PMD camera with Infrared-LEDs next to it. On the bottom is a conventional
cameras installed. The PMD-depth image is best visualized with a view on the

Fig. 6. Two views on the depth points, variance ﬁltered

resulting 3D-scene points as shown in ﬁgure 6. Where one sees two views on
the same point cloud from diﬀerent angles. The depth image has been altered
to eliminate erroneous depth values between fore- and background. To reduce
the inﬂuence of in-between-points and that of outliers, a variance ﬁlter is run on
the depth image, that calculates the variance within a 3 × 3 window and sets
all pixels with a deviation larger than a threshold to zero. Typical values are in
between 0.1m and 0.25m.

5

Results

The ﬁeld of view of the PMD with 20 degrees is rather small and could not be
exchanged with other lenses, because the lens has a special daylight ﬁlter. Therefore the compromise between a large visible scene volume and low outlier rate is
taken, which is at approx. 3m distance to the camera. In this distance the motion

Fig. 7. Silhouette correspondences are accurate though the background is very dynamic
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Fig. 8. Result sequence with dynamic background. The estimated model pose is overlayed on the original camera image. Ten DOF were estimated.
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of one arm is completely visible. The motion in the following sequence is estimated from 3D-point-3D-point correspondences and 3D-2D-line correspondences
established from silhouette information. The motion of shoulder and elbow as
well as global translation and rotation were estimated, all together 10 DOF.
The motion of the right arm could be successfully tracked over the whole
length of diﬀerent sequences. Even though the background is non-static and
cluttered (a person is walking around in the background) silhouette correspondences are accurate as visible in ﬁgure 7. This is achieved by the combination
of grey value gradient and color histograms. An example sequence of 670 frames
which was recorded with 7 FPS is shown in ﬁgure 8. Depicted is the image of
the conventional camera superimposed with the estimated model pose. When
the arms are moving in front of the body, there is not enough silhouette visible for a valid single view tracking from silhouette data alone. In that case the
tracking relies on the depth data and becomes less accurate. The accuracy of the
estimation is limited by the accuracy of the ﬁtted model, which does not reveal
the exact person’s shape in the shoulder region.
Experiments with depth data alone showed, that the estimation is less accurate and during the 670 frame sequence tracking was lost for 50 frames. The
depicted body model has 90000 points and 86000 triangles and processing time
was about 1.5 seconds per frame. For this type of motion however a less detailed
model is suﬃcient. In our experiments with a model consisting of a 10000 points
and approx. 3500 triangles the processing time was about 5FPS on a standard
PC Pentium IV 3GHz.

6

Conclusions

We showed how estimation of human motion can be derived from point transformations of an articulated object. Our approach uses a full perspective camera
model and minimizes errors where they are observed, i.e. in the image plane. The
combination of depth and silhouette information by color histograms and gradients allows to establish correct correspondences in spite of non-static background
and people wearing normal clothing. Therefore the approach allows moving cameras as well. Ongoing research analyzes the quality of depth information of the
PMD and stereo algorithms. We expect the depth data from stereo to be less
accurate, but also exhibit less outliers than the PMD. Open problems are the
necessary known initial pose and the need of a ﬁtted body model, because the
accuracy of the ﬁtted model is a lower bound on the accuracy of the estimation.
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Face Recognition with Irregular Region Spin Images
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Abstract. This paper explores how spin images can be constructed using shapefrom-shading information and used for the purpose of face recognition. We commence by extracting needle maps from gray-scale images of faces, using a mean
needle map to enforce the correct pattern of facial convexity and concavity. Spin
images [6] are estimated from the needle maps using local spherical geometry
to approximate the facial surface. Our representation is based on spin image histograms for an arrangement of image patches. Comparing to our previous spin
image approach, the current one has two basic difference: Euclidean distance is
replaced by geodesic distance; Irregular face region is applied to better fit face
contour. We demonstrate how this representation can be used to perform face
recognition across different subjects and illumination conditions. Experiments
show the method to be reliable and accurate, and the recognition precision reaches
93% on CMU PIE sub-database.

1 Introduction
Face recognition is an active research area that has been approached in many ways.
Roughly speaking the existing methods can be divided in two categories. The first is the
feature-based method, while the second is the model-based method. Recently, it is the
model-based methods that have attracted the greatest attention [2]. Here one of the most
important recent developments is the work of Blanz and Vetter [3]. In this work a 3D
morphable model is matched to face data using correspondences delivered by optic flow
information. The method gives recognition rates of about 80% when profiles are used
to recognise frontal poses. However, the construction of the model requires manual
marking feature points, which is labour intensive. Hence, the automatic construction
of models remains an imperative in face recognition. There are related feature-based
approaches which are based on the assumption that face images are the result of Lambertian reflectance. Under this assumption 3D linear subspaces can be constructed that
account for facial appearance under fixed viewpoint but under different illumination
[12,1,10].
In this paper we aim to develop a feature-based method for face recognition that
can be used to recognise faces using surface shape information inferred from image
brightness using a Lambertian shape-from-shading scheme. Shape-from-shading is not
widely accepted as a technique for face recognition. The reason is that surface normal is
commonly believed to be noisy and is unstable under changes in illumination direction
or change of pose. However, recently it has been shown that shape-from-shading can be
used to extract useful features from real world face images [11].
One of the problems that hinders the extraction of reliable facial topography using
shape-from-shading is the concave/convex inversions that arise due to the bas-relief
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 730–739, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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ambiguity. A recent paper [11] have shown how this problem can be overcome using
a statistical model for admissible surface normal variations trained on range data. Here
we use a simplified version of this algorithm. The surface normals are constrained to
fall on the Lambertian reflectance with axis in the light source direction and apex angle
given by the inverse cosine of the normalised image brightness. The position of the
surface normal on the cone is decided to minimize its distance to the corresponding
mean surface normal direction.
To construct a surface representation from the surface normals, we turn to the spin
image first developed by Johnson and Hebert [6]. A spin image is a group of histograms
constructed from the polar coordinates of arbitrary reference points on a surface. The
representation can capture fine topographic surface details. Unfortunately, the computational overheads associated with the method are high, since a histogram needs to be
generated for each surface location. Moreover, the original spin image representation
was developed for range images and hence relies on surface height rather than surface normal information. We demonstrate how these two problems can be overcome by
computing local spin images on image patches using surface normal information.

2 Mean Needle Map Alignment
The shape-from-shading algorithm used to extract needle maps from brightness images
is as follows. We follow the work in [13] and place the surface normal on a cone whose
axis is the light source direction and whose opening angle is the inverse cosine of the
normalised image brightness.
This initial surface normals typically contains errors, and in particular locations
where the pattern of convexity or concavity is reversed. To overcome this problem we
draw on a model that accounts for the distribution of surface normals across groundtruth facial surfaces. To construct this model we use a sample of range images of human
faces. From the gradients of surface height data, we make estimates of surface normal
direction. The resulting fields of surface normals are adjusted so that faces have the
same overall centering, scale and orientation. At each location we compute the mean
surface normal direction according to the available set of ground-truth surface normals.
Here we use the Max-Planck database which has 200 sample images of male and female
subjects.
We use the mean facial needle map to adjust the positions of the surface normals on
the reflectance cones. Each initial surface normal is rotated on its cone so that it minimises the angle subtended with the mean surface normal at the corresponding image
location.
(1)
f (x, y) = argmin(|θr (x, y) − θmean (x, y)|)
where θr and θmean are the azimuth angles of the aligned surface normal nr and the
mean surface normal nmean on the surface point (x, y).
The simplest way to satisfy Eqn. 1 is to make sure the aligned surface normal nr , the
mean surface normal nmean , and the illumination cone axis nx are on the same plane.
In Fig. 3 we illustrate the improvements gained using this simple shape-from-shading
procedure. In the top row of the figure we show the input images of a single subject with
the light source in different directions. In the second row we show the initial estimates
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of the surface normal directions. Here we have visualised the needle maps by taking
the inner product of the surface normal with the light-source vector perpendicular to
the image plane. This is equivalent to re-illuminating the surface normals with frontal
Lambertian reflectance. From the images in the second row it is clear that there are
significant concave/convex inversions in the proximity of the nose and lips when the
face is illuminated obliquely. In the third row of the figure we show the surface normals
that result from the adjustment procedure described above. The re-illuminations reveal
that the inversions are removed and the quality of the recovered facial topography is
improved (Fig. 4 illustrates the solution of this inversion problem).

3 The Original Spin Image Approach
The spin image of Johnson and Hebert [6] aims to construct an object-centered representation. The representation consists of a group of histograms and is constructed in
the following manner: Commence by selecting an arbitrary point on the surface as the
→
reference point O, and no is the surface normal at the point O. Then select a second
→
arbitrary point P on the surface, and np is the surface normal at the point P . Assume
→
the object resides in a 3D coordinate system with the surface normal no as z axis and
→

→

the xy plane perpendicular to no . The Euclidean distance γ = | OP | can be projected
onto the xy plane as α and the z axis as β respectively. After the distances α and β of all
the surface points are calculated, we can use them to construct a histogram. The above
procedure is performed after each point on the surface has been taken as the point P so
that a single histogram is constructed, and then a group of histograms are constructed
using the above steps and taking each point on the surface as the reference point O.
Figure 1 illustrates the spin image construction.
v
no

v
np
γ

O
β

α

P

θ
O'

δ

Fig. 1. Illustration of spin image construction

This object-centered representation is invariant to scale, translation and rotation since
the spin image is calculated using only relative distances between object surface points.
The spin image representation is based on the availability of surface height data and
can not be applied directly to fields of surface normals or needle maps. Moreover, spin
image histograms need to be constructed at each image location, and this is demanding
in both computation time and storage. In order to obtain this object-centered representation for an object with n surface points/image pixels, the computation cost will be
O(n2 ).
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4 Patch-Based Spin Images Adaptation
We have adapted a patch-based approach to spin image representation. We segment
surface into patches and for each patch we use only the geometric center point O as
reference point to construct spin image, rather than use every point of this surface as in
the original spin image approach. Our histograms are constructed on a patch-by-patch
basis.
4.1 Region Segmentation
As we mentioned before, we will develop patch-based spin image representation here.
In our previous approach [7], a primitive fixed rectangle segmentation strategy was
employed to obtain face patches. From Fig. 2, we can clearly see that the major problem in this strategy is the patches dos not represent natural face components, which
makes different faces less distinguishable. Also some patches include the unnecessary
background, which might involve non-face information if the face is with clutter background.
In this paper, we will propose a more sophisticate way for patch segmentation, which
employs Active Appearance Models(AAM) [4]. It is a statistical model of shape and
grey-level appearance. After proper training, it can locate the face feature points, and
we can use this information to construct our irregular patches.
We first divide face and background into rectangular patches using our previous fixed
rectangle segmentation strategy [7]. We manually preset our feature points on distinguishing face contour points, e.g. eye corners, brow outline points, etc. Then we train
AAM to obtain feature points on all subject faces. Search for the overlapped parts of
the rectangular patches and the polygonal area within the face contour, we can effectively exclude the background. Because the surface normal works poorly on the face
parts of eyes/eyebrows/hair, we also need to exclude those face parts from the face
region.
From Fig. 2, we can see that after combing the rectangular patch segmentation and
the feature point location, the patches only contain face regions but not the background.
Also the unnecessary parts are excluded from the patch. So the spin image can be constructed on more distinguishable face patches.

Fig. 2. This figure illustrates the original rectangular patch segmentation, the feature point location generated by AAM and the irregular patch segmentation
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4.2 From Surface Normal to Spin Image Histogram
From the GGFI [9] we can obtain a surface height map ΦHM over the surface, and the
relative height βOP between any two surface points O and P in the viewing direction
→
nv can be obtained from the height map ΦHM .
We used to use the Euclidean distance αOP between O and P perpendicular to the
→
viewing direction nv [7], but since the mesh-modeling can represent small regions of
face surface more naturally than smooth planes or sphere regions, now we switch to the
geodesic distance.
The geodesic distance γP1 P2 between two neighbour points P1 and P2 is defined as
follows:
γP1 P2 =


α2P1 P2 + βP2 1 P2

(2)

where αP1 P2 is the distance on the image plane, which is perpendicular to the viewing
→
direction nv ; βP1 P2 is the relative height between the points P1 and P2 in the viewing
→
direction nv , which can be acquired from in the height map ΦHM as mentioned before
in this section.
The geodesic distance γP1 Pn between two points P1 and Pn connected by the path
pathP1 Pn is defined as follows:
γP1 Pn =

n−1


γPi Pi+1

(3)

i=1

where P1 , P2 , . . . , Pn is the neighbour points along the path pathP1 Pn .
Assume there is N paths from the point O to the point P , the geodesic distance
βOP between O and P should be the shortest distance among these paths on the meshmodeling.
βOP = min{path1OP , path2OP , . . . , pathN
OP }
Our solution to this shortest path problem is implemented by the following procedure
(Dijkstra’s algorithm) [5].
We now have all the ingredients to construct the histogram of β and γ for the surface
patch centered at the point O.
In our experiment we construct a 10 by 10 bin histograms of β and γ for an image
patch less than equal to 32 by 32 pixels. The exact pixel number depends on how many
of them fall into the face region. The histogram is also normalised so as to be scale
invariant.
As an additional step, we have performed PCA on spin image histograms to reduce
data dimensionality. We normalise the bin contents of each spin image histogram to
unity. The normalised bin contents of histograms are concatenated as a long-vector as
follows:
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(4)

where {O1 , . . . , OM } are spin image histograms, and {Oi : ajk } is the (j, k) bin of the
ith histogram.
Dimensionality reduction is effected by projecting the long-vector onto the leading
eigenvectors of the long-vector covariance matrix.
In the adaptation of spin image on surface normal, the computation cost is reduced
to O(n) instead of O(n2 ) in the original approach.

5 Recognition
In our preprocessing of the images to extract needle maps, we perform alignment. This
means that we can apply a patch template to the extracted needle maps to decompose
the face into regions. The patch template is constructed from the mean facial needle
map, and consists of regions that are either wholly concave or wholly convex. The convexity/concavity test is made using the sign of the changes in surface normal direction.
By performing the spin image analysis on these regions, we avoid problems associated
with inflexion points when the approximations outlined in Sect. 2 are employed.
As an alternative to constructing the template from the mean needle map, we have
explored constructing it from the needle map extracted from each facial image.
Our measure of facial similarity is based on the normalised correlation of the spin
image histograms for corresponding template patches.

Fig. 3. The images in the first row are real images illuminated by the light sources from different
directions. The images in the second/third row are the original needle maps[13]/the needle maps
treated with Mean Needle Map Alignment (Sect. 2) respectively rendered by the frontal light
source. The images in the third row are more photo-realistic and carry less noise than the ones in
the second row.
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Fig. 4. The first image is the original needle map projected to the image plane. The second image
is the mean needle map that we use as the template. The third image is the needle map projected
to the image plane after the Mean Needle Map Alignment (Sect. 2). The third image compensate
the concave/convex problem of the first one.

Johnson and Hebert use normalised correlation to evaluate spin image similarity[6].
The method assumes that spin images from proximal points on the surface for different
views of an object will be linearly related. This is because the number of points that fall
into corresponding bins will be similar (given that the distribution of points over the
surface of the objects is the same). In our case, this assumption still holds. We hence
use normalised correlation to compare the patch-based spin images. The correlation
between two single patch spin image histograms x and y of different spin images X
and Y is given by
rxy =

xi yi −

n
(n

x2i

−(

xi

xi

)2 )(n

yi
yi2

−(

yi )2 )

(5)

where rxy is the correlation of two histograms x and y. n is the bin number of histograms, xi and yi are the ith bin contents of two histograms x and y respectively.
The correlation between two spin images X and Y is given by


min(M,N )

rsum =

rmi ni

(6)

i=1

where M and N are the number of histograms of two spin images X and Y , and mi
and ni are the ith histograms x and y of two spin images X and Y respectively.

6 Experiments
We apply our method to the CMU PIE face database. We use only frontal-viewed face
images in this paper. The sub-database contains 67 × 7 = 469 (67 subjects (1-67)
and 7 lights (3,10,7,8,9,13,16)) images. We apply the two different patch segmentation
strategies outlined above.
For the 7 images of the same subject illuminated by different lights, we use 3 of
them for the training set and 4 of them for the test set. To perform recognition on the
67 subjects, we select a probe image from the training set and order the images in the
test sets according to their similarities. The results of our experiments are summarised
using the precision-recall curves shown in Fig. 5.
The plus-dotted curve shows the result of using a global histogram of curvature attributes extracted from the needle maps [8]. The circle-dotted curve shows the result
of our rectangular patch spin image, and the star-dotted curve shows the corresponding
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spin image vector. The cross-dotted curve shows the result of our new irregular patch
spin image, and the square-dotted curve shows the corresponding spin image vector.
The irregular patch spin image vector gives the best performance.
In Table 1 we show the result of applying the various shape representations to the
initial needle maps and the needle maps adjusted with Mean Needle Map Alignment
(MNMA). In each case there is a significant improvement, and therefor in the following
experiments we only use the needle maps adjusted with MNMA.
Table 1. Recognition rates using the initiate surface normal and the one adjusted with MNMA
Original MNMA
Global Histogram
37.50% 47.91%
Irregular Spin Image 75.23% 92.61%
Irregular Vector
78.10% 92.99%

Table 2. Recognition rates obtained by the rectangular/irregular patch spin image and the corresponding PCA spin image vector. The performances of PCA vector are slightly better.

Face Components
Whole Face

Rectangular Spin Image Rectangular Vector Irregular Spin Image Irregular Vector
27.81%
29.69%
30.42%
32.71%
80.67%
81.57%
92.61%
92.99%

Precision Recall Curve
100%

Gloal Histogram
Rectangular Patch Spin Image
Rectangular Patch Spin Image Vector
Irregular Patch Spin Image
Irregular Patch Spin Image Vector

90%
80%

Precision

70%
60%
50%
40%
30%
20%
10%
0
0

10%

20%

30%

40%

50% 60%
Recall

70%

80%

90%

100%

Fig. 5. There are five precision-recall curves of different approaches in this figure: the global
histogram approach and the rectangular/irregular patch spin image/vector approaches. All these
results are based on the surface normal processed by the Mean Needle Map Alignment because
that approach has been proved improving the distinguishing ability in Table 1. Among them the
irregular patch spin image vector approach gives the best performance.

In Table 2 we compare the recognition results obtained using the spin image and
applying PCA to the spin image long-vectors. Performance is improved using PCA,
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and this can be ascribed to the fact that PCA effectively discards the histogram bins that
are associated with insignificant variance.
Please notice the face component performance is obtained by only comparing the
similarity of a single face component (cheek, nose, mouth, etc.) instead of the whole
face, so the recognition rate will be reasonably low and can only be used to compare
the performance of these four methods.

7 Conclusion and Future Work
In this paper we have proposed a more advanced approach comparing to our previous one [7] to extract spin images from 2D facial images using shape-from-shading.
We made a few changes. First, we use geodesic distance to replace Euclidean distance
in spin images to better describe the 3D shape. Second, we use the irregular patch to
replace the rectangular patch to build spin images to exclude the background and unwanted face parts so that spin images can involve less surface normal errors. These
make the irregular patch spin image obtain better result than the previous approach.
In the next step, we will apply this approach to faces with various poses to check its
performance under more difficult circumstances, and also we will look for better way
of similarity evaluation by adding weight for each histogram in spin image according
to their locations or sizes.
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Abstract. Inter-layer prediction is the most important technique for
improving coding performance in spatial enhancement layers in Scalable
Video Coding (SVC). In this paper we discuss Adaptive Residual Interpolation (ARI), a new approach to inter-layer prediction of residual
data. This prediction method yields a higher coding performance. We
integrated the ARI tool in the Joint Scalable Video Model software.
Special attention was paid to the CABAC context model initialization.
Further, the use, complexity, and coding performance of this technology
is discussed. Three ﬁlters were tested for the interpolation of lower-layer
residuals: a bi-linear ﬁlter, the H.264/AVC 6-tap ﬁlter, and a median
ﬁlter. Tests have shown that ARI prediction results in an average bit
rate reduction of 0.40 % for the tested conﬁgurations without a loss in
visual quality. In a particular test case, a maximum bit rate reduction of
10.10 % was observed for the same objective quality.

1

Introduction

Scalable Video Coding (SVC) adds an extra dimension to traditional video compression schemes: adaptivity. SVC bit streams can be adapted by reducing the
spatial resolution and/or temporal resolution and/or the quality level of the
decoded video. This enables multimedia content providers to cope with the heterogeneity of networks and multimedia devices. Driven by standardization eﬀorts
of the Joint Video Team (JVT) – formed by the Moving Picture Experts Group
(MPEG) and the ITU-T Video Coding Experts Group (VCEG), SVC is a hot
topic in the domain of video coding standardization.
In this paper, we discuss and evaluate the novel concept of Adaptive Residual
Interpolation (ARI), which is a new approach in scalable video coding for interlayer prediction of residual data. The use of this tool results in bit rate savings
without a loss in visual quality. A complexity and coding performance analysis is
presented. Further, we elaborate on the signaling of this prediction method in the
bit stream using Context-based Adaptive Binary Arithmetic Coding (CABAC).
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 740–749, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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This paper is organized as follows. First, we introduce H.264/AVC Scalable
Video Coding [1], focusing on the layered structure of this coding scheme and on
the inter-layer residual prediction. The subsequent section describes the concept
of ARI, its use, and its computational complexity. The conducted tests, the used
interpolation ﬁlters, the initialization of the CABAC context model, and the
coding performance are discussed in Sect. 4. Finally, this paper is concluded in
Sect. 5.

2

H.264/AVC Scalable Video Coding

In this paper, we focus on the Joint Scalable Video Model (JSVM) as proposed by
the JVT. In that context, scalability is formally deﬁned in [2] as a functionality
for the removal of parts of the coded video bit stream while achieving a RateDistortion (R-D) performance at any supported spatial, temporal, or Signal-toNoise-Ratio (SNR) resolution that is comparable to the single-layer H.264/AVC
coding scheme [3] at that particular resolution. In this requirements document,
a coding eﬃciency penalty of 10 % in bit rate for the same perceptual quality is
set as an upper limit. Based on this deﬁnition, we can identify three main types
of scalability: spatial, temporal, and SNR scalability. Spatial scalability means
that it should be possible to decode the input video at lower spatial resolutions.
Temporal scalability means that frames can be dropped in the bit stream. This
implies that not all encoded frames will be decoded, resulting in a lower frame
rate of the decoded video sequence. Finally, SNR scalability means that the bit
stream can be truncated in order to reduce the bit rate. Undeniably, this will
also result in a decrease of the visual quality. These types of scalability can
be embedded in the bit stream individually or as combinations, based on the
requirements of the target application.
SVC can be classiﬁed as a layered video speciﬁcation based on the single-layer
H.264/AVC speciﬁcation. Enhancement Layers (ELs) are added which contain
information pertaining to the embedded spatial and SNR enhancements. Similar
single-layer prediction techniques as in H.264/AVC are applied, in particular intra and motion-compensated prediction. However, additional inter-layer prediction mechanisms have been added for the minimization of redundant information
between the diﬀerent layers.
2.1

JSVM Structure

As mentioned, the JSVM is a layered extension of the H.264/AVC video coding
speciﬁcation. The structure of a possible JSVM encoder is shown in Fig. 1. In
this ﬁgure, the original input video sequence is downscaled in order to obtain
the pictures for all diﬀerent spatial layers (resulting in spatial scalability). On
each spatial layer, a motion-compensated pyramidal decomposition is performed
taking into account the characteristics of each layer. This temporal decomposition results in a motion vector ﬁeld on the one hand and residual texture data
on the other hand. This information is coded by using similar techniques as in
H.264/AVC extended with progressive SNR reﬁnement features.
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H.264/MPEG-4 AVC compatible encoder

Fig. 1. SVC encoder structure supporting two spatial layers and progressive SNR reﬁnement [4]

A typical JSVM bit stream contains hierarchical layers. A JSVM-aware adaptation engine is capable of extracting only these layers that are necessary for
decoding the video at a targeted (possibly reduced) spatial resolution, frame
rate, and/or bit rate.
Several methods that allow the reuse of coded information among diﬀerent
spatial resolution layers are under investigation by the JVT. In particular, the
layered structure of the JSVM allows the reuse of motion vectors, residual data,
and intra texture information of lower spatial and SNR layers for the prediction of higher-layer pictures in order to reduce inter-layer redundancy. In the
next section, we elaborate on these inter-layer prediction methods. Also, note
that other extended spatial scalability modes are considered by the JVT, such
as cropping and non-dyadic scaling. In this paper, we will focus on inter-layer
prediction using residual pictures from lower layers.
2.2

Inter-layer Residual Prediction

In SVC, residual information of inter-picture coded macroblocks (MBs) from
a lower resolution layer can be used for the prediction of the residual of the
current layer. A ﬂag, indicating whether inter-layer residual prediction is used,
is transmitted for each MB of an enhancement layer. When residual prediction is
applied, the lower resolution layer residuals of the co-located sub-MBs are blockwise upsampled using a bi-linear ﬁlter with constant border extension. Doing
this, only the diﬀerence between the residual of the current layer obtained after
motion compensation (MC) and the upsampled residual of a lower resolution
layer is coded. In Fig. 2, the picture reconstruction scheme using inter-layer
residual prediction of the decoder is shown.
At the encoder side, the decoded and upsampled lower layer residuals are
subtracted from the original image in the current layer preceding the Motion
Estimation (ME) stage. This is illustrated in Fig. 3. By applying residual prediction in advance of ME, we are sure to obtain the most eﬃcient motion vectors
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Fig. 2. Structure of the decoder using residual prediction
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Fig. 3. Prediction of enhancement layer residual at the encoder

resulting in lower magnitudes in the enhancement layer residual which will result
in a higher compression eﬃciency.
Inter-layer residual prediction has shown to be useful when the motion vectors of a block are aligned with the motion vectors of the corresponding block
in a lower spatial resolution layer. This can be explained by the likeliness that
after motion compensation, the residuals for those blocks will show a high resemblance.

3
3.1

Adaptive Residual Interpolation
Deﬁnition

ARI can be seen as an extension to the inter-layer residual prediction technique
that is incorporated in the JSVM, (as explained in Sect. 2.2). In [5], we have
presented ARI as a prediction method applied in the context of SVC which
evaluates multiple interpolation ﬁlters used for the upsampling of lower layer
residuals. This evaluation is performed on a MB basis in an R-D optimized
sense. The latter means that a cost function is used to determine which ﬁlter
should be used.
In [6], we have shown that the use of multiple pre-deﬁned interpolation ﬁlters
for the upsampling of base layer residuals, results in a better prediction of the
enhancement layer residuals. As a result, the magnitudes of these remaining
residuals are lower. The applied ﬁlter was chosen on a picture basis. Moreover,
lower bit rates and Peak Signal-to-Noise Ratio (PSNR) gains can be achieved
when the applied residual interpolation ﬁlter is changed on a MB basis, hereby
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selecting the best ﬁlter out of multiple pre-deﬁned interpolation ﬁlters for that
particular MB [5].
3.2

Computational Complexity

Decoder Complexity. Adding ARI as an extra prediction mode results in a
limited change of complexity at the decoder side. When residual prediction is
used for a particular MB, its corresponding base layer residual must be upsampled anyhow. So, the minor complexity introduced by ARI originates from the
complexity of the ﬁlters being used. In particular, the computational complexity is reduced when the applied ﬁlters are less complex than the bi-linear ﬁlter
(which is deﬁned in the JSVM speciﬁcation) or that the complexity is increased
when using more complex interpolation ﬁlters.
Encoder Complexity. The complexity is signiﬁcantly increased when all
modes for the coding of a enhancement layer MB are evaluated at the encoder
side in order to obtain an R-D optimized coding decision. This is caused by the
fact that, when no fast mode-decision algorithm is used, a distinct ME needs to
be performed for each interpolation ﬁlter and this for all possible coding modes.
In general, implementations of contemporary video coding speciﬁcations will use
fast mode-decision and fast ME algorithms to cope with the high computational
complexity. These algorithms can be modiﬁed in order to support ARI. For example, by relying on hierarchical search algorithms and previously made coding
decisions. For oﬀ-line scenarios, this extra complexity shouldn’t be a burden.

4
4.1

Tests and Results
Test Setup

For the performance evaluation of ARI in terms of coding eﬃciency, we integrated the ARI tool in the JSVM software. We have implemented two additional
ﬁlters next to the bi-linear ﬁlter which is already incorporated in the current
JSVM speciﬁcation (version 5). We have chosen the 6-tap ﬁlter already speciﬁed
in both H.264/AVC and the JSVM (used there for sub-pixel ME) in combination with a median ﬁlter. A description of these ﬁlters is given in Sect. 4.2. Note
that the interpolation is done on 4×4-blocks with constant border extension as
speciﬁed in the JSVM.
In order to limit the encoder complexity, we limited the number of ﬁlters
that can be chosen for residual interpolation, to two. In this test, we used two
ﬁlter combinations: bi-linear & H.264/AVC 6-tap ﬁlter (combination A) and
H.264/AVC 6-tap & median ﬁlter (combination B). Five CIF-resolution test sequences of 300 pictures at 30Hz with diﬀerent motion characteristics were used:
Crew, Foreman, Mobile & Calender, Mother & Daughter, and Stefan. A downsampled version was generated using the 11-tap FIR JSVM downsampling ﬁlter.
This results in a base layer at QCIF resolution and a CIF spatial enhancement layer. We used 4 ﬁxed Quantization Parameter (QPs) for the Base Layer
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(QPBL ) and the Enhancement Layer (QPEL ): 12, 18, 24, 30. This leads to 16
tested QP-combinations. These QP-combinations are chosen to cover a broad
range of possible applications. ARI is used for the prediction of P-pictures only.
The achievable coding gains when ARI is used for B-pictures, are minimal. This
is due to the fact that for most MBs in B-pictures no additional residual is coded.
As such, enabling ARI in B-pictures will result in the coding of an extra ﬂag
without enhancing the coded residual.
4.2

Deﬁnition and Complexity of the Tested Interpolation Filters

AVC 6-tap Filter. For the derivation of pixel values at half-sample positions,
we refer to the H.264/AVC speciﬁcation and an overview paper by Wiegand et
al. [7]. An in-depth complexity analysis with respect to this ﬁlter is performed
in [8].
Median Filter. In Fig. 4, the positions labeled with upper-case letters represent
the signal at full-sample locations inside a two-dimensional block of residual
samples. The signals at half-sample locations (labeled with lower-case letters)
are derived as follows.
1. The value of each sample labeled with double lower-case letters is determined
by the median of the neighboring full-sample values; e.g., cc = Median(D,
E, H, I);
2. The value of each sample labeled with a single lower-case letter is determined by the median of the two neighboring full-sample values and the two
neighboring half-sample values as derived in Step 1; e.g., a = Median(D, E,
aa, cc).
For samples at the border of a 4×4 block, the complexity of the sorting algorithm can be reduced when constant border extension is used for the construction
of the samples outside the 4×4 block. In particular, in Fig. 4, the value for x is
derived as


(A + B)
, A, B, aa .
(1)
M ed
2
This can be simpliﬁed as follows:
Let A < B,
⎧
3A+B
⎪
⎪
if aa < A ,
⎪ 4
⎨
x = A+3B
if B < aa ,
4
⎪
⎪
⎪
⎩ 2aa+A+B if aa ∈ [A..B] .
4
4.3

(2)

ARI Signaling

For each MB, the choice whether residual prediction is being used, has to be
signaled. For ARI, an additional syntax element denoting which interpolation
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cc

c

d
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ee
K

L

Fig. 4. Full-sample positions (dark-shaded blocks with upper-case letters) and halfsample positions (light-shaded blocks with lower-case letters)

ﬁlter is being applied, needs to be coded for each MB. In our test, we limited
the number of ﬁlters to two. As such, this syntax element can take 0 or 1 as
value. This syntax element (symbol) is coded using a CABAC entropy coder.
Within this context-based coder, a model probability distribution is assigned to
the symbols that need to be coded. Furthermore, this coding engine adaptively
changes the state of the context models (i.e., probability model distribution)
based on symbols already coded.
Such a context state of model γ is determined by two parameters: the probability of the Least Probable Symbol (LPS) σγ and the Most Probable Symbol
(MPS) γ . For the ARI context, MPS denotes which of both ﬁlters is most
probably being used. The LPS probability indicates the probability of the other
ﬁlter being used for the current context state.
The initial state for the context is determined by two parameters (μγ , νγ ).
These parameters are used to derive γ and σγ , hereby taking into account the
QP of the current slice For a detailed explanation on context state transition
and context initialization, we refer to [9].
For this ARI context, μγ and νγ were deduced using linear regression on the
results of a training set (115 tested conﬁgurations) that have been used to ﬁt the
diﬀerent initial probability states for both ﬁlter combinations (i.e., combinations
A and B). In Fig. 5, a QP-based probability of median ﬁlter usage for ﬁlter
combination B (i.e., H.264/AVC 6-tap & median ﬁlter) is given. This probability
is plotted against the QP of the enhancement layer. In this graph, we make a
distinction between the diﬀerent QPs of the base layer. Linear regression lines
are drawn for all tested conﬁgurations with the same QPBL . A linear regression
line that takes all tested conﬁgurations into account is also drawn. It is clear
from the graph that the QP of the base layer has an impact on the behavior of
this regression line and thus on the initial probability σ.
Context model initialization in CABAC was designed for the single-layer
H.264/AVC coding speciﬁcation. As such, a model can not be initialized by
using the QP of the base layer. Therefore the context model initialization for
inter-layer prediction tools in the JSVM is sub-optimal. This shortcoming can

Performance Evaluation of Adaptive Residual Interpolation

747

QP-based probability of median filter usage
(filter combination B)
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Fig. 5. QP-based probability of median ﬁlter usage for ﬁlter combination B

somehow be circumvented by using cabac init idc1 . Doing so, three diﬀerent
initialization parameter pairs (μγ , νγ ) can be deﬁned per context model. The
values of these pairs can be chosen, taking into account the base layer QP.
4.4

Results

The coding performance of the presented inter-layer residual prediction tool is
evaluated using Bjøntegaard Delta Bit Rate (BD-BR) and Bjøntegaard Delta
PSNR (BD-PSNR) [10], which are respectively the average bit rate diﬀerence
and the PSNR diﬀerence between the original residual prediction algorithm (explained in Sect. 2.2) and the proposed ARI algorithm. BD-BR and BD-PSNR
are derived from simulation results for each ﬁxed QPBL in combination with
varying QPEL = 28, 32, 36, 40.
From Table 1, we observe that the BD-PSNR of the tested conﬁgurations
with ARI enabled, shows a slight gain (less than 0.1 dB). From Table 2, we
see that the highest bit rate reductions are achieved for low QPBL when ﬁlter
combination B is used. This can be explained by the fact that when QPBL is
low, more information will be present in the coded residual, which can be used
for inter-layer residual prediction on the one hand and the median ﬁlter preserves
1

cabac init idc speciﬁes the index for determining the initialization table used in
the initialization process for context variables. The value of cabac init idc shall be
in the range of 0 to 2, inclusive. [3]
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Table 1. ARI performance: BD-PSNR (dB) for ﬁlter combinations A and B
Crew

QPBL

A

B

Foreman Mobile & Mother &
Calender Daughter
A

B

A

B

A

B

Stefan
A

B

12

0.05 0.07 0.02 0.03 0.02 0.03 0.06 0.11 0.03 0.04

18

0.03 0.04 0.02 0.02 0.02 0.02 0.04 0.05 0.03 0.02

24

-0.02 0.03 0.02 0.01 0.03 0.02 0.02 0.02 0.03 0.02

30

0.01 0.01 0.01 0.01 0.02 0.02 0.02 0.02 0.01 0.00

Table 2. ARI performance: BD-BR (%) for ﬁlter combinations A and B
QPBL

Crew
A

B

Foreman Mobile & Mother &
Calender Daughter
A

B

A

B

A

B

Stefan
A

B

12

-0.99 -1.15 -0.35 -0.55 -0.25 -0.28 -1.29 -2.01 -0.35 -0.38

18

-0.49 -0.57 -0.32 -0.32 -0.20 -0.15 -0.76 -0.92 -0.32 -0.23

24

-0.28 -0.37 -0.22 -0.20 -0.23 -0.16 -0.38 -0.41 -0.29 -0.22

30

-0.08 -0.08 -0.16 -0.08 -0.16 -0.15 -0.38 -0.35 -0.08 -0.04

borders in the residuals, whereas the bi-linear and H.264/AVC 6-tap ﬁlters rather
smoothen these borders on the other hand.
Due to space limitations, we are unable to publish all results in detail. However, we have observed a clear relation between bit rate reduction and the values
of QPBL and QPEL . When the BL is less quantized than the EL, the bit rate
reduction increases when the diﬀerence between QPBL and QPEL increases.
The motion characteristics of the coded video sequences also have an important impact on the bit rate reduction. ARI proves to be very useful for lowmotion sequences, such as the Mother & Daughter sequence. For the coding of
this sequence, a maximum bit rate reduction of 10.10 % is achieved when ﬁlter
combination B is used with QPBL = 24 and QPEL = 36 (not shown in this
paper). However, complex-motion sequences, such as Mobile & Calender, still
beneﬁt from ARI.
The average bit rate reduction for the tested conﬁgurations is 0.4 % with an
average PSNR increase of 0.03 dB.

5

Conclusion and Future Work

In this paper, we have presented ARI as a tool for inter-layer residual prediction
in SVC. The use, computational complexity, CABAC context initialization, and
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coding performance of the tested ﬁlters were discussed. This tool proves to be
especially useful for coding low-motion sequences when the combination of the
6-tap ﬁlter and the median ﬁlter is used for the interpolation of lower-layer
residuals. Moreover, complex-motion sequences also beneﬁt from ARI.
We have observed that impact of the newly introduced syntax element is not
negligible. In future work, we will investigate a combined signaling of this syntax
element in the slice header and MB header in order to further improve the coding
performance of this inter-layer prediction tool.
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Abstract. Two deformable registration methods, the Demons and the
Morphon algorithms, have been used for registration of CT datasets
to evaluate their usability in radiotherapy planning for prostate cancer. These methods were chosen because they can perform deformable
registration in a fully automated way. The experiments show that for intrapatient registration both of the methods give useful results, although
some diﬀerences exist in the way they deform the template. The Morphon method has, however, some advantageous compared to the Demons
method. It is invariant to the image intensity and it does not distort the
deformed data. The conclusion is therefore to recommend the Morphon
method as a registration tool for this application. A more ﬂexible regularization model is needed, though, in order to be able to catch the full
range of deformations required to match the datasets.

1

Introduction

Prostate cancer is the third most common cause of death from cancer in men
of all ages and it is the most common cause of death from cancer in men over
the age of 75 [8]. External beam radiotherapy has shown to be an eﬀective
treatment for localized prostate cancer in early stages. Radiation dose to the
prostate was earlier very limited because of concern about normal tissue toxicity.
Now three-dimensional conformal radiotherapy has allowed safe dose escalation
to treat prostate cancer, which makes it possible to apply higher radiation doses
on cancerous tissues and, at the same time, reduce the dose in healthy tissues
[7]. There are several side eﬀects associated with radiation therapy, including
for example rectal bleeding and hematuria (blood in urine), basically derived
from the undesired but unavoidable radiation of rectum and bladder [2]. This
implies that careful consideration must be taken to the dose-volume histograms
of normal tissues to avoid excessive toxicity in these regions.
Before beginning radiotherapy treatment CT scans have to be obtained for
computerized treatment planning, to determine the most appropriate way to
deliver radiation therapy. The radiotherapy team selects the target volume and
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 750–759, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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computes security margins using the CT scan and thereby obtains the volume
to be radiated. External beam radiation therapy is usually performed 5 days
a week for 6-8 weeks, and during this time there are some displacements and
deformations of the prostate and high-risk organs that demand monitoring [1].
One of the problems to solve in the reduction of the radiated volume is the
signiﬁcant daily change in position of the prostate. The use of for example aﬃne
or projective registration algorithms, nowadays available in commercial radiotherapy software, allow quantiﬁcation of the displacements of the prostate and
reduction of the radiated volume considerably. However, the deformations of
high-risk organs, such as rectum and bladder, where the dose evaluation is very
important, remain an obstacle for the additional reduction of the margin. In
addition, daily deformations pose a challenge in accurate tracking of the dose
radiated to each point of the pelvis anatomy since it is not possible to quantify exactly the total radiation dose administered in several sessions. The use
of deformable registration algorithms would allow setting an anatomical correspondence between the planning CT scan and the monitoring CT scan, and
simulating the deformation of the anatomy more accurately.
The monitoring process is controlled with CT scans of the patient in diﬀerent
stages of the treatment, so the registration algorithm will be intrapatient and
will match small deformations. The next step of our research is to perform the
planning of a patient using a planning template and the CT scans, which involves
interpatient registration with larger deformations. One example of this has been
included in this evaluation.

2

Methods

There are numerous algorithms for medical image registration in the literature,
normally oriented to a concrete clinical application and to the type of images implicated in the process, see for example [4]. In this work two selected deformable
registration algorithms have been employed and evaluated for the radiotherapy
planning application. The methods are fully automatic and work on 3D data.
The ﬁrst one is the Demons algorithm [5], previously tested on e.g. inter-patient
MRI brain and SPECT cardiac images and already used in radiotherapy planning by e.g. Wang et al. [10]. The second one is the Morphon algorithm [6],
which is a relatively new method that has shown to work well for automatic
segmentation of for example hip fractures and the hippocampus [9,11].
2.1

The Demons Method

The Demons algorithm, proposed by J.P.Thirion [5], is a method to perform
iterative deformable matching of two 3D medical images fully automatic. The
Demons method presumes that the boundaries of an object in the reference image
can be simulated as a semi-permeable membrane, while the template image is
a deformable grid whose junctions are two kind of particles: inside or outside.
Each demon acts locally, to push the deformable model particles perpendicularly
to the contour, but the direction of the push depends on the nature (inside or
outside) of the current estimate of the model at that point.
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There are some diﬀerent ways to perform the algorithm, depending on the
voxels considered to be demons, on the type of deformations allowed and on
the way to compute the magnitude and direction of the demons forces. The
implementation of the Demons method used in this work is characterized by the
use of demons in all the voxels of the reference image. Since for medical images,
iso-intensity contours are closely related to the shapes of the objects, one demon
can be associated to each voxel of the reference image where the gradient norm
is not null and hence a 3D grid of demons acts to deform the image.
A totally free-form deformation is allowed, but a low pass ﬁlter of the deformation vector ﬁeld is used to control the deformability of the model. With
the assumption that the intensity of an object is constant along time over small
displacements, we used a modiﬁcation of the classic optical ﬂow equation to
compute the displacement ﬁeld:


∇f + ∇m
T
v
=m−f
(1)
2
where f is the intensity of the reference image, m is the intensity of the template
image, ∇f and ∇m are their corresponding gradients, and v is the motion which
brings m closer to f .
From eq. 1, only the projection of v on (∇f + ∇m) is determined, so we have:
v=

2(m − f )(∇f + ∇m)
∇f + ∇f 2

(2)

In order to avoid very large deformation forces that can distort the template
image, the forces of the demons are needed to be close to zero when one of
the gradient norms is close to zero, but the expression in eq. 2 tends towards
zero only when both gradients are small at the same time. Furthermore, eq. 2 is
unstable when the gradient norms are small. In this case, a small variation of the
intensity can push the end point of v to inﬁnity in any direction. The solution
proposed by Thirion is to multiply v with a similarity coeﬃcient s, resulting in
d = v · s, where s is deﬁned by:

0
if ∇f T ∇m ≤ 0
s=
(3)
2·∇f T ∇m
T
∇f 2 +∇m2 +2(m−f )2 if ∇f ∇m > 0
By applying this regularization the displacement ﬁeld, when ∇f T ∇m > 0, is
given by the iterative equation:


d =d+

4(Tn (m) − f )(∇f + ∇Tn (m))(∇f T ∇Tn (m))
(∇f + ∇Tn (m)2 )(∇f 2 + ∇Tn (m)2 + 2(Tn (m) − f )2 )

(4)

where Tn (m) is the deformed template image after n iterations.
This expression tends to zero when one of the gradients norms tends to zero
and also when the two gradients are very dissimilar. It is important to notice
that this expression requires the computation of ∇Tn (m) for each point and at
each iteration.
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Since this method uses the intensity diﬀerence between the images, in addition to the gradient of the intensity of the images, it is sensitive to intensity
variations of the same anatomic point in diﬀerent images. We have assumed that
the intensity of an object is constant over time for small displacements, which is
not always true for CT scans. Two images taken with the same device can have
diﬀerent values of intensity due to the noise in acquisition and reconstruction of
CT scans. We have implemented a preprocessing that equalizes the histograms
of both images in order to decrease the eﬀect of this.
2.2

The Morphon Method

The Morphon algorithm has previously been presented in e.g. [6,11]. It is a nonrigid registration method in which a template is iteratively deformed to match
a target in 2D or 3D using phase information. A dense deformation ﬁeld is
accumulated in each iteration under the inﬂuence of certainty measures. These
certainty measures are associated with the displacement estimates found in each
iteration and assure that the accumulated ﬁeld is built from the most reliable
estimates. The displacement estimates are derived using local image phase, which
makes the method invariant to intensity variations between the template and
target. Unlike the demons method, where the intensity values are considered to
be consistent between the images, no preprocessing of the data is needed in the
Morphon method.
The updated accumulated deformation ﬁeld, dn+1 , is found in each iteration
by adding the displacement estimates from the current iteration, d, to the accumulated deformation ﬁeld from the previous iteration, dn . This sum is weighted
with certainty measures associated with the accumulated ﬁeld, cn , and certainty
measures associated with the displacement ﬁeld form this iteration, c.
dn+1 = dn +

c
d
cn + c

(5)

The displacement estimates are found from local phase diﬀerence. The local
image phase can be derived using so called quadrature ﬁlters [3]. Quadrature
ﬁlters are onedimensional and must be associated to a speciﬁc direction when
used for multidimensional data. Therefore a set of quadrature ﬁlters, each one
sensitive to structures in a certain direction, is applied to the target and template
respectively. The output when convolving one quadrature ﬁlter f with the signal
s is:
q = (f ∗ s)(x) = A(x)eiφ(x)
(6)
The phase diﬀerence between two signals can be found from the complex
valued product between the ﬁlter output from the ﬁrst signal, the target, and
the complex conjugate (denoted by ∗ ) of the output from the second signal, the
template:
q1 q2∗ = A1 A2 eiΔφ(x)
(7)
The local displacement estimate di in a certain ﬁlter direction i is proportional
to the local phase diﬀerence in that direction, which is found as the argument
of this product, Δφ(x) = φ1 (x) − φ2 (x).
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A displacement estimate is found for each pixel and for each ﬁlter in the ﬁlter
set. Thus, a displacement ﬁeld is obtained for each ﬁlter direction n̂i . These ﬁelds
are combined into one displacement ﬁeld, covering all directions, by solving the
following least square problem:

min
[ci (n̂Ti d − di )]2
(8)
d

i

where d is the sought displacement ﬁeld, n̂ is the direction of ﬁlter i, and ci is
the certainty measure (equal to the magnitude of the product in equation 7).

3

Results

Two CT scans of four diﬀerent patients have been available for evaluating the
deformable registration. For each patient intrapatient registration has been performed using the two deformable registration methods. Each one of the two
patient scans has been used as template resulting in two registrations per patient and per method. In one scan of one of the patients contrast agent has been
injected, which aﬀects the registration process. This case is not comparable with
the other datasets and is therefore handled separately in the discussion of the
results.
To get an overview of the registration results we start by showing the correlation between the datasets before and after registration with the diﬀerent
methods. The graph in ﬁgure 1 shows the mean correlation per slice for the
three datasets without contrast, before and after registration with the Demons
and the Morphon respectively. The correlation has been computed for the edge
information in the data instead of the original intensity information. This was
chosen to obtain a measure that does not vary depending on the intensities in
the homogeneous areas. Instead it reﬂects the deformation of the structures in
the data better. From the graph we can see that there is not much diﬀerence
between the two registration methods, they give similarly good results and have
improved the alignment of the datasets considerably. While this gives an idea of
how well the datasets have matched, one must also validate the deformed data
visually to see how the algorithms have deformed the data. 2D slices from two
of the registrations are shown in ﬁgure 2. These have been chosen to illustrate
the result of the registration as well as the diﬀerences between the methods.
The Demons and the Morphon method deform the data in somewhat different ways. The implementation of Demons that has been used computes the
displacement ﬁeld based on the gradients of both reference and deformed template image. This makes it possible to avoid extremely large deformations that
might destroy the structures and to e.g. ﬁll holes that are not too big, as can be
seen in ﬁgure 2 (a)-(e). This, however, often results in distortions of the data,
which is demonstrated in the enlarged parts of the examples shown in ﬁgure 3.
These images also show that the Morphon method gives a smoother deformation, keeping the structures of the template image. The Morphon method has,
however, failed to deform the template suﬃciently in parts of the soft tissue
areas as can bee seen in ﬁgure 2 (f)-(j).
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Fig. 1. Mean correlation per slice based on the edge information in each slice. The
Demons and the Morphon method generate similar results.

A slice of the dataset with the contrast agent is shown in ﬁgure 4. The problem
with this dataset is that the contrast agent that ﬁlls the urinary bladder makes
the edge between this tissue and the surrounding tissue much stronger than in the
dataset without contrast agent. For the Demons algorithm this causes problems
in the whole process. The Demons method assumes the same anatomical point
having the same intensity level in both images, and a histogram equalization is
performed before the registration starts trying to obtain this. The contrast agent
corresponds to a completely new intensity level in this datasets, not present in
the other scan of the patient. The Demons preprocessing step tries to match the
histograms of the two datasets anyway, which in the worst case may increase
the intensity diﬀerences instead of decreasing it. This, in turn, deteriorates the
registration result. The Morphon method is invariant to the intensity levels in
the datasets since it uses the local image phase to estimate the displacements.
The stronger edge in the contrast dataset is however recognized by the ﬁlters
used for phase estimation, which makes the Morphon registration responsive to
the contrast as well, although only in the neighborhood around this edge. In the
Morphon result it is diﬃcult to say how well the datasets have matched in the
area covered by the contrast agent, although the rest of the image has matched
well, ﬁgure 4(c). For the Demons result parts of the anatomy, such as the hip
bones, have completely lost their shape. The soft tissue, such as the bladder, has
not been registered correctly either, ﬁgure 4(d).
Finally an example of an interpatient registration is included as a ﬁrst test
of the next step of our research that will involve not only the monitoring but
also the planning of the process. This registration process involves larger deformations than for intrapatient matching. The Morphon has shown to work
well for this kind of data in previous work, for example when registering a template with a very simple description of the anatomy in the hip region to real
data from a CT scan, containing a lot more structures [11]. A 2D slice of the
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Fig. 2. Slice of dataset with a region of interest (roi) speciﬁed to highlight the diﬀerence
in the Demons and the Morphon result. Images (a) and (f) show two diﬀerent slices of
the target with the roi marked with a dotted line. This region is enlarged in the right
part of the ﬁgure, where (b) and(g) are the roi of the target for each slice with a bit
more contrast to emphasize the structures, (c) and (h) are the roi of the template data.
(d) and (i) are the deformed template resulting from Demons registration and (e) and
(j), ﬁnally, are the result from Morphon registration. The Demons method has been
able to better match the template compared to the Morphon method. The drawback
is that it distorts the data.

(a) Demons (left) and morphons (right)

(b) Demons (left) and morphons (right)

Fig. 3. Enlargement of details of the result to show the distortion introduced by the
Demons algorithm compared to the more smooth Morphon results

interpatient registration results for the Morphon method is shown in ﬁgure 5.
The Demons algorithm, although being able to perform small interpatient deformations like in brain atlas-based registration, is not suﬃcient to solve this kind of
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(a)

(b)

(c)

(d)
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Fig. 4. Result for registration of dataset with contrast agent. (a) Target, (b) template,
(c) Morphon result and (d) Demons result.

Fig. 5. Example of diﬀerence in one slice for the CT data for interpatient registration.
The left image show the diﬀerence before registration and the right image show the
diﬀerence after registration with the Morphon method. This image is ideally gray.

registration problems on pelvic images due to the large deformations and the intensity diﬀerences. Figure 6 shows the per slice correlation of datasets before
and after registration. The Demons algorithm has not been able to match the
datasets except for a few slices in the center of the stack of the data volume.
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Fig. 6. The correlation (per slice) for the interpatient registration. The Demons algorithm has only been able to match a couple of slices in the center.

4

Conclusions

Two non-rigid registration methods have been used for fully automatic registration of CT volumes of the pelvic region, to evaluate their ability to catch the
deformations of the anatomy between patient scans. The methods used were the
Demons method and the Morphon method. They were chosen due to their capability of performing deformable registration in a fully automated way. We can
conclude that the methods behave diﬀerent in some aspects although the overall
result is good for both of them when performing intrapatient registration. The
Demons method allows a higher level of deformation of the template and may
for example ﬁll holes if it results in a better match to the target. One can discuss
if this is a desirable feature in all situations, since this means that the anatomy
present in the template has been modiﬁed considerably. The Demons algorithm
also distorts the data to some extent, which may introduce strange artifacts in
the deformed template. The Morphon method avoid the problem of distortion
but has in these experiments been too stiﬀ in some regions. Parameter settings
can be changed to give the Morphon more degrees of freedom. This has been
tested, and even though this results in a diﬀerent deformation of the template,
it did not result in a better registration of the datasets. Instead it would be
usable to have diﬀerent regularization models in diﬀerent regions of the dataset.
This feature is currently under development for the Morphon method and will
be evaluated for this application in future work.
When either template or target dataset contain an intensity level not present
in the other dataset, as for the dataset with contrast agent, the preprocessing step
of the Demons algorithm will create an inaccurate output and the registration is
misled. The Morphon method is not sensitive to the intensity levels in the same
way, although the ﬁlters used for local phase estimation detects the strong edge,
and the result is aﬀected in the region of this edge.
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For the experiment with interpatient registration, the Demons method was not
able to give any usable result due to its sensitivity to image intensity diﬀerences
between the images and the larger deformations involved in the process. The
Morphon method gives adequate results, although the desire to have a more
ﬂexible regularization model exist also in this case.
Since we have used two completely diﬀerent implementations of the algorithms
(Matlab for the Morphon method and ITK for the Demons method) computational time is not a good measure of comparison at this stage, and is therefore
left out in this discussion.
Although a more quantitative evaluation is required, the preliminary conclusion is that the Morphon method, with a more ﬂexible regularization model, is
the preferable method depending on two main causes. It is not sensitive to diﬀerence in image intensity between the datasets as is the Demons method, and it does
not introduce the distortions in the deformed data seen in the Demons results.
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Abstract. In the area of quality control by vision, the reconstruction of
3D curves is a convenient tool to detect and quantify possible anomalies.
Whereas other methods exist that allow us to describe surface elements,
the contour approach will prove to be useful to reconstruct the object
close to discontinuities, such as holes or edges.
We present an algorithm for the reconstruction of 3D parametric
curves, based on a ﬁxed complexity model, embedded in an iterative
framework of control point insertion. The successive increase of degrees of
freedom provides for a good precision while avoiding to over-parameterize
the model. The curve is reconstructed by adapting the projections of a
3D NURBS snake to the observed curves in a multi-view setting.

1

Introduction

The use of optical sensors in metrology applications is a complicated task when
dealing with complex or irregular structures. More precisely, projection of structured light allows for an accurate reconstruction of surface points but does not
allow for a precise localization of the discontinuities of the object. This paper
deals with the problem of reconstruction of 3D curves, given the CAD model, for
the purpose of a control of conformity with respect to this model. We dispose of
a set of images with given perspective projection matrices. The reconstruction
will be accomplished by means of the observed contours and their matching,
both across the images and to the model.
Algorithms based on active contours [9] allows for a local adjustment of the
model and a precise reconstruction of primitives. More precisely, the method
allows for an evolution of the reprojected model curves toward the image edges,
thus to minimize the distance in the images between the predicted curves and
the observed edges.
The parameterization of the curves as well as the optimization algorithms
we use must yield an estimate that meets the requirements of accuracy and
robustness necessary to perform a control of conformity. We have chosen to use
NURBS curves [11], a powerful mathematical tool that is also widely used in
industrial applications.
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 760–769, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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In order to ensure stability, any method used ought to be robust to erroneous
data, namely the primitives extracted from the images, since images of metallic
objects incorporate numerous false edges due to reﬂections.
Although initially deﬁned for ordered point clouds, active contours have been
adapted to parametric curves. Cham and Cipolla propose a method based on
aﬃne epipolar geometry [3] that reconstructs a parametric curve in a canonical frame using stereo vision. The result is two coupled snakes, but without
directly expressing the 3D points. In [15], Xiao and Li deal with the problem of
reconstruction of 3D curves from two images. However, the NURBS curves are
approximated by B-splines, which makes the problem linear, at the expense of
loosing projective invariance. The reconstruction is based on a matching process
using epipolar geometry followed by triangulation. The estimation of the curves
is performed independently in the two images, that is, there is no interactivity
between the 2D observations and the 3D curve in the optimization. Kahl and
August introduce in [8] a coupling between matching and reconstruction, based
on an a priori distribution of the curves and on an image formation model. The
curves are expressed as B-splines and the optimization is done using gradient
descent.
Other problems related to the estimation of parametric structures have come
up in the area of surfaces. In [14], Siddiqui and Sclaroﬀ present a method to reconstruct rational B-spline surfaces. Point correspondences are supposed given. In a
ﬁrst step, B-spline surface patches are estimated in each view, then the surface in
3D, together with the projection matrices, are computed using factorization. Finally, the surface and the projection matrices are reﬁned iteratively by minimizing the 2D residual error. So as to avoid problems due to over-parameterization,
the number of control points is limited initially, to be increased later on in a
hierarchical process by control point insertion.
In the case of 2D curve estimation, other aspects of the problem are addressed.
Cham and Cipolla adjust a spline curve to ﬁt an image contour [4]. Control points
are inserted iteratively using a new method called PERM (potential for energyreduction maximization). An MDL (minimal description length [7]) strategy is
used to deﬁne a stopping criterion. In order to update the curve, the actual curve
is sampled and a line-search is performed in the image to localize the target
shape. The optimization is performed by gradient descent. Brigger et al. present
in [2] a B-spline snake method without internal energy, due to the intrinsic
regularity of B-spline curves. The optimization is done on the knot points rather
than on the control points, which allows the formulation of a system of equations
that can be solved by digital ﬁltering. So as to increase numerical stability, the
method is embedded in a multi-resolution framework. Meegama and Rajapakse
introduce in [10] an adaptive procedure for control point insertion and deletion,
based on the euclidean distance between consecutive control points and on the
curvature of the NURBS curve. Local control is ensured by adjustment of the
weights. The control points evolve in each iteration in a small neighborhood
(3 × 3 pixels). Yang et al. use a distance ﬁeld computed a priori with the fast
marching method in order to adjust a B-spline snake [16]. Control points are
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added in the segment presenting a large estimation error, due to a degree of
freedom insuﬃcient for a good ﬁt of the curve. The procedure is repeated until
the error is lower than a ﬁxed threshold. Redundant control points are then
removed, as long as the error remains lower than the threshold.

2

Problem Formulation

Given a set of images of an object, together with its CAD model, our goal is to
reconstruct in 3D the curves observed in the images. In order to obtain a 3D curve
that meets our requirements regarding regularity, rather than reconstructing a
point cloud, we estimate a NURBS curve. The reconstruction is performed by
minimizing the quadratic approximation error. The minimization problem is
formulated for a set of M images and N sample points by
C(P) = arg min
P

M−1
−1
 N

(qij − Ti (C(P, tj )))2 ,

(1)

i=0 j=0

where qij is a contour point associated with the curve point of parameter tj , Ti
is the projective operator for image i and P is the set of control points.
Our choice to use NURBS curves is justiﬁed by several reasons. First, NURBS
curves have interesting geometrical properties, namely concerning regularity and
continuity. An important geometrical property that will be of particular interest
is the invariance under projective transformations.

3

Properties of NURBS Curves

Let U = {u0 , · · · , um } be an increasing vector, called the knot vector. A NURBS
curve is a vector valued, piecewise rational polynomial over U , deﬁned by
C(t) =

n


wi Bi,k (t)
Pi Ri,k (t) with Ri,k (t) = n
,
j=0 wj Bj,k (t)
i=0

(2)

where Pi are the control points, Bi,k (t) the B-spline basis functions deﬁned over
U , wi the associated weights and k the degree.
It is a common choice to take k = 3, which has proved to be a good compromise
between required smoothness and the problem of oscillation, inherent to high
degree polynomials. For our purposes, the parameterization of closed curves, we
consider periodic knot vectors, that is, verifying uj+m = uj . Given all these
parameters, the set of NURBS deﬁned on U forms, together with the operations
of point-wise addition and multiplication with a scalar, a vector space.
For details on NURBS curves and their properties, refer to [11].
3.1

Projective Invariance

According to the pinhole camera model, the perspective projection T (·) that
transforms a world point into an image point is expressed in homogeneous coordinates by means of the transformation matrix T3×4 . Using weights associated
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with the control points, NURBS curves have the important property of being
invariant under projective transformations. Indeed, the projection of (2) remains
a NURBS, deﬁned by its projected control points and their modiﬁed weights.
The curve is written
n
n
w T (P ) B (t) 

n i  i i,k
=
T (Pi )Ri,k
(t)
(3)
c(t) = T (C)(t) = i=0
i=0 wi Bi,k (t)
i=0
The new weights are given by
wi = (T3,1 Xi + T3,2 Yi + T3,3 Zi + T3,4 ) wi = n · (CO − Pi ) wi ,

(4)

where n is a unit vector along the optical axis and CO the optical center of the
camera.
3.2

Control Point Insertion

One of the fundamental geometric algorithms available for NURBS is the control
point insertion. The key is the knot insertion, which is equivalent to adding one
dimension to the vector space, consequently adapting the basis. Since the original
vector space is included in the new one, there is a set of control points such that
the curve remains unchanged.
Let ū ∈ [uj , uj+1 ). We insert ū in U , forming the new knot vector Ū = {ū0 =
u0 , · · · , ūj = uj , ūj+1 = ū, ūj+2 = uj+1 , · · · , ūm+1 = um }. The new control
points P̄i are given by the linear system
n


Pi Ri,k (t) =

i=0

n+1


P̄i R̄i,k (t).

(5)

i=0

We present the solution without proof. The new control points are written

with

P̄i = αi Pi + (1 − αi ) Pi−1 ,

(6)

⎧
1
i≤j−k
⎪
⎨ ū − u
i
if j − k + 1 ≤ i ≤ j .
αi =
⎪
⎩ ui+k − ui
0
i≥j+1

(7)

Note that only k new control points need to be computed, due to the local
inﬂuence of splines.

4

Curve Estimation

Using the NURBS formulation, the minimization problem (1) is written

2
n
M−1
−1
 N

(i)
min
Ti (P̂l )Rl,k (tj ) ,
qij −
{P̂l }

(i)

i=0 j=0

(8)

l=0

where Rl,k are the basis functions for the projected NURBS curve in image i.
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The problem has two parts. First, the search for candidate edge points qij in
the images, then the optimization of the 3D NURBS curve by optimization on
the control points. The search for candidate points is carried out independently
in the images using a method inspired by the one used by Drummond and Cipolla
in [6]. For the optimization problem, we use the non-linear Levenberg-Marquardt
minimization method. This optimization allows the control points to move in 3D,
but does not change their number. In order to obtain an optimal reconstruction
of the observed curve, we iteratively perform control point insertion.
4.1

Search for Image Contours

We sample the NURBS curve projected in the image, to use as starting points in
the search for matching contour points. A line-search is performed in order to ﬁnd
the new position of the curve, ideally corresponding to an edge. Our approach
is based solely on the contours. Due to the aperture problem, the component of
motion of an edge, tangent to itself, is not detectable locally and we therefore
restrict the search for the new edge position to the edge normal at each sample
point. As we expect the motion to be small, we deﬁne a search range (typically
in the order of 20 pixels) so as to limit computational cost. In order to ﬁnd the
new position of a sample point, for each point belonging to the normal within
the range, we evaluate the gradient and compute a weight based on the intensity
and the orientation of the gradient and the distance from the sample point. The
weight function vj for a sample point pj and the candidate point pξ will be of
the form
n̂j · ∇Iξ
vj (pξ ) = ϕ1 (|∇Iξ |) · ϕ2
· ϕ3 (|pj − pξ |),
|∇Iξ |
where n̂j is the normal of the projected curve at sample point j, ∇Iξ is the
gradient at the candidate point and the ϕk are functions to deﬁne. The weight
function will be evaluated for each candidate pξ and the point pj with the highest
weight, identiﬁed by its distance from the original point dj = |pj − pj |, will be
retained as the candidate for the new position of the point.
The bounded search range and the weighting of the point based on their
distance from the curve yield a robust behavior, close to that of an M-estimator.
4.2

Optimization on the Control Points

The ﬁrst step of the optimization consists in projecting the curve in the images.
Since the surface model is known, we can identify the visible parts of the curve
in each image and retain only the parts corresponding to knot intervals that
are completely visible. During the iterations, so as to keep the same cost function, the residual error must be evaluated in the same points in each iteration.
Supposing small displacements, we can consider that visible pieces will remain
visible throughout the optimization.
The optimization of (8) is done on the 3D control point coordinates, leaving
the remaining parameters of the NURBS curve constant. The weights associated
with the control points are modiﬁed by the projection giving 2D weights varying
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with the depth of each control point, according to the formula (4), but they are
not subject to the optimization.
In order to avoid over-parameterization for stability reasons, the ﬁrst optimization is carried out on a limited number of control points. Their number is
then increased by iterative insertion, so that the estimated 3D curve ﬁts correctly
also high curvature regions. As mentioned earlier, the insertion of a control point
is done without inﬂuence on the curve and a second optimization is thus necessary to estimate the curve. We ﬁnally need a criterion to decide when to stop
the control point insertion procedure.
Control Point Insertion. Due to the use of NURBS, we have a method to
insert control points. What remains is to decide where to place them. Several
strategies have been used. Cham and Cipolla consider in [4] the dual problem
of knot insertion. They deﬁne an error energy reduction potential and propose
to place the knot point so as to maximize this potential. The control point is
placed using the method described earlier. In our algorithm, since every insertion
is followed by an optimization that locally adjusts the control points, we settle
for choosing the interval where to place the point. Since the exact location within
the interval is not critical, the point is placed at its midpoint. Dierckx suggests
in [5] to place the new point at the interval that presents the highest error. This
is consistent with an interpretation of the error as the result of a lack of degrees
of freedom that inhibits a good description of the curve. If, however, the error
derives from other sources, this solution is not always optimal. In our case, a
signiﬁcant error could also indicate the presence of parasite edges or that of a
parallel structure close to the target curve. We have therefore chosen a heuristic
approach, that consists in considering all the intervals of the NURBS curve, in
order to retain the one that allows for the largest global error decrease.
Stopping Criterion. One of the motives for introducing parametric curves
was to avoid treating all curve points, as only the control points are modiﬁed
during the optimization. If the number of control points is close to the number
of samples, the beneﬁt is limited. Too many control points could also cause
numerical instabilities, due to an over-parameterization of the curve on the one
hand and the size of the non-linear minimization problem on the other hand.
It is thus necessary to deﬁne a criterion that decides when to stop the control
point insertion.
A strategy that aims to avoid the over-parameterization is the use of statistical
methods inspired by the information theory. Based in a Maximum Likelihood
environment, these methods combine a term equivalent, in the case of a normal distributed errors, to the sum of squares of the residual errors with a term
penalizing the model complexity. Given two estimated models, in our case differentiated by their number of control points, the one with the lowest criterion
will be retained. The ﬁrst criterion of this type, called AIC (Akaike Information
Criterion), was introduced by Akaike in [1] and is written
AIC = 2k + n ln

RSS
,
n

(9)
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where k is the number of control points, n is the number of observations and RSS
is the sum of the squared residual errors. Another criterion, based on a bayesian
formalism, is the BIC (Bayesian Information Criterion) presented by Schwarz
[13]. It stresses the number of data points n, so as to ensure an asymptotic
consistency and is written
BIC = 2k ln n + n ln

RSS
.
n

(10)

Another family of methods uses the MDL [12] formulation, which consists in
associating a cost with the quantity of information necessary to describe the
curve. Diﬀerent criteria follow, depending on the formulation of the estimation
problem. In the iterative control point insertion procedure of Cham et Cipolla
[4], the stopping criterion is deﬁned by means of MDL. The criterion depends,
on the one hand on the number of control points and on the residual errors, on
the other hand on the number of samples and on the covariance.
Yet another way of choosing an appropriate model complexity is the classical
method of cross-validation. The models are evaluated based on their capacity
to describe the data. A subset of the data is used to deﬁne a ﬁxed complexity
model, while the rest serve to validate it. The process is repeated and a model
is retained if its performance is considered good enough.
We have chosen to use the BIC for this ﬁrst version of our algorithm. A more
thorough study of the inﬂuence of the stopping criterion in our setting will be
performed at a later stage.
4.3

Algorithm

The algorithm we implemented has two parts. The optimization of a curve using
a ﬁxed complexity model is embedded in an iterative structure that aims to
increase the number of control points. The non-linear optimization of the 3D
curve is performed by the Levenberg-Marquardt algorithm, using a cost function
based on a search for contour points in the images.

5
5.1

Experimental Evaluation
Virtual Images

In order to validate our algorithms for image data extraction and for curve
reconstruction, we have performed a number of tests on virtual images. The
virtual setting also allows us to simulate deformations of the target object.
We construct a simpliﬁed model of an object, based on a single target curve.
We then apply our 3D reconstruction algorithm, starting at a modiﬁed “model
curve”, on a set of virtual views, see Fig. 1. The image size is 1284 × 1002 pixels.
The starting curve has 10 control points, to which 11 new points are added. The
sampling used for the computations is of 200 points. To ﬁx the scale, note that
at the mean distance from the object curve, one pixel corresponds roughly to
0.22 mm. The evaluation of the results is done by measuring the distance from
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Fig. 1. Left: The virtual images used for the reconstruction of the central curve. Right:
The distances from the sampled points from the reconstructed 3D curve to the model
curve. The reconstruction is based on 20 virtual images. The cloud of sample points
from the estimated curve is shown together with the target curve. The starting curve
is shown in black. The diﬀerences are represented by lines with length proportional to
the distance between the curve and the target, using a scale factor of 30.

a set of sampled points from the estimated curve to the target model curve. The
distances from the target curve are shown in Fig. 1. We obtain the following
results:
Mean error
0.0621 mm
Median error
0.0421 mm
Standard deviation 0.0528 mm
We note that the error corresponds to less than a pixel in the images, which
indicates a sub-pixel image precision.
5.2

Real Images

We also consider a set of real images, see Fig. 2, with the same target curve, using
the same starting “model curve” as in the virtual case. We now need to face the
problem of noisy image data, multiple parallel structures and imprecision in the
localization and the calibration of the views. The image size is 1392×1040 pixels.
The starting curve has 10 control points, to which 11 new points are added. The
sampling used for the computations is of 200 points. At the mean distance from
the object curve, one pixel corresponds roughly to 0.28 mm. The distances from
the target curve are shown in Fig. 2. We obtain the following results:
Mean error
0.157 mm
Median error
0.124 mm
Standard deviation 0.123 mm
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Fig. 2. Left: Four of the 18 real images used for the reconstruction of the curve describing the central hole. Right: The distances from the sampled points from the reconstructed 3D curve to the model curve. The reconstruction is based on 18 real images.
The diﬀerences are represented by lines with length proportional to the distance between the curve and the target, using a scale factor of 20.

Fig. 3. Problems related to specularities and to the search for candidate points. Starting
at the projection of the initial curve (in blue), some candidate points (in magenta)
belong to a parasite edge.

Even if the errors are higher than in the case of virtual images, we note that
they still correspond to less than a pixel in the images. The diﬀerence is partly
explained by the noise and the parallel structures perturbing the edge tracking
algorithm. An example of candidate points located on a parallel image contour,
due to specularities, is given in Fig. 3.

6

Conclusions

We have presented an adaptive 3D reconstruction method using parametric
curves, limiting the degrees of freedom of the problem. An algorithm for 3D
reconstruction of curves using a ﬁxed complexity model is embedded in an iterative framework, allowing an enhanced approximation by control point insertion.
An experimental evaluation of the method, using virtual as well as real images,
has let us validate its performance in some simple, nevertheless realistic, cases
with specular objects subject to occlusions and noise.
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Future work will be devoted to the integration of knowledge of the CAD model
in the image based edge tracking. Considering the expected neighborhood of a
sample point, the problem of parasite contours should be controlled and has
limited impact on the obtained precision.
We also plan to do a deeper study around the stopping criterion used in the
control point insertion process, using cross-validation.
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Abstract. We present a video shot boundary detection (SBD) algorithm that spots discontinuities in visual stream by monitoring video
frame trajectories on Self-Organizing Maps (SOMs). The SOM mapping
compensates for the probability density diﬀerences in the feature space,
and consequently distances between SOM coordinates are more informative than distances between plain feature vectors.
The proposed method compares two sliding best-matching unit windows instead of just measuring distances between two trajectory points,
which increases the robustness of the detector. This can be seen as a variant of the adaptive threshold SBD methods. Furthermore, the robustness
is increased by using a committee machine of multiple SOM-based detectors. Experimental evaluation made by NIST in the TRECVID evaluation
conﬁrms that the SOM-based SBD method works comparatively well in
news video segmentation, especially in gradual transition detection.
Keywords: self-organizing map, video shot boundary detection.

1

Introduction

Consecutive frames within a shot, i.e. a continuous video segment that has been
ﬁlmed in a single camera run, are usually visually similar. Shot boundaries on the
other hand are characterised by discontinuities in the visual stream. Boundary
detectors therefore often try to search for discontinuity peaks to spot boundaries.
Various transition eﬀects are available for video editors to bind shots together.
The eﬀects can be divided coarsely into abrupt cuts and gradual transitions based
on their duration. In cut transitions there is an instantaneous change from one
shot to another without any special eﬀects, whereas in gradual transitions the
shift has a nonzero duration, and there are transitional frames that do not belong
exclusively to either one of the two shots.
Shot boundary detectors usually compute some distance measures between
frames and the distances are compared to a threshold value to detect boundaries. The distance measures can be computed, for example, by comparing pixel
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diﬀerences in consecutive motion-compensated frames, or by comparing some
feature vectors or colour histograms calculated from the frames [1].
However, there can be diﬀerences of varying magnitude between consecutive
frames within a shot, and the detector should be able to distinguish these from
real shot boundaries. These diﬀerences are mainly caused by camera or object
motion and lighting changes [2]. Especially camera ﬂashlights are known to cause
problems when handling news videos. A ﬂashlight changes the illumination of
the entire room for a short while, which is usually seen as two sharp discontinuity
peaks in the visual ﬂow. Also transmission errors might be seen as similar discontinuities. Ideally the detector should not react to this kind of diﬀerences, but
only in the presence of a real boundary. In addition very slow gradual transitions
induce further diﬃculties, since the detector should be sensitive enough to spot
the slow transitions, but not too sensitive to react to fast visual changes within
a shot. Adaptive threshold values have been used to resolve this challenge [3].
In this paper we will present a shot boundary detection method that compares two sliding frame windows on the Self-Organizing Map to spot the visual
discontinuities. This can be seen as a variant of the adaptive threshold methods.

2
2.1

Shot Boundary Detection by Trajectory Monitoring
Trajectories

In our proposed technique the path that the data mapped on a Self-Organizing
Map (SOM) [4] traverses as time advances is called a temporal trajectory. At
each time step a feature vector is ﬁrst calculated from the data, and then the
vector is mapped to the best matching unit (BMU) on the map by ﬁnding the
map node that has the most similar model vector. The process is illustrated in
Figure 1. When visualising the trajectory, the consecutive BMUs are connected
with line segments to form the full path as depicted in Figure 2.
Feature extraction methods usually produce similar feature vectors for visually
similar frames, and similar feature vectors are mapped to nearby regions on a
Self-Organizing Map. Thus similar frames are mapped close to each other on
the SOM, and distances between consecutive trajectory points can be used to
spot discontinuities in the visual stream. Abrupt cuts are characterised by large
leaps while gradual transitions can be seen as more gradual drifts from one map
region to another. The drift pattern obviously depends on the feature extraction
methods and map properties.

Fig. 1. A feature vector is calculated from the raw data. Then the vector is mapped
on the SOM by ﬁnding the best-matching map unit.
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Fig. 2. Segments of a trajectory at three consecutive time steps. The SOM cells marked
with dark gray colour represent trajectory points belonging to the set of preceding
frames, and light gray cells represent the following frames. The trajectory is illustrated
with a dotted black line, and the circles represent the area spanned by the preceding
and following frame sets. The areas do not overlap in the two leftmost ﬁgures, but
overlap at the third ﬁgure. This is interpreted as a one frame gradual transition.

2.2

Sliding Frame Windows

To increase the robustness of the proposed detector, distances between multiple
frames before and after the current point of interest are compared instead of
relying on map distances between two consecutive BMUs. Sliding frame windows
on both sides of the point of interest are examined, and the corresponding map
points on the trajectory are compared. The minimum distance between the map
points of the two frame windows is identiﬁed and compared to a threshold value
to determine the shot boundaries.
To express this formally, one has to deﬁne a distance measure that determines
the distance between the two frame windows. If the lengths of the preceding and
following frame windows are lp and lf , the sets of the preceding and the following
frames, Sp (t) and Sf (t), at time instants t ∈ {lp , lp + 1, . . .} are
Sp (t) = {ft−lp , ft−lp +1 , . . . , ft−1 }
Sf (t) = {ft , ft+1 , . . . , ft+lf −1 } ,

(1)

where fn denotes frame n of the video. The distance measured at time t on SOM
k can then be formulated:
d(k, t) = d(k; Sp (t), Sf (t)) = min ||Ck (fi ) − Ck (fj )||; fi ∈ Sp (t), fj ∈ Sf (t) . (2)
fi ,fj

Function Ck (fn ) maps frame fn on SOM k by calculating the corresponding
map-speciﬁc feature vector value and ﬁnding the BMU. The function returns
the discrete BMU coordinates (x, y).
The distances between the frame windows are then compared to a ﬁxed SOMspeciﬁc threshold Tk , and if d(k, t) > Tk , we declare that there is a shot boundary
between the frame windows Sp (t) and Sf (t), i.e. between frames ft−1 and ft .
Figure 2 illustrates how the preceding (dark gray) and following (light gray)
frame windows are mapped on a SOM on one ﬁctional trajectory at three consecutive time steps. The minimum distance of map coordinates between the two
windows is then compared to the threshold value Tk to detect shot boundaries.
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The method can also be described more intuitively by using the notion of
areas. We may assume that separate shots occupy separate regions on the SOMs.
A circular area that has radius of half the distance threshold value, rk = T2k ,
is laid over each map point in the group of the preceding and following frames.
When combined, the union of these areas form the spanned area of each frame
window. If the two frame windows reside completely over separate shots, i.e.
there is a boundary between the windows, the areas spanned by them do not
overlap on the SOM. If the two windows contain frames that belong to the same
shot, the areas probably do overlap. Therefore the separation of the areas can
be used as an indicator of shot boundary locations. This is also illustrated in
Figure 2. The BMU map points span an area around them, and the boundary
classiﬁcation can be done by checking if the circles around the light and dark
gray map nodes overlap.
As mentioned, ﬂashes and transmission error artifacts might cause sudden
discontinuity peaks in the feature vector values. In a trajectory this can be
seen as a jump to and back from some region on the SOM. If the lengths of
the preceding and following frame windows are longer than the length of the
distortion, the window method helps to prevent false positive detections during
this kind of events.
Gradual transitions are characterised by multiple consecutive trajectory leaps.
This kind of patterns can be detected using the same detector if the threshold
values are suitably low. Consecutive boundary points are combined into a single
data structure that speciﬁes the boundary starting point and its length. Additionally we have deﬁned a minimum length L for the shots. If the detector
has observed two boundaries that are too close to each other, these are combined into a single gradual transition. This is because shots with length of a
couple of frames are not observable by humans, and the two separate boundary
observations are clearly mistakes.
2.3

Committee Machine of Detectors

Some features might be better at detecting some type of transitions, while others
might be better with other types. Therefore a committee machine of several
parallel Self-Organizing Maps trained with diﬀerent features is utilised in the
detector. Additionally, a committee machine helps to reduce misclassiﬁcations if
each detector does somewhat diﬀerent mistakes, but they mostly agree on the
correct boundary decisions.
The separate detectors run in parallel and return the locations of the detected
transitions. The results of the committee are then combined. For each point
between two consecutive frames ft−1 and ft we check how the detectors have
classiﬁed them. The ﬁnal verdict is made by letting the detectors vote if a given
point belongs into a transition. Each detector k gives vote

1 if the detector determines that the point belongs into a transition,
vk (t) =
0 otherwise.
(3)
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The weighted vote result is then computed as
N
vk (t)wk
V (t) = k=1
,
N
k=1 wk

(4)

where wk is the weight of the kth detector and N is the total number of detectors.
V (t) is compared to a threshold value Tv ∈ [0, 1]. If V (t) > Tv , we determine that
the point between frames ft−1 and ft is a boundary point. The transitions that
are too close to each other are again combined, and the ﬁnal starting locations
and lengths of the transitions are obtained.
2.4

Parameter Selection

The shot boundary detection algorithm has quite a lot of parameters that can
be tuned to change the behaviour of the detector. Some of the parameters are
global, that is, they are shared by all the detectors in the committee, whereas
some are detector-speciﬁc. Thus the number of free parameters increases as we
increase the number of feature maps in the system. Table 1 summarises the
global and map-speciﬁc parameters.
Some of the parameters were made detector-speciﬁc because optimal values
for them are probably diﬀerent for separate features. For example the distance
threshold parameter, which determines the radius of the circles when comparing
the areas spanned by the trajectory segments, should obviously be speciﬁc for
each map because the lengths of signiﬁcant jumps on trajectories might not be
alike when using disparate features.
The parameter values were chosen using a variant of the discrete gradient descent method [5]. A set of training videos with human annotated shot boundary
reference data were utilised in the parameter adjusting phase. The F1 value [6]
that combines precision P and recall R into a single scalar was used as the optimisation criterion. F1 is a harmonic mean value that gives equal weight to both
precision and recall, and it can be deﬁned as
F1 =

3

2P R
.
P +R

(5)

Features

Eleven feature extraction methods were applied to calculate feature vectors from
all the frames in the videos. These were used to train feature-speciﬁc SOMs that
Table 1. The global and SOM-speciﬁc parameters that are freely selectable in the shot
boundary detector. k is the SOM index number.
Global
Map-speciﬁc
Preceding frame window length lp Weight wk
Following frame window length lf Distance threshold Tk
Minimum shot length L
Vote result threshold Tv
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were used in the detectors. Five of the features were standard MPEG-7 [7] descriptors: MPEG-7 Colour Structure, MPEG-7 Dominant Colour, MPEG-7 Scalable Colour, MPEG-7 Region Shape and MPEG-7 Edge Histogram. The remaining six features were Average Colour, Colour Moments, Texture Neighbourhood,
Edge Histogram, Edge Co-occurrence and Edge Fourier. [8]
The Average Colour vector contains the average RGB values of all the pixels
in the frame. The Colour Moments feature extractor separates the three colour
channels of the HSV colour representation of the image. The ﬁrst three moments,
mean, variance and skewness, are estimated for each channel to create a ninedimensional feature vector.
The Texture Neighbourhood feature is calculated from the luminance component of the YIQ colour representation of an image. The 8-neighbourhood of each
inner pixel is examined, and a probability estimate is calculated for the probabilities that the pixel in each of the surrounding relative position is brighter
than the central pixel. The feature vector contains these eight estimates.
The Edge Histogram feature is not related to the MPEG-7 Edge Histogram
descriptor. The feature vector consists of the histogram values of the four Sobel edge detectors. The Edge Co-occurrence vector contains values of the cooccurrence matrix calculated from the four Sobel edge detector outputs. The
Edge Fourier feature vector contains 128 values computed from the Fast Fourier
Transformation of the Sobel edge image of each frame. [9]

4
4.1

Experiments
TRECVID Evaluation by NIST

The performance of the shot boundary detector was evaluated by NIST in their
annual TRECVID video retrieval evaluation, which consists of several video
retrieval related tasks. In 2006 we participated in the shot boundary detection
task for the ﬁrst time [8]. The SBD task had 24 participating groups. Altogether
there is slightly over 10 hours of news video in the SBD training and test data
sets. The training data set also contains about 2.5 hours of NASA’s educational
programmes. The training ﬁles contain the total of 1341591 frames.
Ten separate detectors were trained using slightly diﬀering portions of the
training data and slightly diﬀering combinations of feature extraction methods. The test data consisted of only news videos, and therefore we, for example,
tested if omitting the NASA videos from the training set would improve the performance. Channel-speciﬁc detectors were also trained. We also tested if training
detectors using only the cuts or only the gradual transitions would lead to better
cut-speciﬁc and gradual-speciﬁc shot boundary detectors.
The best detector of our team turned out to be the one that had been trained
with all the available data and with both cuts and gradual transitions. The cutspeciﬁc and gradual-speciﬁc detectors did not perform well. That is, when the
detector had to make compromises between gradual and cut detection, its performance actually increased. This leads to suspicions of overlearning when using
only a portion of the training data during the gradient descent optimisation.
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Our detectors performed comparatively well in the evaluation. Table 2 shows
the performance of our best detectors compared to the TRECVID median and
average. Separate F1 values were calculated for cut and gradual transition detection, and additionally a total F1 score combining these two was computed. For
gradual transitions also frame recall, frame precision and frame F1 values were
computed. These describe how accurately the true starting and ending locations
of the gradual transitions were found, whereas it is possible to get good gradual
recall and precision even when there is only one frame overlapping between the
reference and submitted transition windows. Frame precision and recall are calculated by comparing the number of frames that overlap in the submitted and
reference transition windows to the total number of frames in these windows. A
more comprehensive interpretation of the TRECVID results is given in [8].
Table 2. The TRECVID shot boundary detection result comparison
Detector
Best single conﬁguration
Best individual values out of ten
TRECVID median
TRECVID average
TRECVID standard deviation

4.2

Total F1 Cut F1
0.709
0.732
0.709
0.732
0.747
0.792
0.668
0.713
0.199
0.214

Gradual F1 Frame F1
0.647
0.716
0.654
0.737
0.625
0.734
0.509
0.658
0.250
0.212

Frame Window Experiment

In addition to the TRECVID experiments three detector conﬁgurations were
compared to investigate how much the detector beneﬁted from using frame windows instead of single frames in distance computations. The parameters of the
ﬁrst detector were optimised using all the training data, both cuts and gradual
transitions, and the following six feature maps: Average Colour, Colour Moments, Texture Neighbourhood, Edge Histogram, MPEG-7 Dominant Colour
and MPEG-7 Colour Structure. These features obtained the highest weights wk
in the TRECVID experiment. All the parameters including the window lengths
were freely adjustable. The second detector was trained using the same features
and training data, but we ﬁxed the window lengths to lp = lf = 1. We also
tested an unoptimised version of the one-frame detector by using the optimal
parameters of the ﬁrst conﬁguration and just setting the window lengths to one.
Figure 3 depicts the precision and recall values of the three detectors. By
comparing the performance values we can conﬁrm that the frame windows contribute signiﬁcantly to the overall performance of the detector. Rather good
results could be obtained also using the optimised one-frame detector.
We can interpret the result of this experiment by referring to the idea of areas
spanned by the frame windows. The optimised one-frame detector tries to model
the area occupied by the given shot using the map location of only one frame.
With a suitably large circle radius this can be harshly approximated, but the
detector that models the area using multiple sequential map coordinates and the
union of smaller circles can represent this area much more accurately.
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Fig. 3. The performance values of the detector with freely adjustable window lengths
(cross), and the optimised (circle) and unoptimised (dot) detectors with window length
of one

Comparing frame windows instead of distances between two frames can be
also seen as a variant of the adaptive distance threshold methods. In fast-paced
shots the area spanned by the frame window is much larger than during a slowpaced shot. This is comparable to the growth of an adaptive threshold value
during content with high motion activity. If the frame window length is ﬁxed to
one, the distance threshold is constant. It can be argued that our method can be
more accurate than using an adaptive one-dimensional threshold value. This is
because in our method the adaptive threshold value is not a scalar that increases
the threshold equally to all directions on the map, but there is an adaptively
transforming two-dimensional threshold boundary that propagates selectively
towards speciﬁc directions on the map.
4.3

Feature Number Experiment

In our last experiment twelve detectors using varying number of features were
compared. First a detector with all the eleven features was trained, and then
the number of features was decreased by discarding the feature that got the
lowest weight wk in the previous training run. Two one-feature detectors were
also tested to compare the performance of the best edge feature to the performance of the best colour feature. The features were in the order of importance:
Edge Histogram, Average Colour, Colour Moments, MPEG-7 Dominant Colour,
Texture Neighbourhood, MPEG-7 Colour Structure, MPEG-7 Region Shape,
MPEG-7 Edge Histogram, MPEG-7 Scalable Colour, Edge Co-occurrence and
Edge Fourier.
The precision and recall values for the detectors with varying number of features are shown in Figure 4. It seems like the overall performance increases as
the number of features increases. This was expected, although we anticipated
overlearning when the number of features increased too much. This does not
seem to happen with the maximum number of eleven features we have used.
Using both cuts and gradual transitions in training may be one reason why the
overlearning problem has not manifested itself.
The single colour feature seemed to be better in gradual transition detection
than the single edge feature. This can be seen also in Figure 5 that shows a
more detailed experiment in which the distance thresholds Tk were varied for
the two one-feature detectors. Combining the two features clearly improves the
results, which was expected because the amount of information available to the
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Fig. 4. Recall and precision for detectors using varying number of features. Detector
1e is a one feature detector using the Edge Histogram feature and detector 1c is a
detector using the Average Colour feature.
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Fig. 5. Recall and precision for Average Colour (circle) and Edge Histogram (cross)
based detectors with varying distance threshold parameters

detector increased. The cut detection performance values of the two detectors
are similar. The edge feature conﬁguration has better precision, while the colour
feature conﬁguration has slightly better recall.

5

Conclusions

A shot boundary detector using parallel Self-Organizing Maps was implemented
during this work. We used it to participate in TRECVID shot boundary detection task, and our SOM-based method seemed to work quite well. Gradual
transition detection performance was above the TRECVID median and cut detection performance above the TRECVID average.
The proposed SBD method tries to spot discontinuities in SOM trajectories to
detect transitions. The novel idea is to use frame windows and areas spanned by
the frame windows in detection. The areas occupied by preceding and following
frame windows are approximated by using a union of circles centred on the
map points corresponding to the frames. We assume that separate shots occupy
separate regions on the map. If the areas occupied by the two frame windows do
not overlap, they clearly belong to distinct shots, and a shot boundary between
the frame windows can be declared. In the experiments this approach proved to
be clearly better than the alternative method of just comparing the distances of
two map points on the trajectory.
The feature vectors calculated from the frames could have been used on their
own to detect shot boundaries, but in the implemented detector an additional
step of mapping the vectors on a SOM was performed before measuring the
distances between the frames. The transitions on a SOM are more informative
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than the distances between feature vectors because the nonlinear mapping of the
SOM algorithm compensates the probability density diﬀerences in feature space,
i.e the SOM takes into account that some regions in the feature space might be
more probable than others.
Furthermore, in this algorithm the vector quantisation property of SOMs is
helpful as it helps to suppress the little variations between the visually similar
frames within a shot. Only signiﬁcantly large changes in the input vectors are
seen as movement on the maps. In general vector quantisation can cause problems since in the worst case scenario two vectors can be mapped to neighbouring
nodes even when they reside right next to each other in the vector space. In practice this does not cause problems in our system because the distance threshold
parameters always converged to such values that trajectory drifts to neighbouring SOM nodes are not interpreted as shot transitions.
The feature extraction methods utilised in our detector have been originally
developed for image and video retrieval, and they might not be optimal in
shot boundary detection task. Developing new SBD-optimised feature extraction methods might increase the performance of the detector. Especially lighting,
translation and rotation invariance would be desired properties in shot boundary
detection. Furthermore, new objects arriving from the edges of the screen should
not change the feature vector values too much. Perhaps this could be achieved
by using feature extraction methods that give gradually diminishing amount of
weight to the pixels near the edges of the image.
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Abstract. This paper presents a general approach for surface-to-surface
registration (S2SR) with the Euclidean metric using signed distance
maps. In addition, the method is symmetric such that the registration
of a shape A to a shape B is identical to the registration of the shape B
to the shape A.
The S2SR problem can be approximated by the image registration
(IR) problem of the signed distance maps (SDMs) of the surfaces conﬁned to some narrow band. By shrinking the narrow bands around the
zero level sets the solution to the IR problem converges towards the
S2SR problem. It is our hypothesis that this approach is more robust
and less prone to fall into local minima than ordinary surface-to-surface
registration. The IR problem is solved using the inverse compositional
algorithm.
In this paper, a set of 40 pelvic bones of Duroc pigs are registered
to each other w.r.t. the Euclidean transformation with both the S2SR
approach and iterative closest point approach, and the results are compared.

1

Introduction

This paper addresses the problem of shape registration or alignment which plays
an essential role in shape analysis. Many registration procedures such as generalized Procrustes analysis [9,7] rely on a prior manual annotation of landmarks.
The main drawback with these approaches is the reliance on manual annotation which becomes cumbersome and infeasible for larger 2Ddatasets and for 3D
data.
Methods for explicitly deriving landmarks form training curves/surfaces based
on information theoretic theory has been published [6]. Unfortunately these often
suﬀer form exceeding use of computation time.
The iterative closest point (ICP) algorithm by Besl et al. [2] solves the problem
of landmark dependence by iteratively updating the point correspondence after
the closest point criterium. Since the introduction in 1992 many extensions and
improvements of original ICP have been proposed in literature [8,11,10]. Most
of these methods still require a good initial estimate in order not to converge to
a local minimum. Furthermore, common for these methods are that they do not
utilize the knowledge of the connectedness of the point cloud, which is available
in many cases.
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The approach described in this paper is in many ways related to the approach
presented by Darkner et al. [5], which aligns two point clouds by minimizing
the sum of squared diﬀerence between the distance functions of the point clouds
in some rectangular box domain. The problem with the scheme by Darkner
et al. is that it is likely produce a suboptimal result when applied to concave
shapes. That is, the concave parts of a shape will not propagate as far out in a
distance map as the convex parts. As a consequence points placed on the convex parts of a shape are given more weight than points on concave parts. Our
approach diﬀers from the approach presented in [5], as it uses signed distance
maps and minimizes the squared diﬀerence between the signed distance maps
restricted to a shrinking narrow band. Thus, it does not suﬀer from the same
defect as [5].

2

Theory

The registration of a surface Sx to a surface Sy w.r.t the Euclidean metric can
be expressed as the minimization of the functional

d(W (x; p), Sy )2 dx,
(1)
F1 (p) =
Sx

where W ( ; p) is the warp function.
A minor ﬂaw with this approach is that the registration of Sx to Sy is not
necessarily equivalent to the registration Sy to Sx . If W ( ; p) is invertible (1)
can be extended to


F2 (p) =
d(W (x; p), Sy )2 dx +
d(W (y; p)−1 , Sx )2 dy
Sx


=

Sx


d,Sy (W (x; p))2 dx +

Sy

Sy

dSx (W (y; p)−1 )2 dy,

(2)

where dSx and dSy are the distance maps of the surfaces Sx and Sy , respectively.
This energy functional ensures a symmetric registration.
A minimum of F2 can be obtained by any gradient or Newton based optimization scheme. However, such schemes may very well get stuck in a local minimum
instead of the global minimum. To overcome this problem we introduce a slightly
diﬀerent energy functional


2
(Φy (W (x; p)) − Φx (x)) dx +
(Φx (W (y; p)−1 ) − Φy (y))2 dy, (3)
F3 (p) =
Uxr

Uyr

where Φx (x) and Φy (y) are the signed distance maps (SDMs) of the surfaces Sx
and Sy , and U r = {x | x ∈ Rd , |Φ(x)| < r}. And we note that
F3 → F2 for r → 0.

(4)
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(a) A simple shape.
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(b) F2 cost functional.

(c) F3 cost functional.

Fig. 1. Cost as a function of translation in x and y direction

Now, consider the shape in Figure 1(a) consisting of two identical rectangles.
If we translate the shape in both the x and the y direction between -25 and 25
pixels and calculate the energy in each position using F2 and F3 with r = 25
pixels, we get energy landscapes shown in Figure 1(b,c). In this case, the F2 cost
function produces three minima while the F3 cost function produces only the
global minimum.

3

Method

The energy functional deﬁned in F3 can be viewed as a image registration problem between two SDMs Φx and Φy , where the points to be warped are those
inside the narrow bands Uxr and Uyr . The problem is solved using an extended
version of the inverse compositional algorithm presented by Baker et al [1]. To
preserve the same notation as in [1], we assume that Φx and Φy are discretized
SDMs. Thus, F3 becomes


F4 (p) =
(Φy (W (x; p)) − Φx (x))2 +
(Φx (W (y; p)−1 ) − Φy (y))2 . (5)
x∈Uxr

y∈Uyr
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If the set of warps forms a group the minimization of F4 is equivalent to the
minimization of

F5 (p) =
(Φy (W (x; p)) − Φx (W (x; Δp)))2
x∈Uxr

+



(Φx (W (y; p)−1 ) − Φy (W (y; Δp)−1 ))2 .

(6)

y∈Uyr

with the update rule W (x; p) ← W (x; p) ◦ W (x; Δp)−1 . By applying the ﬁrst
order Taylor expansion to (6) we get
2
 
∂W (x; 0)
Δp
F5 (p) ≈
Φy (W (x; p)) − Φx (W (x; 0)) − ∇Φx
∂p
x∈Uxr
2
 
∂W (y; 0)−1
−1
−1
Δp .(7)
+
Φx (W (y; p) ) − Φy (W (y; 0) ) − ∇Φy
∂p
r
y∈Uy

By taking the derivatives of F5 w.r.t. Δp and setting them equal to zero we get
the update equation
⎛
⎞


Δp = −H −1 ⎝
(8)
Sx Ex +
Sy Ey ⎠ ,
x∈Uxr

y∈Uyr
−1

(x;0)
where Sx = ∇Φx ∂W∂p
, Sy = ∇Φy ∂W (y;0)
, Ex = Φy (W (x; p)) − Φx (x),
∂p
−1


Ey = Φx (W (y; p) ) − Φy (y) and H =
x∈U r Sx Sx +
y∈U r Sy Sy . Note
x

y

that H −1 , Sx and Sy only have to be computed once. A S2SR can be obtained
with Algorithm 1.
The best sequence of ri ’s is properly highly depended on the problem. We
have applied the following scheme with success:
ri+1 ≈

ri
.
2

(9)

Selecting a suitable initial narrow band r0 is however not entirely straight
forward. If the choice of r0 is too small the algorithm may get stuck in a local
Algorithm 1. S2SR
1: r = [r1 . . . rn ]; { ri > ri+1 }
2: for each ri ∈ r do
3:
k = 0;
4:
repeat
5:
update p using (8) with Uxri and Uyri ;
6:
k = k + 1;
7:
until convergence or k > kmax
8: end for
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minima, and if it is too large the algorithm will use an unnecessary amount of
computational power. Note, that the computation time is much more depended
on the radius of the initial narrow band than the number of narrow bands as the
global minimum of F3 for the narrow band ri properly is relatively close to the
global minimum of F3 for ri+1 . In general, r0 should be larger than the width of
largest structure or feature in the image which might introduce a local minimum
in F3 .
3.1

Extending Approach to Open Surfaces

SDMs are in principal only deﬁned for closed surfaces as it is impossible to
label the inside and outside of an open surface. Thus, our approach can only be
applied to closed surfaces. To overcome this problem we introduce the notion of
a pseudo SDM.
The pseudo SDM of triangle mesh of an open surface is computed using the
following recipe:
1. Close the surface by triangulating all the holes in the triangle mesh.
2. Compute the SDM of the closed tiangle mesh. Bærentzen et al. [3,4] describe
how to compute the SDM of a closed triangle mesh.
3. Set all voxels in the discretized SDMs with distances to the added faces to
an undeﬁned value.
Under the registration, voxels from one SDM may be warped to an undeﬁned
volume of the other SDM. In such cases, it is reasonable to assume that the
distance in the undeﬁned volume is 0, as we have no way of knowing whether
the point is on the outside or inside of the shape. This hack allows for a bit of
slack around the open areas of a surface. In many cases a surface is only open
as it has been chosen to disregard a part of the shape - cutting away part of a
shape in the exact same place is impossible. Furthermore, the gradient of a SDM
at the borders between the deﬁned and undeﬁned volumes is likewise assumed
to be equal to 0.
Sometimes, it is impossible to close an open surface with triangulation without
introducing intersections between the new faces and the existing faces. Also, it
might not be reasonable to close a surface if the hole is very large. In such
cases, it might be more advisable simply to use unsigned distance maps instead
of SDMs. The question of how large a hole in a surface can be, before the
registration algorithm fails or produces suboptimal result with pseudo SDMs,
needs to be investigated in the future.

4

Experiments

Two experiments were conducted to test the surface registration approach; (i) a
toy example where the outline of the right and left hand of one of the authors
were registered to each other, and (ii) a real example where 40 pelvic bones of
Duroc pigs were registered with the ICP algorithm by Fitzgibbon [8] and with
our S2SR algorithm.
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Hand Example

To test the robustness of the S2SR algorithm a left and a right hand were
traced on a piece of paper and scanned into a computer. The left hand was
ﬂipped horizontally, displaced 100 pixels in the x-direction and -25 pixels in the
y-direction, and rotated 5 degrees counter clockwise. Figure 2 shows the initial
position of the hands, the ﬁnal position with regular S2SR1 and the ﬁnal position
with our S2SR algorithm with the narrow bands r = 30, 15, 7, 3, 1. Evidently, the
regular S2SR approach gets stuck in a local minimum or saddle point, while the
shrinking narrow band S2SR approach registers the left and right hand perfectly.

(a) Initial position.

(b) Final position for S2SR
with narrow band r=1.

(c) Final position for S2SR
with narrow bands 30, 15,
7.5, 1.

Fig. 2. Rigid registration of left (green) and right hand (red)

4.2

Pelvic Bones

Half pig skeletons were automatic extracted from CT scans of half pig carcasses
and ﬁtted with implicit surfaces. From the implicit surfaces triangle meshes were
created, and the pelvic bones were manually removed from the triangulated
skeletons. An example of a pelvic bone can be found in Figure 3.

Fig. 3. Example of a pelvic bone from a Duroc pig

From the set of pelvic bone shapes a shape was selected to be the reference,
and the remaining shapes were registered to the reference shape with ICP and
our level set based S2SR algorithm with r = 20, 10, 5, 2.5, 1 mm. To compare
1

Simulated with the small narrow band r=1.
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the two registration approaches we use the mean squared error (MSE) and the
maximum error (ME). As ICP minimizes the point-to-closest-point (CP) distance and our algorithm minimizes the surface-to-surface distance2 , we evaluate
the performance of the registration algorithms using both distance concepts.
Furthermore, as our registration algorithm does symmetric minimization of the
squared distances and ICP does not, the MSE and the ME are calculated in
the same direction as the ICP registration, in the other direction and in both
directions combined. The registration results for ICP and S2SR can be found
in Table 1 and 2, respectively. As no surprise, the ICP registration has a lower
MSE and ME in the same direction as the registration, when we are using the
CP distance. It is neither a surprise that our S2SR algorithm has lower MSEs
and MEs in the opposite direction of the ICP registration and in both directions.
It is however a bit of a surprise, that our S2SR algorithm has a smaller MSE
than ICP when using tthe SDMs to extract distances. A possible explanation
for this result is that our algorithm allows for a bit of slack around the open
regions of the surface and is therefore better at ﬁtting the remaining regions of
the surface. Figure 4 illustrates this by color-coding the surfaces of two registered
pelvic bones with the shortest distance.
Table 1. The MSE and ME averaged over the 39 registrations after ICP registration
Method
Direction √ A → B
Measure M SE M E
SDM
11.92 20.13
CP
12.32 20.85

ICP (A → B)
√ A←B
√ A↔B
M SE M E M SE M E
12.70 27.04 12.34 27.24
14.40 29.41 13.44 29.48

Table 2. The MSE and ME averaged over the 39 registrations after S2S registration
Method
S2SR (A ↔ B)
Direction √ A → B
√ A←B
√ A↔B
Measure M SE M E M SE M E M SE M E
SDM
11.69 24.11 12.18 24.03 11.90 26.28
CP
12.77 25.70 13.11 26.34 12.95 28.30

W.r.t. computation time, it can be mentioned that it took approximately 20
minutes to run the 39 registrations with ICP and approximately 50 minutes to
run 39 registrations with S2SR on a standard Dell laptop with a 1.6Ghz Centrino
CPU and 2Gb ram. It is diﬃcult to compare the computation time of the two
algorithm as the computation time for the S2SR algorithm is vastly depended
2

The distances are found by interpolating the SDMs. To ensure fairness, when evaluating the MSE and ME, points, which are warped to an undeﬁned area of a SDM,
are ignored instead of receiving the distance 0.
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Fig. 4. Distance color-coded surfaces after registration. Black areas are areas where
the distance could not be interpolated in the SDM because the point is situated in a
undeﬁned area.

on the chosen parameters, e.g. the chosen narrow bands and the resolution of
the discretized SDMs.

5

Conclusion

This paper has presented a method for S2SR. The registration algorithm was
tested on two examples, where its properties were highlighted; (i) it is less prone
to fall into local minima than ordinary S2SR, (ii) and it does symmetric registration. As the method relies on SDMs it only works in theory on surfaces.
Nevertheless, this paper has demonstrated that it can work on open surfaces by
introducing a pseudo SDM, where distances are not deﬁned in volumes close to
the open regions of the surface.
In the future, we will use non-rigid transformations with the registration approach.
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Abstract. In this paper, we propose a new multiple object tracking method via
multi-layer multi-modal framework. To handle erroneous merge and labeling
problem in multiple object tracking, we use a multi layer representation of dynamic Bayesian network and modified sampling method. For robust visual
tracking, our dynamic Bayesian network based tracker fuses multi-modal features such as color and edge orientation histogram. The proposed method was
evaluated under several real situations and promising results were obtained.

1 Introduction
Visual tracking in complex environment is an important task for surveillance, teleconferencing, and human computer interaction. It should be computationally efficient and
robust to occlusion, changes in 3D pose and scale as well as distractions from background clutter. In particular, multiple object tracking of similar objects fails in the
cases of adjacency or occlusion of tracked objects. For multiple identical or similar
object tracking, it is necessary to solve merge and labeling problem correctly.
There have been some research works on multiple object tracking. In the multiple
object tracking, it is very important to model the interaction among objects and solve
the data association problem [1-6]. Usually, a joint state representation is used and
joint data associations are inferred from the possible interactions between objects and
observations. This approach requires a high computational cost due to the complexity
of joint state representation. Yu et al. [4] propose collaboration approach among filters by modeling objects’ joint prior using a Markov Random field. However, this
approach has some limitations in correctly labeling objects. Qu et al. [5] suggest an
interactively distributed multi-object tracking using a magnetic-inertia potential
model. This approach is good for solving the labeling problem in identical multiple
object tracking. However, the tracking performance suffers when the occlusion duration among objects gets a little longer.
For our multiple object tracking, we adopt a dynamic Bayesian network which has
multi-layer representation and multi-modal features fusion. Dynamic Bayesian network (DBN) provides a unified probabilistic framework in integrating multimodalities by using a graphical representation of the dynamic systems. The proposed
tracker has the following characteristics. First, multiple modalities are integrated in
the dynamic Bayesian network to evaluate the posterior of each feature such as color
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 789–797, 2007.
© Springer-Verlag Berlin Heidelberg 2007
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and edge orientation. Secondly, the erroneous merge and labeling problem can be
solved in two phases of DBN framework.
The paper is organized as follows. Section 2 discusses a multi-layer representation
of dynamic Bayesian network. Section 3 presents our proposed multi-modal multiple
object tracking method in DBN framework. Section 4 shows experimental results of
our proposed method.

2 Multi-layer Representation of DBN
The Dynamic Bayesian Network (DBN) provides a coherent and unified probabilistic
framework to determine the target object state in each frame by integrating modalities
such as the prior model of reference state and evidence in target object candidate [7].
To construct DBN for visual tracking, we must specify three kinds of information
such as the prior distribution over state variables p( x0 ) , the transition model

p ( xn | xn−1 ) and the observation model p ( yn | xn ) . The transition model
p ( xn | xn−1 ) describes how the state evolves over time. The observation model
p ( yn | xn ) describes how the evidence variables are affected by the actual state of
the object tracking. The target object candidate is evaluated by the posterior probability through the integration of multiple cues in DBN.

p ( xn | yn , xn−1 )

(1)

where xn and xn-1 are the target object candidate and reference object state, respectively and yn is the evidence of low-level features such as color and edge information
from the target object candidate. In our visual tracking, we use two features such as
color and edge orientation information. For evidence variables in our framework, we
use color likelihood p (cn | xn ) and edge orientation likelihood p (en | xn ) where cn
and en are the color and edge likelihood measurements at time n, respectively. The
posterior probability like Eq. (1) is interpreted as

p( xn | cn , en , xn−1 ) ∝ p (cn | xn ) p(en | xn ) p( xn | xn−1 )

(2)

To deal with multiple object tracking, we denote the state of an individual object
by

xni , where i = 1.......m is the index of objects and n is the time index. To repre-

sent the interactive objects, we use a multi layer representation of DBN which is similar to hierarchical Hidden Markov Model. This is shown in Fig. 1. The top layer in
DBN computes interactivity among hidden nodes by estimating the distance between
a pair of objects. If the objects are adjacent or occluded, the interactivity among hidden nodes is computed. Using color and edge orientation likelihood information for
the target object and the reference object, we classify the interactivities between two
objects A and B into 5 cases such as “A and B are located near by”(A,B), “A is
partially occluded by B”(A⊂B), “B is partially occluded by A”(B⊂A), “A is fully
occluded by B ”(B), and “B is fully occluded by A”(A). Based on objects’ interactivities, the labeling node shown as a rectangle is activated or deactivated for each object
state. After that, correct labels are assigned to each object state.
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Fig. 1. Multi-layer multi-modal framework

3 Multiple Object Tracking
For multiple object tracking, it is necessary to solve erroneous merge problem where
the tracker loses its target object and falsely coalesces with other trackers, and labeling problem where incorrect labels are assigned to the objects after occlusion.
3.1 Erroneous Merge Problem
To solve the erroneous merge problem, the accurate object state should be estimated
when merge or split occurs. If two objects are merged (adjacent or partially occluded),
it is very difficult to estimate exact position of the target object using conventional
particle filtering because two objects are similar to each other. To reduce the effect of
other object’s presence, we use a Gaussian-weighted circular window in computing
particle weight. For example, samples that are further away form the point having
highest similarity value can be assigned smaller weights by employing a weighting
function

⎧ 1− r2 : r < 1
ϕ (r ) = ⎨
⎩0 : otherwise

(3)

where r is the normalized distance from the highest similar point to the sample. Fig. 2(a)
shows the original similarity distribution of samples for red object. By using weighting
function like Eq. (3), the similarity distribution is transformed to that in Fig. 2(b). So,
we can estimate exact target object position regardless of the green object in Fig. 2.
When the objects are merged, the tracker for the occluded object computes the
similarity distribution of the reference model. If the similarity value is larger than the
threshold value, weighting function like Eq. (3) is used to estimating the position of
that object. Then, the tracker can solve the problem of false coalescence.
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The point having highest
similarity for red object

(b)

(a)

Fig. 2. (a) Original similarity distribution of samples for red object, (b) Transformed similarity
distribution

3.2 Labeling Problem
To correctly assign a label to target object after occlusion, it is necessary to robustly
discriminate target object candidates. We use multi-modal features such as color and
edge orientation histogram.
The color likelihood p (cn | xn ) is defined as

⎡
1− ∑ pi( u ) q ( u )
⎢ 1
− u =1
2σ 2
p (cn | xn ) = ⎢
e
2
πσ
⎢
⎢⎣
m

(u )

where pi

⎤
⎥
⎥
⎥
⎥⎦

is the ith object candidate’s color distribution and

(4)

q (u ) is color distribu-

tion of reference object.
The edge likelihood is computed from edge orientation histogram similar to SIFT
[8]. To compute edge orientation, we detect edges using horizontal and vertical Sobel
operators. After computing the strength and orientation of the edges, we apply threshold operation to remove outliers. The edge intensity and orientation of the target object is quantized into 8 bins (0 degree, 45 degree…) and displayed in each quarter
plane. Peaks in the orientation histogram correspond to dominant directions of local
gradients. After detecting the dominant orientation, edge descriptor for the reference
model will be represented relative to this dominant direction and therefore achieve
invariance to image rotation. We compute 16x 16 edge descriptor for the center point
of the target object candidate. Fig. 3 shows the edge descriptor for a quarter plane of a
target candidate. The edge likelihood between the target candidate and the reference
model is computed as L2 distance between two edge orientation histograms. The
edge likelihood p (en | xn ) is defined as
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ρ
⎡ 1
−
p (en | x n ) = ⎢
e
⎣⎢ 2πσ

where

ρ ( p, q) is

Euclidean distance,

2

( p i( u ) , q ( u ) )
2σ 2

⎤
⎥
⎦⎥
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(5)

pi(u ) is the ith object candidate’s edge histo-

(u )

is edge histogram distribution of reference object. Our
gram distribution and q
edge likelihood is invariant to rotation and is discriminative against the background
with confusing colors.

Rotation by dominant orientation

Magnitude

Orientation

Fig. 3. Edge Orientation Histogram in quarter plane

The confidence weights for multi-cues such as color and edge likelihood are conditionally determined by previous weights. The observation likelihood is decided by
each cue’s weight. By adopting adaptive confidence weights, our tracker can discriminate target objects and then the correct label will be assigned to the target object.
For the approximate inference in DBN, we use the modified particle filtering since
it seems to maintain a good approximation to the true posterior by using a constant
number of samples [9]. In our proposed approach, the sampling-based method is executed as follows:
Step 1: N samples are created by sampling from the prior distribution at time 0.
Step 2: Each sample is propagated forward by sampling from the transition model
like
Step

p ( xni | xni −1 ).
3:Each

sample

is

weighted

by

the

log

likelihood

such

as

k1 p(c | x ) + k2 p (e | x ) where k1, k2 are the confidence weight of the likelihood of
i
n

i
n

i
n

i
n

each sample. When the objects are adjacent or occluded, the log likelihood is

k1 p(cni | xni )ϕ () + k2 p(eni | xni )ϕ () , where ϕ () is the Gaussian weighting function.
Step 4: The population is re-sampled to generate a new population of N samples with
weighted-sample-with-replacement.
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4 Experimental Results
Our proposed DBN-based visual tracking algorithm is implemented on a P4-3.0Ghz
system with 320 x 240 image size. The number of particles is 400. The target object
size is 16 x 16 pixels. For the implementation of the multi-layer DBN, we used Intel’s
Probabilistic Network Library (OpenPNL) [10] for building blocks. The input for
DBN is the weighted sum of color and edge orientation likelihood.

(a)

(b)

Fig. 4. (a) Conventional Particle Filtering, (b) Proposed Method

(a)

(b)
Fig. 5. (a) Color-based tracking, (b) Color and edge-based tracking
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Fig 6. Tracking errors using fixed and adaptive confidence weights for color and edge likelihood

#28

#36

#44

#55

#44

#55

(a)

#28

#36
(b)

Fig. 7. Comparison of IDMOT[5] and our proposed tracker for office sequence (a) IDMOT
result, (b) proposed tracker result

We made several experiments in a variety of environments to show the robustness
of our proposed method. The first video sequence contains four moving persons in the
office. This sequence is very difficult for multiple object tracking due to frequent
occlusion. Fig. 4 shows the result of conventional particle filtering and our proposed
modified particle filtering using Gaussian-weighted circular window. Our proposed
method estimates accurate position of the target object.
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#31

#37

#40

#44

#47

#51

#56

#58

Fig. 8. Results of the proposed multi-modal multi-object tracker for the soccer game sequence

#20

#40

#24

#43

#32

#49

Fig. 9. Tracking result of tennis ball sequence

We experimented multi-cues approach in multiple object tracking. Fig. 5(a) shows
the result of color only tracking and Fig. 5(b) shows the tracking result using our
color and edge orientation likelihood. The confidence weights in color and edge likelihood are also important in robust tracking. Fig. 6 shows the errors occurred in tracking that used the fixed and adaptive confidence weights in our proposed method.
In Fig. 7, we compared our proposed method with other tracking method. IDMOT
[5] suffers from labeling problems in long duration of occlusion (see Fig. 7(a)). However, our approach performs well solving both erroneous merge and labeling problem.
This is shown in Fig. 7(b).
The second video sequence is the soccer game sequence. Each object moves independently. The image size is 320 x 240. Examples of the tracking results are shown in
Fig. 8. Our proposed algorithm successfully tracked all objects throughout all frames.
Fig. 9 shows the tracking result of tennis ball sequence. The labels in each ball are
correct.
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5 Conclusions
In this paper, multi layer representation of dynamic Bayesian network is proposed for
multiple object tracking. For robust tracking, we implement a modified sampling and
multi-modal tracking method that integrates color and edge orientation histogram.
Our proposed tracker can handle erroneous merge and labeling problem in multiple
object tracking. We have presented results from realistic scenarios to show the validity of the proposed approach. Compared to other tracking algorithms, our proposed
system shows better and more robust tracking performance.
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Abstract. The focus of the study is high quality image acquisition in
colorimetric and multispectral formats. The aim is to combine the spatial
resolution of digital images with the spectral resolution of color measurement
instruments, to allow for accurate colorimetric and spectral measurements in
each pixel of the acquired images. An experimental image acquisition system is
used, which besides trichromatic RGB filters also provides the possibility of
acquiring multi-channel images, using a set of narrowband filters. To derive
mappings to colorimetric and multispectral representations, two conceptually
different approaches are used. In the model-based characterization, the physical
model describing the image acquisition process is inverted, to reconstruct
spectral reflectance from the recorded device response. In the empirical
characterization, the characteristics of the individual components are ignored,
and the functions are derived by relating the device response for a set of test
colors to the corresponding colorimetric and spectral measurements, using
linear and polynomial least squares regression. The results indicate that for
trichromatic imaging, accurate colorimetric mappings can be derived by the
empirical approach, using polynomial regression to CIEXYZ and CIELAB.
However, accurate spectral reconstructions requires for multi-channel imaging,
with the best results obtained using the model-based approach.
Keywords: Multispectral imaging, Device characterization, Spectral reconstruction, Metamerism.

1 Introduction
The trichromatic principle of representing color has for a long time been dominating
in color imaging. The reason is the trichromatic nature of human color vision, but as
the characteristics of typical color imaging devices are different from those of human
eyes, there is a need to go beyond the trichromatic approach. The interest for multichannel imaging, i.e. increasing the number of color channels, has made it an active
research topic with a substantial potential of application.
To achieve consistent color imaging, one needs to map the imaging-device data to
the device-independent colorimetric representations CIEXYZ or CIELAB. As the
color coordinates depend not only on the reflective spectrum of the object but also on
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 798–807, 2007.
© Springer-Verlag Berlin Heidelberg 2007
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the spectral properties of the illuminant, the colorimetric representation suffers from
metamerism, i.e. objects of the same color under a specific illumination may appear
different when they are illuminated by another light source. Furthermore, when the
sensitivities of the imaging device differ from the CIE color matching functions, two
spectra that appear different for human observers may result in identical device
response. In multispectral imaging, color is represented by the object’s spectral
reflectance, which is illuminant independent. With multispectral imaging, different
spectra are readily distinguishable, no matter they are metameric or not. The
spectrum can then be transformed to any color space and be rendered under any
illumination.
The focus of the paper is colorimetric and multispectral image acquisition, which
requires methods for computing colorimetric and spectral data from the recorded
device signals. Experiments are performed using trichromatic imaging as well as
multi-channel imaging, using an experimental image acquisition system. Two
conceptually different approaches for device characterization are evaluated: modelbased and empirical characterization. In the model-based approach, the physical
model describing the process by which the device captures color is inverted to
reconstruct spectral reflectance. In the empirical approach, the device characteristics
are ignored and the mappings are derived by correlating the device response for a set
of reference colors to the corresponding colorimetric and spectral measurements,
using least squares regression.

2 Model-Based Characterization
The linear model for the image acquisition process, describing the device response to
a known input, is given in Eq.1. The device response, dk, for the k:th channel is, for
each pixel, given by:

dk =

∫

λ∈V

I (λ ) Fk (λ ) R(λ ) S (λ )d λ + ε k

(1)

where I(λ) is the spectral irradiance of the illumination, Fk(λ) is the spectral
transmittance of filter k, R(λ) is the spectral reflectance of the object, S(λ) is the
spectral sensitivity function for the camera, εk is the measurement noise for channel k,
and V is the spectral sensitivity region of the device.
The spectral characteristics of the illumination and the filters have been derived
from direct measurements, using a spectroradiometer. The spectral sensitivity of the
CCD camera has previously been estimated by relating the device response to the
known spectral reflectance for a set of carefully selected color samples, using leastsquares regression techniques [1]. The spectral properties of the components of the
image acquisition system are given in Fig. 1.
Having obtained the forward characterization function of all the components in the
image acquisition system, the known spectral characteristics of the system can be
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Fig. 1. Measured spectral power for the illuminant (a), estimated spectral sensitivity for the
camera (b) and measured spectral transmittance for the RGB filters (c) and the 7 multi-channel
filters (d)

represented by a spectral transfer function [2]. The spectral transfer function, Wk(λ),
describes the spectral characteristics for each channel k, as:

Wk (λ ) = I (λ ) Fk (λ ) S (λ ) .

(2)

Denote the spectral signal as a discrete N-component vector, sampled at
wavelengths λ1,…, λN, and let W be the N × K matrix in which each column describes
the spectral transfer function of channel k. Then the device response vector, d, for a
sample with spectral reflectance r is given by:

d = Wtr .

(3)

When inverting the model, we seek the N × K reconstruction matrix M that
reconstructs the spectral reflectance, ř, from the camera response d, as:


r = Md .

(4)

The most straightforward approach to derive the reconstruction matrix is to simply
invert Eq. 3, using the pseudo-inverse approach, giving the reconstruction operator:

M 0 = ( WW t )−1 W = ( W t ) − .

(5)
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where (Wt)- denotes for the More-Penrose pseudo-inverse of Wt. Generally, the
pseudo-inverse reconstruction is sensitive to noise, which makes the approach not
always useful in practices. When K < N, i.e. the number of color channels K is less
than the number of spectral sampling points N, the matrix W is of insufficient rank
and the algebraic equations are underdetermined. Further more, this method
minimizes the Euclidian distance in the camera response domain (i.e. between d and
Wt ř), which does not necessarily mean that the reconstructed spectrum will be close
to the real spectrum [3].
Another approach is to instead seek another reconstruction matrix, M1, which
minimizes the Euclidian distance between the reconstructed spectrum and the original
spectrum [3]. By exploiting the a priori information that the vast majority of
reflectance spectra for real and man-made surfaces are smooth functions of
wavelength ([4], [5]), it can be assumed that the spectrum can be represented by a
linear combination of a set of smooth basis functions, B = [b1,b2…bp]. This gives the
reconstruction operator M1, which minimizes the RMS spectral difference of the
reconstructed spectrum, as (refer to [3], for details):

(

M 1 = BB t W W t BB t W

)

−1

.

(6)

The base functions, B, can consist of a set of real, measured spectral reflectances,
which then should be representative to the reflectance of samples that is likely to be
encountered in the image acquisition system. An alternative to spectral basis is to
simply let B consist of a set of Fourier basis functions.

3 Empirical Characterization
In empirical characterization, colorimetric and spectral data are derived using a “black
box“ approach, i.e. without explicitly modeling the device characteristics. By
correlating the device response for a training set of color samples to the corresponding
colorimetric or spectral values, the characterization functions are derived using least
squares regression.
The characterization functions derived using empirical approaches will be
optimized only for a specific set of conditions, including the illuminant, the media and
the colorant. Once the conditions change, e.g. a different substrate or a different print
mechanism, the characterization has to be re-derived in order to obtain good accuracy
(see for example [6], [7]). The dependency on the illuminant is not an issue when the
light source is fixed and can be considered as a property of the system. However, the
fact that the characterization function is also media- and colorant dependent is a major
drawback, preventing the characterization function from being applied to arbitrary
combinations of media and colorants.
3.1 Spectral Regression
Even though empirical approaches are mainly used to derive mappings to colorimetric
data, CIEXYZ or CIELAB, there have been attempts to reconstruct spectral
reflectance [8]. The spectral reconstruction matrix, M, is now derived entirely based
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on the recorded device response to a set of training samples, i.e. ignoring the spectral
characteristics of the imaging system. If the spectral reflectance for a set of T training
samples are collected into a T × N matrix R = [r1, …,rT] and the corresponding device
responses into a T × K matrix D = [d1, …,dT], then the linear relationship is given by:

R = DM .

(7)

and the optimal K × N spectral reconstruction matrix M is then given by:

M = ( Dt D) −1 Dt R = ( D) − R .

(8)

In the same way as for the model-based approach, the reconstructed spectra can be
represented as linear combinations of a set of basis functions.
3.2 Colorimetric Regression
A common approach to derive colorimetric data is to use polynomial regression from
device values to CIEXYZ [9]. For example, the inverse characterization function of a
3-channel system, mapping RGB values to XYZ tristimulus values, is obtained by
expressing XYZ as polynomial functions of R, G and B. As an example, a second
order polynomial approximation is given by:

⎡ wX ,1
⎢w
2
2
2
⎡
⎤
[ X Y Z ] = ⎣1, R, G, B, R , RG, RB, G , GB, B ⎦ ⎢⎢ X ,2
⎢
⎣ wX ,10

wY ,1
wY ,2
...
wY ,10

wZ ,1 ⎤
wZ ,2 ⎥⎥
.
⎥
⎥
wZ ,10 ⎦

(9)

or, generally:

c = pA .

(10)

where c is the colorimetric output vector, p is the Q-component vector of polynomial
terms derived from the device data d, and A is the Q × n matrix of polynomial
weights. The optimal matrix of polynomial weights, A, is then given by:

A = (P t P )−1 Pt C = (P)− C .

(11)

The drawback with using regression to CIEXYZ is that the RMS error in XYZ
color space, which is minimized in the regression, is not closely related to the
perceived color difference. If the final aim is to derive data in CIELAB color space, it
is therefore preferable to use regression directly in the CIELAB domain, i.e. to
minimize the CIE 1976 color difference ΔEab, which provides a better correspondence
to the visual color difference [3]. Since the relationship between device data and
CIELAB is not linear, a non-linear pre-processing step of the device values using a
cubic root function has been proposed, i.e. using R1/3, G1/3, B1/3 in the regression [3].
The cubic root function originates from the CIELAB transformation, which involves a
cubic root function of the XYZ tristimulus values.
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4 The Image Acquisition System
The images are captured using a monochrome CCD camera with 12 bit dynamic
range, specially designed for scientific imaging. The illumination is provided using a
tungsten halogen lamp through optical fibers, which offers an adjustable angle of
incidence, as well as the possibility of using a backlight setup. Color images are
sequentially captured, using filters mounted in a filter wheel in front of the light
source. By using this color sequential method, there is no need for any interpolation
or de-mosaicing scheme, as is the case for conventional digital cameras. Besides the
trichromatic RGB-filters, the filter wheel also contains a set of 7 interference filters,
allowing for the acquisition of multi-channel images. The interference filters have
been selected to cover the visible spectrum with equally spaced pass bands, see Fig. 1.
Since the accuracy of the characterization will always be limited by the stability
and uniformity of a given device, the characterization procedure has been preceded by
a thorough calibration of the system. All the components have been controlled with
respect to linearity, temporal stability and spatial uniformity.

5 Experimental Setup
The evaluation of the spectral and colorimetric reconstructions requires for the
acquisition of spectral and colorimetric data for a set of test colors, along with the
corresponding device response. Spectral measurements of the color-patches are
performed using a spectroradiometer, placed in the same optical axis as the CCDcamera, using the 45˚/0˚ measurement geometry. For each color patch, the mean
reflectance spectrum from 5 sequential measurements is computed. The colorimetric
data have been computed using standard formulae under the D65 standard illuminant.
Correspondingly, the camera response values have been acquired under identical
conditions. Before the mean values are computed, the images are corrected for dark
current and CCD gain.
For reference colors to evaluate the results of the model-based spectral
reconstruction, 25 color patches from NCS are used. For the empirical
characterization, a training set of 50 printed test colors are used to derive the
characterization functions. For the evaluation, 50 independent colors are used,
printed using the same substrate and conditions as the training set. Since
characterization functions derived by least squares regression will always be
optimized for the specific training set, it is important to use an independent set of
evaluation colors to guard against a model that overfits the training set, giving
unrealistically good results [10].
As basis functions we evaluate spectral basis, using a database of real spectra
available from NCS, as well as Fourier basis. Five basis functions are used,
corresponding to the first five Fourier basis functions and to the five singular vectors
corresponding to the most significant singular values in the spectral autocorrelation
function of the spectral database, using the principle eigenvector method [3].
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6 Experimental Results
6.1 Spectral Reconstruction
Spectral data has been reconstructed from the recorded device response, using the
pseudo-inverse (PI) method, as well as using spectral and Fourier basis, for the
model-based and empirical approaches, respectively. The results are evaluated using
the spectral RMS error, corresponding to the Euclidian distance in spectral reflectance
space, between the original and the reconstructed spectra. The CIE 1976 color
difference ΔEab is also computed, to provide a measure of the perceived color
difference between the spectra.
Table 1 lists the mean and maximum reconstruction errors, for the different
characterization methods. Examples of reconstructed spectra, compared to the
corresponding measured spectra, are displayed in Fig 2.
The results show that for the model-based approach, trichromatic imaging is not
sufficient to achieve spectral or colorimetric accuracy. For the multi-channel images,
the results improve dramatically. Spectral basis and Fourier basis lead to equivalent
results in terms of the RMS difference, while the colorimetric results are in favor of
the spectral basis. The pseudo-inverse solution is somewhat noisy and suffers from
larger RMS difference. However, the general shapes of the reconstructed spectra
follow the real spectra well, resulting small colorimetric errors. Clearly, the PImethod produces spectral reconstructions that are close to metameric matches.
For the empirical characterization using trichromatic imaging, the pseudo-inverse
method is superior to the corresponding model-based results. However, the
improvement when applying the different basis functions is not as evident, and the
best results for the model-based approach could not be achieved. The results using
multi-channel imaging is comparable to the corresponding model-based approach in
terms of spectral RMS difference, but produces larger colorimetric errors.

Model-based

Table 1. Spectral reconstruction errors, in terms of spectral RMS error and ΔEab

Data
RGB

Multi

Empirical

RGB

Multi

Method
PI
Spectral
Fourier
PI
Spectral
Fourier
PI
Spectral
Fourier
PI
Spectral
Fourier

Max
0.0706
0.0041
0.0155
0.0092
0.0039
0.0040
0.0082
0.0062
0.0072
0.0030
0.0040
0.0052

RMS
Mean
0.0230
0.0014
0.0049
0.0030
0.0012
0.0011
0.0023
0.0031
0.0035
0.0004
0.0018
0.0023

ΔEab
Max
24.35
15.87
18.75
4.364
4.218
7.271
13.22
12.49
13.81
6.899
9.320
13.90

Mean
14.80
4.170
8.287
1.529
1.816
2.112
7.532
7.444
6.897
3.908
5.525
6.085
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Fig. 2. Reconstructed spectral reflectance (dashed lines) compared to measured (full lines).
Results for the model-based characterization using RGB (first row) and multi-channel imaging
(second row), and the empirical characterization using RGB (third row) and multi-channel
imaging (last row).

6.2 Colorimetric Regression
For the polynomial regression, there are numerous ways to build the approximation
functions, p, and the number of terms, Q, increases rapidly for higher order
polynomials. Among the different polynomials evaluated [11], the polynomials found
to give the best results, for RGB and multi-channel imaging, respectively, were:

p RGB = [1, R, G , B, R 2 , RG , RB, G 2 , GB, B 2 , R 3 , R 2G, R 2 B, RG 2 ,
RGB, RB 2 , G 3 , G 2 B, GB 2 , B 3 ]
p multi = [1, M 1 , M 2 , M 3 , M 4 , M 5 , M 6 , M 7 , M 12 , M 2 2 , M 32 , M 4 2 ,

M 5 2 , M 6 2 , M 7 2 , M 1M 2 M 3 M 4 M 5 M 6 M 7 ]

.

.

(12)

(13)

Table 2 lists the results for the colorimetric regression to CIEXYZ and CIELAB,
using the polynomials according to Eqs. 12 & 13. For the regression directly to
CIELAB, the non-linear pre-processing step has been used, which proved to be
superior to regression to CIELAB using the unprocessed device response. To
investigate the media-dependency, cross-media characterization was carried out,
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using the characterization functions derived for the printed training set to reconstruct
colorimetric data for the NCS color patches.
The results show that colorimetric regression directly to CIEXYZ and CIELAB
gives a good colorimetric accuracy. Noticeable is that the results from the
trichromatic RGB images are comparable to the multi-channel results. However, for
cross-media characterization, the reconstruction errors increase dramatically,
illustrating the strong media dependency of the method.
Table 2. The results for the colorimetric regression to CIEXYZ and CIELAB

Data
RGB

Crossmedia

Multi
RGB
Multi

Regression
CIEXYZ
CIELAB
CIEXYZ
CIELAB
CIEXYZ
CIELAB
CIEXYZ
CIELAB

Max
3.453

ΔXYZ
Mean
0.904

3.240

0.945

25.55

12.96

13.71

5.366

ΔEab
Max
Mean
4.558
2.086
4.317
1.722
3.765
1.942
3.846
1.957
16.67
9.494
18.29
8.417
26.00
9.781
18.76
8.877

7 Summary
The focus of this study has been colorimetric and multispectral image acquisition,
using both trichromatic and multi-channel imaging. To reconstruct colorimetric and
spectral data from the recorded device response, two conceptually different
approaches have been investigated: model-based and empirical characterization. In
the model-based approach, the spectral model of the image acquisition system is
inverted. A priori knowledge on the smooth nature of spectral reflectance was utilized
by representing the reconstructed spectra as linear combinations of basis functions,
using Fourier basis and a set of real reflectance spectra. In the empirical approach, the
spectral characteristics of the system are ignored and the mappings are derived by
relating the recorded device response to colorimetric and spectral data for a set of
training colors, using least squares regression techniques.
The results have showed that when only trichromatic imaging is available, the best
method for colorimetric imaging is the empirical approach, using polynomial
regression. However, because of the media-dependency, this requires for the
characterization functions to be derived for each combination of media and colorants.
For multispectral imaging, reconstructing the spectral reflectance of objects, multichannel images are required to obtain the highest accuracy. The best results were
obtained with the model-based approach, using multi-channel images combined with
spectral basis. The model-based approach provides the additional advantage of being
general, since it is derived based on the spectral characteristics of the image
acquisition system, rather than on the characteristics of a set of color samples.
However, the model-based approach requires for multi-channel imaging to obtain a
satisfactory spectral or colorimetric accuracy.
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Abstract. Support vector clustering (SVC) has proven an eﬃcient algorithm for clustering of noisy and high-dimensional data sets, with applications within many ﬁelds of research. An inherent problem, however,
has been setting the parameters of the SVC algorithm. Using the recent
emergence of a method for calculating the entire regularization path of
the support vector domain description, we propose a fast method for robust pseudo-hierarchical support vector clustering (HSVC). The method
is demonstrated to work well on generated data, as well as for detecting
ischemic segments from multidimensional myocardial perfusion magnetic
resonance imaging data, giving robust results while drastically reducing
the need for parameter estimation.

1

Introduction

Support Vector Clustering (SVC) was introduced by Ben-Hur et al. [1]. SVC uses
the one-class Support Vector Domain Description (SVDD) as the basis of the
clustering algorithm. SVDD was introduced by Tax and Duin [2] in 1999, and it
is often calculated with a Gaussian kernel replacing the Euclidian inner product.
The SVDD description maps the points into a high dimensional feature space
dividing inliers from outliers, where the decision boundary consists of contours
enclosing clusters of the data points.
The clustering is done with no assumption on the number of clusters or the
shape of the clusters. Ben-Hur et. al. proposed to vary the parameters of the
SVDD in a manner that increases the number of clusters while keeping the
number of outliers and bounded support vectors (BSV) low. Strictly hierarchical
support vector clustering was presented by Ben-Hur in [3]. This algorithm applies
SVC subsequently on subsets of the data contained in clusters, and thus achieves
a hierarchy of clusters. The clustering, however, depends on the initial steps of
the division process.
Yang et al. have proposed improvements to the cluster labelling using proximity graph modelling [4], similar to that of the presented method.
Recently Sjöstrand and Larsen showed that the entire regularization path of
the SVDD can be calculated eﬃciently [5]. This result is the backbone of the
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 808–817, 2007.
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presented method, and allows for a robust pseudo-hierarchical support vector
clustering (HSVC). Given a scale parameter of the Gaussian kernel, a clustering
can be estimated eﬃciently for all values of the regularization parameter. From
this ensemble of clusterings a more robust clustering estimate is calculated. To
validate the method, the clustering was tested on both artiﬁcially generated
data, and a real work example of a high dimensional clustering problem.

2

Methods

As other SVC algorithms the basis of the current algorithm is the one-class
support vector classiﬁcation. The recently emerged method for an eﬃcient calculation of the entire regularization path of the SSVD is described brieﬂy for
completeness. It is shown that between events the discrimination function varies
monotonically, and it is concluded that the description is complete.
2.1

Support Vector Domain Description

The support vector domain description was presented by Tax and Duin[2], posing it as a quadratic optimization problem for a ﬁxed value of the regularization
parameter. The criterion to be maximized, given a point set xi , can be formulated as

min
ξi + λR2 ,
Subject to
2
R , a, ξi

i

(xi − a)(xi − a)T ≤ R2 + ξi

and

ξi ≥ 0 ∀ i,

where the general idea is to ﬁnd the minimal sphere that encapsulates the points,
allowing some points to be outside the sphere. The regularization parameter λ
penalizes the radius R2 and for large values of λ the radius will tend to be smaller
and vice versa. Some points, the outliers, are allowed to be outside the sphere,
and the number of outliers is governed by the regularization parameter λ.
Using Lagrange multipliers this optimization problem can be restated as

max
αi


i

1 
αi αj xi xTj ,
λ i j

0 ≤ αi ≤ 1,
αi = λ,

αi xi xTi −

(1)

i

where αi are the Lagrange mulitpliers and as a consequence of the KarushKuhn-Tucker complimentary conditions is that for inliers αi = 0 and for outliers
αi = 1. The dimensionality can be increased using a basis expansion and substituting the dot-product with an inner product, the inner products can be replaced
by Ki,j = K(xi , xj ), where K is some suitable kernel function. In the presented
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xi −xj 2
γ

work the Gaussian kernel K(xi , xj ) = e−
The optimization problem is then given by
max
αi



was used as a kernel function.

1 
αi αj Ki,j
λ o j

0 ≤ αi ≤ 1,
αi = λ.

αi Ki,i −

i

(2)

i

For a given λ the squared distance from the center of the sphere to a point x is
f (x; λ) = h(x) − a2 = K(x, x)

1 
2
αi K(x, xi ) + 2
αi αj Ki,j
−
λ i
λ i j

(3)

The entire regularization path of the SVDD. Sjöstrand and Larsen have
shown that the entire regularization path of the parameter λ can be calculated
with approximately the same complexity as required for solving the initial optimization problem, posed by Tax and Duin [5]. This is because the regularization
path of the parameters αi is piecewise linear. This can be realized by examining
the distance functions of two points on the boundary.
f (xh ; λ) = f (xk ; λ), h, k ∈ B

(4)

where B is the set of points on the boundary. Formulating this equation for
diﬀerent points on the boundary and using the constraint of the sum of αi gives
a complete set of equations for estimating all the αi . Let α be a vector with the
values αi and let p and q be the slope and intersection respectively, then (refer
to [5] for a detailed derivation)
α = λp + q,

(5)

where p and q are constant on intervals [λl ; λl+1 [, which are deﬁned as intervals
between events where a point either leaves or joins the boundary. The division
in inliers and outliers is illustrated in Figure 1.
2.2

Support Vector Clustering

The SVDD yields an explicit expression for the distance given by Eq. (3). Now
R can be calculated by
R = f (xk ; λ) = Kk,k −

2
1 
αi Kk,i + 2
αi αj Ki,j .
λ i
λ i j

Consider an arbitrary point x, and deﬁne the distance function g(x, λ), as the
distance to the boundary.
g(x, λ) = f (x, λ) − R .

(6)
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Fig. 1. SVDD calculated for the entire regularization path. The line marks the boundary between inliers and outliers, the generalized circle.

The function g is the decision criteria determining if a point is an inlier or an
outlier. In Figure 1 the discriminating function g is calculated to create the
contour dividing inliers from outliers. Though the optimization problem is to
ﬁnd a circle in the space of the expanded basis, the result appears very little like
a circle in the input-space, which in this case has two dimensions. The diﬀerent
enclosed areas could be considered as clusters, denoted support vector clusters.
Assigning clusters. While evaluating g(x, λ) reveals if x is an inlier or outlier, it does not contain any speciﬁc information on the assignment of clusters.
Inspired from Figure 1 it is observed that all paths connecting two points in two
diﬀerent clusters have some points outside the clusters. The current implementation uses an adjacency matrix to determine which points are connected, and
which are not. The connection graph is sparsely built, similar to the approach
chosen by Yang et. al. [4].


1 , if g(xi + μ(xj − xi )) < 0 ∀ μ ∈ [0; 1]
,
(7)
Aij =
0 , else
Connected clusters are detected from the adjacency matrix by using standard
graph theory concepts. Outliers are by deﬁnition not adjacent to any points, but
are assigned to the closest detected cluster.
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Regularized SVC Based on the Entire Regularization Path

Given a λ the clustering can be determined from the adjacency matrix (7), but
λ on the interval [0;n] gives rise to changes in the distance function, and thus
potentially the clustering. In Section 2.3 it is shown that the distance function
(3) is monotonic in the interval [λl ; λl+1 [ between two events, which means that
an almost complete description is obtained by detecting the clusters in the points
of the events.
Completeness of the hierarchical description. To ensure that the complete
description of the clustering path has been obtained, the distance function is
analyzed as a function of the regularization parameter λ.
g(x, λ) = f (x, λ) − R = f (x, λ) − f (xk , λ) , k ∈ B,
2
= K(x, x) − Kk,k −
αi (K(x, xi ) − Kk,i ).
λ i

(8)

Equation (5) states the linear relation between α and λ is given by α = λp + q.
δg
Let each Lagrange multiplier be given by αi = λpi + qi , and the derivative δλ
can be calculated as



δ
δg
qi
=
−2
(pi + )(K(x, xi ) − Kk,i )
δλ
δλ
λ
i

2
= 2
qi (K(x, xi ) − Kk,i ),
λ ∈]λl ; λl+1 [ .
(9)
λ i
The only dependence on λ in Eq. (9) is on a (inverse squared) multiplicative
term. From this, it is concluded that g(x, λ) can only change sign once on the
interval [λl ; λl+1 ], so all changes in the clustering are observed in the clustering
calculated at every event.
2.4

Pseudo-hierarchical Support Vector Clustering

The calculated clusters are often only changing slowly with changes in the regularization parameter λ. When an event consists of a point leaving the boundary
to become an outlier, this does not necessarily alter the boundary much elsewhere. Since the point is still close to the same cluster, and may be associated
with this, still, many clusters are close to identical. The similarity can be observed in Figure 1. Moreover, the same clusters may appear again for a diﬀerent
value of the regularization parameter.
The idea presented in this paper, is to collect all the similar clusterings, and
build a hierarchy of clusters, which can be thought of as being composed of other,
and obviously bigger, clusters. The toy example illustrated in Figure 1 only has a
few clusterings that are actually diﬀerent, and there is a strong relation between
the diﬀerent clusterings of the data, which is illustrated in Figure 2.
There is, however, no guarantee that diﬀerent clusters, calculated for diﬀerent
values of the regularization parameter, are nested in a strict hierarchical way. In
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Fig. 2. Hierarchical clustering: From coarse to detailed description

Fig. 3. Competing hierarchical clusterings, obtained from the entire regularization path
of the SVDD. The lines show how a cluster is split into smaller clusters. The light gray
pixels are the ones not included to describe the subclustering of the cluster. The gray
and colored points form together the whole reference data set illustrated in Figure 1.

fact multiple diﬀerent hierarchical clustering may be proposed. This is illustrated
in Figure 3. Each branch of these diﬀerent cluster representations demonstrate
two or more ways, the cluster could be split in smaller clusters. For each cluster,
it is known for which intervals of the regularization parameter, the cluster is
present. Also it is possible to record if the points forming the cluster are inliers
or outliers.
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Fig. 4. Clustering of the reference data set by HSVC using the cluster discrimination
feature, based on a generalized within covariance matrix

Quality measure of competing clusterings. The analysis described in the
previous sections results in a number of competing cluster representations of
the data. This analysis, however, does not directly indicate which clustering is
the preferred one. We propose a scheme similar to using the ’within’ and the
−1
SB ). Instead of SW we argue that a
’between’ covariance matrices, trace(SW
∗
weighted within matrix SW should be calculated, weighted by the length of the
interval where a given point is an inlier, or an outlier associated with the cluster.
∗
=
SW

nclusters

j=1

 1
(xi − μi )T Λj,i (xi − μi ) ,
Πj

(10)

i∈Cj

where Λj deﬁnes the weighting of the point, which depends linearly on the length
of the interval of λ where the point is an inlier and where it is an outlier. Πj is
a normalization constant. A potential clustering can now be assessed using the
∗ −1
SB ), which evaluates the variance within clusters, compared
measure trace(SW
to the introduced distance between clusters. In Figure 4 this is done for the
same generated data that was used in Figures 1 and 2. The reference data is
actually generated from three random independent distributions, generated as
mixtures of Gaussian and uniform distributions. The three diﬀerent sets are
marked by the symbols ’+’, ’o’ and ’♦’ respectively. It can be observed that the
clusters ’o’ and ’♦’ overlap to some extent, whereas ’+’ seems more separated
from the other groups, and is split in two parts. In Figure 1 small values of
λ, corresponding to a high conﬁdence in the data, results in a separation of
the two parts of the ’+’ cluster, whereas the other groups are merged into one
cluster. This is opposite for high values of the regularization parameter, where
the smaller clusters only appear to be outliers, but the two overlapping clusters
are divided. The discrimination feature removes the need to select one value of λ,
and appears to adapt to clusters of diﬀerent variance. The criterion for accepting
a subclustering is introduced as a threshold on the cluster separation, given by
∗ −1
SB ). The lower the threshold, the more clusters are accepted.
trace(SW
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Complexity

The complexity of the algorithm is vastly reduced by calculating the entire regularization path of the SVDD in an eﬃcient sequential way, as described. The complexity for the referenced algorithm is O(n2 ) for each step between two events. For
each event, the clusters are detected from the adjacency matrix, which can also be
calculated with a complexity of the order of O(n2 ). Comparing with other clusters
is done with complexity O(n · nclusters ). Since the number of events is typically
in the vicinity of 3-5 n the overall complexity is polynomial with a degree around
3. On the tested example, with about 500 points in 50 dimensions the algorithm
took minutes.

3

Example Application: Detection of Ischemic Segments

To test the capability of the presented clustering algorithm, it has been applied to
detect ischemic segments from perfusion MR images. In Figure 5 selected frames
from a registered sequence of perfusion MR images of the myocardium are shown.
The segmentation was performed previously, with satisfying results [6]. Intensity curves can be obtained pixel-wise from the intensity images, because of the
pixel-wise correspondence. Previously ischemic segments have usually been detected using the measures time-to-peak, maximum-upslope and peak value [7]. In
a previous study we showed that a generalized version of the distances obtained
in the SVDD description corresponded well to the usual measures [8]. In Figure 6(a) the measures are illustrated. The developed HSVC method was applied
on the data, which consisted of little less than 500 pixels, and 50 time steps were
available for the intensity curve. HSVC divided data in a very few clusters, and
in Figure6(b) the curves belonging to each cluster is colored in distinct colors.
Frame 1

Frame 16

Frame 31

Frame 46

Fig. 5. Diﬀerent registered frames of one of the slices of the perfusion MR images

The perfusion measures were calculated previously, and they are illustrated
in Figure 7(a-c).
The correspondence between the areas is good, and the clustering is seen to
provide a very good base for a simple cluster classiﬁcation. All noise is suppressed
by the HSVC, so the cluster covers a connected region in the image. It is worth
noting that the only parameter which has been changed in this example instead
of the previous example is the width of the Gaussian kernel. So using the sta∗ −1
SB ) as cluster separation measure helps to reduce the
tistical term trace(SW
dimensionality of the estimation problem.
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Fig. 6. Pixel-wise intensity plots. (a) Idealized plot, describing the perfusion parameters (b) Intensity curves for the 3 detected clusters, colors correspond to clusters.
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Fig. 7. Ischemic segment detection with standard measures compared to clustering

4

Conclusion

The proposed robust pseudo-hierarchical support vector clustering (HSVC) is
demonstrated to give good results on both a random data set and in real application, and this with the same parameters though the two data sets are very
diﬀerent in range, n and dimensionality.
The proposed clustering algorithm has only one parameter, which is the
threshold for splitting clusters, and this parameter correlates strongly with the
number of clusters (and their quality in terms of separation). We therefore believe that HSVC can be a very useful tool in many applications where it is
possible to deﬁne a kernel.
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Abstract. We present a one-pass framework for filtering vector-valued images
and unordered sets of data points in an N -dimensional feature space. It is based
on a local Bayesian framework, previously developed for scalar images, where
estimates are computed using expectation values and histograms. In this paper
we extended this framework to handle N -dimensional data. To avoid the curse
of dimensionality, it uses importance sampling instead of histograms to represent
probability density functions. In this novel computational framework we are able
to efficiently filter both vector-valued images and data, similar to e.g. the wellknown bilateral, median and mean shift filters.

1 Introduction
In this paper we present a method for filtering of vector-valued images, x(q) ∈ V = Rn ,
where V is a feature vector space such as the RGB color space. For the purposes of this
paper, q is a point in a spatial vector space, q ∈ U = Rm , e.g. q ∈ R2 for images. It is
however easy to extend this filtering to a curved m-dimensional manifold, q ∈ M . We
also show how a slight modification can generalize this method to be used for filtering
unordered sets of data points in a feature space, {xi } ∈ V = Rn .
The proposed method is inspired by previous work by Wrangsjö et al. [17], a local
Bayesian framework for image denoising of scalar-valued images. That method was
based on a computational framework involving histograms, which made it slow and
nearly impossible to use for vector-valued images. In this paper we propose the novel
use of a Monte Carlo method called importance sampling to overcome this difficulty.
It makes this particular kind of Bayesian filtering feasible for vector-valued images and
data.

2 Previous Work
In [17] the proposed filter is related to bilateral filters [6,10,15,16]. Other filters operating on local neighborhoods in images with similar characteristics include mean shiftfiltering [4], median filters[2], total variation filters [14], diffusion based noise reduction
[3,13] and steerable filters [5,9]. Several of these filters are compared in [12].
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 818–827, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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3 The Bayesian Method
The method is founded on Bayesian theory and for this reason the a posteriori probability distribution function, pS|X=x (s), is important. If we let s be the true value and x
be the measured value which is corrupted by noise then
pS|X=x (s) =

pX|S=s (x)pS (s)
.
pX (x)

In order to derive an estimate ŝ of the true signal s from the above formula, the conditional expectation value of s may be calculated,

ŝ =
s pS|X=x (s)ds = E[S]|X=x .
(1)
s∈V

This is the Minimum Mean Squared Error estimate, which can be calculated if the
different probability distributions are modelled appropriately.
3.1 Noise Models
The modelling of noise, how measurements are related to the true signal value, is important. For the general case, the conditional probability pX|S=s (x) need to be known
and in many applications this is not a problem. For the special case of additive noise,
X = S + N , where N can belong to e.g. a Gaussian or super-Gaussian distribution,
some simplifications can be made,

δ(x − t − s)pN (t)dt
pX|S=s (x) =
t∈V

= pN (x − s).
For some important special cases, in particular Rician noise which is present in Magnetic Resonance (MR) images, the additive model is however not valid unless the noise
is approximated using a Gaussian distribution.
It should also be mentioned that the present method can only handle cases where the
measurements can be considered to be independent and identically distributed (i.i.d.).
This makes it difficult to handle e.g. speckle noise in ultrasound images efficiently.
3.2 Signal Models for Images
Most of the power of the method proposed in [17] is embedded in the a priori p.d.f.,
pS (s), which is derived from a local neighborhood around the pixel which is to be estimated. Without knowledge of the exact distribution, a kernel (Parsen window) estimate
of pX (x) is used to model a suitable local prior:
α


bv (xi − s)bs (q0 − qi )
(2)
pS (s) = C0
i

≈ C0 pX (s)α

(3)
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where bv (·) is the kernel used to approximate density in V, e.g. a Gaussian, and bs (·)
is a similar spatial weight which is used to favor samples which are close to q0 , the
position of the pixel to be estimated. The normalizing constant C has no effect on the
estimate, but the exponent α ≥ 1 make the histogram sharper and a higher value of α
promote a harder bias towards the most probable mode in the distribution pX (x). This
local modelling is ad hoc, but has proven to work surprisingly well in practice.
3.3 Signal Models for N-D Data Sets
For unordered data we need to slightly modify this approach. We propose a similar way
to model the a priori distribution for unordered data, the difference being the lack of a
spatial weight.
α


bv (xi − s)
(4)
pS (s) = C1
i

≈ C2 pX (s)α

(5)

3.4 Estimation
In the original approach for scalar images, histograms were used to estimate the a priori density function. Since the continuous integrals could not be evaluated exactly, all
integrations were performed numerically in this way. In this paper we instead propose
a solution based on importance sampling to calculate Eq. 1 more efficiently.

4 Importance Sampling
In the original approach for scalar-valued images, discretized histograms were used to
estimate the a priori density function in the numerical calculation of the estimate given
by Eq. 1. This turned out to be infeasible for vector-valued images.
It is evident that the integral in Eq. 1 can be evaluated using Monte Carlo, by drawing samples si from pS|X=x (s) and calculate the expectation value numerically. This
correspond to the upper left illustration in Fig. 1. Sampling from a distribution can however be tricky and we will now introduce the concepts proper samples and importance
sampling which will give us some freedom.
4.1 Proper Samples
We define the following [1,7,8,11]. A set of weighted random samples {zi , wi }, zi ∈
pZ , is called proper with respect to a distribution pX if for any square integrable function h(·),


E[wi h(zi )] = cE[h(xi )] ⇔

w(y)h(y)pZ (y)dy = c h(y)pX (y)dy,
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Fig. 1. Examples of sampling. T-L: Sampling from pX (x). T-R: Sampling from a uniform distribution, weighting with wi = pX (xi ). B-L: Sampling using a Gaussian as a trial distribution.
B-R: Sampling using a not so suitable Gaussian trial distribution.

for some constant c. Since this should be valid for any h(·), w(y) = c pX (y)/pZ (y),
and


c pX (y)dy = w(y)pZ (y)dy
c = E[w(zi )].
4.2 Importance Sampling
The notion of proper samples now allow us to numerically calculate the expectation
value of a distribution pX using M samples from a trial distribution pZ ,
1
E[wi h(zi )]
c
M

1
≈ M
wi h(zi ).
i wi i

E[h(xi )] =

This is how expectation values are calculated in importance sampling. It can be used
when sampling from pX is difficult but sampling from pZ is easy. This is the case if the
trial distribution pZ is e.g. a uniform distribution, a Gaussian or a mixture of Gaussians.
For us it means that we can evaluate the integral in Eq. 1 by sampling from another
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distribution pZ , if we choose the weights wi appropriately. For the application at hand,
we choose a trial distribution which is similar to the distribution of pixel-values found
in the window defined by bs (·).
In figure 1 some examples of proper sampling are shown. Note in particular that
even though evaluation using importance sampling theoretically converge to the correct
expectation value when M → ∞, an unsuitable choice of trial distribution may give
very slow convergence. Generically, the weight wi for a sample zi should be chosen
so that wi = pX (zi )/pZ (zi ). If these weights grow very large, it is an indication that
convergence towards the true expectation value will be slow.

5 Implementation
The Bayesian feature space filtering method was implemented in Matlab and tested
using various choices of trial functions. Two variants were derived, one for vectorvalued images and one for unordered sets of data.
5.1 Vector-Valued Images
The filter was evaluated for each pixel in the image, xi being the values of the pixels in a
neighborhood large enough to fit the spatial weight function bs (q). In the following, x0
is the measured value in the pixel to be estimated, located at position q0 . The function
bv (x) is an isotropic Gaussian distribution with zero mean and standard deviation σv ,
corresponding to a kernel in the feature space used in the density estimation. In the
spatial domain bs (q) is an isotropic Gaussian weight function with standard deviation
σs . The noise of the pixel to be estimated, x0 , is modelled using pX|S=z (x0 ), which
is also an isotropic Gaussian distribution with standard deviation σn . The conditional
expectation value of S can now be expressed using the stochastic variable Z which is
distributed according to the trial distribution.
s = E[S]|X=x0

=
s pS|X=x0 (s)ds
s∈U

= E[Z w(Z)]/E[w(Z)]
is approximated for a finite number of samples by
ŝ = M

1

i=1

w(zi )

M


zi w(zi ).

i=1

The weight which should be used to guarantee proper samples is
pS|X=x0 (z)
pZ (z)
pX|S=z (x0 )pS (z)
,
=
pZ (z)pX (x0 )

w(z) =
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Fig. 2. Filtering a 1-D scalar signal. Parameters are shown in the figure.

where pX (x0 ) is a consequence of Bayes rule in the derivation above, but in practice
has no effect on the estimate. The prior pS (z) is modelled using Eq. 2 and the trial
distribution used in the sampling is a mixture of Gaussians,
pZ (z) =

1 
bv (xi − z),
C3 i

(6)

which is fairly easy to sample from. In general the choice of trial distribution is very
important when implementing importance sampling. In our experiments we found that
this local estimate of pX worked well in this particular application. Generically this
distribution will contain the same modes and have the same support as the a posteriori distribution we are interested in. Ignoring all constants, the weights can be calculated,

α


bv (xi − z)bs (q0 − qi ) /
bv (xi − z).
w(z) = pX|S=z (x0 )
i

i

A non-stochastic alternative would have been to use the samples xi themselves, in the
neighborhood of x0 , as samples zi and use the estimate of pX in the neighborhood
to approximate their probability density function. We implemented this variant and it
worked well, but for the experiments on images reported in this paper we have actually
used true importance sampling, with a neighborhood of 5 × 5 pixels and 125 samples
zi from the trial distribution Z in each neighborhood.
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Fig. 3. Filtering a noisy 2-D scalar image with outliers. Left-Right: Noisy data. [σv = 0.04,
σn = 100, σs = 1.0, α = 1]. [σv = 0.04, σn = 0.5, σs = 1.0, α = 20]. [σv = 0.04,
σn = 0.5, σs = 1.0, α = 5.]

Fig. 4. Filtering a noisy 2-D RGB image. Left-Right: Noisy data. [σv = 0.04, σn = 100, σs =
0.8, α = 2]. [σv = 0.14, σn = 0.6, σs = 2.0, α = 20]. [σv = 0.04, σn = 0.2, σs = 0.8,
α = 6].

5.2 Unordered N-D Data
For an unordered set of N -dimensional data, we use the prior defined in Eq. 4, i.e. we
regard all elements in {xi } as “neighbors” to the point x0 to be estimated, and repeat
this procedure for each choice of x0 ∈ {xi }. The trial distribution from Eq. 6 is used
and the lack of spatial weighting allow us to simplify the weight function,
w(z) = pX|S=z (x0 )




α−1
bv (xi − z)

.

i

Observing that the trial distribution used here is essentially the same as the distribution
of points in {xi }, we use approximated importance sampling in the implementation.
This means that instead of sampling from the true trial distribution, we choose zi = xi .
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Fig. 5. Filtering unordered 2-D. The data is a 1-D “manifold” embedded in 2-D, corrupted by
noise and outliers. The gray arrows show the how each point has moved in the resulting image.
T-L: Noisy data. T-R: σv = 0.05, σn = 0.05, α = 6. B-L: σv = 0.15, σn = 0.06, α = 1. B-R:
σv = 0.1, σn = 0.08, α = 20.

This deterministic procedure turned out to give very similar results to true importance
sampling when the number of data points was large enough.

6 Experiments
Some experiments are included to demonstrate the proposed method.
6.1 Scalar Signals
Experiments in Fig. 2 shows a simple example of filtering a 1-D signal. In Fig. 3 the
method was tried out on a scalar image. These two experiments were included mainly
to illustrate the behavior of the filter and show that it is similar to the previous filter
proposed in [17].
6.2 Vector-Valued Signals
Next the filter was tested on 2D color images, encoded as pixels with RGB color vectors.
The parameters of the filters were tuned manually and Fig. 4 show both good and bad
results.
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6.3 Unordered N-D Data
The filter was then tested on unordered 2-D and 3-D data, see Fig. 5 and Fig. 6. The
data points in Fig. 6 were derived from the RGB-values of the boat image in Fig. 4.

Fig. 6. Filtering unordered 3-D data. The data is the color values from Fig. 4. T-L: Noisy data.
T-R: σv = 0.05, σn = 0.05, α = 10. B-L: σv = 0.05, σn = 0.1, α = 0. B-R: σv = 0.05,
σn = 0.05, α = 20.

7 Conclusion
We have presented a novel computational framework extending the previous method
proposed in [17] from scalar to vector-valued images and data. The two implementations we have presented, for images and unordered data, are examples of stochastic and
deterministic variants of the framework.
While the statistical modelling used here is quite simple, it should be noted that
more sophisticated Bayesian modelling could be used within the same framework, for
instance to model the noise more accurately for a specific application such as X-ray
imaging or Diffusion Tensor MRI (DT-MRI).
It should also be noted that the proposed method based on importance sampling
could also be useful for certain cases when images are scalar-valued and the dynamic
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range is so large that it is difficult to create histograms with the precision needed. This
could be the case in computed tomography (CT).
A drawback with the method is the large number of parameters and future research
will have to address this issue. Nevertheless we have found our method easy to tune and
use in practice. The wide range of parameters can also be regarded as a feature since
it allows the filter to change characteristics, spanning for instance both low-pass and
median-like filter solutions.
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Abstract. This paper describes a novel method of extracting moving
region boundaries from the frames of an image sequence by ﬁltering information of the ﬁrst temporal cooccurrence matrix using the corresponding
matrix from the next frame. The method described in this paper does
not make use of any threshold and it is very robust and eﬃcient with
respect to noise.

1

Introduction

Cooccurrence matrices, originally called gray-tone spatial dependency matrices,
were introduced by Haralick et al. [1], who used them to deﬁne textural properties
of images.
Let I be an image whose pixel gray levels are in the range [0, . . . , 255]. Let δ =
(u, v) be an integer-valued displacement vector; δ speciﬁes the relative position of
the pixels at coordinates (x, y) and (x + u, y + v). A spatial cooccurrence matrix
Mδ of I is a 256 × 256 matrix whose (i, j) element is the number of pairs of
pixels of I in relative position δ such that the ﬁrst pixel has gray level i and the
second one has gray level j. Any δ, or set of δ-s, can be used to deﬁne a spatial
cooccurrence matrix. In what follows we will usually assume that δ is a set of
unit horizontal or vertical displacement, so that Mδ involves counts of pairs of
neighboring pixels.
In addition to their original use in deﬁning textural properties, cooccurrence
matrices have been used for image segmentation. Ahuja and Rosenfeld [2] observed that pairs of pixels in the interiors of smooth regions in I contribute to
elements of Mδ near its main diagonal; thus in a histogram of the gray levels
of the pixels that belong to such pairs, the peaks associated with the regions
will be preserved, but the valleys associated with the boundaries between the
regions will be suppressed, so that it becomes easier to select thresholds that
separate the peaks and thus segment the image into the regions. In [3], Haddon
and Boyce observed that homogeneous regions in I give rise to peaks (clusters of
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 828–837, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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high-valued elements) near the main diagonal of Mδ , while boundaries between
pairs of adjacent regions give rise to smaller peaks at oﬀ-diagonal locations; thus
selecting the pixels that contribute to on-diagonal and oﬀ-diagonal peaks provides a segmentation of I into homogeneous regions and boundaries. The peaks
that can be expected to occur in cooccurrence matrices will be further described
in Section 2.3 (compare [3]).
Pairs of pixels in the same spatial position that have a given temporal separation in a sequence of images can be used to deﬁne temporal cooccurrence
matrices. Let I and J be images acquired at times t and t + dt; thus dt is the
temporal displacement between I and J. A temporal cooccurrence matrix Mdt
is a 256 × 256 matrix whose (i, j) element is the number of pairs of pixels in
corresponding positions in I and J such that the ﬁrst pixel has gray level i and
the second one has gray level j.
Boyce et al. [4] introduced temporal cooccurrence matrices and used them in
conjunction with spatial cooccurrence matrices to make initial estimates of the
optical ﬂow in an image sequence. They demonstrated that an initial probability
of a pixel being in the interior or on the boundary of a region that has smooth
optical ﬂow in a given direction in a pair of images could be derived from the
positions of the peaks in a spatial cooccurrence matrix of one of the images for
a displacement in the given direction, and in the temporal cooccurrence matrix
of the pair of images. Borghys et al.[5] used temporal cooccurrence matrices to
detect sensor motion in a moving target detection system by comparing the spatial cooccurrence matrix of one of the images with the temporal cooccurrence
matrix of the pair of images.
The following is the organization of this paper: Section 2 describes the peaks
(clusters of high values) that can be expected to occur in spatial and temporal
cooccurrence matrices when the image contains smooth regions. Section 3 describes our new method of extracting moving region boundaries from an image
sequence by suppressing information from ﬁrst temporal cooccurrence matrix
using the corresponding matrix from the next frame. In Sections 4 and 5 we
propose and develop a ﬁlter design and a feed-back system for moving boundary
enhancement and noise removal. Section 6 describes the extension of our method
for static boundary detection. Section 7 summarizes our work and discusses possible extensions.

2

The Structure of Cooccurrence Matrices

In the next section we will describe methods of using temporal cooccurrence
matrices to extract moving region boundaries from the images of a sequence. In
this section we describe the peak structures that should be present in spatial
and temporal cooccurrence matrices.
We assume that an image I is composed of regions in which (ignoring noise)
the gray levels vary smoothly, and that if two regions are adjacent, they meet
along a boundary at which the gray level changes signiﬁcantly. It is well known
(see [3]) that in a spatial cooccurrence matrix of I, each region (say having
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(a)

(c)

(e)

(b)

(d)

(f)

Fig. 1. (a and b) Two synthetic images(images I and J). (c and d) Their corresponding
temporal cooccurrence matrices. (e and f) Their mutual suppression.

mean gray level g) should give rise to a peak centered on the main diagonal in
approximate position (g, g); the sum of the element values in this cluster should
be proportional to the area of the region. Similarly, each boundary between two
adjacent regions (say having mean gray levels g and h) should give rise to a
pair of oﬀ-diagonal peaks at approximate positions (g, h) and (h, g), and with
value sum proportional to the length of the border. The same holds for temporal
cooccurrence matrices when no motion occur, namely, we simply can assume
that the whole frame is moving in the amount of one pixel. Thus, we can slide
one of the frames in the amount of one pixel (top-down and left-right composed
shift) and ﬁnd the temporal cooccurrence matrices (in which ignoring border
eﬀects it is the same as spatial cooccurrence matrix),
Figure 1a is a test image I containing a solid square with gray level 200 on
a background with gray level 100. This image is composed with noise having
a normal distribution with mean value zero and variance equal four. Let J be
another image(Figure 1b), the same as I but where the solid square has moved
from its original position by one pixel, and having the same instance of noise
generated by a random generator.
We can treat I and J as consecutive frames of an image sequence acquired
by a stationary camera. In this case the frames show an object (solid square)
moving against a stationary background at a rate of one pixel per frame. In the
temporal cooccurrence matrix of I and J (Figure 1c), pairs of pixels that are in
a moving region in both images will contribute to an on-diagonal peak. Similar,
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pairs of pixels that are in the background in both images will contribute also to
another on-diagonal peak. Pairs of pixels that are covered up or uncovered by
the motion will contribute to a pair of oﬀ-diagonal peaks.

3

Extracting Boundaries Using Cooccurrence Matrices

As discussed in Section 2, motion of an object against a contrasting background
between two frames of an image sequence gives rise to oﬀ-diagonal peaks in a
temporal cooccurrence matrix of the two frames. Thus it should be possible in
principle to extract moving boundaries from a pair of successive frames of an
image sequence by detecting oﬀ-diagonal peaks in the temporal cooccurrence
matrix of the two frames and identifying the pixels in either of the frames that
contributed to those peaks.
Unfortunately, oﬀ-diagonal peaks are not always easy to detect in cooccurrence matrices. Since the images are noisy, all the elements near the diagonal of
a cooccurrence matrix tend to have high values, and the presence of these values
makes it hard to detect oﬀ-diagonal peaks in the matrix that lie close to the
diagonal since these peaks tend to have lower values. If we knew the standard
deviation of the image noise, we could estimate how far the high values which
are due to noise extend away from the diagonal of the cooccurrence matrix, and
we could then look for peaks in the matrix that are farther than this from the
diagonal; but information about the image noise level is usually not available.
In this section we describe a simple method of suppressing clusters of highvalued elements from a temporal cooccurrence matrix. As we will see, the suppressed matrix elements tend to lie near the diagonal of the matrix. Hence when
the suppression process is applied to a temporal cooccurrence matrix the image
pixels that contributed to the unsuppressed elements of the matrix tend to lie
on the boundaries of moving regions.
Our method of suppressing clusters of high-valued elements from a cooccurrence matrix takes advantage of two observations:
(1) The matrix elements in the vicinity of a high-valued cluster almost certainly
have nonzero values, so that the nonzero values in and near the cluster
are “solid”. On the other hand, it is more likely that there are zero-valued
elements in and near a cluster of low-valued elements, so that the nonzero
values in and near such a cluster are “sparse”.
(2) As we saw in Section 2, the on-diagonal clusters in a cooccurrence matrix,
which arise from regions in the image, can be expected to be symmetric
around the main diagonal, and the oﬀ-diagonal clusters, which arise from
motion, can be expected to occur in pairs whose means are symmetrically
located around the main diagonal, since the noise in the image has zero
mean. Hence if we have two cooccurrence matrices that are transposes of
one another (see below), the clusters in these matrices should occur in the
same approximate positions.
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(a)

(c)

(e)

(b)

(d)

(f)

Fig. 2. (a) Filter F. (b) M+F. (c) Smoothed M+F. (d) Setting to one all the nonzero
elements of the smoothed M+F yielding F’. (e) M+F’=M’. (f) N/M’.

(a)

(b)

(c)

(d)

Fig. 3. (a) The result obtained by only Temporal Cooccurrence Matrices Suppression.
(b) The result after ﬁltering with F’. (c) The result after applying feedback-system.
(d) The result after noise removal.

We can obtain temporal cooccurrence matrices that are transposes of one
another by using reverse temporal displacements; i.e., if I and J are successive
frames of an image sequence, we can use the temporal cooccurrence matrices of
I and J (Figure 1c) and of J and I (Figure 1d). Evidently, Figure 1c and Figure
1d are transposes of each other.
Let M and N be two cooccurrence matrices that are transposes of one another.
We suppress from M all elements that are nonzero in N (or vice versa). Elements
of M that are in or near a “solid” cluster will almost certainly have nonzero values
in N ; hence these elements will almost certainly be suppressed from M . On the
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other hand, many of the elements of M that are in or near a “sparse” cluster
will have zero values in N because the nonzero elements of these clusters in M
and N are not in exactly symmetrical positions; hence many of these elements
will not be eliminated by the suppression process.
Figure 1e shows the nonzero elements of Figure 1c that are zero in Figure
1d, and Figure 1f shows the nonzero elements of Figure 1d that are zero in
Figure 1c. We see that the “solid” parts of the matrix have been suppressed and
the “sparse” parts have survived. Figure 3a shows the pixels of Figure 1a that
contributed to the nonzero elements in Figure 1e. Almost all of these pixels lie
on region boundaries in Figure 3a.

4

The Problem of Residuals

As we saw in the previous section, using temporal cooccurrence matrices suppression we achieved some important results. Namely, we are now able to detect
moving boundaries and we don’t need to set any threshold to do this, which is
in contrast with existing methods. It is obvious that at this stage the results we
just obtained contain some spurious noise pixels (Figure 3a), but as we will show
in this section, these spurious noise pixels we are able to eliminate successfully
by developing some ﬁlters in a logical sense.
There are two reasons why these noise pixels appear in Figure 3a:
a) The on-diagonal clusters in temporal cooccurrence matrices are results of
regions (static and inside moving objects regions). Thus, a homogenous region
R having an area (in pixels) A will yield an on-diagonal cluster in the temporal cooccurrence matrix whose shape is circular centered at (k, k) where k is
the mean value of R, and a radius r that depends on noise variance (which is
unknown) and the area of R. Usually, the noise has normal (multinomial) distribution or it can be approximated by normal distribution, thus, this cluster will
be denser near (k, k) and the density decreases as we go away from (k, k). Places
where the density of the cluster is low will survive suppression and we will call
them residuals that have a ring shape as seen in Figure 1e and Figure 1f. These
residuals appear as noise pixels in Figure 3a.
b) Small regions having a unique gray level will yield (approximately) ondiagonal sparse clusters in the temporal cooccurrence. Hence, when suppression
is applied most of the elements of these clusters will survive. These elements
appear as noise in Figure 3a.
4.1

Designing the Filter to Suppress Residuals

One way of suppressing residuals (and this is the only one we show in this paper)
is to develop a ﬁlter F as below:
Let M and N be the temporal cooccurrence matrices of I and J as shown in
Figure 1c and Figure 1d, and let S be one of suppressed cooccurrence matrices,
we put a ﬁlter-like-strip along the main diagonal in M whose width is calculated
using the following logic:
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Starting from the width equal to zero we increase it until the sum of nonzero
elements of S that do not belong inside the ﬁlter F is equal(a place where the
number of nonzero elements of M that do not belong inside F changes from being
higher to smaller) the number of nonzero elements of S that belongs inside the
ﬁlter F . After we ﬁnd F (Figure 2a), the next task is to use this ﬁlter and place
along the main diagonal of N . Nonzero elements of N belonging inside the ﬁlter
F (Figure 2b) we smooth using an averaging ﬁlter-like-a-disk (or we can perform
dilation instead) with radius 3 for all cases (Figure 2c), let us set all the nonzero
elements of this matrix to one and denote it by F  as shown in Figure 2d. Now, if
we set to one all nonzero elements of this processed N (Figure 2e) and suppress
M from N (Figure 2f) the shape-like-a-ring residuals almost completely have
disappeared, so let us denote it with S  . The corresponding pixels of I and J
that contributed to nonzero elements of S  are shown in Figure 3b, so let us
denote it by B  . It is obvious that Figure 3b is almost noiseless compared to
Figure 3a.

5

Moving Boundaries Enhancement and Noise Removal

In the previous section we were able to reduce the noise pixels using ﬁlter F .
The results obtained are impressive, but further processing still has to be done
because moving boundaries appear to be broken and there are still some noise
pixels to be cleaned. In this section we will be dealing with the above mentioned
problems.
Broken boundaries in Figure 3b are result of suppression process. As discussed
in Section 3, the oﬀ-diagonal clusters of M and N are results of moving boundaries. These clusters are sparse but it doesn’t mean that when the suppression
process is applied they will completely survive, something is possible to be suppressed. These suppressed elements in turn result in missing parts of boundaries
in Figure 3b. To recover these missing parts of boundaries we will develop a
f eedback system that is based on the following assumption:
The density of nonzero elements in B  in and around boundaries is higher so
that around nonzero elements of B  it is very likely to ﬁnd elements (in the same
spatial position) in I and J that contribute to nonzero elements of oﬀ-diagonal
clusters of M/F  where / is a diﬀerence operator. On the other hand the density
of nonzero elements of B  representing noise is very sparse, so that it is quite
unlikely that around these points of B  we will ﬁnd (in the same spatial position)
elements in I and J that contribute to any of nonzero elements in M/F  . Thus,
principally it would be possible to recover suppressed elements of oﬀ-diagonal
clusters of S  by searching in the neighborhood of nonzero elements of B  . To do
this, we developed a system as following:
–
–
–
–

Smooth B  with an averaging ﬁlter of size 3x3.
Develop B  by setting to one the positive elements of smoothed B  .
Create images I  = I  B  and J  = J  B  .
Find their temporal cooccurrence matrix M  .
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– Find T = (M  /F  ).
– Find elements of I and J that contributed to nonzero elements of T , yielding
updated B  .
– Repeat above steps until there is no change between consecutive B  images.
where  stands for element-by-element multiplication. Usually the last condition
is satisﬁed in the third iteration, and the corresponding results we obtain (Figure
3c) are very satisfactory. Finally, the remaining noise points we reduce by using
an operator of size 5x5 and exclude positive elements (belonging to the center
of the operator) of updated B  if the total sum of positive elements inside the
operator is less than 2. The result is shown in Figure 3d, as we can see; the
updated B  contains only the boundary of moving object. It might have been
thought that the same results could have been achieved by using only M/F or by
only using image diﬀerence and use the width of F as a threshold ( a number that
decides what is the boundary and what noise), but it is not possible in general
because low contrast boundaries will be vanished and many noise clusters will
be left which are not possible to be cleaned in image domain because of their
high density.

6

Detecting Static Boundaries

Our method can be extended for static boundary detection. To do this, we
simply can assume that the whole frame is moving in the amount of one pixel.
Thus, we can slide one of the frames in the amount of one pixel (top-down and
left-right composed shift) and ﬁnd the temporal cooccurrence matrices (in which
ignoring border eﬀects it is the same as spatial cooccurrence matrix), after we
do this we ﬁlter on-diagonal elements using ﬁlter F  (in a similar way we did for
moving boundaries in the previous sections) and ﬁnd the corresponding pixels
in I and J that contributed to the nonzero elements of their ﬁltered temporal
cooccurrence matrix.
Examples are given for real images that include both moving and static boundaries (Figure 4, Figure 5, Figure 6, and a comparison to image subtraction in
Figure 7) (please observe threshold values we needed to take in order to get clean
moving boundaries for the case of image subtraction, and compare results taken
without any threshold using our system in 4 and 5 respectively).

(a)

(b)

(c)

(d)

Fig. 4. (a) and (b): Two successive frames of an image sequence showing a moving
man. (c) and (d); Moving and static boundary detection using our system.
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(a)

(b)

(c)

(d)

Fig. 5. (a) and (b): Two successive frames of an image sequence showing a moving
speaker-woman. (c) and (d); Moving and static boundary detection using our system.

(a)

(b)

(c)

(d)

Fig. 6. (a) and (b): Two successive frames of an image sequence showing a moving
woman and a child. (c) and (d); Moving and static boundary detection using our
system.

(a)

(b)

(c)

(d)

Fig. 7. (a) and (b): Two successive frames of an image sequence showing a man waiving
his hands and arms. (c) and (d); Moving and static boundary detection using our
system.

(a)

(b)

(c)

(d)

Fig. 8. (a): Image Subtraction of Figures 4(a and b). (b): Moving boundaries after
applying a threshold T = 40. (c): Image Subtraction of Figures 5(a and b). (d) Moving
boundaries after applying a threshold T = 7.
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Conclusions

Moving Boundaries detection is a crucial step in computer vision that determines
success or failure of the whole system. In this paper we presented an integrated
system for moving boundary detection and its extension for static boundaries.
This system is full-automatic (no human intervention is need) which has the
following important properties:
–
–
–
–
–

Does not make use of any threshold.
Almost completely removes noise.
In the same framework we can extract both moving and static boundaries.
The complete system can be developed using only Boolean algebra.
It is fast and very easy to realize even in hardware.
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A Linear Mapping for Stereo Triangulation
Klas Nordberg
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Linköping University

Abstract. A novel and computationally simple method is presented for
triangulation of 3D points corresponding to the image coordinates in a
pair of stereo images. The image points are described in terms of homogeneous coordinates which are jointly represented as the outer products
of these homogeneous coordinates. This paper derives a linear transformation which maps the joint representation directly to the homogeneous
representation of the corresponding 3D point in the scene. Compared to
the other triangulation methods this approach gives similar reconstruction error but is numerically faster, since it only requires linear operations. The proposed method is projective invariant in the same way as
the optimal method of Hartley and Sturm. The methods has a ”blind
plane”; a plane through the camera focal points which cannot be reconstructed by this method. For ”forward-looking” camera conﬁgurations,
however, the blind plane can be placed outside the visible scene and does
not constitute a problem.

1

Introduction

Reconstruction of 3D points from stereo images is a classical problem. The methods which address the problem fall coarsely into two classes; dense and sparse.
The ﬁrst class normally assumes a restricted camera conﬁguration with camera
viewing directions which are approximately parallel and a short camera baseline, resulting in approximately horizontal and relatively small displacements
between corresponding points in the two images. As a consequence, a displacement or disparity ﬁeld can be estimated between the two images for all points,
although with low reliability for image points which, e.g. are located in a constant
intensity region. Several methods for solving the disparity estimation problem
have been proposed in the literature and an overview is presented, for example,
in [9]. Given the estimated disparity ﬁeld, the 3D reconstruction can be done
using the inverse proportionality between depth in the scene and the disparity.
The second class allows general camera conﬁgurations, with the main restriction that they cameras depict a common scene. For a typical scene, however,
this implies that only a smaller set of point may be visible in both images and
can be robustly detected as corresponding points in both images. The proposed
methods normally solve the reconstruction problem in two steps. First, two sets
of points in each of the images are determined, and further investigated to produce point pairs where each pair corresponds to the same point in the 3D scene.
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 838–847, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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A triangulation procedure can then be applied on each such pair to reconstruct
the 3D point. In this paper we assume that the correspondence problem has
been solved, and instead deal with the triangulation procedure.
In order to solve the triangulation problem, some related issues must ﬁrst be
addressed. Most solutions assume that the cameras involved in producing the
stereo images can suﬃciently accurately be modelled as pin-hole cameras. This
implies that the mapping from 3D points to 2D coordinates in each of the two
images can be described as a linear mapping on homogeneous representations
of both 3D and 2D coordinates. Let x be a homogeneous representation of the
coordinates of a 3D point (a 4-dimensional vector), let yk be a homogeneous representation of the corresponding image coordinate in image k, (a 3-dimensional
vector), and let Ck be the linear mapping which describes the mapping of camera
k (a 3 × 4 matrix). The pin-hole camera model then implies that
yk ∼ Ck x,

k = 1, 2

(1)

where ∼ denotes equality up to a scalar multiplication. Notice, that in this
particular relation, the scalar in is only dependent on x. The inverse mapping
can be written as
x ∼ C+
λk ∈ R
(2)
k yk + λk nk ,
where C+
k is the pseudo-inverse of Ck and nk is the homogeneous representation
of the focal point of camera k, i.e.,
Ck nk = 0

(3)

From Equation (2) follows that the original 3D point must lie on a projection line
through the image point and the focal point. In the following, we will assume
that both camera matrices have been determined with a suﬃcient accuracy to
be useful in the following computations.
Another issue is the so so-called epipolar constraint. It implies that two corresponding image points must satisfy the relation
y1T F y2 = 0

(4)

where F is the so-called fundamental matrix which is determined from the two
camera matrices [5]. Intuitively, we can think of this relation as a condition on y1
and y2 to assure that the corresponding projection lines intersect at the point x.
In practice, however, there is no guarantee that y1 and y2 satisfy Equation (4)
exactly. For example, many point detection methods are based on ﬁnding local
maxima or minima of some function, e.g., [3], typically producing integer valued
image coordinates. As a consequence, the two projection lines do not always
intersect.
Even if we assume that the cameras can be modeled as pin-hole cameras
whose matrices are known with suﬃcient degree accuracy and that in some
way or another all pairs of corresponding image points have been modiﬁed to
satisfy Equation (4), we now face the ultimate problem of triangulation: ﬁnding
the intersecting point of the two projection lines for each pair of corresponding
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image points. In principle, this is a trivial problem had it not been for the fact
that Equation (4) is not always satisﬁed. The conceptually easiest approach is
the mid-point method were we seek the mid-point of the shortest line segment
which joins the projection lines of the two image points [1]. From an algebraic
point of view, the problem can also be solved by using Equation (1) to obtain
y1 × (C1 x) = 0
y2 × (C2 x) = 0

(5)

where ”×” denotes the vector cross product. These relations imply that we can
establish six linear expressions in the elements of x, an over-determined system
of equations. On the other hand, if we know that y1 and y2 satisfy Equation (4)
then there must be a unique solution x of Equation (5), disregarding a scalar
multiplication. By rewriting Equation (5) as
Mx=0

(6)

we can either ﬁnd x as the right singular vector of M corresponding to the
smallest singular value, or by solving for the non-homogeneous coordinates of
the 3D point from the corresponding 6 × 3 inhomogeneous equation using a least
squares solution. These are the homogeneous and the inhomogeneous triangulation methods [5].
All three methods appear to work in most situations, but they have some
practical diﬀerences, notably that the resulting 3D point is not the same for all
three methods in the case that Equation (4) is not satisﬁed. The implementations
of all three methods are relatively simple but they do not provide a simple closed
form expression for x in terms of y1 , y2 . Also, the basic form of both the midpoint method and the inhomogeneous method cannot provide a robust estimate
of the 3D point in the case that it is at a large of inﬁnite distance from the
camera.
There is also a diﬀerence in the accuracy of each method. This can be deﬁned
in terms of the 3D distance between the resulting 3D point and the correct 3D
point, but from a statistical point of view it can also be argued that the accuracy should be deﬁned in terms of the Euclidean 2D distances of the projection
of these 3D points. This leads to the optimal method for triangulation which
seeks two subsidiary image points ŷ1 , ŷ2 which are at total smallest squared distance from y1 , y2 , measured in the 2D image planes, which in addition satisfy
ŷ1T F ŷ2 = 0. Once ŷ1 , ŷ2 are determined, any of the above mentioned methods can then produce the ”optimal” estimate of x. A computational approach
for determining the subsidiary image points is presented in [7]. Although this
method is not iterative, it is of relatively high complexity and does not give x
as a closed form expression. On the other hand, this method can be shown to
be projective invariant, meaning that the resulting point x is invariant to any
projective transformation of the 3D space.
In summary, there exist a larger number of methods for solving the sparse
triangulation problem, even besides the ”standard” methods presented above.
For an overview of sparse triangulation methods, [7,5] serve as good starting
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points. Most of the recent work in this area derives reconstruction methods
based on various cost functions, for example see [4,8].
This paper takes a slightly diﬀerent view on triangulation by leaving cost
functions and optimization aside and instead focus on the basic problem of ﬁnding an algebraic inverse of the combined camera mapping from a 3D point to
the two corresponding image points. It proves the existence of a closed form
expression for the mapping from y1 and y2 to x. The expression is in the form
of a second order polynomial in the elements of y1 and y2 , or more precisely,
a linear mapping on the outer product y1 y2T . Beside its simple computation,
another advantage is that it can be shown to be projective invariant, although
this aspect is not discussed in detail here. An experimental evaluation of the
proposed method shows that, on that speciﬁc data set, it has an reconstruction
error which is comparable to the other standard methods, including optimal
triangulation.

2
2.1

Derivation of a Reconstruction Operator
The Mapping to Y

Let yk be the homogeneous representation of a point in image k, given by Equation (1). We can write this expression in element form as
yki = αk (x) cki · x

(7)

where cki is the i-th row of camera matrix k and the product in the right-hand
side is the inner product between the vectors ckl and x. Now, form the outer
or tensor product between y1 and y2 . The result can be seen as a 3 × 3 matrix
Y = y1 y2T . The elements of Y are given by
Yij = y1i y2j = α1 (x) α2 (x) (c1i · x)(c2i · x) =
= α1 (x) α2 (x)

(c1i cT2j )

· (xx ) = α1 (x) α2 (x)
T

(8)
(c1i cT2j )

·X

(9)

We can interpret this as: element Yij is given by an inner product between
c1i cT2j and X = xxT , deﬁned by the previous relations. Notice that X is always
a symmetric 4 × 4 matrix, which means that we can rewrite Yij as
Yij =

α1 (x) α2 (x)
(c1i cT2j + c2j cT1i ) · X = α1 (x) α2 (x) Bij · X
2

(10)

where each Bij = (c1i cT2j + c2j cT1i )/2 is a symmetric 4 × 4 matrix.
2.2

The Set Bij

Let S denote the vector space of symmetric 4 × 4 matrices. Notice that X ∈ S
and Bij ∈ S. The question now is: what kind of a set is Bij ? Obviously, it cannot
be a basis of S; the space is 10-dimensional and there are only 9 matrices. Recall
that nk is the homogeneous representation of the focal point for camera k, i.e.,
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Ck nk = 0. We assume that n1 = n2 (as projective elements). It then follows
that
Bij · (nk nTk ) = (c1i · nk )(c2j · nk ) = 0
(11)
i.e., Qk = nk nTk is perpendicular to all matrices Bij for k = 1, 2. This implies
that the 9 matrices at most span an 8-dimensional space, i.e., there exists at
least one set of coeﬃcients F̃ij such that

F̃ij Bij = 0
(12)
ij

Consider the expression


F̃ij Yij = y1i y2j F̃ij = y1T F̃ y2

(13)

ij

where F̃ is a 3 × 3 matrix with elements F̃ij . We can now insert Equation (10)
into the left-hand side of the last equation and get


F̃ij (Bij · X) = α1 (x) α2 (x) (
F̃ij Bij ) · X = 0 · X = 0 (14)
α1 (x) α2 (x)
ij

ij

Consequently, the right-hand side of Equation (13) vanishes, which is equivalent to the statement made in Equation (4), i.e., we can identify F̃ with the
fundamental matrix F. Since this matrix is unique (disregarding scalar multiplications), it follows that the set of 9 matrices Bij spans an (9 - 1 = 8)-dimensional
subspace of S, denoted Sc . The matrices Bij therefore form a frame [2] rather
than a basis of Sc . Furthermore, Q1 and Q2 span the 2-dimensional subspace of
S which is perpendicular to Sc .
2.3

The Dual Frame

Let us now focus on the subspace Sc . First of all, any matrix S ∈ Sc can be
written as a linear combination of the 9 frame matrices Bij . Since these matrices
are linearly dependent such a linear combination is not unique, but a particular
linear combination can be found as

S=
(S · B̃ij ) Bij
(15)
ij

where B̃ij is the dual frame relative to Bij . In this case, we compute the dual
frame in the following way:
1. Reshape each Bij to a 16-dimensional vector aI with label I = i + 3j − 3: ,
i.e., there are 9 such vectors.
2. Construct a 16 × 9 matrix A with each aI in its columns.
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3. Compute an SVD of A, A = USVT , where S is a 9×9 diagonal matrix with
the singular values. According to the discussion above, exactly one singular
value must vanish since f A = 0 where f is the is the fundamental matrix
reshaped to a 9-dimensional vector. Consequently, A = Ũ S̃ ṼT , where S̃ is
an 8 × 8 diagonal matrix with only non-zero singular values.
4. Form the 16 × 9 matrix Ã = Ũ S̃−1 ṼT .
5. The columns of Ã now contains the dual frame. The corresponding matrices
B̃ij can be obtained by doing the inverse operations of steps 2 and 1.
By constructing Ã in this way it follows that AT Ã is an identity mapping on
the subspace Sc , when the elements of this space are reshaped according to step
1 above.
2.4

Triangulation

We will now choose S in particular ways. Let p be the dual homogeneous representation of a plane which passes through the focal points of the two cameras.
This implies that p · n1 = p · n2 = 0. Let r be an arbitrary 4-dimensional vector,
and form the 4 × 4 matrix
S = prT + rpT
(16)
Clearly, S ∈ S, but it is also the case that S ∈ Sc . This follows from
S · Qk = S · (nk nTk ) = 2 (nk · p)(nk · r) = 0

(17)

which implies that S is perpendicular to Q1 and Q2 . Consequently, this S can
be written as in Equation (15). Consider the expression S · X. By inserting this
into Equation (15) and with the help of Equation (10) we get


2
(S · B̃ij )(Bij · X) =
(S · B̃ij ) Yij
(18)
S·X=
α1 (x) α2 (x) ij
ij
If we instead insert it into Equation (16), we get
S · X = (prT + rpT ) · (xxT ) = 2 (x · p)(x · r)
and by combining Equations (18) and (19)

(S · B̃ij ) Yij = α1 (x) α2 (x) (x · p)(x · r)

(19)

(20)

ij

Let el be the standard basis of R4 : el · x = xl , where xl is the l-th element of x.
Deﬁne 4 matrices Sl according to
Sl = peTl + el pT

(21)

where r now is replaced by el to produce Sl from S in Equation (16). As a
consequence, Equation (20) becomes

(Sl · B̃ij ) Yij = (x · p)(x · el ) = α1 (x) α2 (x) (x · p) xl
(22)
ij
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Notice that the factor α1 (x) α2 (x) (x · p) is independent of l. Set Klij = Sl · B̃ij .
This is a 4 × 3 × 3 array of scalars which can be seen as a linear transformation
or an operator which maps Y to x:
K Y = α1 (x) α2 (x) (x · p) x

(23)

The factor α1 (x) α2 (x) (x · p) vanishes when the 3D point x is in the plane
p. Assuming that this is not the case, we can disregard this factor and write
K Y ∼ x. It should be noticed, however, that the existence of this factor in the
derivations implies that the proposed method cannot reconstruct 3D points if
they lie in or suﬃciently close to the blind plane p.
The blind plane can be a problem if the camera conﬁguration is such that the
cameras ”see” each other, that is, the 3D line (base-line) which intersects both
focal points is visible to both cameras. In this case, a plane p cannot be chosen
which is not visible to both cameras. On the other hand, if both cameras are
”forward-looking” in the sense that they are not seeing each other, it is possible
to choose p so that it is not visible to the cameras. In this case, reconstruction
of points in the blind plane will never occur in practice.
The reconstruction formula x ∼ K Y is interesting since it means that X can
be computed only by multiplying a 4 × 9 matrix on the 9-dimensional vector
Y which, in turn is given by reshaping the outer product of y1 and y2 . Alternatively, x can be computed by ﬁrst reshaping K as a 12 × 3 matrix that is
multiplied on y1 , resulting in a 12-dimensional vector x . x is then obtained by
reshaping x as a 4 × 3 matrix and multiply it on y2 . The computational complexity for computing x is therefore not more than 32 additions and 45 (or 48)
multiplications, depending on which approach is used.

3

Experiments

A set of 72 3D points is deﬁned by a calibration pattern placed on three planes
at straight angels to each other. These points are viewed by two cameras which

Fig. 1. Images from the two cameras viewing the calibration pattern
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Table 1. Reconstruction error for the triangulation operator K, the optimal method
(O), the mid-point method (MP), the homogeneous method (H), and the inhomogeneous method (IH). All units are in mm. The last row shows a rough ﬁgure for the
computation time relative to the proposed method.

ē
emax
σe
Time

K
1.08
2.74
0.62
1

O
1.07
2.79
0.62
34

MP
1.07
2.79
0.62
15

H
1.12
3.44
0.66
5

IH
1.12
3.45
0.66
3

are assumed to satisfy the pinhole camera model, Equation (1), see Figure 1.
The calibration points are manually identiﬁed and measured in terms of their
image coordinates in each of the two images. As a result, we have one set of
3D points {xk } and two sets of corresponding 2D coordinates in the two images
{y1,k } and {y2,k }.
From these data sets, the two camera matrices C1 and C2 are estimated
using the normalized DLT-method [5]. From C1 and C2 , the corresponding focal
points n1 and n2 can be determined using Equation (3), and a suitable blind
plane p can be set up by choosing a third point so that this p is approximately
perpendicular to the viewing directions of the two cameras. Given C1 , C2 and
p, a triangulation operator K is computed according to the algorithm described
in Section 2. This computation is made using coordinates which are normalized
according to [6], followed by a proper re-normalization.
The triangulation operator K is evaluated on the data set together with the
standard methods described in Section 1. The homogeneous and the inhomogeneous method is computed on normalized data and the result is transformed
back to the original coordinates. For each of the 72 corresponding image points
a 3D point in reconstructed, and the norm of the Euclidean reconstruction error
is computed as e = xi − xi,rec  where xi is the i-th 3D coordinate and xi,rec
is the corresponding reconstructed 3D coordinate. From the entire set of such
errors, the mean ē, the maximum emax and the standard deviation σe are estimated. The resulting values are presented in Table 1. All calculations are made
in Matlab.
A few conclusions can be drawn from these ﬁgures. First, the triangulation
operator K appears to be comparable in terms of accuracy with the best of the
standard methods, which for this data set happens to be the optimal method.
Given that the accuracy of the original 3D data is approximately ±1 mm. and the
2D data has an accuracy of approximately ±1 pixel, a more precise conclusion
than this cannot be made based on this data. The last row of Table 1 shows
very rough ﬁgures for the computation time of each of the methods as given
by Matlab’s proﬁle function. The proposed method has a computational time
which is signiﬁcantly less than any of the standard methods, although it provides
a comparable reconstruction error, at least for this data set.
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Summary

This paper demonstrates that there exists a linear transformation K which maps
the tensor or outer product Y of the homogeneous representations of two corresponding stereo image points to a homogeneous representation of the original 3D
point. The main restriction of the proposed method is that the resulting linear
transformation is dependent on an arbitrarily chosen 3D plane which includes
the two focal points of the cameras, and only points which are not in the plane
can be triangulated.
The proposed method is not derived from a perspective of optimality in either
the 2D or 3D domains. The experiment presented above suggests, however, that
at least the 3D reconstruction error is comparable even to the optimal method.
In addition to this, the proposed method oﬀers the following advantages
– It is can be implemented at a low computational cost; 32 additions and
45 multiplications for obtaining the homogeneous coordinates of the reconstructed 3D point. This is a critical factor in real-time applications or in
RANSAC loops involving 3D matching.
– The existence of the reconstruction operator K implies that closed form
expressions from homogeneous 2D coordinates to various homogeneous representations in 3D can be described. For example, given two pairs of corresponding points with their joint representations Y1 and Y2 , two 3D points
can be reconstructed as x1 = K Y1 and x2 = K Y2 . The 3D line which
passes through these two points can be represented by the anti-symmetric
matrix L = x1 ⊗x2 −x2 ⊗x1 . A combination of these expressions then allows
us to write L = (K ⊗ K)(Y1 ⊗ Y2 − Y2 ⊗ Y1 ), i.e., we can ﬁrst combine
the joint representations of corresponding points in the image domain and
then transform this combination to the 3D space and directly get L. This
may only be of academic interest, but implies that K serves as some kind of
stereo camera inverse (an inverse of a combination of both camera matrices).
– Although this property is not proven here, it follows from the construction
of K that it is projective invariant in the sense described in [7]. This implies
that the reconstructed point x is invariant, that is, it is the same point in
space, independent of projective transformations of the coordinate system.
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Abstract. Good estimate and simulation of the behavior of additive
noise is central to the adaptive restoration of images corrupted with
Gaussian noise. This paper presents a double adaptive ﬁltering scheme
in the sense that the ﬁlter is able to estimate the variance of additive
noise in order to determine the ﬁlter gain for pixel updating, and also
able to decide if the pixel should remain unﬁltered. Experimental results
obtained from the restoration of several images have shown the superiority of the proposed method to some benchmark image ﬁlters.
Keywords: Image restoration, Gaussian noise, adaptive ﬁltering.

1

Introduction

The topic of restoring noisy images to its original verions is one of important research areas in image processing and computer vision. An optimal image restoration is usually based on some criteria for noise modeling and noise deduction.
There are several types of noise that can degrade orginal images such as Gaussian
(additive), Poisson, salt & pepper (on and oﬀ), and speckle (multiplicative).
Thus, there are many methods proposed for dealing with diﬀerent types of noise
in images. Literature review in image restoration is huge but most methods are
based on the methodologies of linear, non-linear, and adaptive ﬁltering [5]. However, the problem of image restoration still remains challengingly open because
image restoration is diﬃcult since it is an ill-posed inverse problem – necessary
information required about the degraded image to reconstruct the original is inherently imprecise. Therefore, methods for eﬀective and better solutions continue
to be developed.
Awate and Whitaker [1] have recently proposed an adaptive image ﬁltering
scheme for restoring degraded images by comparing pixel intensities having similar neighborhood in the image. Although this work makes no assumption about
the properties of image signal and noise, it is empirically observed to perform
best with additive noise. Other recently developed methods for image restoration
are wavelet-based image denoising [10], mean-shift algorithms [2], and iterative
function [16], pointspread function [3], and histogram-based fuzzy ﬁlter [15]. In
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 848–857, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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particular, for additive noise, the principle of Wiener ﬁltering is still one of the
earliest and best known approaches for adaptive image ﬁltering [5]. Based on
this motivation, our contribution focuses on the reliable estimate of noise which
is normally assumed in the Wiener ﬁlter process. We then extend the algorithm
with an ability to detect noisy pixels to be adaptively updated. The rest of this
paper is organized as follows. To facilitate the discussion of the new algorithms,
basic formulation of adaptive Wiener ﬁltering is outlined in Section 2. Section
3 presents a geostatistics-based method for noise estimation. In Section 4, the
concept of spatial correlation in geostatistics is utilized to derive a decision rule
for noise detection. Section 5 illustrates the performance of the proposed method
and comparisons. In Section 6, we conclude our contribution and suggest further
development of the proposed method.

2

Basic Adaptive Restoration Process

Let f (x, y) be the ideal image, g(x, y) the degraded image, and v(x, y) the white
noise which is additive, stationary, and has zero mean. The degraded image can
be modeled as
g(x, y) = f (x, y) + v(x, y)

(1)

Given the observed image g(x, y) and the noise statistics, the task of image
restoration is to recover the signal as close as possible to the ideal image f (x, y).
Space-variant Wiener ﬁlters have been designed for such task, and a speciﬁc
algorithm can be described as follows [9].
The power spectrum of the noise v(x, y) with variance σv2 is given by
Pv (ωx , ωy ) = σv2

(2)

Assuming that f (x, y) is stationary within a small local image L, then f (x, y)
can be modeled by its local mean mf , local standard deviation σf and the white
noise n(x, y) that has zero mean and unit variance:
f (x, y) = mf + σf n(x, y)

(3)

The Wiener ﬁlter whose frequency reponse H(ωx , ωy ) within L is

H(ωx , ωy ) =
=

Pf (ωx , ωy )
Pf (ωx , ωy ) + Pv (ωx , ωy )

(4)

σf2
σf2 + σv2

From (5), a scaled impulse response h(x, y) is given as
h(x, y) =

σf2
δ(x, y)
σf2 + σv2

(5)
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From (5), the restored image r(x, y) ∈ L can be obtained by
r(x, y) = mf + [g(x, y) − mf ] ∗
= mf +

σf2

σf2
σf2 + σv2

δ(x, y)

σf2
[g(x, y) − mf ]
+ σv2

(6)
(7)

in which ∗ denotes the convolution operator.
If the local mean and standard deviation are updated at each pixel, we have
[7]
r(x, y) = mf (x, y) + k(x, y) [g(x, y) − mf (x, y)]

(8)

where k(x, y) is a ﬁlter gain and deﬁned as
k(x, y) =

σf2 (x, y)
σf2 (x, y) + σv2

(9)

The local mean and local standard deviation described in (9) can be estimated
using local statistics [7]
mf (x, y) =

1 
g(k, l)
NM

(10)

k, l∈w

where w is a local N × M window of the image.
And
σf2 (x, y) =

1 
[g(k, l) − mf (x, y)]2
NM

(11)

k, l∈w

If the noise variance is not known then it can be approximated as the mean
of all the local variances in the image I, i.e.,
σv2 ≈

1  2
σf (k, l)
NM

(12)

k, l∈I

We are particularly interested in estimating the variance of white additive
noise in images using the variogram function introduced in geostatistics, which
models the spatial distribution of an image with a random function and estimates
the noise variance as the expectation of the squared error of the random variables
separated by a spatial distance. We then seek to formulate a rule to decide if a
pixel value being corrupted with noise. This decision is based on the comparison
of the long-range and local spatial probabilities of a pixel intensity.
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Estimating Additive Noise with Geostatistics

The theory of geostatistics is based on the notion of regionalized variables and
their random functions [6]. A variable z(p) that is distributed in space Ω is said
to be regionalized and represented as a realization of a random function Z(p):
Z(p) = {Z(pi ), ∀pi ∈ Ω}

(13)

Let z(p) and z(p+h) be two real values at two locations p and p+h. The spatial
variance of these two points is expressed by the variogram function 2γ(p, h),
which is deﬁned as the expectation of the squared diﬀerence of the two random
variables
2γ(p, h) = E{[Z(p) − Z(p + h)]2 }

(14)

The estimation of (14) requires several realizations of the pair of random variables [Z(p)−Z(p+h)], i.e., [z1 (p), z1 (p+h)], [z2 (p), z2 (p+h)], . . . , [zk (p), zk (p+h)].
However, in many applications, only one realization [z(p), z(p + h)] can be available, that is the actual measure of the values at point p and p + h. To overcome
this problem, the intrinsic hypothesis [6] is introduced, which states that a random function Z(p) is intrinsic when
– its mathematical expectation exists and does not depend on p:
E{Z(p)]} = m, ∀p
– the increment [Z(p) − Z(p + h)] has a ﬁnite variance which does not depend
on p:
V ar{Z(p) − Z(p + h)} = E{[Z(p) − Z(p + h)]2 } = 2γ(h), ∀p
The variogram 2γ(h) is therefore constructed using the actual data as follows.
2γ(h) =

N (h)
1 
[z(pi ) − z(pi + h)]2
N (h) i=1

(15)

where N (h) is the number of experimental pairs [z(pi ) − z(pi + h)] of the data
separated by h.
As all the random variables of the random function have the same mean and
variance, expanding (15) we have:
1
E{[Z(p + h) − Z(p)]2 }
2
1
1
= E{Z(p + h)2 } + E{Z(p)2 } − E{Z(p + h)Z(p)}
2
2
= E{Z 2 } − E{Z(p + h)Z(p)}
= E{Z 2 } − m2 − [E{Z(p + h)Z(p)} − m2 ]

(17)
(18)

= σ 2 − Cov{Z(p + h)Z(p)}

(19)

γ(h) =

(16)
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Based on (13), (14), and (19), we can draw two conceptual aspects as follows.
1. The variogram can be viewed as an estimation variance in which an error
occurs when the value at p is estimated by the value at p + h, i.e.,
2
= E{[Z(p) − Z(p + h)]2 }
σE

(20)

2. Given that the location p + h is suﬃciently close to p, then z(p + h) can be
considered to be another realization of Z(p), i.e., z(p + h) ≈ zk (p).
We therefore can approximate the variance of additive noise in an image as
the variogram where h = 1 expressed in pixels:
2
σv2 ≈ σE
= 2γ(h = 1)

(21)

It is realized that we can deduce to estimate the noise variance in an image
from the experimental variogram at h=0. Such estimation can be obtained by
extrapolation [6], and has been applied for calculating the standard deviations
of non-uniform images [12]. However, extrapolation is less accurate and the extrapolation proposed in [12] is not suitable for automatic processing.

4

Detection of Noisy Pixels

Let I be an image, and let fi and fj be the gray levels of pixels located at
positions i and j in I respectively. The purpose is to determine the probability of the spatial non-randomness of the pixel considered for ﬁltering within
a neighborhood. This probability is called the local probability of spatial nonrandomness. If this probability is higher than that of the long-range probability
of non-randomness of the same pixel intensity, then its intensity value is considered as uncorrupted and therefore remains unchanged; otherwise the pixel will
be ﬁltered. We proceed the determination of these two types of probability as
follows.
Let T be the gray-level threshold of I. The thresholded image of I at T is
deﬁned as

yi (T ) =

1
0

: fi = T
 T
: fi =

(22)

Utilizating the concepts of variograms and histograms, the long-range probability of spatial non-randomness of pixels having intensity value T separated by
lag distance h over I, denoted as PG (T, h), can be deﬁned by
PG (T, h) =

1
N (h)


(i,j)∈I|hij =h

δij (h)

(23)
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where N (h) is the total number of pairs of pixels in I separated by lag distance
h, hij is the distance between fi and fj , and δij (h) behaves like a Kronecker
delta which is deﬁned as

1 : yi (T ) = yj (T ), hij = h
(24)
δij (h) =
0 : yi (T ) = yj (T ), hij = h
Similarly, the local probability of the spatial non-randomness of pixels having
intensity value T separated by lag distance h over some chosen window wL ,
denoted as PL (T, h), can be deﬁned by
PL (T, h) =

1
M (h)



δij (h)

(25)

(i,j)∈wL |hij =h

where M (h) is the total number of pairs of pixels in window wL separated by
lag distance h.
It is known that the variogram is very useful for exploring the features of
spatial data, and can help to detect anomalies, inhomogeneities and randomness
of sample values in spatial domain [14]. We use the conceptual framework of
calculating the variogram and the histogram to compute the probability that
indicates the chance of a pixel intensity being located closely to each other in
space. We then make an assumption that if the local probability exceeds the
global (long-range) probability, then the pixel is not corrupted with noise. Thus,
the decision to either retain or update each pixel is according to the following
rules:
PL (T, h) > PG (T, h) : no updating
PL (T, h) ≤ PG (T, h) : updating

5

(26)

Experiments

We test the algorithm with several images as shown in Figure 1 which consists of
4 diﬀerent original images. Those images are selected based on the good content
of diﬀerent details, texture, regions, and shading. To measure the performance
of the restoration, the signal-to-noise ratio (SNR) improvement expressed in dB
is used, which is deﬁned by [9]
SNR Improvement = 10 log10

NMSE(f, g)
NMSE(f, r)

(27)

where the normalized mean square error (NMSE) between the original image f
and the restored image r is deﬁned by
NMSE(f, r) = 100

V ar(f − r)
%
V ar(f )

(28)

All images were processed with a 3 × 3 ﬁlter window (w) which was suggested
by [7] as a fairly good choice. To compute the local probability, we set the size
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Fig. 1. Original images: Top left: photographer, top right: Lenna, bottom left: moon,
bottom right: saturn

Fig. 2. Top left: degraded image with Gaussian noise (0 mean, 0.05 variance), top
right: adaptive Wiener ﬁlter, bottom left: mean ﬁlter, bottom right: double adaptive
ﬁlter
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Fig. 3. Top left: degraded image with Gaussian noise (0 mean, 0.05 variance), top
right: adaptive Wiener ﬁlter, bottom left: mean ﬁlter, bottom right: double adaptive
ﬁlter

of the local window (wL ) to be 9 × 9 which is considered suﬃcient enough to
calculate the spatial correlation (in geostatistics, the number of data points being
greater than 25 can be considered suﬃcent to compute the semi-variogram). The
original images were corrupted with zero-mean Gaussian white noise of variances
of 0.02 and 0.05 respectively. Tables 1 and 2 show the SNR improvements of
the processed images obtained by the adaptive Wiener ﬁlter method, the mean
ﬁlter, and the proposed method where single adaptive does not employ the noise
detection procedure but the double adaptive does. The proposed method gives
the highest SNR improvements in all cases; whereas and the adaptive Wiener
ﬁlter gives higher SNR improvements than the mean ﬁlter. Figure 2 shows the
moon image degraded with zero-mean Gaussian noise of variances of 0.05 and
its restored versions obtained from the three methods. In addition to its highest
SNR, the restored image achieved from the proposed ﬁlter can be observed that
noise is suppressed with smoother eﬀect than the average ﬁlter, and the edges
can still be better reserved than the adaptive Wiener ﬁlter.
To compare with other recently developed methods, we used the Lenna image
whose size is larger than that used in UNITA method developed by Awate and
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Table 1. SNR Improvements (dB) – Gaussian Noise (zero mean, 0.02 variance)
Image
Adaptive Wiener
Lena (222 × 208)
6.86
photographer (256 × 256)
6.16
moon (900 × 1200)
5.30
saturn (900 × 1201)
5.09
Logo database
5.13

Mean Single Adaptive Double Adaptive
6.46
7.56
8.23
5.89
6.31
7.45
5.16
7.16
8.01
4.98
7.13
8.46
4.64
5.29
6.77

Table 2. SNR Improvements (dB) – Gaussian Noise (zero mean, 0.05 variance)
Image
Adaptive Wiener
Lena (222 × 208)
6.96
photographer (256 × 256)
6.27
moon (900 × 1200)
5.24
saturn (900 × 1201)
5.16
Logo database
5.24

Mean Single Adaptive Double Adaptive
6.76
8.17
9.82
6.09
6.99
8.01
5.18
7.11
9.14
5.12
7.17
9.10
4.78
5.92
7.24

Table 3. RMSE ratios of diﬀerent methods using Lenna image
UNITA WF1 WF2 WF3 DA
0.46 0.36 0.38 0.41 0.38

Whitaker [1]. The image was simulated with the same level of the additive noise
to carry out the restoration using the proposed double adaptive ﬁlter (denoted as
DA). We then used the root-mean-square error (RMSE) ratio of the initial and
restored RMSE errors to compare the results obtained from the UNITA, waveletbased ﬁlter (denoted as WF1) developed by Portilla et al. [11], wavelet-based
ﬁlter (denoted as WF2) developed by Sender and Selesnick [13], and waveletbased ﬁlter (denoted as WF3) developed by Pizurica et al. [10]. The results from
these three wavelet-based methods were taken from [1]. Table 3 show the error
ratios obtained from the ﬁve models. The error ratio of the proposed method
is equivalent to that of WF2, higher than WF1, and lower than UNITA and
WF3. However, it was mentioned in [1] that although the wavelet-based approach
gave lower error than that of the UNITA, it has ringing-like artifacts in smooth
regions. Our proposed method yields lower error ratio than the UNITA ﬁlter
and still does not suﬀer from that eﬀect. We further tested the same image
restoration methods using the logo database of the University of Maryland [4]
that consists of 105 intensity logo images of scanned binary versions. The results
obtained show similar analysis addressed earlier, where the proposed double
ﬁltering approach gives the best improvements.
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Conclusions

The ideas of spatial relation and spatial randomness modeled by the theory
of regionalized variables and geostatistics have been utilized to largely improve
the well-known principle of adaptive Wiener ﬁlter for restoring images degraded
with Guassian white noise. The experiments have shown that this algorithm
provided the most favorable results by means of the SNR improvements and
visual observation over some benchmark methods. The proposed method appears
to be better or competitive with some other recently developed techniques. In
addition, the computational procedure and speed of the proposed method is very
easy for computer implementation, and can be extended for ﬁltering other types
of noise in images.
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Abstract. This paper presents a complete high resolution aerial-images
processing workﬂow to detect and characterize vegetation structures in
high density urban areas. We present a hierarchical strategy to extract,
analyze and delineate vegetation areas according to their height. To detect urban vegetation areas, we develop two methods, one using spectral indices and the second one based on a Support Vector Machines
(SVM) classiﬁer. Once vegetation areas detected, we diﬀerentiate lawns
from treed areas by computing a texture operator on the Digital Surface
Model (DSM). A robust region growing method based on the DSM is
proposed for an accurate delineation of tree crowns. Delineation results
are compared to results obtained by a Random Walk region growing
technique for tree crown delineation. We evaluate the accuracy of the
tree crown delineation results to a reference manual delineation. Results
obtained are discussed and the inﬂuential factors are put forward.

1

Introduction

Automatic 3D reconstruction of urban areas is an active research topic in distinct application areas and an issue of primary importance in ﬁelds such as urban planning, disaster management or telecommunications planning. Signiﬁcant
progress has been made in recent years concerning the automatic reconstruction
of man-made objects or environments from multiple aerial images [1]. Yet, a
lot of challenge concerning the modelling of other objects present on the terrain
surface, such as trees, shrubs, hedges or lawns still exists. An accurate automatic
reconstruction of such types of vegetation areas is a real challenge due to their
complex nature and to their intricate distribution between man-made objects in
dense urban areas. Many researches deal with automatic tree crown delineation
from aerial or satellite images. We can divide them into two classes: methods
applied to forest stands and methods applied to urban environments.
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 858–867, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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Several algorithms have been proposed for the segmentation of individual
trees in forest stands. A ﬁrst class uses local maxima information to estimate
tree top position and the number of trunks [2][3]. A second class of methods
exploits the shadows around the tree crowns to delineate their contour [4], such
as valley-following algorithms [5] or region growing methods [6]. Other contour
based methods use multi-scale analysis [7] or active contours [8] to delineate tree
crowns. A third class of methods are object-based methods [9][10][11], modelling
synthetic tree crown templates to ﬁnd tree top positions.
Algorithms developed for the automatic extraction of tree crowns in urban environments ﬁrstly detect vegetation areas followed by a ﬁner analysis of objects
present therein. Depending on the input data, vegetation areas are detected either using vegetation responses in color infrared (CIR) images [12] or by computing surface roughness indicators on the DSM [13]. A ﬁner analysis of treed areas
is then performed and its goal ranges from simple tasks, such as estimating tree
position [12][14], to more complex tasks such as tree species classiﬁcation [6].
This study presents our approach for vegetation detection and segmentation
in urban areas. A linear-kernel SVM classiﬁer using a four dimensional radiometric feature vector is used to identify vegetation areas. Texture features computed
on the DSM separate lawns from treed areas. A robust algorithm for tree crown
delineation taking into account the trees height and shape characteristics is proposed to accurately delineate individual tree crowns.
The accuracy of the segmentation results is evaluated against a reference
delineation and they are also compared to results obtained by a random walk
tree crown delineation algorithm [6]. Results obtained using the proposed method
are very promising and show their potential by improving delineation results
obtained by the second method.

2
2.1

Study Area and Data
Study Area

The study area is located in the city of Marseille, situated in the south-east of
France. Marseille’s climate is Mediterranean, with a great variety of vegetation
species. It’s a dense urban area, with many greened and treed resting places,
highly intermingled with buildings.
2.2

Data

In this study, tests were carried out on digital color infrared aerial images, taken
in November 2004, with a ground resolution of 20cm per pixel. A DSM is derived
from the stereoscopic aerial images using an algorithm based on a multiresolution
implementation [15] of Cox and Roy’s image matching algorithm [16] based on
graph cuts. Figure 1 presents the input data for one of our study areas.
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a)

b)

c)

Fig. 1. An aerial image of Marseille (France) representing a high density urban area,
where 1 pixel corresponds to approximately 20cm a) RGB channels b) IR channel c)
DSM for the same area

3

Methods

Our approach is based on a hierarchical strategy containing several steps: detection of vegetation areas, segmentation of vegetation types according to their
height followed by individual tree crown delineation. In the following paragraphs
we will describe the methods developed for each of these steps.
3.1

Radiometric Corrections

In a ﬁrst step, the four channels of the raw images are radiometrically corrected. Radiometric corrections address variations in the pixel intensities that
are not caused by the object or scene being scanned. Due to the sea vicinity, haze is often perturbing the signal penetration. Atmospheric haze reduction is a simple method that assumes that some image pixels should have a
reﬂectance of zero. Actual values of zero pixels result from atmospheric scattering. Haze correction consists in subtracting the histogram oﬀset from all pixels in a speciﬁc band. The result of the atmospheric correction is depicted in
Fig. 2.

Fig. 2. RGB image representing downtown of Marseille before (left) and after (right)
the atmospheric haze reduction
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Vegetation Detection

Two methods were developed to identify vegetation areas. The ﬁrst one is an unsupervised classiﬁcation method based on diﬀerent spectral indices. The second
one is a supervised classiﬁcation method using a linear-kernel Support Vector
Machines (SVM) classiﬁer.
Unsupervised Classiﬁcation
The unsupervised classiﬁcation method uses several spectral indices to identify
vegetation areas. The ﬁrst index computed for each pixel in our images is the
NDVI (Normalised Diﬀerence Vegetation Index)[17]. It allows the creation of a
gray-level image, the NDVI image (presented in Fig. 3 b)), by computing for
each pixel the NDVI index, according to (1)
N DV I =

ϕIR − ϕR
ϕIR + ϕR

(1)

where ϕIR and ϕR are the values of the pixels respectively in the infrared and
the red band. This index highlights areas with a higher reﬂectance in the infrared band than in the red band (i.e. vegetation). Applying a threshold on the
NDVI image gives a coarse segmentation of the urban scene in vegetation areas and non-vegetation areas. As there are also other materials present in an
urban environment with a high reﬂectance in the infrared band, we reﬁne vegetation classiﬁcation results using a second spectral index computed for each
pixel, according to (2)
ϕR − ϕB
(2)
SI =
ϕR + ϕB
This is the saturation index (SI) [18] and the gray-level image obtained for this
index for each pixel is presented in Fig. 3 c). The images obtained with these two
spectral indices are binarized and used together to create the vegetation mask.
The result presented in Fig. 3 d) emphasizes all vegetation areas.
Supervised Classiﬁcation
Although the vegetation detection method based on spectral indices gives satisfying results, it is a method highly dependent on the spectral characteristics of the

a)

b)

c)

d)

Fig. 3. Spectral indices used for vegetation detection a) RGB input image b) NDVI
image c) SI image d) Vegetation mask obtained with the NDVI and SI spectral indices
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data present in the study area. Our goal was to develop a method which performs
well in any case. Therefore, we used a reliable supervised classiﬁcation method
based on SVM’s. For all pixels in the training dataset, the feature vector contains
four characteristics, namely, the reﬂectance values of each pixel in the infrared,
red, green and blue bands. The choice of a linear-kernel for the classiﬁer was motivated by the fact that the spectral indices we used in the ﬁrst method are linear
combinations of the image’s channels and they perform well for distinguishing between vegetation and non vegetation areas. Therefore, instead of deciding where
the separator between the two classes is, by combining diﬀerent spectral indices,
we decided to leave this task to the SVM and thus exploit its capacities in ﬁnding
the optimal linear separator. Figure 4 b) presents the vegetation mask obtained
by the SVM classiﬁer for the test area presented in Fig. 4 a).

a)

b)

Fig. 4. Vegetation detection based on linear-kernel SVM classiﬁcation a)Input image
b)Vegetation mask

Both methods presented in this section give pertinent results for vegetation
detection but in the following of our study we use the vegetation mask obtained
by the unsupervised classiﬁcation.
3.3

Grass/Tree Segmentation

Once the regions of interest identiﬁed, i.e. vegetation areas, we proceed to a ﬁner
level of analysis of these vegetation structures, by performing texture analysis
on the corresponding areas of the DSM. The goal of this second step is to differentiate lawns from trees. In a CIR image, grasses are characterized by ranges
of coloration and texture. In the DSM, treed areas are characterized by a higher
gray level variance compared to lawn areas. The method we developed to separate grass from trees takes into account this property by computing the local
variance on the DSM. The resulting image is thresholded to obtain masks for
grass and treed areas. Figure 5 shows the results obtained for grass/treed area
separation for the test area depicted in Fig. 3 a).
3.4

Tree Crown Delineation

To separate tree crowns from each other, we developed a region growing method
taking into account the treed areas previously detected. All region growing (RG)
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d)

Fig. 5. Diﬀerentiation between grass and treed areas a)Local variance computed on
the DSM b)Vegetation areas on the DSM c)Treed areas d)Lawns

methods need seed points for each region before growing. The performance of
these algorithms is highly dependent on the number of seed points initialising
each region. The ideal case is to have one seed point per region.
Seed points. We aimed at achieving this goal: having one seed point for each tree.
This information could be the information concerning the top of each tree. We
use the DSM to estimate tree tops. To reduce the number of possible candidates
for a tree top, we use a Gaussian ﬁlter as a smoothing ﬁlter for the DSM, with
an empirical determined mask, approaching the average size of the trees in the
image. To determine tree tops, we evaluate the maximum height of the trees
present in the DSM and we consider all points having the same height as tree
tops. In the ﬁrst iteration we obtain points corresponding to the highest trees
in the stand. Therefore, we iteratively decrease the analysis altitude, h. At each
step, we analyse all points at higher heights than h and detect a new seed when
a new region appears and it doesn t touch pixels previously labelized as seeds.
A graphical ilustration of this algorithm is presented in Fig. 6.
Region growing. Starting from the previously determined tree tops, tree crown
borders are obtained by a region growing approach based on geometric criteria
of the trees. We used the DSM to evaluate the height of all points neighbour to
a seed point. All pixels corresponding to a lower height point are aggregated to
the region corresponding to the closest (in terms of height) tree top. The results

a)

b)

c)

Fig. 6. Detecting tree tops from the DSM a)3D view of the DSM: all points higher
than the analysis altitude h are evaluated for tree top estimation b)2D view of the
30th iteration c)Seed points detected after the ﬁnal iteration: we can notice that we
obtain one seed region for each tree
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a)

b)

c)

d)

Fig. 7. Tree crown delineation results a)Reference delineation of tree crowns
b)Segmentation results for the Height-RG (HRG) method c)Segmentation results for
the (RW ) region growing method (RW RG) d) Tree crown delineation results for the
(RW RG) method applied to height data (H − RW RG)

of this algorithm for tree crown delineation for the test area presented in Fig. 3
a) can be seen in Fig. 7 b).
We compared the method we developed with a random-walk (RW ) region
growing method, described in [6]. This method, brieﬂy described below, is applied
on an artiﬁcial image containing for each channel the DSM, instead of simply
applying it on the colour image.
Seed points. To ﬁnd seed points, the ﬁrst band of the input image (DSM ) is
thresholded and a distance transform is performed on the resulting image. This
distance image is smoothed with a Gaussian ﬁlter and local maxima on this
image represent the seeds for the region growing algorithm.
Region growing. Each of the previously detected seeds is grown to become a
region. A priority queue is established for the order the seeds are processed:
seeds which are border pixels to a region are processed sooner than seeds which
are not border pixels. The higher the value the border pixel is the sooner it will
be connected to a region. This value is taken from a new image, a random walk
image which is obtained from the original image by simulating random walks
for each seed point. The value of each pixel represents the number of times the
simulated particles have reached the pixel. A series of constraints decide on the
rapidity of a pixel aggregation to a region. Further details can be found in [6].
Figure 7 c) presents the tree crown delineation results of this method for the
same test area as the one presented in Fig. 3 a).
We also combined the two methods by using seed points found by the ﬁrst
method with the region growing method of the second method. The results of
tree crown delineation for this case can be seen in Fig. 7 d).

4

Results

This section evaluates the results of the tree crown segmentation methods presented in the ﬁrst part of this article and depicted in Fig. 7 b) - d). All segmentation results are compared to the reference manual delineation of the trees presented in Fig. 7 a). This manual delineation has been generated by an
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experienced photo interpreter by means of stereo restitution. It contains, for
all trees visible in the CIR images, the exact delineation of tree crowns which
will be considered as reference delineation in the following of the evaluation.
The accuracy assessment results are presented in table 1, where Nt denotes the
number of trees and Ratio, the percentage of the total number of trees computed
using the total number of trees in the stand.
Table 1. Comparison between the reference delineation of tree crowns and results
obtained for tree crown delineation by the three methods

Trees
Trees
Trees
Trees
Total
Total

Height
Region Growing
Method
Nt
Ratio
correctly segmented
32
78.0
over-segmented
1
2.4
under-segmented
4
9.7
omitted
4
9.7
number of trees in the stand 41
number of detected trees
37

4.1

Evaluation Measures

RW
Region Growing
Method
Nt
Ratio
23
56.1
11
26.8
4
9.7
4
9.7
41
51

Height-RW
Region Growing
Method
Nt
Ratio
30
73.1
3
7.3
4
9.7
4
9.7
41
37

The approach used for the evaluation is similar to the one presented in [14]. A
statistical analysis is ﬁrst performed taking into consideration the total number
of trees in the ground truth and the omission (omitted trees) and commission
errors (segments not associated with a tree). We take into consideration the
following cases for the spatial analysis of the segmentation: pure segments, oversegmented trees, under-segmented trees. Pure segments correspond to correctly
identiﬁed trees. We consider that a segment is 100% pure if it corresponds to one
and only one segment in the ground truth and vice versa, with an overlap area
greater than 80%. Over-segmented trees correspond to the case when more than
one segment is associated with the ground truth delineation. Under segmented
trees correspond to segments which include a signiﬁcant part (> 10%) of more
than one tree.
4.2

Disscusion

The two methods for vegetation/non−vegetation classiﬁcation give very good
results. Surface classiﬁcation rates are high for the two methods, from 87.5% for
the spectral index based method to 98.5% for the SVM classiﬁcation method.
Concerning the grass/lawn segmentation, the results were evaluated using a
manual delineation and the results are very promising. More than 97% of the
grass surface in the reference delineation was correctly classiﬁed as lawn.
Regarding the tree crown delineation, we notice that all the three methods
previously described have detected most of the large trees. The H−RWRG and
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the HRG methods detect the same number of trees in the stand, and this is due
to the fact that the same seeds are used for the region growing step. Omitted
trees have in fact a low height, and due to the gaussian blurring of the DSM
before ﬁnding seed points, these trees are not present in the DSM when the
region growing part starts. The number of correctly segmented trees is higher
for the HRG method, and this is due to the way the seeds are grown. The results
of the RWRG method are improved by 17% when it uses one seed for region.
These results show the good potential of the proposed method to ﬁnd one seed
for each tree.

5

Conclusion

Three region growing methods for tree crown delineation have been evaluated
and show the capacity of having a realistic geometric description of tree crowns in
urban areas. Our ongoing research deals with the improvement of the height−
based tree crown delineation method by including information from the CIR
images in the segmentation step. Extra information (tree crown diameter, height)
can be extracted for each tree and it can be used for a 3D modelisation of trees.
We will also consider evaluating the performances of the proposed method for
tree crown delineation on laser DSM s.
Acknowledgments. The fourth author thanks the Arc Mode De Vie Project
at INRIA for ﬁnancial support.
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Abstract. In this paper a new image retrieval algorithm is proposed
which aims to discard irrelevant images and increase the amount of relevant ones in a large database. This method utilizes a two-stage ant colony
algorithm employing in parallel color, texture and spatial information.
In the ﬁrst stage, the synergy of the low-level descriptors is considered
to be a group of ants seeking the optimal path to the “food” which is the
most similar image to the query, whilst settling pheromone on each of
the images that they confront in the high similarity zone. In the second
stage additional queries are made by using the highest ranked images as
new queries, resulting in an aggregate deposition of pheromone through
which the ﬁnal retrieval is performed. The results prove the system to
be satisfactorily eﬃcient as well as fast.
Keywords: Ant Colony Algorithm, Image Retrieval.

1

Introduction

Since multimedia technology is daily enhanced, vast image, video and audio
databases are rapidly growing. These digital libraries are produced by various
applications such as medicine, military, entertainment or education and belong
to either private or public (World Wide Web) databases. The need for these
databases to be indexed has led to an increasing interest on the research and development of automatic content-based image retrieval systems. Eﬀective retrieval
of image data is important for general multimedia information management. For
an image to be retrievable, it has to be indexed by its content. Color can provide
signiﬁcant information about the content of an image. Among the methods that
use color as a retrieval feature, the most popular one is probably that of color
histograms [1,2]. The histogram is a global statistical feature which describes
the intensity distribution for a given image [1]. Its main advantage is that low
computational cost is required for its manipulation, storage and comparison.
Moreover, it is insensitive to rotation and scale of the image scene and to any
displacement of objects in the image. On the other hand it is also somewhat unreliable as it is sensitive even to small changes in the context of the image. Swain
and Ballard [2] proposed a simple but nonetheless eﬀective method of matching
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 868–877, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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images through the intersection of their color histograms. Other low-level features widely used by researchers for indexing and retrieval of images, except color
[1,2], are texture [1,3] and shape [1,4]. In order to exploit the strong aspects of
each of these features while constructing an optimum and robust CBIR system,
a plethora of methods, introduced over time, have been based on combinations
of these features [4,5].
In this paper the synergy of such features, speciﬁcally color and texture, is
performed by use of an artiﬁcial ant colony. This speciﬁc type of insect was selected since studies showed that when in groups, the ants show self-organization
as well as adaptation which are desirable attributes in image retrieval. Artiﬁcial
ant colonies have previously been used in text based site retrieval (i.e. search
engines) [6] but also in texture classiﬁcation [7]. To the best of our knowledge
this is the ﬁrst time that ant colony behavior is applied on image retrieval in
very large databases which contain images of general interest, as is the case with
the LabelMe database (80000 images and increasing) [8]. The main thrust of the
proposed method is a two stage ant colony algorithm employing in parallel color,
texture and spatial information which are extracted from the images themselves.
The study of ant colony behavior and of their self-organizing abilities inspired
the algorithm. In the ﬁrst stage, the synergy of the low-level descriptors is considered to be a swarm of ants, seeking for the optimal path to the “food” which
is actually the most similar image to the query, whilst settling pheromone on
each of the images that it confronts in the high similarity zone represented by
200 images. The terrain on which the ants move is predeﬁned through the lowlevel features of the query image. The features involved are a newly proposed
spatially-biased color histogram, a color-texture histogram and a color histogram
inspired by attributes of the Human Visual System (HVS). Although these particular descriptors are proposed for use in this paper, the ant colony algorithm
can employ a variety of features depending on the implementer or user. In the
second stage the terrain changes as additional queries are made by using the
highest ranked images as additional query images. The results prove the system
to be satisfactorily eﬃcient as well as fast since the features have already been
extracted.
Following the histogram creation procedures resembling the “food” in the
proposed method which are illustrated in the next section, the Matusita distance
metric is used in order to measure the similarity between the features of the query
image and of the ones stored in the database. In this manner the pheromone is
dispensed to the corresponding images which form the path to the image of
highest similarity and through descending order to the less similar ones.

2

Feature Extraction

The three features which represent the ants seeking the closest “food” (images)
are a spatially biased histogram, a color-texture histogram and a color histogram
inspired by the attributes of the HVS.
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Spatially-Biased Histogram

The use of global histograms for image retrieval has proven to be an eﬃcient and
robust retrieval method [1,2], as it describes the overall statistics of the color in
the images and is insensitive to rotation and scaling of the images themselves.
However, such techniques lack in cases in which the images have similar colors,
but are spatially distributed diﬀerently. This led to the need of the adoption of
global histograms with embedded local characteristics, such as the newly proposed spatially-biased histogram. The suggested histogram creation method has
a two stage straightforward algorithm and only the hue component is enriched
with spatial information so as to maintain the original histogram speed.
In the ﬁrst stage a histogram is created with the hue component being divided
into 16 regions, whereas saturation and value into 4 each. This unbalance is due
to the fact that the hue component carries the majority of color information
from the three in the HSV color space and is hence considered more important
in this method. Finally, the three color components are interlinked, thus creating
a (16x4x4) histogram of 256 bins. In the second and most important part of this
method the spatial information is inserted into the ﬁnal histogram via the use of
the mask M illustrated below. This mask is used to collect the color information
from a 5 pixel ”radius” neighborhood for each separate pixel in the manner of
a shattered cross so as to increase the speed of the system and to decrease the
chance of taking into consideration random noise; although this is also covered
by use of a threshold when checking the concentration.
00 0 00 1 00 0 00
00 0 00 0 00 0 00
0 0 0 0 0 −1 0 0 0 0 0
00 0 00 0 00 0 00
00 0 00 1 00 0 00
M = 1 0 −1 0 1 1 1 0 −1 0 1
00 0 00 1 00 0 00
00 0 00 0 00 0 00
0 0 0 0 0 −1 0 0 0 0 0
00 0 00 0 00 0 00
00 0 00 1 00 0 00
The negative values in the cross are used to counteract the fact that signiﬁcantly
diﬀerent adjacent pixel values could have the same sum as identical pixel values. In this way the possibility of false positive is somewhat decreased, though
maintaining the extraction speed. Thus the whole image is convolved with the
M matrix, resulting in a new hue component which contains the color information for the neighborhood of each pixel. If the pixels which are included in the
vicinity of the full length of the cross possess a color similar to the one of the
central pixel, then an additional hue value is added to the extension of the ﬁnal histogram resulting in 272 bins (256+16). The similarity of the surrounding
pixels indicating the concentration is revealed through the absolute diﬀerence
between the energy of the mask multiplied by the central pixel value, in respect
with the convolved one.
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Color-Texture Histogram

The second color-texture-based system is a newly proposed histogram creation
method which uses the L*a*b* color space. The color-texture feature extracted
from the a* and b* components is expressed through a single, 64-bin histogram.
In the ﬁrst part of the method, all the images are transformed into the L*a*b*
color space and only the a* and b* components are reserved. The color-texture
feature is extracted from the image by means of convolution with Laws’ energy
masks [3] which were selected due to their speed as they possess low computational complexity. The a* and b* components are convolved with the 5x5 masks,
hence producing the respective ENa* and ENb* components which represent the
chromaticity texture energy of the image. The reason why having 25x2 colortexture components for each image does not pose a problem is that only the
components with the greatest energy are reserved. The energy volume for each
image is computed by Eq. 1.
 m,n

m,n



EN a∗ (x, y),
EN b∗ (x, y)
(1)
EV ol =
x=1,y=1

x=1,y=1

When the components with the greatest energy are found, the discretization
process is activated, during which the two components (ENa*, ENb* ) are divided
into sections. The color-texture components are split up into 8 regions each, and
by interlinking them a (8x8) 64 bin histogram is created.
2.3

Center-Surround Histogram

This method is based on the retinal signal processing of the Human Visual System. A center-surround operator C similar to the receptive ﬁelds of the ganglion
cells of the retina is employed to create a Center-Surround Histogram (CSH) [9].
The contribution of the CSH to the proposed system is that it incorporates a
degree of spatial information into the histogram in a dual manner that only the
pixels around the edges are considered, and furthermore that these pixels are
weighted in respect to whether they belong to a strong or weak edge. Moreover,
it reduces the processed visual information by using only the colored area surrounding the zero-crossings of an image. The proposed histogram contains only
the chromatic information of these areas and consists of 256 bins.

3

Ant Colonies

In the approach discussed in this paper we distribute the search activities over
the so-called ”ants,” that is, agents with very simple basic capabilities which,
to some extent, mimic the behavior of real ants, in order to advance research in
image retrieval. The Ant Colony Optimization (ACO) heuristic has been used
successfully to solve a wide variety of problems such as the traveling salesman
problem [10]. The simple question arising from the usage of the ant colony optimization in the above indiscipline applications is how the ant algorithms work?
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The ant algorithms are basically a colony of cooperative agents, designed to solve
a particular problem. These algorithms are probabilistic in nature because they
avoid the local minima entrapment and provide very good solutions close to the
natural solution.
More speciﬁcally, one of the problems studied by ethnologists was to understand how almost blind animals like ants could manage to establish shortest
route paths from their colony to feeding sources and back. It was found that the
medium used to communicate information among individuals regarding paths,
and used to decide where to go, consists of pheromone trails. A moving ant lays
some pheromone (in varying quantities) on the ground, thus marking the path
by a trail of this substance. While an isolated ant moves essentially at random,
an ant encountering a previously laid trail can detect it and decide with high
probability to follow it, thus reinforcing the trail with its own pheromone. The
collective behavior that emerges is a form of autocatalytic behavior where the
more the ants following a trail, the more attractive that trail becomes for being
followed [10]. The process is thus characterized by a positive feedback loop, where
the probability with which an ant chooses a path increases with the number of
ants that previously chose the same path.
Consider for example the experimental setting shown in Fig. 1 [10]. There is a
path along which ants are walking (for example from food source A to the nest
E, and vice versa, see Fig. 1a). Suddenly an obstacle appears and the path is
cut oﬀ. So at position B the ants walking from A to E (or at position D those
walking in the opposite direction) have to decide whether to turn right or left
(Fig. 1b). The choice is inﬂuenced by the intensity of the pheromone trails left
by preceding ants. A higher level of pheromone on the right path gives an ant
a stronger stimulus and thus a higher probability to turn right. The ﬁrst ant
reaching point B (or D) has the same probability to turn right or left (as there
was no previous pheromone on the two alternative paths). Because path BCD
is shorter than BHD, the ﬁrst ant following it will reach D before the ﬁrst ant
following path BHD (Fig. 1c). The result is that an ant returning from E to D
will ﬁnd a stronger trail on path DCB, caused by the half of all the ants that by
chance decided to approach the obstacle via DCBA and by the already arrived
ones coming via BCD: they will therefore prefer (in probability) path DCB to
path DHB. As a consequence, the number of ants following path BCD per unit
of time will be higher than the number of ants following BHD. This causes the
quantity of pheromone on the shorter path to grow faster than on the longer
one, and therefore the probability with which any single ant chooses the path
to follow is quickly biased towards the shorter one. The ﬁnal result is that very
quickly all ants will choose the shorter path.
Inspired by this probabilistic behavior of the real ants, ant algorithms are
the software agents that coordinate by updating the information of a common
memory similar to the pheromone trail of the real ants. When a number of these
simple artiﬁcial agents coordinate based on the memory updating they are able
to build good solutions to hard combinatorial optimization problems.
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Fig. 1. An example with real ants [10]

As mentioned before, the artiﬁcial ant agents have many properties that differentiate them from the real ants and thus involve various ant algorithms based
systems [10]. Along with these unique features that enhance the capabilities of
the artiﬁcial agents there are other governing parameters such as the optimum
number of ants, the pheromone decay rate, and the constants that make the
solution to converge to the experimental results. As we are not interested in the
simulation of ant colonies, but in the use of artiﬁcial ant colonies as an optimization tool in the ﬁeld of image retrieval, the proposed system will have some
major diﬀerences with a real (natural) one that will be discussed next. More
speciﬁcally, Fig. 2 represents a generalized block diagram of the proposed ant
algorithm. The problem is deﬁned in the form of a network. All possible links
between the components of the network and limiting criteria’s are identiﬁed.
3.1

First Stage

Following the extraction of the three descriptors described beforehand from the
images in the database and considering each histogram bin to be a virtual ant, a
query is posed by mobilizing a sum of 592 (272+64+256) ants. The terrain of the
”ground” where the ants ”walk” depends strictly on the query in a way that,
through comparison with the other images, it provides the information about
the relative position and distance of the surrounding “food”. On this terrain,
the ants move in a straight line from image to image. In this ﬁrst stage of the
algorithm a comparison is performed using all three features, in other words the
whole population of the ants, and an initial ranking of the images takes place.

Fig. 2. Block diagram of the ant colony image retrieval system
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Following numerous tests and simulations, it was concluded that the best
similarity metric in order to compare the features was the Matusita distance
expressed by the equation shown below:



M (HQ , HC ) =
( HQ (i) − HC (i))2
(2)
i

where HQ is the query histogram, HC is the histogram to be compared and (i)
is the number of bins. This distance is a separability measure which provides a
reliable criterion presumably because as a function of class separability it behaves
much more like probability of correct classiﬁcation.
Following the initial ranking of all the images in the database, pheromone is
attached to the 200 ﬁrst most similar images in a descending manner according totheir ranking, meaning that the highest ranked image acquires the most
pheromone. The aggregate pheromone deposition from all the ants results in
the creation of a pool consisting of only 200 images, thus creating a new much
smaller sub-terrain, in the vicinity of which the second stage takes place.
3.2

Second Stage

Having completed the pre-classiﬁcation of the 80000 image database and concluded to a pool of just 200, the ﬁnal retrieval takes place. Taking into consideration the possibility that the initial ant search can result in false positive
results, the terrain is slightly altered by substituting the initial query image with
the second highest ranked image from the pool and a new query takes place. In
the new query, a new group of 592 ants is mobilized and the process from the
ﬁrst stage is repeated, although instead of having the whole of the database
as a terrain, the ants are constrained strictly in the vicinity of the pool, thus
changing the amount of pheromone attached to each of the previously ranked
images. In order to restrain the overall time cost and to avoid false terrain alterations caused by false positives in the ﬁrst stage, this new process is repeated
for four iterations meaning that the sub-terrain of the pool is altered four times
and that the ﬁrst four images of the initial query are used as queries themselves,
thus continuously altering the pheromone deposition in accordance to the new
ranking of each repetition.
The ﬁnal retrieval is not based upon the value produced by the metric stating
the distance between the features of the images, but on the ﬁnal amount of
pheromone that has accumulated on each image at the conclusion of the two
stages.

4

Performance Evaluation

We evaluate the total performance of our system in terms of retrieval accuracy and image recall versus precision. The database used to measure the system’s eﬀectiveness and eﬃciency was the LabelMe database [8], which consists
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of 80000 images (and increasing); is one of the largest databases available freely
on the internet and due to its immense volume is adequate for CBIR testing
(http://labelme.csail.mit.edu/).
The retrieval outcome is presented through a query session which produces
images ranked in similarity according to the pheromone laid by the ants. The
larger the amount of pheromone aggregation, the higher the similarity of that
speciﬁc image. The measurement used in order to evaluate the system is the retrieval performance percentage, which is the percentage of actual similar images
produced in the 20 to 50 ﬁrst images retrieved by the system (the percentage
displayed depends on the number of existing similar images, e.g. for the ﬁrst
image set there are only 20 relevant images in the database; hence the accuracy
presentation reaches only the ﬁrst 20 images). In Table 1 one can see a synopsis
of the comparisons of the method’s performance for eight diﬀerent image sets
and notice the high percentage in accuracy, which means that most of the existing similar images were retrieved in the ﬁrst 20 to 30. These image sets are
characteristic of the image database and also show the worst and best precision
and recall performances of the proposed system. The nature of the images varies
from natural scenes (e.g. sunsets, ﬁelds, people, animals, ﬂowers), to indoor and
outdoor images of buildings as well as city images (streets, cars, parks). It should
be stated here that the whole of the database is used in each query and that
no preclassiﬁcation is performed to enhance the performance. The time cost requested to perform a single query, in the supposition that the descriptors have
been extracted a priori, is 28 seconds, which is fairly reasonable considering that
the database consists of 80000 images. In addition to the precision perspective,
another aspect of retrieval performance is presented by the graph in Fig. 3:
precision versus recall. Precision is the proportion of relevant images retrieved
(similar to the query image) in respect to the total retrieved, whereas recall is
the proportion of similar images retrieved in respect to the similar images that
exist. Generally, precision and recall are used together in order to point out the
change of the precision in respect to recall [11]. In most typical systems the precision drops as recall increases, hence, in order for an image retrieval system to
be considered eﬀective the precision values must be higher than the same recall
ones, which is mostly the case in the current system. In order to provide a sense
Table 1. Retrieval eﬃciency of the proposed system

Image set 1
Image Set 2
Image Set 3
Image Set 4
Image Set 5
Image Set 6
Image Set 7
Image Set 8

Total images retrieved
1-10 11-20 21-30 31-40 41-50
100% 90%
70% 60% 63% 65% 62%
90% 90% 77% 65% 58%
100% 90% 63% 50%
90% 55%
90% 50%
100% 95% 90% 85% 80%
100% 100% 93% 90% 88%
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Fig. 3. Average precision versus recall graph for Swain and Ballard’s Method, Pass
and Zabih’s Method and the proposed method
Table 2. Computational cost of the three features. n is the number of pixels, N is the
number of nonzero elements of each respective mask (M for spatial, L for Law’s masks
and C for center-surround) and E is the number of pixels surrounding the edges.
Extraction Method

Operation
Additions
Multiplications
1st Histogram
n
0
Spatially-Biased
2nd Histogram
n
0
Histogram
Convolution
nNM
nNM
Histogram
2n
0
Texture
Convolution
2nNL
nNL
Histogram
Energy Volume
2n
0
Center-Surround
Histogram
E
0
Convolution
nNC
nNC
Histogram
Total
(NM + 2NL + NC + 6)n + E (NM + NL + NC )n

of the proposed method’s performance, the average precision versus recall factor of all the queries, is compared to the respective one of Swain and Ballard’s
method [2], as well as to Pass and Zabih’s joint histogram method [5]. The last
aspect considered is the computational cost of the three descriptors as shortly
described in Table 2. We believe that the total cost of the operations performed
during the extraction of the features is not a heavy price to pay, taking into
account the signiﬁcant increase in accuracy produced by the presented method.

5

Conclusions

In this paper we have presented a new two-stage content-based image retrieval
system based on the behavior of ant colonies. The entities of these ants are represented through the basic elements of three image descriptors: a newly proposed
spatially-biased histogram, a second histogram acquired through utilization of
the chromaticity-texture-energy of the image and last a histogram which results
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through incorporation of certain attributes of the human visual system. Despite
the bulk of the LabelMe database which consists of 80000 images, a precision
versus recall graph for eight diﬀerent image sets proves that the system exhibits
an eﬀective performance as the precision values are signiﬁcantly higher compared
to the respective recall ones.
Acknowledgements. This work is funded by the EU-EPEAEK Archimedes-II
Project (2.2.3.z,subprogram 10).
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Abstract. Denoising video is an important task, especially for videos
captured in dim lighting environments. The ﬁltering of video in a volumetric manner with time as the third dimension can improve the results signiﬁcantly. In this work a 3D bilateral ﬁlter for edge preserving
smoothing of video sequences exploiting commodity graphics hardware is
presented. A hardware friendly streaming concept has been implemented
to allow the processing of video sequences of arbitrary length. The clear
advantage of time-based ﬁltering compared to frame-by-frame ﬁltering
is presented as well as solutions to current limitations for volume ﬁltering on graphics hardware. In addition, a signiﬁcant speedup over a CPU
based implementation is shown.
Keywords: Non-Linear Filtering, Graphics Hardware, Video Processing.

1

Introduction

Data acquired by any type of analog-digital converter, such as CCD and CMOS
image sensors or sensors in CT/MRI scanners contains noise. In the case of
commodity hardware, this can be observed especially in video sequences or images captured in dim lighting conditions. As a result, further processing, like
segmentation, is diﬃcult for these datasets.
To enhance the distorted data, ﬁltering is a common ﬁrst step in the workﬂow. There are three diﬀerent types of operations that transfer a pixel of a source
dataset or image into the corresponding pixel in the destination dataset: point
operations where the destination pixel depends only on the source pixel; local
operations where the destination pixel is dependent both on the source pixel
and its distinct neighborhood; and ﬁnally global operations, where the value of
the destination pixel is inﬂuenced by all pixels of the source image. These three
operations can either be linear or nonlinear, where linear ﬁlters describe a convolution of the source image with a given ﬁlter kernel. A typical example is the
Gaussian ﬁlter that resembles a linear local operation with a ﬁlter mask consisting of weights that have Gaussian distribution. Another example is the median
ﬁlter as a nonlinear local operation where the destination pixel’s value becomes
the median of the source pixel and its neighbourhood. In order to enhance the
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 878–887, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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distorted data we would like to smoothen the homogeneous regions while maintaining edges, thus performing an edge preserving smoothing. For reasons to be
shown, we use the well-known bilateral ﬁlter [1]. Our target datasets are video
sequences, i.e., a sequence of individual frames. Thus, we have the possibility of
ﬁltering each frame separately with a two-dimensional kernel. Trying to eliminate the noise as much as possible using this bilateral ﬁlter usually results in a
comic style [2], however, which is caused by the evenly coloured areas with sharp
edges in the resulting image. By choosing the parameters of the ﬁlter in a way
that we get a more natural look, we cannot denoise the data suﬃciently.
In our approach we regard the video sequence as a volume and use the bilateral
ﬁlter in all three dimensions. Areas in the video sequence that are not changing
or moving from one frame to the next are then homogeneous regions in time.
Thus, we can choose the parameters of the bilateral ﬁlter in a way that we
limit the inﬂuence of each frame and compensate for the lack of denoising with
the now available temporal dimension. We are also able to eliminate the noise
without introducing the comic look, but preserving a more natural appearence
instead.
Representing video sequences as volumes and operations thereon is no new
idea, as shown in [3], or [4], but advanced ﬁltering is rarely used due to its high
computational costs. To perform ﬁltering on reasonably sized video sequences in
an acceptable amount of time, we utilize recent graphic processing units (GPU)
found on commodity hardware. Using the GPU for general purpose computations (GPGPU) is currently becoming more and more popular, motivated by the
exponential growth of performance, exceeding the already fast progress of CPUs
[5]. This way, we are able to perform high quality volumetric ﬁltering of video
sequences at PAL resolution in realtime.
The paper is organized as follows: In section 2.1 the underlying system used
for data and shader handling and graphics hardware concepts are introduced,
followed by implementation details of the GPU based bilateral ﬁlter. Subsequently, we explain our approach to ﬁltering video sequences of arbitrary length
(section 2.3), including a discussion of current limitations and workarounds. We
conclude with quality and performance comparisons in section 3 and ﬁnally give
an outlook on improvements and ﬁltering in other domains in section 4.

2
2.1

Approach
Basic Concepts and Setup

Filtering images with custom ﬁlter kernels on the GPU has become possible
quite recently with the introduction of programmable parts of the 3D rendering
pipeline. It basically resembles a stream processor when performing general purpose computation in the graphics hardware. Input and output are streams (textures) on which kernels (shader programs) are performing various, user deﬁneable
operations. Important properties of these operations are data independency and
data locality, which are both key factors for the high performance of graphics
processors. This means that an output stream depends only on the input stream
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data, and no additional data besides the stream itself can be transferred between
kernels. Imposing these programming restrictions, the GPU is able to compute
several kernels in parallel. Although there are some limited exceptions from the
mentioned stream processing concept, not all computation problems can be efﬁciently ported to the GPU without changing the algorithm completely.
In our implementation we used the Plexus framework that has been developed
at the University of Koblenz-Landau during a collaborative project. With this
graph-based tool we are able to easily model data ﬂow between various nodes,
called “devices”, representing all kinds of functionality. The type of data ﬂowing
can be of an arbitrary nature, although the devices have to be capable of handling
the appropriate data, of course. Plexus provides some basic functionality to
transfer data between CPU and GPU, along with devices that are able to provide
a stream of images from a video ﬁle, webcam, etc. By using this framework we
have been able to adapt our approach quickly to various data sources and use it
in diﬀerent conﬁgurations.
The basic data type for representing 2D image data on the CPU in Plexus
is “Image”. These “Images” can be uploaded to the GPU where they become
a “Texture2D” (for reading) or a “GPUStream” (for reading or writing), which
are roughly equivalent. In addition, for the GPU there are data types like “Texture3D” and “FlatVolume”, which will be described in more detail in section
2.3. All data types that have been mentioned before can have diﬀerent numbers
of channels and bit-depths per channel. For ﬁltering video sequences, we used
three channels (RGB) with eight bits each, which is suﬃcient for common video
material and is also natively supported by a wide range of GPUs.
Concerning the architecture of GPUs, we only use one of currently three user
programmable parts of the graphics pipeline: the fragment processing step. The
vertex and geometry shader (the latter introduced with Shader Model 4.0 [6])
are not used in our approach, as is obvious for pure pixel data such as video
frames. Therefore, we simply use the graphics API to draw a quadrilateral in
size of the input data (i.e., video frame resolution) to initiate data processing. In
our implementation the source video frame is the input data to be processed by
the initial shader, i.e., the ﬁrst render pass. The one-dimensional bilateral ﬁlter is
then applied to this texture resulting in one ﬁltered pixel value, which is written
to the framebuﬀer (or some equivalent oﬀscreen target). In our application, this
result is used in subsequent processing steps to realize three-dimensional ﬁltering.
2.2

Bilateral Filtering on the GPU

As image denoising is a common research topic, various ﬁlter types have been
proposed. Among these approaches anisotropic diﬀusion and wavelet based ﬁlters
are well studied and widely used, mainly due to their edge preserving properties.
In the context of GPGPU, however, anisotropic diﬀusion as an iterative solution
is not well suited for the GPU. Wavelet based ﬁlters on the other hand require
several conversions to the wavelet domain and thus introduce a considerable
overhead.
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Barash has shown in [7] that bilateral ﬁltering resembles anisotropic diﬀusion
by using adaptive smoothing as link between the two approaches. Therefore,
we are able to implement bilateral ﬁltering as a more GPU-friendly algorithm
because of its “local operation” nature, while maintaining their common basis. That is, it is possible to implement the bilateral ﬁlter, without signiﬁcant
changes, as a shader program using the OpenGL Shading Language.
The bilateral ﬁlter itself was ﬁrst introduced in 1998 by C. Tomasi und R.
Manduchi [1]. Its basic idea is to combine the domain and the range of an
image. The domain describes the spatial location or closeness of two pixels,
while the range describes their similarity, or the distance of the pixel values.
In traditional ﬁlters only a pixel’s location in the spatial domain is taken into
account, resulting in less inﬂuence for more distant pixels, for example. The
bilateral ﬁlter additionally takes the similarity into account.
The bilateral ﬁlter is deﬁned as:
 ∞ ∞
c (ξ, x) s (f (ξ) , f (x)) dξ
k (x) =
−∞

−∞

with the spatial closeness c(ξ, x) between the neighborhood center x and a nearby
point ξ, and the similarity s(f (ξ), f (x)) between x and ξ. The pixel value at x
is therefore a combination of the domain c and the range s.
A simple and important case of the distance function in the domain is the
gaussian weighted euclidean distance:
2
− 12 d(ξ,x)
σd
c (ξ, x) = e
with the euclidean distance function:
d (ξ, x) = d (ξ − x) = ξ − x
The distance function in the range is deﬁned analog to c:
s (ξ, x) = e− 2 (
1

δ(f (ξ),f (x))
σr

)

2

with an appropriate distance measure for the intensity values φ and f :
δ (φ, f ) = δ (φ − f ) = φ − f 
In the simplest case, this can be the absolute pixel value. With parameters
σd and σr , the ﬁlter result can be inﬂuenced. The bilateral ﬁlter is inherently
non-linear because of its utilization of the image’s range, and is therefore not
directly separable.
In our implementation, however, we use the separated bilateral ﬁlter introduced by Pham et al. [8]. As described in their work, it is not a true separation
of the original bilateral ﬁlter, thus leading to approximated rather than equal results. However, for the purpose of ﬁltering video sequences the introduced error
is negligible, especially considering the potential increase in performance. In our
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approach we convolve the source frame with the separated, two-dimensional bilateral ﬁlter, thus applying the one-dimensional kernel twice. The internal video
volume is then built from these ﬁltered slices and ﬁnally reused several times
for the convolution in the third dimension. The whole procedure is described in
more detail in the following section.
2.3

Streaming Approach

Filtering video data in a volumetric manner cannot be done directly for sequences
of reasonable lengths as the entire data usually does not ﬁt into the graphics
memory. Therefore, we have implemented a streaming approach to allow for
videos of arbitrary length. When choosing the parameters for the kernel so that
n previous and n subsequent frames are used to ﬁlter the current frame, we have
to keep 2n+1 frames in the graphics cards memory at once. In every ﬁltering step
we upload the next video frame to the GPU, which then is processed separately
in x and y direction using the separated bilateral ﬁlter. This two-dimensionally
ﬁltered slice is subsequently added to the video volume, thus replacing the oldest
slice in the volume. The last step is to generate the processed video frame by
ﬁltering the video volume in z direction. The ﬁnal video frame is then displayed
and/or downloaded into the CPUs memory, to be written to a ﬁle or processed
further. The whole process is depicted in the ﬁgure below:

unfiltered

bilateral filter
in x direction

horizontally
convolved

filtered

bilateral filter
in y direction

2D
convolved

bilateral filter
in z direction

Fig. 1. Processing steps of our separable bilateral ﬁltering approach

To minimize data transfers during copying to and from the GPU, and inside
the GPU’s memory, we use a ring buﬀer storage scheme for the video volume.
Thus, it is possible to constantly add slices to the volume until the maximum
number of slices is reached.
However, using this approach we encountered a severe limitation especially on
NVIDIA graphics cards: the maximum size of 3D textures being 5123 pixels,
whereas only their most recent hardware (available since November 2006) is capable of larger 3D textures (20483 ). With this constraint we were not able to ﬁlter
videos with the desired PAL resolution of 720 × 576 pixels using traditional 3D
textures in our original implementation. To circumvent this limitation we used a
3D data representation known as “ﬂat volume”, introduced by Harris et al. [9].
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The idea behind this technique is to place every slice of the volume side by side,
resulting in a large 2D texture. This concept is also shown in ﬁgure 1, and exploits
the graphics hardware’s support for 2D texture sizes up to 40962 (latest hardware:
81922) pixels. We can then use a simple address translation to convert a pixel position in 3D (x, y, z) to the according pixel position in the 2D ﬂat volume (x, y).
As an additional beneﬁt of using the “ﬂat volume” we also measured a signiﬁcant
performance increase as described in section 3.2.

3

Results

3.1

Comparison 3D/2D Filtering

To assess the quality of our ﬁltering – especially the diﬀerence between the 2D
and 3D version – we did a full reference comparison. Therefore, we took a video
sequence without noise (our reference sequence) and added synthetic noise to it
by adding an evenly distributed random value between -50 and 50 to the R, G,
and B channel of every pixel independently. This is motivated by the nature of
noise of commodity sensors, especially when used in dim lighting conditions. We
then compared the video sequences with two diﬀerent measures by performing
a frame-by-frame comparison and averaged the measured error values for the
entire sequence. The ﬁrst video sequence that has been compared is an outdoor
video sequence captured in daylight without noticeable noise. The second video
is a synthetic animation showing a typical pre-video countdown, combined with
a testbar screen for broadcasting, thus being completely noise free.
The two measures we used are the SSIM (Structural Similarity Index Measure)
introduced by Wang et al. [10] and the MSE (Mean squared error). The SSIM
is a measure specially designed to compare two images in a perception based
manner, whereas the MSE measure is purely mathematically based and straight
forward, but is by its nature not capable of measuring the quality diﬀerence from
an observer’s point of view.
After computing an error value for the distorted video sequence in comparison
to the original sequence, we are able to compare the distorted video sequence
ﬁltered with the 2D and 3D bilateral ﬁlter, respectively, with the reference sequence. The results can be seen in table 1. By the method’s deﬁnition, a value of
1 means completely equal frames with the SSIM: the lower the value, the more
Table 1. Quality comparison
outdoor
SSIM MSE
unﬁltered
0,393 669,6
ﬁltered with “2D bilateral ﬁlter” (GPU-BF 2D)
0,737 135,0
ﬁltered with “3D bilateral ﬁlter” (GPU-BF 3D/ﬂat3D) 0,844 87,3
ﬁltered with AfterEﬀects “Remove grain”
0,829 89,7
ﬁltered with “Neat Video”
0,909 53,9

synthetic
SSIM MSE
0,311 626,3
0,720 125,7
0,890 73,9
0,908 68,3
0,954 48,1
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3

ms

Fig. 2. Performance comparison (time per frame)

Fig. 3. Example “outdoor” for quality comparison

diﬀerent the compared images are. In contrast, value 0 corresponds to no diﬀerences with the MSE. We also included the results of two commercial products:
“Adobe AfterEﬀects 7.0” (i.e., “Remove grain” ﬁlter) and the relatively new
“Neat Video Pro 1.5”, which are both widely used and designed for this ﬁeld of
application. The ﬁlter methods used by these two programs are not disclosed. A
visual comparison of the results is shown in ﬁgure 3.
As can be seen there is no signiﬁcant diﬀerence of the ﬁlter quality between
the two very diﬀerent types of video sequences: both error metrics indicate the
same relationship. The quality of 3D ﬁltering surpasses the quality of the 2D
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ﬁlter, but is comparable to the quality of the “Adobe AfterEﬀects” ﬁlter. In
contrast, the visual result of “Neat Video” is better than ours.
We also measured the time needed for ﬁltering a single frame. Our application
runs on a commodity Windows PC that features following components: Intel
CoreDuo 6400 (2.13 GHz), 2 GB RAM, NVIDIA GeForce 8800 GTX 768 MB
PCIe 16x. The video sequence “outdoor”, used for comparison, has a resolution
of 720 × 576 and is 1085 frames long. The denoted time per frame is an average
over all frames of the ﬁltering only, that is excluding the time needed for reading
or writing the video ﬁle or uploading the data to the GPU. The results are
given in ﬁgure 2. They obviously show that using the GPU for ﬁltering yields a
signiﬁcant performance improvement, approximately three orders of magnitude
faster than comparable functionality in commercial products.
3.2

Performance 3D/Flat Volume

The processing time for our implementation using the ﬂat volume storage concept has a performance gain of approximately 25% on current hardware with
respect to full 3D volume textures, as can be seen from ﬁgure 2. On previous
graphics hardware the diﬀerence using the ﬂat volume was even higher, up to a
factor of two. This indicates some trend for improved and complete 3D texture
processing in graphics hardware, but due to the very new hardware a detailed
evaluation could not be taken into account in this work yet.
By using the ﬂat volume textures, we were also able to ﬁlter PAL resolution
video sequences even on older graphics hardware (esp. NVIDIA) in their original
resolution. As the architecture of commodity graphics cards is mainly driven by
the computer games industry, features like true 3D texture functionality have
not yet been optimized to the same level as their 2D counterparts. This can
also be experienced with API functions for 3D texture processing like OpenGL
function calls which have not been hardware accelerated or are not available at
all, until recently, as described before. Therefore, if no advanced texture access
(e.g., trilinear ﬁltering) is needed, ﬂat volume textures are an appropriate alternative to native 3D textures. Despite the additional overhead for the address
translation, they oﬀer a considerable performance increase, especially with older
graphics hardware.

4

Conclusion and Future Work

In this paper we have described that using a 3D bilateral ﬁlter for noise reduction on video sequences results in higher quality than with frame-by-frame 2D
bilateral ﬁltering. In ﬁgure 4 we give another real world example with comparable performance results, which depicts a video frame acquired in a very dark
room, lit only indirectly by a projection screen. In addition, we have shown that
using modern commodity graphics hardware clearly decreases processing time
for this rather costly volumetric ﬁlter operation. In order to exploit their capabilities even better, we argued that using ﬂat volumes for three-dimensional data
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Fig. 4. Real world example in dim lighting conditions with natural noise

oﬀers advantages in comparison to true 3D textures for a wide range of graphics
hardware.
Based on this application, it is also possible to perform fast ﬁltering of real 3D
datasets, like medical volumes to enhance the results of subsequent processing
steps like segmentation. However, the size of the volume is then directly limited
by the available memory on the graphics card, so that other approaches like
bricking have to be employed.
One natural disadvantage of smoothing is the loss of high frequencies which
can be seen in some regions of the example material. To compensate for this,
we would like to investigate other types of smoothing ﬁlters or sequences of
ﬁlter operations. Therefore, we are planning to further generalize the concepts
to other kinds of computations amenable to the stream processing nature of
current graphics hardware.
The dramatic decrease in ﬁltering time by using the GPU has been shown
with video data of 8 bit per channel. It would be interesting to see how well our
approach works on data with 16 bit per channel or even other representations,
e.g., true high dynamic range data. As current graphics hardware is heavily
optimized for ﬂoating point data, an equally, if not greater performance increase
should be possible.
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Abstract. Image-Based Lighting (IBL) has become a very popular approach in computer graphics. In essence IBL is based on capturing the
illumination conditions in a scene in an omni-directional image, called
a light probe image. Using the illumination information from such an
image virtual objects can be rendered with consistent shading including
global illumination eﬀects such as color bleeding.
Rendering with light probe illumination is extremely time consuming.
Therefore a range of techniques exist for approximating the incident radiance described in a light probe image by a ﬁnite number of directional
light sources. We describe two such techniques from the literature and
perform a comparative evaluation of them in terms of how well they each
approximate the ﬁnal irradiance. We demonstrate that there is signiﬁcant diﬀerence in the performance of the two techniques.
Keywords: Augmented Reality, Image-Based Lighting, median cut, irradiance, real-time rendering, directional light sources.

1

Introduction

Image-based approaches have gained widespread popularity in computer graphics, [1]. Image-based techniques have been used for 3D modeling of real scenes
(Image-Based Modeling), for rendering from a bank of images with no 3D model
whatsoever (Image-Based Rendering), and for modeling the complex illumination conditions in real scenes (Image-Based Lighting).
Image-Based Lighting (IBL) has become a frequently used technique to render
a virtual object with illumination conditions that are consistent with those of a
real scene given that the scene is distant, [2]. The idea is simply to use a camera
to measure the light arriving at some point in the scene, the point at which you
want to insert a virtual object. In practice people most often use a polished steel
ball, place it somewhere in a scene, and take an image of it with a tele-lens from
some distance away. The image thus contains information about how much light
arrives at the position of the ball from all possible directions. Figure 3 shows
example light probe images re-mapped to the longitude-latitude format, where
the full 360 degrees are represented along the horizontal (longitude) axis, and
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 888–897, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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180 degrees are represented along the vertical (latitude) axis. For construction
and remapping of light probe images we use HDRShop 2.09, [3]. Handling the
dynamic range of the light in the scene is done by acquiring the same view at
diﬀerent exposures, gradually lowering the exposure time until no pixels in the
image are saturated. These multiple exposure are then fused into a single High
Dynamic Range (HDR) ﬂoating point image, [4].
The light probe is a map of the incident radiance at the acquisition point.
Each pixel in the map corresponds to a certain direction and solid angle, and
together all pixels cover the entire sphere around the acquisition point. A light
probe can thus also be called a radiance map, or an environment map. With
this information virtual objects can be rendered into the scene with scenario
consistent illumination e.g., [2,5,6]. Light probes can also be used to estimate
the reﬂectance distribution functions of surfaces from images, as demonstrated
in [7,8]. For a review of illumination models in mixed reality see [9].
Actually using light probes for rendering is computationally very heavy. Using
image-based lighting for a full global illumination rendering with path tracing is
time consuming in order to reduce the noise level in the ﬁnal rendering, simply
because the light probe has to be treated as a spherical area light source enclosing
the entire scene. To get a noise free estimate of the irradiance at a certain point
requires thousands and thousands of samples of this area source, unless the light
probe has very low frequency content.
To combat this problem several approaches have been proposed which take
a light probe and attempt to approximate its illumination by a relatively low
number of directional light sources. That is, the idea of these approaches is
to ﬁnd directions and the radiances of some number, say 64, directional light
sources, such that the combined illumination from these sources approximate
the combined illumination from the entire light probe. With such a directional
light source approximation to a light probe, Image-Based Lighting using light
probes can also be implemented in real-time applications taking into account
that each source causes shadows to be cast.
The aim of the present paper is simply to test the performance of such approximation techniques in terms of how well they actually approximate the light
probe for a given number of sources. The paper is organized as follows. Section 2
gives an overview of the approach and results in the paper. Section 3 introduces
some concepts and terminology. Section 4 describes two completely diﬀerent approaches to computing a directional light sources approximation. Section 5 then
tests these two techniques in terms of their relationships between approximation
error and number of sources used. Conclusions and directions for future research
are given in section 6.

2

Overview of the Idea of This Work

Figure 1 shows a light probe together with the result from one of the approximation techniques studied in this paper. In this particular case the technique
has been allocated 8 directional sources which it has then distributed across the
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Fig. 1. Result from running the Median Cut approximation technique using 8 directional sources on Galileo’s Tomb light probe. The light probe is obtained from [10].
Each rectangular region contains a red dot. This red dot marks the chosen direction
for a particular directional source, and all the combined radiance from the region has
been transferred to this particular source direction.

light probe longitude-latitude map in an attempt to capture the radiance distribution of the original light probe. Naturally, the accuracy of the approximation
depends on the number of sources allocated. The original light probe is simply
W times H directional sources, where W is the number of pixels in the longitude
direction, and H is the number of pixels in the latitude direction.
We then run any given technique on some light probe image to produce approximations with 2, 4, 8, 16, etc. light sources. Given these sets of approximated
sources we compute what the resulting error in irradiance is compared to ground
truth, which in this case is the irradiance computed by using the radiance from
all pixels in the light probe. Figure 2 shows an example of true and approximated irradiance. In section 5 we test and compare two diﬀerent approximation
techniques on three diﬀerent light probes.
The irradiance is chosen as the error measure in order to have a compact,
quantitative performance measure, which is independent of surface characteristics, and independent on view point. For highly glossy surfaces approximating
the light probe by a relatively low number of light sources will obviously lead to
visible errors, whereas reﬂected radiance from diﬀuse surfaces will be correct if
the approximated irradiance is correct.

3

Terminology

Before we proceed with the actual techniques and their performances we need
to establish a small theoretical basis. Above we have used the term ”directional
light source” a few times. There are correctness problems relating to using radiometric properties in conjunction with point and directional sources as they
have no physical extent, [11,12]. The purpose of the remainder of this section is
to establish a physically correct terminology regarding light probe images.
In formal terms the light probe image is a spatially discrete measurement of
the continuous function describing the incident radiance (measured in W/(m2 ·
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Fig. 2. Left: ground truth irradiance for around 20000 normals distributed evenly on
a sphere computed for the Galileo’s Tomb light probe, ﬁgure 1. Right: irradiances
resulting from running the Median Cut source approximation technique to produce 8
directional sources. On print the diﬀerence may be visually subtle, but the average
error is actually around 25 percent, and the maximum error is more than 75 percent.

Sr)), which in turn is a function of the incident direction. Let n be the normal
of a diﬀerential area surface, and let Ωn be the hemi-sphere deﬁned by this
normal. By integrating the incident radiance, L(ω), from the direction ω over
the hemi-sphere the total irradiance, E(ω), can be computed:

L(ω)(n · ω)dω
(1)
E(n) =
Ωn
2

which then is measured in W/m . The term dω signiﬁes the diﬀerential solid
dω
.
angle dω = |dω| in the direction |dω|
For computational purposes it is beneﬁcial to formulate these matters in
terms of standard spherical coordinates. A direction in space is then written
as ω(θ, φ) = [sin(θ) cos(φ), sin(θ) sin(φ), cos(θ)], where θ is the angle the direction vector makes with the coordinate system z-axis (latitude), and φ is the
angle the projection of the vector on the xy-plane makes with the x-axis. The
irradiance from Eq. 1 then becomes:
 
E(n) =
L(θ, φ)(n · ω(θ, φ)) sin(θ)dθdφ
(2)
(θ, φ) ∈ Ωn
In this paper we will exclusively use the latitude-longitude mapping (LL mapping) of light probe images. Let the resolution of the LL light probe image be W
by H pixels, and let u and v represent pixel coordinates in an image coordinate
system with origin in the top left corner of the LL map, and v-axis oriented
downwards. Thus the middle row in the image corresponds to the equator of
the unit sphere, i.e, corresponds to θ = π/2, the top row corresponds to θ = 0
and the bottom row corresponds to θ = π. Moreover φ = 0 corresponds to
the leftmost column. Each light probe pixel, P (u, v), represents the radiance in
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W/(m2 ·Sr) (if the light probe acquisition is radiometrically calibrated) from the
direction given by ω(u, v) = ω(θ(v), φ(u)), where θ(v) = vΔθ and φ(u) = uΔφ ,
where Δθ = π/H and Δφ = 2π/W . The discrete version of Eq. 2 then becomes:

P (u, v)(n · ω(u, v)) sin(θ(v))Δθ Δφ
(3)
E(n) ≈
u

v

where the summations are subject to the constraint that (θ(v), φ(u)) ∈ Ωn , i.e.,
that the combinations of u and v represent pixels inside the region corresponding
to the hemi-sphere deﬁned by the surface normal n.
From Eq. 3 it is evident that if every pixel, P (u, v), in the LL map is scaled
with Δθ · Δφ = 2π 2 /(W · H) and weighted by sin(θ(v)), we get a very simple
summation. We therefore produce a new LL map, where each pixel Q(u, v) =
2π 2 P (u, v) sin(θ(v))/(W · H). The irradiance for a given normal is then simply
computed as:

E(n) ≈
Q(u, v)(n · ω(u, v))
(4)
u

v

where the summations again are subject to the constraint that (θ(v), φ(u)) ∈ Ωn .
To recapitulate in a diﬀerent way: Each pixel in the LL map acts as a small
area light source subtending a solid angle of Ap = 2π 2 /(W · H) [Sr/pixel].
By weighting each pixel by sin(θ(v)) we achieve ”permission” to treat all pixels equally in the sense that we cancel out the eﬀect of the non-uniform sampling density of the LL mapping (poles are severely over-sampled). By subsequently scaling by Ap we convert the solid angle domain from steradians to
pixels. I.e., each Q(u, v) = 2π 2 P (u, v) sin(θ(v))/(W · H) measures the radiance
in W/(m2 · pixel), such that by performing a simple cosine weighted sum of pixels we directly get the irradiance contributed by the pixels involved in the sum
(Eq. 4). Another way of putting it is: each pixel Q(u, v) is an area light source
contributing Q(u, v)(n · ω(v, u)) irradiance to the diﬀerential area surface with
normal n.
In the remainder of the paper we take the meaning of a directional light source to
be a very small area light source (there are normally a lot of pixels in a light probe
image). The direction to such a source is taken to be the direction to its center, and
it is assumed that for each such source we know its radiance and its area.

4

Light Probe Approximation Techniques

We have found three diﬀerent approaches to ﬁnding a set of directional light
sources which approximate a full radiance map in the form of a light probe. Two
of the approaches are closely related and operate directly in the radiance space
image domain of the light probe, in particular on the longitude-latitude mapping.
The last technique is quite diﬀerent in that it operates in irradiance space.
4.1

Median Cut

The LightGen, [13], and the Median Cut, [14], techniques operate directly in the
image domain of the light probe. We have chosen to focus on the Median Cut
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technique since it is better documented than the LightGen technique, which only
exists as a plugin to HDRShop. The median cut technique, [14], is conceptually
wonderfully simple. The idea is to recursively split the LL map into regions of
approximately equal summed radiance. Since the method splits all regions K
times the techniques produces 2K sources, i.e., 2, 4, 8, 16, 32, etc. Figure 1
illustrated the result of running the technique on a light probe. The algorithm
is as follows:
1. Add the entire light probe image to the region list as a single region.
2. For each region in the list, subdivide along the longest dimension such that
its light energy is divided evenly.
3. If the number of iterations is less than K, return to step 2.
4. Place a light source at the centroid of each region, and set the light source
radiance to the sum of the pixel values within the region.
The strength of this approach is that it is so straight forward, computationally light and easy to implement. The problems with this approach lies in two
issues. The ﬁrst issue is that it subdivides all regions at each iteration and depending on K there can be a large jump in the number of sources, which may be
disadvantageous for real-time rendering with the approximated sources, where
one would like as many sources as possible, but at the same time there is a
performance limit in the graphics hardware. The second issue relates to step 4,
where, for small K, and thereby large regions, a lot of radiance is transferred
quite large distances over the sphere without any cosine weighting. This transfer
could be done physically correct, but only for a single known surface normal.
For arbitrary normals there is no alternative to just transferring the radiance
and hope the regions are small enough that it does not constitute a grave error.
This is naturally an invalid assumption for very small K.
4.2

Irradiance Optimization

The Irradiance Optimization technique by Madsen et al., [15], is signiﬁcantly
diﬀerent from the previous one. While the Median Cut technique operates entirely on a pixel level in the light probe image, i.e., operate in radiance space,
the Irradiance Optimization method operates in irradiance space.
The method is based on ﬁrst using the original light probe image to compute
the ground truth irradiance for a large number (M) of normal directions uniformly distributed across the unit sphere using Eq. 4. These M irradiance values
constitute the goal vector in an optimization to estimate the parameters of N
directional sources. Each source is deﬁned by ﬁve parameters (RGB radiances
and two angles for direction).
Given an estimate of these 5 times N parameters it is possible to compute the
approximated irradiances for the M normals. Let Li be the radiance of the ith
source, and let ω(θi , φi ) = [sin(θi ) cos(φi ), sin(θi ) sin(φi ), cos(θi )] be the direction
vector to the ith source. Furthermore, let A be a ﬁxed, small area (in steradians)
of each light source to accommodate physical correctness. A disc area light source
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of 1 degree has an area of 2.392·10−4 steradian. Finally, let nk be the kth normal.
The irradiance on a diﬀerential area surface with normal nk is then:
E(nk ) =

N


Li · A · (nk · ω(θi , φi ))

(5)

i=1

By comparing the approximated irradiances to the ground truth irradiances
an error vector is obtained, which can be converted to a parameter update vector. The source estimation process is thus an iterative, non-linear optimization
process based on Newton’s iterative method, since the Jacobian can be expressed
analytically.
The strength of this method is that it inherently produces a conﬁguration of
directional source which result in irradiances that are similar to the irradiances
achieved by full IBL using the entire light probe. Furthermore, this method can
produce source conﬁgurations with any number of sources, not just a power
of 2. The weakneses of the method is that it is signiﬁcantly more complicated
to implement than the Median Cut method, and it is computationally much
heavier. The estimation part takes a few minutes in Matlab, but computing
the ground truth irradiances can be time consuming. We use HDRShop, [3],
to precompute the irradiance map, and it takes on the order of 24 hours for
a 1024x512 resolution irradiance map. We tried using the fast diﬀuse convolution method implemented in HDRShop (executes in seconds), but this method
in itself is approximative and has too many artifacts to be used as ground
truth.

5

Comparative Evaluation

We have tested the two methods (Median Cut and Irradiance Optimization) on
a number of qualitatively quite diﬀerent light probe image shown in ﬁgure 3.
We ran the methods on the test light probes, and produced directional source
approximations with 2, 4, 8, 16, 32, 64, and 128 sources. The Irradiance Optimization technique can produce any number of sources, but was constrained
to the source number cases which were also feasible for the Median Cut approach. We were unable to obtain a convergence on a 128 source solution with
the Irradiance Optimization technique. This will be discussed later.
The evaluation is based on computing the irradiances resulting from the estimated set of sources for a large number (20480 resulting from a subdivision
of an icosahedron) of surface normals evenly distributed on a unit sphere, and
comparing them to the ground truth irradiances (computed using HDRShop).
Figure 2 showed an example of true and approximated irradiance. For each color
channel we then compute the mean and the maximum of the absolute diﬀerences
between estimated and ground truth irradiances. Figure 4 shows curves representing average and maximum error for each of the two methods as a function
of the number of light sources used. The errors are an average over RBG.
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Fig. 3. The tested light probes. Top row: Galileo’s tomb in Florence, Italy, and St.
Peter’s Cathedral, Rome, Italy. Both acquired from [10]. Bottom: Outdoor daylight
scene. Everything below the horizon has been set to zero, so the light probe only
accounts for the sun and the sky, not the ground. All probes are available via [10].

5.1

Discussion

The plots of mean and maximum irradiance errors in ﬁgure 4 clearly show that
both approximation techniques, regardless of what light probe they are applied
to, perform consistently better the more light sources the technique is allowed
to employ. This simple fact means that in terms of accuracy it will always be
better to choose a higher number of sources.
Secondly the experiments show that the Irradiance Optimization technique
consistently performs much better than the Median Cut method. This is the
case for both average and maximum error. Generally the Median Cut method
requires 2 to 3 times as many sources to achieve the same error as the Irradiance
Optimization technique. For rendering this is very important from a computational point of view, since it will always be an advantage to use as few sources
as possible. Typically the Irradiance Optimization gets below 5 percent error for
approximately 5 to 6 sources, whereas the Median Cut technique requires on the
order of 20 sources or more.
The Irradiance Optimization technique could not converge when the number
of sources comes above some threshold (64). This is due to the fact that when the
number of sources grows too high there is too little energy for some sources to
latch on to. Early in the iterations the dominant sources become stable, leaving
ever smaller amounts of energy to distribute among the rest of the sources. At the
same time the sources tend to repel each other when they distribute across the
sphere, because each source has a semi-spherical ”footprint” (each source is like
shining a torch on a sphere) and sources will be reluctant to overlap footprints
too much.
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Fig. 4. Mean and max irradiance error in percent for the two tested techniques for three
diﬀerent light probes. Left column: Irradiance Optimization. Right column: Median
Cut. Top to bottom row: Galileo, St. Peter’s, and the Sky probe, respectively. See
ﬁgure 3 for the three light probes.

6

Conclusions

We have demonstrated a signiﬁcant diﬀerence in the performance of available
techniques to approximate light probes with a set of directional light sources.
Tests clearly demonstrate that the Irradiance Optimization technique requires
substantially fewer sources to achieve the same error level as the other technique.
In terms of rendering speed it will always be an advantage to have as few light
sources as possible and still achieve visibly acceptable performance. If a rendering is solely for visual purposes it may not be crucial whether the irradiance at a
point is 1 percent or 5 percent wrong, but renderings can are also used in more
radiometrically challenging contexts such as for inverse methods, aiming at estimating surface reﬂectance parameters from images, [7,8]. For inverse problems
the accuracy in the approximation can be very important.
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Abstract. Deformational plagiocephaly is a term describing cranial asymmetry and deformation commonly seen in infants. The purpose of
this work was to develop a methodology for assessment and modelling
of head asymmetry. The clinical population consisted of 38 infants for
whom 3-dimensional surface scans of the head had been obtained both
before and after their helmet orthotic treatment. Non-rigid registration
of a symmetric template to each of the scans provided detailed point
correspondence between scans. A new asymmetry measure was deﬁned
and was used in order to quantify and localize the asymmetry of each
infant’s head, and again employed to estimate the improvement of asymmetry after the helmet therapy. A statistical model of head asymmetry
was developed (PCA). The main modes of variation were in good agreement with clinical observations, and the model provided an excellent
and instructive quantitative description of the asymmetry present in the
dataset.

1

Introduction

Deformational Plagiocephaly (DP) is a term describing cranial asymmetry and
deformation commonly seen in infants. Its incidence has been estimated to be as
high as 15% in the USA ([1]). The deformity is thought to result from protracted
external intrauterine pressure to the skull, followed by continued postnatal molding due to infant positioning. The incidence has increased exponentially due to
the ”back to sleep” campaign to promote supine infant positioning to reduce
sudden infant death syndrome. DP is manifested most commonly as either leftright asymmetry or brachycephaly (forshortening of the head). Both are treated
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 898–907, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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Fig. 1. Five diﬀerent views of three of the captured 3D full head surfaces. a) Rightsided ﬂattening posteriorly and left-sided ﬂattening anteriorly. b) Brachycephaly. c)
Left-sided ﬂattening posteriorly and right-sided ﬂattening anteriorly.

non-surgically. Treatments include parental education on how to prevent further
deformation (e.g., alternating sleep positions [2]) and orthotic molding helmet
therapy (e.g., [3] and [4]). It is widely held that correction is best accomplished
in infancy due to the sequence of skull mineralization, however little is known
concerning the outcomes from diﬀerent treatment regimens. DP aﬀects the occiput at the back of the head and, to a lesser extent, the forehead contour. Ear
position is often skewed so that the ear is anteriorly positioned on the same side
as the occipital ﬂattening. When viewed from above, the head shape can be inscribed within a parallelogram. The purposes of this work were to develop a new
methodology for head asymmetry assessment and to develop a statistical model
of the asymmetry (using Principal Components Analysis) in order to quantify
and localize the asymmetry of each infant’s head before and after the helmet
therapy and to determine the eﬀect of helmet treatment.

2

Material

3D full-head surfaces of 38 patients with DP were captured both before and after
treatment utilizing a 3dMD cranial system (www.3dMD.com) at the Division of
Plastic & Reconstructive Surgery, Washington University School of Medicine,
St. Louis, MO, USA. All infants commenced their helmet treatments before 6
months of age, and were treated for a maximum of 6 months. Figure 1 presents
examples of these scans.

3
3.1

Methods
Template Matching

The method used for computation and modelling of asymmetry (described in
the forthcoming sections) requires establishment of detailed point correspondence between surface points on the left and right sides of the head, respectively.
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Fig. 2. Computation of the asymmetry: Illustration of the distances d and d between
the origin and the points P and P  , respectively, in an axial view

This is achieved through a process of template matching, whereby a symmetric
”ideal” head surface (template) is oriented and deformed to assume the shape
of the patient’s head surface [5]. The process consists of three steps:
1. Non-isotropic scaling of the template to the patient surface.
2. Rigid orientation of the patient surface to the scaled template surface, using
ear-landmarks and nasion.
3. Non-rigid deformation of the scaled template surface to the oriented patient
surface using a Thin Plate Spline (TPS) controlled by 22 manually placed facial
and ear landmarks, and 40 constructed landmarks on the top of the head. The
latter landmarks are determined by intersecting the surfaces with 40 radial lines
(equidistant in terms of angle) originating from the midpoint between the ears.
They are necessary in order to control the deformation at the top and back of
the head where there are no visible anatomical landmarks.
3.2

Asymmetry Computation

The deﬁnition of the asymmetry AP of a point P involves the computation of the
ratio between two distances: 1) the distance d from the origin (midpoint between
the ear landmarks) to the surface point P on one side of the midsagittal plane,
and 2) the distance d from the origin to the corresponding point P  on the other
side of the midsagittal plane (Figure 2).
Since, intuitively, the amount of asymmetry at P and P  should be equal,
except for a sign introduced in order to distinguish a point in a ”bulged” area
from a point in a ”ﬂattened” area, AP and AP  are deﬁned by:
d
) and AP  = −AP
d
d
= 1 − (  ) and AP = −AP 
d

if d > d then AP = 1 − (

(1)

if d > d then AP 

(2)
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The change in head asymmetry is calculated as the diﬀerence between the asymmetry absolute values at the two stages:
Change = |AP,stage1 | − |AP,stage2 |

(3)

Hence, a positive change (improvement) implies that AP,stage2 is closer to 0 than
AP,stage1 (i.e., closer to perfect symmetry).
3.3

Modelling Asymmetry Using Principal Components Analysis

PCA is a popular method for shape modelling (an excellent description is found
in [6]). The PCA is performed as an eigenanalysis of the covariance matrix of
the (aligned) asymmetry measures.
The asymmetry values for each scan are ordered according to the mesh points
of the template scan (cf section 3.1.) and stored in a vector of size M :
a = [|AP 1 | , |AP 2 | , . . . , |AP M/2 | , |AP  1 | , |AP  2 | , . . . , |AP  M/2 |]

(4)

Here the ﬁrst and last M/2 elements are asymmetry values for the points on
the right and left sides of the midsagittal plane, respectively. The maximumlikelihood estimate of the covariance matrix can be written as:
N
1 
1
A AT
Σa =
(ai − ai ) (ai − ai )T =
(5)
N i=1
N
where a is the maximum-likelihood estimate of the mean asymmetry of the N
data-vectors. The principal axes of the M-dimensional point cloud of asymmetry
are now given as eigenvectors, Φa , of the covariance matrix:
Σa Φa = Φa Λ a

(6)

where Λa is a diagonal matrix containing the eigenvalues of the covariance matrix, and the columns of Φa contain its eigenvectors. An asymmetry instance can
be generated by modifying the mean asymmetry by adding a linear combination
of eigenvectors:
(7)
a = a + Φa ba
where ba is a matrix containing the asymmetry model parameters.
As the number of observations (N = 76 scans) is much smaller than the
number of surface points (M = 190076), the eigenanalysis is carried out using a
reduced covariance matrix:
1 T
A A
Σreduc =
(8)
N
The eigenanalysis of this matrix gives the eigenvalues and eigenvectors of the
covariance matrix. The eigenvalues and the eigenvectors may then be computed
by:
Λa = Λreduc
Φa = A Φreduc

(9)
(10)

In practice, the eigenanalysis may be carried out by Singular Value Decomposition (SVD).
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Fig. 3. Flat map construction. a) Asymmetry values in an example subject shown as
color coding. b) Corresponding ﬂat map with contours (black: negative, white: positive). Some landmarks are shown as star symbols. Lower limit of helmet region is shown
as dashed curve.

3.4

Projection of 3D Surfaces into 2D Flat Maps

A more compact means of presentation is to construct a ﬂat map (Figure 3b) by
a simple transformation from rectangular to spherical coordinates. The ﬂat map
has right ear landmark at longitude = 0 degrees, midface at 90 degrees, left ear
landmark at 180 degrees and center of the back of the head at 270 degrees. Regions below the helmet area are shown in light gray, below the dashed curve. Levels of asymmetry are indicated by contours in the ﬂatmap. There are 16 contour
intervals, spanning the range of asymmetry as indicated by the color bar. The
contours are equidistant in terms of asymmetry and are drawn in black for negative values, and in white for positive values. Hence, black contours show ”bulged”
areas (negative), white contours ”ﬂattened” areas (positive), and areas exhibiting no asymmetry are displayed in light gray.

4
4.1

Results
Asymmetry

Figure 4 presents the results of the asymmetry computations in three example
subjects. Top views of the head before (a) and after (b) treatment are shown
together with corresponding asymmetry ﬂat maps. In addition, a map of change
(c) is shown.
Figure 4.1. shows an asymmetric DP patient with right-sided ﬂattening posteriorly, as well as a left-sided ﬂattening anteriorly (a). The typical parallelogram
shape is also reﬂected in the asymmetry ﬂat map. Note the improvement in
asymmetry after treatment (b,c).
Figure 4.2. shows a typical brachycephalic patient (a). Brachycephalic patients are generally not very asymmetric, as their deformation mainly causes a
foreshortning of the skull. Note improved shape after treatment (b,c).
The third patient, Figure 4.3, has left-sided ﬂattening posteriorly as well as
a right-sided ﬂattening anteriorly (a). Note the improvement after treatment
(b,c).
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Fig. 4. Results of the asymmetry computation and changes for: 1. Right-sided ﬂattening posteriorly and left-sided ﬂattening anteriorly. 2. Brachycephaly. 3. Left-sided
ﬂattening posteriorly and right-sided ﬂattening anteriorly. (a) Scans at stage 1. (b)
Scans at stage 2. (c) Changes between the two stages. In the ﬂat maps showing asymmetry (middle column), positive and negative values denote ”ﬂattening” and ”bulging”
respectively. In the ﬂat maps of change, positive values denote improvement.

4.2

Statistical Model

A statistical model was created by performing PCA on the 76 scans. The input
of the PCA was the vector of asymmetry measures at each point in the helmet
region. The decay of eigenvalues (Figure 5a) indicates that 96 % of the asymmetry variation can be modelled using the ﬁrst eight parameters. The mean
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asymmetry (Figure 5b) emphasizes posterior and anterior regions with high
asymmetry, while the anterior parts exhibit smaller magnitude.
Figures 5(c-j) display the ﬁrst eight modes showing only Φba (cf. Equation
7) with ba = −3 standard deviations. As the images corresponding to ba = +3
standard deviations are exactly the same as ba = −3 standard deviations but
with opposite colors, they are not displayed. The ﬁrst mode (c) localized the main
asymmetry variation to the posterior region of the head. The second mode (d)
represents variations occuring in the anterior region of the head, but spatially
more spread out than the posterior region. The variations of the third mode
occured above the ears, also seen in Figure 4c. Modes four (f) and ﬁve (g)
revealed variability mainly in the posterior area of the head, probably the result
of variation in the location of the aﬀected area posteriorly. In general, higher
modes represented higher spatial frequencies of variation.
The scores of the three ﬁrst modes (Figure 6) demonstrate the direction and
amount of asymmetry progress for each individual. In Figure 6a, the scores for
PC2 are plotted against the scores for PC1. The amount of posterior and anterior
asymmetry may be read oﬀ the x- and y-axes, respectively. The least amount
of asymmetry is found in the upper-left corner of this ﬁgure. This is the region
where good treatment outcomes are located, as well as the brachycephalic heads.
Individuals that improve in terms of posterior asymmetry move leftwards in the
diagram, whereras individuals that improve in terms of anterior asymmertry
move upward. Analogously, in Figure 6b, individuals that improve in terms of
asymmetry above the ear move downward.
4.3

Validation of the Asymmetry Model

The usefulness of the asymmetry model depends on its ability to capture and
describe clinically relevant information in a compact way. Two of the most important parameters describing head asymmetry in DP could be stated as ”magnitude of posterior asymmetry” and ”magnitude of anterior asymmetry”. In the
previous section there was strong evidence that the ﬁrst two modes were related
to these particular clinical parameters. To check the strength of the relation between the model modes and the clinical parameters, a search for local extrema
of asymmetry was conducted in the asymmetry ﬂat maps. Figure 7 shows the
correlation between scores and local minima.

5

Discussion

The computed asymmetry corresponded well (Figure 4) to observed asymmetry in the scans. Limitations of the method of establishing point correspondence
between scans were the use of the ears (that are often aﬀected in DP) for the registration, and the use of constructed landmarks instead of anatomical landmarks
on top of the head. None of these limitations seem to have severely aﬀected a
valid asymmetry measurement. PCA is often used for summarizing data. The
new variables created by PCA, however, are not guaranteed to be interpretable.
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Fig. 5. Presentation of the asymmetry model. (a) Eigenvalues (as percentage of the total variation). (b) Mean asymmetry. (c)–(j) Modes 1 to 8. Modes are shown as variation
at −3 standard deviations from the mean. Within the same mode, regions displayed
with opposite contour colors (black and white) vary in opposite directions.

The success of the asymmetry model (Figure 7) could be due to the less complex,
”global” types of asymmetry variation present in the DP dataset. The excellent
properties of the model makes using the model attractive compared to other
methods of asymmetry assessment. Other methods, as direct anthropometry of
the head (e.g., [7]), measurement systems using a head ring or strip (e.g., [8],
and [9]), or even measurements on 3D scans (e.g., [10]), produce a multitude
of parameters, making the interpretration diﬃcult in terms of asymmetry and
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Fig. 6. Score plots of the asymmetry model: (a) PC1 vs. PC2. (b) PC1 vs. PC3.
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Fig. 7. Correlation between clinical parameters and model PC scores

less intuitive. Contrary to [11] and [12], which use a sparse set of inter-landmark
distances, computing the asymmetry at every surface point provides the opportunity to create a high spatial resolution asymmetry model.

6

Conclusion

A new 3D asymmetry measure was developed, providing a detailed surface map
of asymmetry covering the whole head. The asymmetry measure was seen to
reﬂect observed asymmetry in DP very well. A statistical model was created
by performing PCA on the asymmetry maps in 38 patients. PCA modes were
seen to correspond very well to clinically relevant parameters. In particular, the
ﬁrst and second modes corresponded to variation at the back and front of the
head, respectively. The method is suitable for monitoring asymmetry treatment
in individuals, as well as for classifying asymmetry in population studies.
SL acknowledges ﬁnancial support from the BIOP graduate school.
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Abstract. In this paper we propose a new approach to real-time viewbased object recognition and scene registration. Object recognition is an
important sub-task in many applications, as e.g., robotics, retrieval, and
surveillance. Scene registration is particularly useful for identifying camera views in databases or video sequences. All of these applications require a fast recognition process and the possibility to extend the database
with new material, i.e., to update the recognition system online.
The method that we propose is based on P-channels, a special kind
of information representation which combines advantages of histograms
and local linear models. Our approach is motivated by its similarity to
information representation in biological systems but its main advantage
is its robustness against common distortions as clutter and occlusion.
The recognition algorithm extracts a number of basic, intensity invariant
image features, encodes them into P-channels, and compares the query
P-channels to a set of prototype P-channels in a database. The algorithm is applied in a cross-validation experiment on the COIL database,
resulting in nearly ideal ROC curves. Furthermore, results from scene
registration with a ﬁsh-eye camera are presented.
Keywords: object recognition, scene registration, P-channels, real-time
processing, view-based computer vision.

1

Introduction

Object and scene recognition is an important application area of methods from
image processing, computer vision, and pattern recognition. Most recognition
approaches are based on either of the following two paradigms: Model-based
recognition or view-based recognition. As we believe that view-based recognition
is better motivated from biological vision, we focus on the latter.
Hence, the problem that we consider in this paper is the following: Recognize
a previously seen object or scene with a system which has seen many objects or
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scenes from diﬀerent poses. In case of scene recognition, diﬀerent scenes rather
means the same setting seen from diﬀerent view angles and the task is to ﬁnd a
view with an approximately correct view angle. We consider both problems in
this paper as we believe that there are many similarities in the problems and
that our proposed approach solves both issues.
A further side condition of the problems is that they have to be solved in
real-time. For object recognition, the real-time requirement is dependent on the
task, but for scene recognition, video real-time is required, i.e., recognition in
images with PAL resolution at 25 Hz. The real-time requirement rules out many
powerful approaches for recognition. The situation becomes even worse if even
the learning has to be done on the ﬂy in terms of constantly adding new objects
or scenes to the database. The latter requirement disqualiﬁes all methods which
rely on computationally expensive data analysis during a batch mode learning
stage.
In the literature a vast amount of diﬀerent recognition techniques are proposed, and we do not intend to give an exhaustive overview here. One prominent
member of recognition systems is the one developed by Matas et. al., see e.g. [1]
for a contribution to the indexing problem in the recognition scheme. The main
purpose of the cited work is however to recognize objects as good as possible
from a single view, whereas we propose a method which recognizes an object or
a scene with an approximately correct pose.
This kind of problem is well-reﬂected by the COIL database [2], where 72
poses of each of the 100 objects are available. The main drawback of the COIL
database is that the recognition task is fairly simple and perfect recognition has
been reported for a subset COIL (30 images), with 36 views for learning and
36 views for evaluation [3]. This has been conﬁrmed by later results, e.g., [4].
These methods are however not real-time capable and cannot perform on-theﬂy learning. Furthermore, the recognition is very much intensity sensitive, as
intensity respectively RGB channels are used for recognition. A more recent
work [5] reaches real-time performance, but reported a signiﬁcant decrease of the
ROC (receiver operating characteristic) compared to the previously mentioned
methods.
Our proposed method combines the following properties:
–
–
–
–
–

Real-time recognition
On-the-ﬂy learning is possible
Intensity invariance (to a certain degree)
Few training views necessary (experiment: 12)
State-of-the-art recognition performances (ROC)

This is achieved by a very eﬃcient implementation of a sampled density estimator
for the involved features hue, saturation, and orientation. The estimator is based
on P-channels, a feature representation that is motivated from observations in
biological systems. The density is then compared to reference densities by means
of a modiﬁed Kullback-Leibler divergence, see e.g. [6]. The method for comparing
P-channels is the main contribution of this paper. The resulting recognition
method performs comparable to other, computationally much more demanding
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methods, which is shown in terms of ROC curves for experiments on the COIL
database.

2

Methods for Density Estimation

Density estimation is a very wide ﬁeld and similar to the ﬁeld of recognitions
methods, we do not intend to give an overview here. The interested reader is
referred to standard text books as e.g. [7,8]. In this section we introduce a method
for non-parametric density estimation, which is signiﬁcantly faster than standard
kernel density estimators and grid-based methods.
2.1

Channel Representations

The approach for density estimation that we will apply in what follows, is based
on the biologically motivated channel representation [9,10]. The latter is based on
the idea of placing local functions, the channels, pretty arbitrarily in space and
to project the data onto the channels - i.e., we have some kind of (fuzzy) voting.
The most trivial case are histograms, but their drawback of losing accuracy is
compensated in the channel representation by knowledge about the algebraic
relation between the channels.
The projections onto the channels result in tuples of numbers which - although
often written as vectors (boldface letters) - do not form a vector space. In particular the value zero (in each component) has a special meaning, no information,
and need not be stored in the memory. Note that channel representations are not
just a way to re-represent data, but they allow advanced non-linear processing
by means of linear operators, see Sect. 2.2.
Formally, the channel representation is obtained from a ﬁnite set of channel
projection operators Fn . These are applied to the feature vectors f in a point-wise
way to calculate the channel values pn :
pn = Fn (f )

n = 1, . . . , N .

(1)

Each feature vector f is mapped to a vector p = (p1 , . . . , pN ), the channel
vector. If the considered feature is vector-valued, i.e., we would like to encode
K feature vectors fk , we have to compute the outer product (tensor product) of
the respective channel vectors pk :
P=

K


pk ,

(2)

k=1

which is only feasible for small K, since the number of computations scales with
aK if a is the overlap between the channels.
2.2

Relation to Density Estimation

The projection operators can be of various form, e.g., cos2 functions, B-splines, or
Gaussian functions [11]. The channel representation can be used in
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diﬀerent contexts, but typically it is applied for associative learning [12] or
robust smoothing [13].
In context of robust smoothing it has been shown that summing B-spline
channel vectors of samples from a stochastic variable ξ results in a sampled
kernel density estimate of the underlying distribution p(ξ):
E{p} = E{[Fn (ξ)]} = (B ∗ p)(n) .

(3)

The global maximum of p is the most probable value for ξ and for locally symmetric distributions, it is equivalent to the maximum of B ∗ p. The latter can be
approximately extracted from the channel vector p using an implicit B-spline
interpolation [13] resulting in an eﬃcient semi-analytic method. The extraction
of the maximum can therefore be considered as a functional inverse of the projection onto the channels.
In what follows, we name the projection operation also channel encoding and
the maximum extraction channel decoding. In [14], advanced methods for channel
decoding have been considered, which even allow the reconstruction of a complete
density function. In this paper we concentrate on linear B-splines (B1 -kernels),
such that no preﬁltering according to [15] is necessary, and we just apply ordinary
linear interpolation.
2.3

P-Channels

The idea of P-channels [16] is borrowed from projective geometry where homogeneous coordinates are used to represent translations as linear mappings
and where vectors are invariant under global scalings. The P-channels are obtained by dropping the requirements for real-valued and smooth basis functions for channel representations. Instead, rectangular basis functions, i.e.,
ordinary histograms, are considered. Since rectangular basis functions do not
allow exact reconstruction, a second component which stores the oﬀset from
the channel center is added. As a consequence, the channels become vectorvalued (boldface letters) and the channel vector becomes a matrix (boldface
capital).
A set of 1D values fj is encoded into P-channels as follows. Without loss
of generality the channels are located at integer positions. The values fj are
accounted respectively to the channels with the center [fj ], where [fj ] is the
closest integer to fj :



f −i
δ(i − [fj ]) j
pi =
,
(4)
1
j

where δ denotes the Kronecker delta. Hence, the second component of the channel vector is an ordinary histogram counting the number of occurrences within
the channel bounds. The ﬁrst component of the channel vector contains the
cumulated linear oﬀset from the channel center.
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Let fj be a K-dimensional feature vector. The P-channel representation of a
set of vectors (fj )j is deﬁned as



fj − i
δ(i − [fj ])
,
(5)
pi =
1
j

where i is a multi-index, i.e., a vector of indices (i1 , i2 , . . .)T , and [f ] means
([f1 ], [f2 ], . . .)T .
The main advantage of P-channels opposed to overlapping channels is the
linear increase of complexity with growing number of dimensions. Whereas each
input sample aﬀects aK channels if the channels overlap with a neighbors, it
aﬀects only K + 1 P-channels. Hence, P-channel representations have a tendency
to be extremely sparse and thus fast to compute.

3

Object Recognition Based on P-Channels Matching

The new contributions of this paper are: the special combination of image
features, cf. Sect. 3.1, the conversion of P-channels to B1 -spline channels, cf.
Sect. 3.2, and the matching scheme according to the Kullback-Leibler divergence, cf. Sect. 3.3.
3.1

Feature Space

The feature space is chosen in an ad-hoc manner based on the following requirements:
–
–
–
–
–
–

Fast implementation
Include color information
Intensity invariance for a certain interval
Inclusion of geometric information
Stability
Robustness

The ﬁrst three requirements motivate the use of hue h and saturation s instead
of RGB channels or some advanced color model. The value component v, which
is not included in the feature vector, is used to derive the geometric information. Stability requirements suggest a linear operator and robustness (sensible
behavior outside the model assumptions) induces a simple geometric descriptor.
Therefore, we use an ordinary gradient estimate to determine the local orientation in double-angle representation, cf. [17]:
θ = arg((∂x v + i∂y v)2 ) .

(6)

The feature vector is complemented with explicit spatial coordinates, such
that the ﬁnal vector to be encoded is ﬁve-dimensional: hue, saturation, orientation, x-, and y-coordinate. For each image point, such a vector is encoded into
P-channels, where we used up to 8 channels per dimension. Note in this context that periodic entities (e.g. orientation) can be encoded in exactly the same
way as linear ones (e.g. x-coordinate). Only for the conversion to overlapping
channels (see below), the periodicity has to be taken into account.
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Computing Overlapping Channels from P-Channels

In this section, we describe a way to convert P-channels into B1 -spline channels
with linear complexity in the number of dimensions K. This appears to be surprising at ﬁrst glance, as the volume of non-zero channels seems to increase by a
factor of 2K . This is surely true for a single channel, but in practice data clusters,
and the overlapping channels result in making the clusters grow in diameter. As
the cluster volume has a linear upper bound, cf. [16], and since isotropic clusters
grow sub-linearly with the diameter, one can easily ﬁnd an upper linear bound.
This is however not true for very ﬂat clusters, i.e., clusters which have nearly
zero extent in several dimensions.
The eﬃcient computational scheme to obtain linear B-spline channels is based
on the separability of the K-D linear B-spline, i.e., the multi-linear interpolation.
We start however with a short consideration of the 1D case: Two neighbored
P-channels correspond to the local constant (h1 , h2 ) respectively linear (o1 , o2 )
kernels in Fig. 1. Combining them in a suitable way results in the linear B-spline:

h1

1

1

h2

B1

0.5
o1
−1

o2

0

1

−1

0

1

−0.5

Fig. 1. Left: basis functions of two neighbored P-channels. Right: B1 -spline.

B1 =

h1 + h2
+ o1 − o2 .
2

(7)

The histogram components are averaged (2-boxﬁlter) and the oﬀset components
are diﬀerentiated (diﬀerence of neighbors), which implies also a shifting of the
grid by 1/2. Consequently, non-periodic dimensions shrink by one channel. For
periodic dimensions, one has to replicate the ﬁrst channel after the last before
computing the B1 -channels and the number of channels remains the same.
In order to convert multi-dimensional P-channels into multi-linear kernels,
the histogram components have to be convolved with a multi-dimensional 2boxﬁlter, which can be separated into 1D 2-boxﬁlters. Each oﬀset component
has to be convolved with the corresponding gradient operator and 2-boxﬁlters
for all other dimensions than the one of the oﬀset. This can be considered as a
kind of div computation known from vector ﬁelds.
The resulting channel representation is identical to the one obtained from
directly computing an overlapping channel representation with B1 -functions, if
the underlying distribution of the data is locally independent. By the latter we
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mean that for each B1 -function support, the distribution is separable. In practice
this means that the equality only holds approximately, but with the beneﬁt of a
much faster implementation. The ﬁnal result is a sampled kernel density estimate
with a multi-linear window function.
3.3

Matching of Densities

There are many possible ways to measure the (dis-) similarity of densities. In the
standard linear framework, one could apply an SVD to the matrix of all densities
in order to obtain the pseudoinverse. This method has the advantage of being the
central step in any type of least-squares estimation method, e.g., if the aim is to
extract not only the object type but also a pose interpolation. Unfortunately, we
are not aware of any SVD algorithms which exploit and maintain the sparseness
of a matrix, i.e., the computation becomes fairly demanding.
Until recently, we were not aware of the method for incremental SVD computation [18], and hence, we based our implementation below on the ordinary
SVD. This means that our SVD-based recognition method cannot be used in a
scenario with online learning, as e.g., in a cognitive system, but it is well suited
for partly controlled environments where pose measurements are required, e.g.,
scene registration for augmented reality.
Same as the SVD, an ad hoc choice of (dis-) similarity measure as, e.g., the
Euclidian distance, does not constrain the comparisons of prototype p and query
q to be based on non-negative components. Due to the special structure of the
problem, namely to compare estimates of densities, we believe that the KullbackLeibler divergence

pj
pj log
(8)
D(p, q) =
qj
j
is most appropriate, as it combines maintaining sparseness, incremental updating, and non-negativity. In order to speed up the matching, one can precompute
the terms that only depend on p, i.e., the negative entropy of p:

pj log pj ,
(9)
−Hp =
j

such that the divergence can be computed by a scalar product:
D(p, q) = −Hp − p| log q .

(10)

All involved logarithms are typically regularized by adding an ε > 0 to p respective q.

4

Recognition Experiments

In this section we present two experiments, one quantitative using the COIL
database and reporting the ROC curves, and one qualitative experiment for
scene registration.
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Experiment on Object Recognition

The learning set for this experiment consists of 12 poses for each object from
the COIL database. The test set consists of the remaining 60 views for each
object, 6000 altogether. We evaluated the recognition based on three diﬀerent
feature sets: RGB colors (for comparison with [4]), orientation only (according
to (6)), and the complete feature set described in Sect. 3.1. For each of these
three recognition problems, we applied two diﬀerent matching schemes: The one
using SVD and the one using (10).
For each of the six combinations, we computed the ROC curves (Fig. 2) and
their integrals, cf. Tab. 1.
Table 1. Results for object recognition (COIL database), using Kullback-Leibler divergence (KLB) and SVD. Three diﬀerent features: orientation θ, RGB, and hue, saturation, orientation (hsθ).
Method
KLD, θ
SVD, θ
KLD, RGB
SVD, RGB
KLD, hsθ
SVD, hsθ

ROC integral
0.9817
0.9840
0.9983
0.9998
0.9939
1.0000

As it can be seen from the ROC curves and the integrals, the SVD performs
marginally better than the KLD matching, both though close to the ideal result.
However, we have not tried to improve the matching results by tuning the channel
resolutions. We have ﬁxed the resolutions by experience and practical constraints
before the experiment was started. The number of P-channels is kept constant
in all experiments.
4.2

Experiment on Scene Recognition

The task considered in this experiment was to ﬁnd the view to a scene with
the most similar view angle, using a ﬁsheye lens. A ﬁrst run was made on real
data without known pose angles, i.e., the evaluation had to be done by hand. A
second run was made on synthetic data with known pose angles. Example views
for either experiment can be found in Fig. 3.
In either case, recognition rates were similar to those reported for object
recognition above. A true positive was only reported if the recognized view had
an angle close to the correct one, either by inspection (real data) or measured
against the accompanying XML data (synthetic data). It virtually never happened that two false responses were generated in a row, which means with a
one-frame delay, the scene is reliably registered.
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Fig. 2. ROC curves (semi logarithmic scale) for the six experiments described in the
text. Index 1 refers to orientation only, index 2 to RGB, and index 3 to hsθ.

Fig. 3. Examples for ﬁsheye images (scene registration). Left: real ﬁsheye image. Right:
synthetic image.

5

Conclusion

We have presented a novel approach to object recognition and scene registration
suitable for real-time applications. The method is based on a sampled kernel
density estimate, computed from the P-channel representation of the considered
image features. The density estimates from the test set are classiﬁed according
to the SVD of the training set and according to the Kullback-Leibler divergence.
Both methods result in nearly perfect ROC curves for the COIL database, where
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the SVD approach performs slightly better. The divergence-based method is
however suitable for online learning, i.e., adding new views and / or objects on
the ﬂy.
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Abstract. This paper introduces a new concept within shadow segmentation for usage in shadow removal and augmentation through construction of a multiplicity alpha overlay shadow model. Previously, an image
was considered to consist of shadow and non-shadow regions. This makes
it diﬃcult to seamlessly remove shadows and insert augmented shadows
that overlap real shadows. We construct a model that accounts for sunlit,
umbra and penumbra regions by estimating the degree of shadow. The
model is based on theories about color constancy, daylight, and the geometry that causes penumbra. A graph cut energy minimization is applied
to estimate the alpha parameter. Overlapping shadow augmentation and
removal is also demonstrated. The approach is demonstrated on natural
complex image situations. The results are convincing, and the quality
of augmented shadows overlapping real shadows and removed shadows
depends on the quality of the estimated alpha gradient in penumbra.
Keywords: shadow segmentation, graph cuts, augmented reality.

1

Introduction

The methods that are investigated in this paper are part of an idea to augment
real images with virtual objects. If these have to look believable their shadows
must look like the real shadows. For this purpose the light sources must be known
and they can be estimated by detecting the real shadows. It is also necessary to
know the degree of shadow for any given pixel, otherwise augmented shadows
will stack upon real shadows.
There are many applications that beneﬁt from shadow detection. For example
segmentation of foreground objects without obstruction from shadows, classiﬁcation of e.g. faces with shadows that could make it diﬃcult to ﬁnd the best
match, and extraction of illumination such as light source direction and color.
We want to ﬁnd a model that can be used for shadow segmentation as well as
shadow synthesis.
Our aim is to make a purely pixel driven method which works on single images
in un-augmented scenes with no geometric knowledge about the scene. However,
we will assume outdoor illumination.
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 918–927, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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State of the Art

Salvador [1] distinguished between cast shadows (onto the ground plane) and
self shadow. The detection relied on the edge image of a linearized chromaticity
image. They considered dark pixels a-priori to be shadows and corrected this
belief using heuristics concerning the edges of the real image and edges of the
chromaticity image. This worked well in images with controlled simple geometry. It was tested with still images (of fruit) and video (moving people and
cars).
Madsen [2] described shadows as an RGB alpha overlay. It is not just a black
layer with an alpha channel, because the shadows are not only darker versions
of the illuminated areas, but there is a change of hue, caused by the diﬀerence
in hue between direct and ambient light. There is a ﬁxed alpha for any given
region. α can be described as the degree of shadow and the overlay color relates
to the the tonal and intensity change of the shadow. Furthermore, shadows are
characterized as full shadow, umbra, and half shadow penumbra, assuming only
one light source. Multiple light sources would generate more complex grades of
shadow regions.
Finlayson [3] takes advantage of planckian light and retinex theory. Assuming
a single direct light source and another ambient light (diﬀerent hue) computes
a 1-d invariant image from the known path (illuminant direction) the shadow
imposes on a 2-d log-ratio chromaticity plot. Note that ambient occlusion and
surface normal direction is not taken into account in this model. The known
path/oﬀset is to be pre-calibrated. The edge maps of this invariant image can
be used just like in [1] or to set a threshold in a retinex path. The results
were images that looked ﬂat and unsaturated with attenuated shadows and blur
around the boundaries. The detected boundaries were high quality. Later an
automatic initialization was developed using entropy minimization [4].
Cheng Lu [5] continued Finlayson’s work using graph cuts for optimizing the
shadow mask. Their method ﬁnds a binary shadow mask and use the illumination invariant chromaticity transform [3] as a static clue for computation of
the capacities of the capacities in the graph model. They do not use any data
term but considered the brightness changes in the means of windows around the
supposed shadow edges as well as the chromaticity ”shift” caused by the illumination color. It is not tested for diﬃcult scenes and it does require knowledge of
log illumination direction.
Previous work segmented shadows as a binary mask and used the edges as
clues. They tested their algorithms in simplistic setups and had strict requirements to their cameras. We will use an α-overlay shadow model based on Finlayson’s color theory, which is the most versatile approach. Our model must be
invertible so that it can be used to generate shadows and to remove shadows.
The degree of shadow should be adjustable through the α-parameter. The color
theory does not explain what happens in the penumbra region. In the following
the main theory is presented (for more detail refer to [3]) and the penumbra
region is investigated. Followed by a graph cut algorithm for estimation of the
α-channel for a series of natural images.
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Methods

The color of a surface in full shadow is assumed to be a product of its color in
sunlight and a ﬁxed shading factor [6]:
⎤ ⎡
⎤
αRsun
Rshad
⎣ Gshad ⎦ = ⎣ βGsun ⎦
Bshad
γBsun
⎡

(1)

This relation holds for all pixels in the image. It follows from this generalization that in log chromaticity space there is an illumination direction vector
added to the sunlit pixel, because log(a ∗ b) = log(a) + log(b). See ﬁgure 1. However, it will be necessary to be able to weight the shading eﬀect by an alpha in
the penumbra areas. The left side shows the illumination direction in log chromaticity space shows the direction that a surface color changes in the 2-d plot
when the color temperature changes from sun to shadow. It follows a straight
line. Surface 1 (S 1 ) is plotted in sun and shadow (umbra). We extend the model
to account for varying degrees of shadow. Surface 2 (S 2 ) is plotted in sun, half
shadow (penumbra), and shadow (umbra). However, tonal changes from ambient
occlusions and inter-reﬂections do not follow the straight line. Ambient occlusions adjusts the color towards [0, 0], while inter-reﬂections ajdusts the color
toward the chromaticities of the reﬂecting surfaces.
The right side (in ﬁg. ﬁgure 1) shows the geometry that causes umbra and
penumbra regions and how our α overlay model should respond to those regions
(shown at the bottom of the ﬁgure). In the sun α = 0 and in the shadow α = 1,
and the in penumbra region α is proportional to the visible area of the sun,
hence an S-shaped curve1 . In the corner at the ﬁrst box is a situation where
the shadow becomes darker because the hemisphere is less accessible from those
locations. This is not accounted for in the model.

Sun

B

B

umbra

R
G

umbra

penumbra

ε−

umbra
penumbra

penumbra

1
0

Fig. 1. [Left] 2-d log chromaticity space and illumination direction. [Right] Geometry
causing penumbra and umbra. − denotes ambient occlusion, which is not handled by
the theory.
1

For more detailed explanation [7]
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The shadow model has two main tasks: 1. Shadow Augmentation for which the
shadow region as a function of the sunlit region is needed. 2. Shadow Removal for
which the sunlit region as a function of the shadow region is needed. The following
model takes advantage of the relationship described in equation 1. It is adapted
to control the degree of shadow with α in equation 2 (for each pixel p).
ρshad
= (1 − S(α)Ok )ρsun
k
k ,

k = R, G, B

(2)

The model is easily inverted to represent ρsun (also called ”shadow free image”) as a function of α and ρshad . The S-shaped proﬁle is modeled by a sigmoid
function (S) in eq. 3.
S(α) = (

1
− b) ∗ a
(1 + e−(α−0.5)∗6.6̄ )

(3)

Scaling factors a = 1.074 and b = −0.0344 were chosen such that S(α) = 0
when α = 0, and S(α) = 1 when α = 1.
The only initialization consists of ﬁnding the overlay color. The notation of the
following investigation of optimal overlay color (O = {or , og , ob }) is simpliﬁed:
The surface color (albedo) will be denoted A. The irradiance from the sky will
be Esky and the irradiance from the sun will be Esun . We consider a sunlit pixel
to be A(Esky + Esun ) and an umbra pixel to be AEsky . Furthermore, ambient
occlusion and sunlight direction is assumed to be ﬁxed at zero.
AEsky = (1 − αmax O)A(Esky + Esun )
O=

(1 −

AEsky
A(Esky +Esun ) )

αmax

=

(1 −

(4)

Esky
Esky +Esun )

αmax

where αmax = 1. We conclude that O is an umbra pixel divided by its corresponding sunlit pixel.
2.1

Estimation of α Via Graph Cuts

We treated the α estimation as a piecewise smooth labeling problem. An energy
function would be minimized using graph cuts. If an energy function can be
described as binary variables with regular energy terms with robust metrics, it
is fast to ﬁnd a strong local minimum [8] if the energy terms are regular.
The α channel of the overlay was estimated through α-expansions (thus reducing the problem to binary labels). For natural conditions where the illumination
and camera settings are not ﬁxed, it is not desirable to rely on pre-calibration of
the camera that requires ﬁxed settings for all images. We wish to ﬁnd an initialization for the algorithm that is tailored for the image at hand without knowledge
of the camera parameters. This process should be automatic, but at this stage
the color of the overlay was given by manual initialization by handpicking a
sunlit surface and its shadow counterpart. The mean red, green, and blue for
each region was computed and the overlay color was given by 1 − μshadow /μsun
as in equation 4.
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The graph construction is given in [8]. The energy terms for the total energy
(equation 5) remains to be deﬁned. There were a number of ideas how to use
the data term and the simplest method is to use a constant, because there is no
way to tell if a given pixel is shadow. A sunlit black matte surface is darker than
most bright surfaces in shadow. We construct the energy implementing three
assumptions: 1. Piecewise smoothness as the standard smoothness term (V ), 2.
Attenuation. Reward α cuts such that shadow edge attenuation occurs (A), and
3. Legality. Punish illegal α cuts that creates edges that were not present in the
original photo (L).
E(f ) = w− V p,q (f ) + w+ Ap,q (f ) + w− Lp,q (f )

(5)

where E(f ) is the total energy of the conﬁguration f of all variables (pixels).
The terms are weighted by w+ = |p − q| or w− = Nmax + 1 − |p − q|. Nmax is
the maximum |p − q|.
In addition some heuristics about chromaticity edges was used. The overlay
color (O) corresponds to the illumination direction vector in [3](d eq. 6). All
edges between pixels (p and their neighbors (qb ) the direction from the log chromaticity plot (ip , eq. 7) of the lightest pixel (i+ ) to the log chromaticity plot
of the darkest pixel(i+ ) are found as chromaticity edges (dpq = i− − i+ ). Then
the diﬀerence between the illumination direction vector (d) and the chromaticity
edge was found (eq. 8). If an intensity edge (δi = |i(p) − i(q)|) between p and q
was over a certain threshold (Ti ) and the diﬀerence from the illuminant direction
was under a certain threshold (Ta ) then it was considered a shadow edge. This
information was stored in a multi-layered shadow edge image. Each layer (bit)
represented a neighborhood. Bit b for pixel p was set if pixel p in neighbor pixel
qb was labeled as a shadow edge.


1 − Ok
dk = log
k = r
(6)
1 − Or


ρshad (p)k
k = r
(7)
ip k = log
ρshad (p)r


d × dpq
ISE (pb ) = (δi > Ti )&
(8)
< Ta &(d • dpq > 0)
|d||dpq |
The resulting shadow edge image was morphologically dilated (bitwise) as to
smoothen the penumbra regions. This allowed for a lower angle threshold (Ta )
and made the window based sampling used in [5] unnecessary.
Pott’s energy term (eq. 9) was used as a global smoothness term (V ) and is
applied for all p, q in the neighborhood of N .

0 , if f (q) = f (p)
Vp,q∈N (f (p), f (q)) =
(9)
λ , if f (p) = f (q)
The attenuation term was applied where shadow edges (in ISE ) were detected.
The energy was given by the absolute diﬀerence between the neighboring pixels
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in the estimated shadow free image (inverted equation 2) without the use of
window sampling unlike [5].
Ap,q∈N ∩ISE (f (p), f (q)) = min(0, |ρsun (p) − ρsun (q)|max − K)

(10)

where ρsun (p) and ρsun (q) are the reconstructed shadow free image at pixels p
and q given a labeling f(p) and f(q).
This smoothness term is not a regular metric at the shadow edges, so it is
made regular through truncation. When building the graph, regularity is tested
(A(1, 0) + A(0, 1) ≥ A(0, 0) + A(1, 1)). When it is not regular, the energies are
manipulated in such a way that the information given by the shadow edge is still
maintained while A(1, 0) + A(0, 1) = A(0, 0) + A(1, 1).
Improbable alpha cuts are punished by the mean gradient of the color bands
|ρsun (p) − ρsun (q)|μ in eq. 11.

0
, if f (p) = f (q)
Lp,q∈N (f (p), f (q)) =
(11)
|ρsun (p) − ρsun (q)|μ , if f (p) = f (q)
To avoid problems with soft edges a neighborhood system that resembles
pyramid scale space jumps was used. It was based on a 4-connected neighborhood
(having two neighborhood relations; x − 1 and y − 1) and was extended to 4layers by adding neighborhood relations at −2, −4, and −8. This should cover
soft shadow edges 8 pixels wide. If the penumbras are wider than that, more
layers can be added (−16, etc.).
V and L are weighted inverse to the distance because the farther away a
neighbor is, the more likely it is that it is not supposed to be smooth. A is
weighted more if the neighbor is far away in order to maximize the inner shadow
degree of the shadow region with a broad penumbra.
Neighboring surface colors that are mapped into the same constellation in the
chromaticity plot will be a source for error in the method.
2.2

Augmentation

It is easy to augment shadows once the initial shadow degree (α0 ) and its corresponding shadow free image is known. A new soft shadow region (αj , j > 0) is
constructed by choosing the geometric shape of the shadow. There should be a
linear slope from 0 to 1 through penumbra. The new region should be added to
the initial shadow region.
αaug = min(1, α0 +

αj )

(12)

j∈A

where αaug is the augmented alpha map and A is the set of regions (A =
{a1 , a2 , .., aN }) that should be included in the augmented alpha map.
To remove a region of shadow it can simply be subtracted.
αaug = max(0, α0 −

αl )
l∈D

(13)
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where D is the set of regions (D = {d1 , d2 , .., dN }) that should be deleted in the
augmented alpha map.
In the experiment the augmenting shadow regions were constructed by painting shadows using the mouse to add or subtract a pyramid shape where the
mouse pointer was. It is easy to ﬁnd connected shadow pixels using traditional
connected pixels labeling algorithm on the alpha map and delete entire shadow
regions by pointing out individual regions.

Fig. 2. Results trying to remove the shadow from a synthetic shadow image. [Left] Image (top) and detected shadow edges (bottom). [Middle] Estimated shadow free image
(top) Estimated α (bottom) Black is α = 0 and white is α = 1. [Right] Augmented
shadow image.

3

Results

The test was performed using Ti = 10, Ta = 0.5, dilation 5x5 structural element. K = 255 and the α resolution is 10 degrees of shadow. Shadow estimation
ﬁgures consists of four sections: (left-top ) The Image. (Left bottom) detected
shadow edges. (right top) Estimated shadow free image. (right bottom) Estimated shadow degree. Black is no shadow and white is full shadow (umbra).
Anything in between is penumbra. The linear professional camera was Canon
EOS-1D Mark II. Images were stored in RAW format and converted into 24 bit
bitmaps.
Figure 2 shows a synthetic image that resembles three squares of a Macbeth
color checker pattern. The shadow (on top) is generated with the sigmoid shadow
model. The overlay color was chosen from the mean of the shadow area and the
mean of the sun area. The algorithm is applied to estimate the shadow degree
and reconstruct the shadow free image. The algorithm is not cheated by the
near-black albedo. When the shadow was estimated, some of the shadow was
erased and new shadow was augmented on top of the old shadow.
Figures 3 through 4 shows natural examples captured by a linear professional
camera in RAW format converted to 8bit per channel bitmap images. They are
typical images with concrete and grass surfaces. The result is not very sensitive
to lambda (ﬁg. 3). The grass is not really diﬀuse surfaces, but the results are
good anyway. Windows are very diﬃcult. Especially when they reﬂect something
in shadow, but is it really a false positive when this is estimated as shadow? The
same question stands for the dark bottom of a cloud in ﬁg. 4. The windows also
cause gross inter-reﬂections, causing an increase of light in both shadow and
sunlit regions.
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Fig. 3. Professional camera. RAW converted into bitmap. Manual settings. [Left] Low
lambda (λ = 1). [Middle] Higher lambda (λ = 3). The photographers leg is segmented
as full shadow, but the shadow from the small thin pole in front of the blue container is deleted by the over-smoothed non shadow region. [Right] The shadow of the
photographer has been removed.

Fig. 4. Professional camera. RAW converted into bitmap. Manual settings.

Fig. 5. Holiday photos. JPG compression. Automatic Settings.

The overlay color was optimally chosen from a neutral surface with little hue
such as road or pavement when applicable. In ﬁg. 4(right) the grass was used for
initialization.
Figure 5 shows results from holiday photos captured by a consumer camera
(Minolta Dimage 414). JPG compressed and automatic settings regarding white
balance, focus, exposure, and shutter. Figure 5(right) was initialized diﬀerently
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(a)

(b)

(c)

(d)

Fig. 6. (a,c,d) Our algorithm used on images from [3][6]. Screendumps from PDF
papers, JPG compressed. (b) Seamless erased and augmented shadows.

from the others to see how it worked; the underexposed jacket was used. The
result was good despite this bad initialization.
Figure 6 shows results on images from [3][6] for comparison. It shows clearly
that our method yields more natural looking results; near perfection when the
shadow degree is found correctly. Ti = 30 in ﬁg. 6(a) otherwise the high frequency
texture was obstructive. The lower right corner of the bridge image shows that
the shadow degree is underestimated when penumbra is too wide for the neighborhood system to cover.

4

Conclusions

Our contribution estimates a mask of arbitrary levels of shadow for a variety
of natural conditions. The model was usable for augmentation and removal of
shadows in natural images. The theoretical limitation of the model is that it
is constrained to diﬀuse surfaces and takes no account for ambient occlusion
and surface normals. However, qualitatively the method estimates the degree
of shadow such that it eﬃciently minimizes the error from these limitations.
Better approximization would require the overlay color not to be ﬁxed. The
results in this paper was based on manual initialization of overlay color. However,
ongoing research using gaussian mixtures ﬁtted to the log chromaticity plot
in combination with the entropy minimization method in [4] shows promising
results for future research. High frequency texture is a potential problem, which
calls for chromaticity- and edge-preserving smoothing.

Graph Cut Based Segmentation of Soft Shadows

927

Acknowledgments
This research is funded by the CoSPE project (26-04-0171) under the Danish
Research Agency. This support is gratefully acknowledged.

References
1. Salvador, E., Cavallaro, A., Ebrahimi, T.: Cast shadow segmentation using invariant
color features. Comput. Vis. Image Underst. 95(2), 238–259 (2004)
2. Madsen, C.B.: Using real shadows to create virtual ones. In: Bigun, J., Gustavsson,
T. (eds.) SCIA 2003. LNCS, vol. 2749, pp. 820–827. Springer, Heidelberg (2003)
3. Finlayson, G.D., Hordley, S.D., Drew, M.S.: Removing shadows from images. In:
Heyden, A., Sparr, G., Nielsen, M., Johansen, P. (eds.) ECCV(4) 2002. LNCS,
vol. 2353, pp. 823–836. Springer, Heidelberg (2002)
4. Finlayson, G.D., Drew, M.S., Lu, C.: Intrinsic images by entropy minimization.
In: Pajdla, T., Matas, J., eds.: In: Proc. 8th European Conf. on Computer Vision,
Praque. pp. 582–595 (2004)
5. Lu, C., Drew, M.S.: Shadow segmentation and shadow-free chromaticity via markov
random ﬁelds. In: IS&T/SID 13th Color Imaging Conference (2005)
6. Finlayson, G.D., Hordley, S.D., Drew, M.S.: Removing shadows from images using
retinex. In: Color Imaging Conference, IS&T - The Society for Imaging Science and
Technology pp. 73–79 (2002)
7. Nielsen, M., Madsen, C.B.: Segmentation of soft shadows based on a daylight- and
penumbra model. In: Gagalowicz, A., Philips, W. (eds.) Proceedings of Mirage 2007,
Springer, Heidelberg (2007)
8. Kolmogorov, V., Zabih, R.: What energy functions can be minimized via graph cuts?
IEEE Trans. Pattern Anal. Mach. Intell. 26(2), 147–159 (2004)

Shadow Resistant Direct Image Registration
Daniel Pizarro1 and Adrien Bartoli2
1

Department of Electronics, University of Alcala,
Esc. Politecnica, 28871 Alcala de Henares, Spain
pizarro@depeca.uah.es
2
LASMEA, Blaise Pascal University,
24 avenue des Landais, 63411 Aubiere, France
adrien.bartoli@univ-bpclermont.fr

Abstract. Direct image registration methods usually treat shadows as
outliers. We propose a method which registers images in a 1D shadow
invariant space. Shadow invariant image formation is possible by projecting color images, expressed in a log-chromaticity space, onto an ‘intrinsic
line’. The slope of the line is a camera dependent parameter, usually obtained in a prior calibration step. In this paper, calibration is avoided by
jointly determining the ‘invariant slope’ with the registration parameters. The method deals with images taken by diﬀerent cameras by using
a diﬀerent slope for each image and compensating for photometric variations. Prior information about the camera is, thus, not required. The
method is assessed on synthetic and real data.
Keywords: Direct Registration, Shadow Invariant, Photometric Camera
Calibration.

1

Introduction

The registration of image pairs consists in ﬁnding the transformation that best
ﬁts two images. That has been a key issue in computer vision, robotics, augmented reality and medical imagery. Although it was thoroughly studied in the
past decades, there remain several open problems. Roughly speaking, there are
two kinds of approaches: direct and feature based methods. The formers rely
on ﬁducial points described by local properties, which allows matching despite
geometric and photometric transformations. The geometric registration is thus
formed by minimizing an error between the ﬁducials position expressed in pixels.
As opposed to the local approach, direct methods use pixel discrepancy as a registration error measure. The brightness constancy assumption states that pixel
values are equivalent under the sought after transformation. The warp relating
two images consists of some geometrical transformation (e.g. an homography or
an aﬃne transformation) and some photometric model (e.g. channel intensity
bias and gain or full aﬃne channel mixing).
One of the main problems that arises in direct methods is the existence of
partial illumination or shadow changes in the scene to register. In such cases,
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 928–937, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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the brightness constancy assumption is violated. This paper addresses the problem of directly registering such kind of images. Our proposal is based on expressing the error in a transformed space diﬀerent from the usual one based
on image intensities. In this space which is onedimensional the change of illumination or shadows are removed. This invariant space is governed by a single
parameter which is camera-dependent and deﬁnes a transformation between the
log-chromaticity values of the original RGB image and the invariant image. We
propose a method for jointly computing the sought after geometric registration
and the parameters deﬁning the shadow invariant space for each image.
Paper Organization
We review previous work and give some background in §2. In §3 we state our
error function and give an algorithm for eﬀectively registering images in §4.
Results on synthetic and real images are presented in §5. Finally, conclusions
are presented in §6.

2

Previous Work

The content of this section is divided into two major parts. First, some previous
work about direct image registration is brieﬂy described. The general approach
and the most common problems are described. Secondly, some background on
color image formation is presented, necessary for describing the process of shadow
invariant image formation, which is ﬁnally stated.
2.1

Direct Image Registration

The registration of two images is a function P, which models the transformation
between a source image, S and a target image T over a region of interest R.
Function P(T (q), q; φ) is parametrized by a vector φ composed of geometric and
photometric parameters in the general case.
The error function to be minimized make is the sum of square diﬀerences of
intensity values, over the parameter vector φ.
The problem is formally stated as:

S(q) − P(T (q), q; φ)2 .
(1)
min
φ

q∈R

A linearization of each residual, which allows to solve it in an iterative Linear
Least Square fashion, was popularized by the Lucas-Kanade algorithm [1]. There
exist remarkably fast approaches for warps functions forming groups. It is known
as the Inverse Compositional algorithm [2] and it has been successfully applied
with geometric transformations and in [3] an aﬃne photometric model is also
included.
The presence of shadows or illumination changes aﬀect the applicability of
equation (1), producing registration errors or divergence in the algorithm. There
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exist plenty of proposals in the literature to extend the direct registration with
a certain grade of immunity against perturbations. The most common approach
is to mark shadow areas as outliers. The use of robust kernels inside the minimization process [4] allows the algorithm to reach a solution. Other approaches
try to model the shadows and changes of illumination. In [5] a learning approach
is used to tackle illumination changes by using a linear appearance basis.
2.2

Background on Color Image Formation

We present the physical model used to describe the image formation process. The
theory of invariant images is described later in terms and under the assumptions
stated below.
We consider that all the surfaces are lambertian, that the lights follow a
planckian model and that the camera sensor is narrow-band. The RGB color
obtained at a pixel is modeled by the following physical model:
ρk = σS(λk )E(λk , T )Qk δ(λ − λk ) k = 1, 2, 3,

(2)

where σS(λk ) represents the surface spectral reﬂectance functions times the
lambertian factor. The term Qk δ(λ − λk ) represents the sensor spectral response
function for each color channel k centered at wavelength λk . E(λk , T ) is the
spectral power distribution of the light in the planckian model. This is modeled
by the following expression:

−c2
E(λ, T ) = Ic1 λ(−5) e T λ
(3)
This model holds for a high rank of color temperatures T = [2500o, 10000o].
The term I is a global light intensity and the constants c1 and c2 are ﬁxed.
According to this model, the value obtained by the camera at any pixel ρk is
directly obtained by:

−c2
ρk = σIc1 (λk )−5 e T λk S(λk )Qk .
(4)
2.3

Shadow Invariant Image Theory

The transformation which allows invariant image formation is based on the original work of [6] in which a method for obtaining an illumination invariant, intrinsic image from an input color image is developed . The method relies on the
above presented image formation model, based on the assumption of lambertian
surfaces, narrow-band sensors and planckian illuminants.
Given the three channel color components ρ = (ρ1 , ρ2 , ρ3 ) described in (4),
the logarithm of chromaticity ratios are formed.
 
ρ1
X1 = log
= log(s1 /s3 ) + (e1 − e3 )/T
ρ3
(5)
 
ρ2
= log(s2 /s3 ) + (e2 − e3 )/T,
X2 = log
ρ3
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where ek = −c2 /λk only depends on camera spectral response and not on the
(−5)
surface and sk = c1 λk S(λk )Qk does not depend on color temperature T .
The pair of values X1 and X2 lie on a line with direction vector ē = (e1 −
e3 , e2 − e3 ). Across diﬀerent illumination temperature T , vector X = (X1 , X2 )
moves along the line.
An illumination invariant quantity can be formed by projecting any vector X
onto the orthogonal line deﬁned by ē⊥ = (cos(θ), sin(θ)). Therefore, two pixels
from the same surface viewed under diﬀerent illuminations get projected at the
same place.
To reduce the arbitrary election of the chromaticity ratios, in [6], is proposed
a method to use the geometrical mean (ρ1 ρ2 ρ3 )(1/3) of the three channel values
as denominator. A vector of three linearly dependent coordinates is obtained.
By choosing a proper decomposition, a twodimensional equivalent vector X is
obtained that preserve the essential properties of equation (5).
The transformation L is simply obtained by projecting vector X onto the
invariant line parametrized by its slope angle θ:
L(ρ, θ) = X1 (ρ) cos(θ) + X2 (ρ) sin(θ)

(6)

This transformation, as it has been previously stated, represents the mapping
between a color image and its corresponding shadow invariant representation.
By explicitly describing the whole color image S as an input in (6), the result of
L(S, θ) is a 1D shadow invariant image. The transformation is therefore global
so it does not depend on pixel position q ∈ 2 , but only on its color value.
The slope angle θ of the invariant line only depends on camera spectral properties, so it varies across diﬀerent cameras. In [6] it is presented a method to
obtain the slope by a calibration step using a color pattern or by a set of preregistered images from the same camera under illumination changes. In [7] an
autocalibration approach is presented by ﬁnding the slope for which the entropy
of the invariant image is minimum. The later method is proved to be capable to
ﬁnd the correct slope with only one image.
The entropy based method unless simple and powerful requires images in
which remarkable shadow areas are present. In the case of images in which the
change of illumination is global and no shadow is present, the method is not able
to produce the correct slope.

Ê

3

Joint Image Registration and Photometric Camera
Calibration

Image registration is proposed under invariant transformation L(S(q), θ), applied
to both the target and the source image.
The new cost function, is expressed as follows:

L(S(q), θ1 ) − L(P(T , q; φ), θ2 )2
(7)
min
φ,θ1 ,θ2

q∈R
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As previously stated, the slope parameter θ is, in general, diﬀerent in both
images (θ1 and θ2 ). According to the camera model, any change of illumination intensity and temperature will be discarded in the invariant image once
parameter θ is obtained. Therefore, in theory, P can only be geometrical.
The validity of (7) is based on the assumption that in diﬀerent cameras,
intrinsic images are comparable. However as is stated in this section, in general
such an hypothesis does not hold due to diﬀerences in camera response functions.
A photometric model is proposed for compensating such diﬀerences.
3.1

Camera Response Dependent Parameters

In this section it will be shown that besides the slope, between two cameras it is
of importance the inclusion of photometric parameters over RGB space so that
the invariant space of two images is directly comparable. Such parameters will
not try to compensate for global illumination as in previous attempts [3], but
instead they will represent a compensation between diﬀerent camera responses.
Multiple Gain Compensation. Assuming that each camera has similar spectral response, so that the values of λk are similar, the slope and surface reﬂectance will produce similar values. However for diﬀerent channel gains Qk the
log-chromaticity values are aﬀected.
It is thus reasonable to include multiple gains compensation ak per channel
for the target image before computing its log-chromaticity values:


ak ρk
(8)
Xk = log
= log(ak /a3 ) + log(ρk /ρ3 )
a3 ρ3
According to (6), the projection reduces the photometric compensation into
a one dimensional oﬀset dL .
 
 
ρ2
ρ1
cos(θ) + log
sin(θ) + dL ,
L(ρ, θ) = log
(9)
ρ3
ρ3
where dL = log(a1 /a3 ) cos(θ) + log(a2 /a3 ) sin(θ).
In the case where both cameras where diﬀerent by only constant gains, it
is still enough as a way to compensate camera responses, to compute a single
oﬀset.
Multiple gain and bias for each channel compensation. As stated in [8],
the real response for most digital cameras is not linear. Under certain range of
values we can consider that the camera response can be approximated by a gain
and bias function. The presence of bias over RGB represents a problem since the
assumption of the invariant line is no longer valid.
Adding bias and gain over RGB results in the following invariant representation:




ρ2 + b 2
ρ1 + b 1
(10)
cos(θ) + log
sin(θ) + dL .
L(ρ, θ) = log
ρ3 + b 3
ρ3 + b 3
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Where dL is the same commented in the multiple gain model, and bk are biases
added to color values.
The total number of required photometric parameters is four under the assumption that only one of the cameras suﬀer from the bias problem. In the case
that both images are suitable to be aﬀected, an extra bias model is introduced
for the source image. For such critical case the number of parameters is increased
to seven.
The new cost function, which includes photometric parameters (φ1p , φ2p ) in
source and target images, is presented:

L(S(q), θ1 , φ1p ) − L(P(T , q; φ), θ2 , φ2p )2
(11)
min1 2
φ,θ1 ,θ2 ,φp ,φp

q∈R

Besides the commented models, specially amateur cameras suﬀer from many
artiﬁcial perturbations which includes saturation boosting, channel mixing and
digital ﬁlters applied to the raw image sensed.

4

Minimizing the Error Function

In this section, the optimization process involved in obtaining image registration
and invariant space parameters is presented in details.
Given the more general expression (11), which includes a photometric model,
a Gauss-Newton approach is derived as an optimization method.
A ﬁrst order approximation of the warped image around current estimation of
parameters Φ = (φ, θ1 , θ2 , φS , φT ) is obtained. The residue in the error function is
also renamed by using two diﬀerent functions W1 and W2 depending on vector Φ.
The renamed cost function becomes:

W1 (S(q), Φ) − W2 (T (q), q, Φ)2 .
(12)
min
Φ

q∈R

The Gauss-Newton approximation is:

2
≈
W1 (S(q), Φ) − W2 (T (q), q, Φ) + (LW1 (q) + LW2 (q))ΔΦ2 ,

(13)

q∈R

where LW1 (q) and LW2 (q) represents respectively the ﬁrst derivatives of functions W1 and W2 . 2 is the residual error from the cost function to minimize.
The parameter increment ΔΦ is given by solving the following linear system:
EΦ ΔΦ = bΦ ,
where EΦ represents the approximated Hessian of the error function:

EΦ =
(LW1 (q) + LW2 (q))(LW1 (q) + LW2 (q))T .

(14)

(15)

q∈R

The right hand side of the linear system bΦ includes the error image:

bΦ =
(LW1 (q) + LW2 (q))(W1 (S(q), Φ) − W2 (T (q), q, Φ)).

(16)

q∈R

Once the increment ΔΦ is obtained Φ is updated accordingly with each model.
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Using an Homography for the Geometric Model

The used geometric model consists of an homography transformation. Homographies are fully representative as global geometrical models. They are suitable
for registering planar scenes or under camera rotation. It is a groupwise homogeneous transformation represented by a full rank 3 × 3 matrix H with eight
degrees of freedom. The homography is applied to the homogeneous coordinates
q in the target image for composing the warp. It is assumed that the ﬁrst eight
coordinates of vector Φ represent the values of ΔH at each iteration.

5

Experimental Results

In this section some of the results are presented in order to validate the proposal.
The experiments are designed to compare the convergence properties of our
algorithm and to test the photometric models we proposed.
5.1

Synthetic Image Registration

A set of synthetic images is generated according to the model presented in §2.
Each image consists of a set of quadrangular color patches under diﬀerent illuminations, covering a range of color temperatures from 2500o to 10000o. By
modifying camera response parameters we are able to simulate images taken by
diﬀerent cameras. Two models are considered for the experiment.
– Multiple gains: described by only one bias parameter dL in the invariant
space.
– Multiple gains and biases: Considering the complete case, the model has ﬁve
parameters for the target image φpT and three parameters φpS for the source
image.
compared Algorithms. In all the experiments the following algorithms are
compared:
– DRSI-NP: Direct Registration in Shadow Invariant space with No Photometric model to compensate between cameras.
– DRSI-MG: Direct Registration in Shadow Invariant space with Multiple
Gains as a photometric model to compensate between cameras.
– DRSI-MGB: Direct Registration in Shadow Invariant with Multiple Gains
and Biases in target image and only bias in source image.
– DR: Direct Registration over greylevel values
Simulation Setup. Given two diﬀerently illuminated sequences of patches,
we simulate a 2D homography by displacing the corners in the target image
in random directions by some value γ with default value of 5 pixels. The target image is contaminated by gaussian noise with variance σ and a default value
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of 25.5. The value of photometric parameters for target and source image has
been chosen ﬁxed for the simulations: φT = (b1 = 3.2, b2 = 2.1, b3 = 1) and
φS = (b1 = 0.8, b2 = 4, b3 = 3.5) . Both target and source image has a slope
parameter of θ1 = θ2 = 169.23o. Interest area R is obtained by using strong
edges in greylevel image and dilating them by a factor of 8.

Fig. 1. Pair of synthetic images
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Fig. 2. Residual Error vs σ and Geometrical Error vs γ

Results. In Figure 2.a and 2.b the geometric error is presented against noise
variance σ and initial pixel displacement γ. In Figure 2.c and 2.d the slope angle
error is presented against noise variance σ and initial pixel displacement γ.
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Real Image Registration

For testing the presented proposal with real images, the same planar surface is
acquired with two diﬀerent low-cost commercial cameras. By manually clicking
in the four corners of the planar shape, an interest area R is obtained. If the
two regions are far from 10 pixels of displacement a pre-registration is used
using manual clicked points. The results presented show the error measured
between a pair of images transformed into its respective invariant spaces across
the iterations.

a) Source Image

b) Target Image

c) DRSI-MGB

a) DRSI-SGB

b) DRSI-NP

c) DR2

Fig. 3. Real images and its resulting registration

6

Conclusions

A new method to achieve direct image registration in the presence of shadows
is proposed. The approach is based on minimizing the registration error directly
in a transformed space from RGB space. The new space is parametrized by a
single camera dependent parameter, the invariant line slope. Such parameter is
in general diﬀerent from each camera, so it is included in the optimization stage.
Solving registration parameters in the invariant space from images taken by different cameras oﬀers diﬃculties due to the response function of each camera. In
this paper, two models are proposed to compensate such diﬀerences: Multiple
Gain compensation and Multiple Gain and Bias. Results on synthetic data show
that the last one obtains better registration performance against pixel displacement and noise. In real images, under some conditions the use of the multiple
gains and biases model is crucial to achieve registration. If both cameras are of
similar response, the simple algorithm which avoid photometric model calculations is the best choice. The use of invariant space in direct methods allows to
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avoid shadows directly without the need of using complex methods which use
illumination modeling or robust kernel optimization.
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Abstract. We use the popular active appearance models (AAM) for
extracting discriminative features from images of biological objects.
The relevant discriminative features are combined principal component
(PCA) vectors from the AAM and texture features from cooccurrence
matrices. Texture features are extracted by extending the AAM’s with a
textural warp guided by the AAM shape. Based on this, texture cooccurrence features are calculated. We use the diﬀerent features for classifying
the biological objects to species using standard classiﬁers, and we show
that even though the objects are highly variant, the AAM’s are well
suited for extracting relevant features, thus obtaining good classiﬁcation
results. Classiﬁcation is conducted on two real data sets, one containing
various vegetables and one containing diﬀerent species of wood logs.

1

Introduction

Object recognition is one of the fundamental problems in computer visions, and
plays a vital role in constructing ’intelligent’ machines. Our initial motivation for
this work is the construction of an automated forestry system, which needs to
keep track of wood logs. Many of the objects in our daily environment in general,
and in our motivating problem in particular, are biological, and pose special
challenges to a computer vision system. The origin of these challenges are the
high degree of intraclass variation, which we as humans are very good at dealing
with, e.g. consider the multitudes of ways a face or a potato can look. To enable
biological variation to be handled in a classiﬁcation system, we have to ﬁnd
methods for extracting discriminative features, from the depicted objects. AAM’s
have proven very well suited for addressing the challenge of handling biological
variation in the case of image registration, cf. [4]. It is thus highly interesting
if this property of the AAM’s also proves well for classiﬁcation of objects, and
how this should be implemented. Therefore, we have investigated AAM’s for
extracting discriminative features by conducting the following experiments:
1. Classiﬁcation based on Multiple AAM’s, i.e. building an AAM for each
class and assigning images of unknown objects to the most probable AAM.
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 938–947, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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2. Classiﬁcation based on a global AAM, i.e. building one single AAM and
using model parameters for assigning images of unknown objects to the most
probable class.
3. Identify relevant discriminative patches from the use of an AAM. The object
is identiﬁed by shape alignment from the AAM and texture is extracted
and used for second order texture analysis.
Two data sets have been investigated in this paper, one containing vegetables
and one containing wood logs. Experiment 1 and 2 have been conducted for both
data sets and experiment 3 has been conducted only for the wood log data set.
1.1

Related Work

The environment plays a vital role in solving object recognition problems. In a
natural environment objects may be seen from many diﬀerent angles, they may
be occluded, light may change etc. Eﬀorts on solving this type of problem have
been put in identifying local object features invariant to the changing conditions,
cf. e.g. [16,14,13], and the way to match these features to a model, cf. e.g. [5,6].
Controlling the environment in some way, gives the opportunity of easing the
ﬂexibility constraints of the object recognition system. In some situation object
recognition on whole objects is a reasonable approach, giving the option of e.g.
extracting global PCA features. This is done for face recognition by e.g. Turk &
Pentland [20] with the eigenface, and Belhumeuer et al. [1] for their ﬁsherface
based on Fishers Linear Discriminant Analysis. No shape information is included
with these methods. Edwards et al. [7] introduces the use of an AAM for face
recognition based on both shape and texture information. Fagertun et al. [9]
improves this method by the use of canonical discriminant analysis. AAM’s have
been used for related recognition problems, e.g. eye tracking by Stegmann [18]
and Hansen et al. [10].
Pure texture has also been used for object recognition. The second order
texture statistics based on cooccurrence matrices, was originally developed by
Haralick et al. [11] for pixel classiﬁcation. This method has been extended
to object recognition by e.g. Chang & Krumm [3] using color cooccurrence
histograms. Palm [15] does classiﬁcation of diﬀerent textures, including wood
bark textures, using color cooccurrence matrices. He extends from gray level to
color images and improves the classiﬁcation.
In this paper we focus on object recognition in an environment with some
degree of controlled conditions. We use a black background, controlled lighting,
and we make sure that the whole object is visible.

2

AAM and Texture Features

In the following we describe the methods for extracting the discriminative features used in the three experiments.
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AAM

The AAM model - in 2D as it will be used here - is a description of an object
in an image via it’s contour or shape and it’s texture. Each of these entities can
be represented as a vector, i.e. si and ti respectively, where the subscript, i,
denotes an instance (image). The parameters of the AAM is, however, a lower
dimensional vector, ci , and a speciﬁc AAM consists of an linear mapping for ci
to si and ti , i.e.


Ws
= Φci ,
(1)
mi =
t i
where Φ is a matrix representing the linear map. The AAM or Φ is estimated
from an annotated training set. By optimizing the AAM to a new depicted
object, an image close to the original is synthesized, and the model parameters ci
is a vector of principal components describing the unknown object with regards
to the shape and texture of the object. The interested reader is referred to Cootes
and Taylor [4] for a more detailed description and Stegmann et al. [19] for a
detailed description of the model implementation.
Features from multiple AAM’s. In this case an AAM, Φj , is ﬁtted to each
class Cj , i.e. the training set is divided into its component classes, and one AAM
is ﬁtted to each.
Here there is a feature vector ci i speciﬁc for each model, and these features
are not comparable, because they belong to a speciﬁc model and can not be used
directly for classiﬁcation.
Given an AAM for each class Cj , you would expect the optimization of an
image i to perform best for the class that the object belongs to. Therefore, a
goodness of ﬁt would be a reasonable measure for classifying the object. For a
given unknown object image textural diﬀerence between the object texture giobj
and the model instance ḡmod is calculated:
E=

n

(giobj − ḡmod )2 = ||giobj − ḡmod ||22 ,

(2)

i=1

where E is the diﬀerence between the model image and the measured image by
the squared 2-norm.
Features from a global AAM. In this case a single global AAM, Φ, is ﬁtted
to instances of all classes. Following this, the ci are calculated for each instance
in the training set. The elements of ci , containing both shape and texture information, are used in a linear classiﬁer, see section 2.3.
Textural warp. The basis for making a textural warp is knowledge of the log
localization in the image. This comes from the AAM shape alignment. The warp
is done by sampling pixels along elliptic curves on the surface of the logs using
bilinear interpolation, see Figure 1. The elliptic curves are calculated from the
shape of the end face of the wood log, and guided by the shape of the sides
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Fig. 1. Illustration of bark texture warp. Left is an image of a Birch log shown with
a few of the elliptic sampling curves shown in red. Blue lines show the AAM shape
alignment. The right image is a close up of sampling points.

Fig. 2. Illustration of cooccurrence matrix (top) of bark texture (bottom). Higher intensity illustrates larger cooccurrence. From left to right: Birch, Spruce, and Pine. The
displacement is (1, 1) in a 64 level image.

of the log. A square image of the bark texture is the result of the warp, which
is illustrated in Figure 2. One end of the log is usually smaller than the other,
resulting in a diﬀerence in the sampling intensity in the warped bark image.
Other shape variations may result in the same kind of sampling variation. These
small variations have not been considered as a problem for the texture analysis.
2.2

Color Cooccurrence Matrices

As mentioned above, the AAM clasiﬁcation, is extended by texture clasiﬁcation,
where the texture is obtained via texture warp as described in Section 2.1. This
classiﬁcation is done via second order textural statistics in the form of cooccurrence matrices (CM) cf. [2,11,15]. The fundamental element of calculating
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CM’s is the probability of a certain change in pixel intensity classes (k, l) given a
certain pixel displacement h equivalent to P r(k, l|h). The CM’s can be extended
to color, by calculating the displacements in each band and across bands. The
CM’s have proven useful for classiﬁcation cf. [15]. Sample CM’s for the relevant bark textures is shown in Figure 2. In this paper the textures have been
preprocessed by Gaussian histogram matching, in order to increase robustness
to lighting conditions, cf. [2]. In this paper we use the following CM classes:
contrast, dissimilarity, homogeneity, energy, entropy, maximum, correlation, diagonal moment, sum average, sum entropy, and sum variance.
2.3

Classiﬁer

The classiﬁers used in experiments 1 to 3 are as follows:
1. Multiple AAM’s. The model minimizing (2) is chosen.
2. Global AAM. Here three diﬀerent classiﬁcations schemes based on the
AAM feature vector are evaluated. These are: Bayes classiﬁer, Canonical
discriminant analysis, and LARS-EN classiﬁer cf. [8,12,21].
3. AAM and Texture. Here LARS-EN is applied to the texture, obtained
via the AAM based warp described in Section 2.1.

3

Data

Experiments were conducted for two groups of biological objects: vegetables,
cf. Figure 3 and wood logs cf. Figure 1. The vegetables are are apples, carrots
and potatoes and consist of 189 images totally where 27 are used for training
the models, i.e. 9 from each group. The wood log data consists of the three
species Scotch Pine, Norway Spruce and Birch. There was a total of 164 wood
log images, 18 from each group were used for training. Also a reduced wood log
data set, consisting of the 30 most characteristic logs from each group (90 in all)
was used.

Fig. 3. Illustration of AAM alignment. The light blue line illustrates the shape and
the blue crosses mark the annotated points.
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Experiments

All three experiments are illustrated in Figure 4. The procedure is as follows.
Experiment 1. For each class there is built an AAM based on the training images.
All models are matched to each of the test images giving model textures for all
classes. The model texture is then compared to the original image by calculating
the texture diﬀerence, see section 2.1. Classiﬁcation is done by assigning the test
image in question to the model giving the least texture diﬀerence.

Fig. 4. Schematic representation of the three experiments

Experiment 2. In this experiment one AAM is built based on training images
from all classes. The parameters from matching the model to a test image are
used for classiﬁcation. Based on these parameters the image is assigned to the
most probable class as described in section 2.3.
Experiment 3. As in experiment 2, one AAM is matched to a test image, but
here the alignment is used for extracting texture features. To enable a calculation
of cooccurrence features from the bark texture, a warp of the bark area of the
image is conducted.
4.1

Results and Discussion

Results of our three experiments are presented in table 1 and 2.
Experiment 1. This experiment gave rather stable and good results. In the vegetable data only one image of a potato was misclassiﬁed as an apple, giving an
average classiﬁcation rate of 99.3%. The wood log data set gave stable classiﬁcations around 83% except for the whole log model, where many Spruce logs were
misclassiﬁed as Pine logs and visa versa.
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Table 1. Classiﬁcation rates of experiment 1 and 2 using the diﬀerent classiﬁers. In
the Vegetable and Whole log experiments, the shape covers the entire object, whereas
in the rest, only the end part of the object is covered. Large images refer to the use of
higher resolution images. Reduced refers to the reduced data set.
Experiment
1
Model
Texture diﬀerence
Vegetable
99.3%
Log end
82.8%
Large images
83.5%
Whole log
67.8%
Log end, reduced
82.5%

2
Bayes Canonical LARS-EN
100.0% 93.7%
100.0%
70.2% 71.0%
75.5%
64.1% 48.3%
82.1%
72.8% 71.1%
72.8%
71.4% 38.1%
85.7%

Table 2. Classiﬁcation rates of experiment 3 using LARS-EN for classiﬁcation based
on texture features
Model
LARS-EN
Data set
whole reduced
Gray level
78.4% 93.7%
Gray level directional 89.9% 96.8%
Color
89.5% 90.5%

Experiment 2. For this experiment three diﬀerent classiﬁers have been tried. The
vegetable experiment obtains 100% correct classiﬁcation with the Bayes classiﬁer
and LARS-EN but the canonical discriminant analysis gives only a classiﬁcation
rate of 93.7%. The canonical discriminant analysis is also very unstable for the
wood log data set. The Bayes classiﬁer gives around 70% correct classiﬁcation
and LARS-EN around 80%.
AAM results in a relatively large number of features, and therefore, it is
necessary to have many observations for training a classiﬁer. A limited number
of observations could be one reason for the relatively poor performance of the
classiﬁers.
LARS-EN gives a good indication of the importance of the features in a linear model. For both data sets, the ﬁrst two principal components are the most
discriminative features. But there is large diﬀerence in the discriminative capabilities of the parameters from the two data sets, which also would be expected
when the features are plotted, see Figure 5. The rest of the principal components
are selected somewhat randomly, showing that feature reduction using PCA is
not necessarily in accordance with classiﬁcation criterions.
A problem encountered using canonical discriminant analysis, is a good separation of the training data, but a poor performance of assigning the unknown
objects to the right classes. For the vegetable data, where we have a very good
separation, this becomes very clear. We would expect to retain the separation,
but that is not the case because of variation in training data. This sensitivity
towards variation is a clear limitation to the canonical discriminant analysis.
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Fig. 5. Plot of the ﬁrst two principal components from the AAM in the vegetable
experiment (left) and wood log experiment (right)

The AAM’s in the reduced data set is based on only 9 images of each class.
This is probably too few to get good estimates of Φ, and could be a cause of the
poor AAM classiﬁcation performance.
Experiment 3. The best performance for the wood logs is achieved by the texture
analysis in experiment 3, reaching close to 90% correct classiﬁcation rates for
the whole data set, and 96.8% correct classiﬁcation in the best experiment of
the reduced data set. This shows an accordance between what we see as humans
and the predictions of the model.
A varying number of features are calculated, because of diﬀerences in distances, directions, and across color bands in the three models. In the ﬁrst model
we have 33 features (only diﬀerent distances), in the second 132 features (diﬀerent distance and direction), and 528 features in the third (varying all three).
Looking at which features are selected by the LARS-EN classiﬁer, we can see
a pattern in the features selected for classiﬁcation. The sum average and the
diagonal moment, are the most frequently used features, even though, there is
not a clear pattern in which features works best for classifying the wood logs.
In contrast to Palms [15] investigations, the performance in our experiments is
not improved by extending the analysis to include color images.
A hard task using the LARS-EN algorithm is to ﬁnd the right stopping criterion [21]. The results presented here is the number of features giving the best
classiﬁcation rates. Therefore, the LARS-EN algorithm will be problematic to
implement in a real world application.
In these experiments we have used logs of young trees where some important
biological characteristics have not yet developed, e.g. the colored core of Scotch
Pine, which could improve the hard distinguishing of Pine and Spruce.

5

Conclusion

We have investigated the use of active appearance models (AAM’s, cf. [4]) for
classiﬁcation of biological objects, and shown that this approach is well suited
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for diﬀerent objects. Two data set, one of vegetables and one of wood logs have
been investigated.
In experiment 1 an AAM is built for each class, and we obtain results close to
100% correct classiﬁcation for the vegetable data, and around 80% classiﬁcation
rates for wood logs.
In experiment 2 one AAM for all classes is built, and model parameters for test
images are used for classiﬁcation. Most models gave 100% correct classiﬁcation
for the vegetables. On average the classiﬁcation for the wood logs was not as
good as experiment 1, and especially canonical discriminant analysis gave very
poor results.
In experiment 3 LARS-EN has been used for classifying texture features,
where only the wood log data is investigated. This experiment gave the best
results classifying about 90% of the test set correct in the best cases of the
whole data set, and up to 96.7% correct classiﬁcation using a reduced data set.
It is hard to ﬁnd a good stopping criterion for the LARS-EN model, which is
problematic for classiﬁcation. Therefore, we conclude that the most promising
classiﬁcation model is the texture diﬀerence used in experiment 1.
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Abstract. In medical imaging, signals acquired in non-Cartesian coordinate systems are common. For instance, CT and MRI often produce
signiﬁcantly higher resolution within scan planes, compared to the distance between two adjacent planes. Even oblique sampling occurs, by
the use of gantry tilt. In ultrasound imaging, samples are acquired in a
polar coordinate system, which implies a spatially varying metric.
In order to produce a geometrically correct image, signals are generally resampled to a Cartesian coordinate system. This paper concerns
estimation of local structure tensors directly from the non-Cartesian coordinate system, thus avoiding deteriorated signal and noise characteristics caused by resampling. In many cases processing directly in the
warped coordinate system is also less time-consuming.
A geometrically correct tensor must obey certain transformation rules
originating from fundamental diﬀerential geometry. Subsequently, this
fact also aﬀects the tensor estimation. As the local structure tensor is
estimated using ﬁlters, a change of coordinate system also change the
shape of the spatial support of these ﬁlters. Implications and limitations
brought on by sampling require the ﬁlter design criteria to be adapted
to the coordinate system.

1

Introduction

Tensor ﬁelds occur frequently in image processing, either as physical measurements for instance diﬀusion tensors and strain tensors, or as features representing local signal characteristics such as local structure, orientation, junctions,
corners and curvature. A common view, is to look upon the tensor as a matrix.
For warped coordinate this view is however in conﬂict with the viewpoint of this
paper, i.e. a tensor is a geometric object. Most algorithms for processing or estimating tensor ﬁelds from sampled signals in non-Cartesian coordinate systems
face the same problem, which can be summarized in three points and is also
illustrated by Fig. 1.
– A tensor deﬁnition is required obey the transformation rules brought on by
diﬀerential geometry.
– Any ﬁlters used needs to be consistent with this deﬁnition, at least if the
continuous signal is available. As a consequence the resulting tensor will
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 948–957, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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Fig. 1. Ultrasound images is one obvious example of when acquisition is performed in
an non-Cartesian coordinate system. Image statistics are often described in the correct
geometry, i.e. a Cartesian coordinate system (right) while noise statistics in general are
easier to describe and thus also to suppress in the original (polar) coordinate system
(left). A ﬁlter response is obtained by integrating the signal in a small neighborhood,
usually deﬁned in the correct geometry. Carrying out the same calculation in the polar
grid requires reshaping the area to integrate.

be geometrically correct even if it is processed or estimated in a warped
coordinate system.
– Discrete sampling implies that issues such as aliasing must be considered.
Implementation of eﬃcient ﬁlters which approximate the ideal behavior is
required.
To obtain a true geometric description it is essential that the imaging device
provides a signal sampled in a Cartesian coordinate system. In medical imaging
this condition is in general not fulﬁlled. Resampling before computation or processing of the tensor ﬁeld is the standard approach to compensate for such geometric distortion. However, resampling deteriorates signal and noise characteristics,
which signiﬁcantly complicates estimation or processing of the tensor ﬁeld.
The concept of representing local image structure with tensors introduced in
[1], has proved to be useful for estimating e.g. orientation, velocity, curvature
and diﬀusion. Adaptive anisotropic ﬁltering [2] and motion compensation [3] are
examples of algorithms that rely on local structure tensor ﬁelds. Estimating local
structure for curved manifolds or samples acquired from non-Cartesian coordinate system is a relatively unexplored area of research. Steps in this direction
has been taken in [4,5]. In the former, aﬃne ﬁlters are used in the framework of
adaptive ﬁltering for simultaneous resampling and compensation for geometric
distortion. The latter concerns transforming tensor ﬁelds in space-time geometry
used for motion estimation.
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Tensor Calculus

To introduce the notation and to emphasize important diﬀerences between Cartesian and non-Cartesian tensors, this section gives a brief introduction to tensor
calculus. Since this paper concerns local structure tensors, second order tensors
are frequently used in the examples.
A contravariant tensor T ∈ V ⊗ V with components T ij is said to be of
order (2, 0) with two upper indices. A covariant tensor T ∈ V ∗ ⊗ V ∗ of order
(0, 2) has two lower indices, where V ∗ is the dual space of the vector space V .
Moreover, a contravariant vector v is a tensor of order (1, 0), i.e. an element
v ∈ V . Consequently, a covariant vector w ∈ V ∗ is a tensor of order (0, 1). The
d-dimensional vectors v and w with components v i , wi are expressed in the basis
∂
i
∂xi and dx in Eq. 1.
v = v1

∂
∂
∂
+ v2 2 + · · · + vd d
1
∂x
∂x
∂x

w = w1 dx1 + w2 dx2 + · · · + wd xd

(1)

In tensor calculus the Einstein summation convention is frequently used to
streamline algebraic expressions. It means that indices occurring more than once
in an expression are implicitly summed over, which allows a convenient notation,
e.g. second order contravariant and covariant tensors S, T can be compactly
written as in Eq. 2.
S = S ij


∂ ∂
∂ ∂
=
S ij i j
i
j
∂x ∂x
∂x ∂x
i,j

T = Tij dxi dxj =



Tij dxi dxj

(2)

i,j

The metric tensor g deﬁnes an inner product in V , which makes it possible
to identify elements in V ∗ with elements in V . The metric tensor is a covariant
second order tensor, with elements gij . Consequently the metric allows us to
move between covariant and contravariant tensors illustrated in Eq. 3.
g(u, v) = u, v = gij ui v j

w = g(·, v) = wi dxi

=⇒

wi = gij v j

(3)

The metric tensor in the Euclidean space is the Kronecker delta, i.e. gij = δij .
Consequently, covariant and contravariant tensors are equivalent in a Cartesian coordinate system. Such tensors are called Cartesian tensors. A change of
coordinate system from x to x̃ yields new components expressed in a new basis. Hence, the transformation behavior for a tensor second order contravariant
∂
∂
tensor T with components T ij and basis ∂x
i ∂xj is easily derived. The tensor
ij
ij
components T transforms to T̃ by the chain-rule according to Eq. 4.
∂ ∂
∂ ∂
∂ x̃i ∂ x̃j kl
= T ij i j =⇒ T̃ ij =
T
(4)
i
j
∂ x̃ ∂ x̃
∂x ∂x
∂xk ∂xl
In the same way a covariant second order tensor T with components Tij
transforms to T̃ij by Eq. 5.
T = T̃ ij

T = T̃ij dx̃i dx̃j = Tij dxi dxj

=⇒

T̃ij =

∂xk ∂xl
Tkl
∂ x̃i ∂ x̃j

(5)

Estimation of Non-Cartesian Local Structure Tensor Fields

951

A uniform stretch of the coordinate system, i.e. the transformation x̃ = ax
with a > 1 causes covariant tensor components Tij to shrink, while the contravariant components T ij grow. Thus, it is of outmost importance to know
whether the tensor is contravariant or covariant.
The contraction of a tensor of order (p, q) yields a tensor of order (p− 1, q − 1),
e.g. the trace of T i j in Eq. 6 gives a scalar (a tensor of order 0). Note also that a
contraction is only deﬁned for mixed tensors, i.e. tensors with both contravariant
and covariant indices.

T ii
(6)
trace (T i j ) = T i i =
i

Another example of a contraction is the eigenvalue equation tensors in Eq. 7.
Note again that the eigenvalue equation is only deﬁned for mixed tensors, i.e. if
the tensor is not mixed, eigenvalue decomposition can not be performed without
a metric.

T i j v j = g ik Tkj v j =
g ik Tkj v j = λv i
(7)
j,k

With a metric g ij equal to the identity operator, i.e. a Cartesian coordinate
system, the standard eigenvalue equation is obtained. Now consider solving the
eigenvalue equation for non-Cartesian tensors. The eigenvalues will be invariant
to a change of coordinate system, while the eigenvectors are not.

3

Local Structure Tensor Fields

An orientation tensor, a covariant second order tensor T ∈ V ∗ ⊗ V ∗ , is deﬁned
for simple signal neighborhoods s = f (ui xi + θ). A simple signal s is a scalar
function intrinsically 1-dimensional, i.e. constant in the direction orthogonal to
u. In most practical applications V is the Euclidean space spanned by its natural
∂
basis ∂x
i . Given a simple signal, T is deﬁned by Eq. 8, i.e. the outer product of
the signal direction u.
Tij = λui uj , λ ≥ 0
(8)
As opposed to a vector representation, signal orientation can be continuously
represented by a tensor. Using vectors, there is no distinction between a signal
with direction −uk and a signal in the direction of uk . The outer product however
yields a representation which maps both uk and −uk to the same geometric
object, the orientation tensor [1].
To represent orientation, the tensor must meet two fundamental requirements.
Firstly, the tensor norm must be invariant to rotation, i.e. T  is independent
of the direction of u. Secondly, the tensor must be phase-invariant, i.e. T is
independent of any phase-shift θ of the signal s. These partly contradictory
requirements are hard to accomplish for sampled signals. Hence, several diﬀerent
approaches how to estimate the tensor has been suggested (e.g. [6,7,8,9,10]). Note
that all of them does not claim to meet these requirements. The behavior for
non-simple signals are entirely deﬁned by the estimator used. An entire class of
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Fig. 2. A few samples of two-dimensional signal neighborhoods. They represent a simple signal (a), a simple signal corrupted with white noise (b), a non-simple signal (c),
a signal with no orientation (d), and white noise (e). The patches in the top row
are sampled in a Cartesian coordinate system, while the bottom row shows the same
signals, sampled more densely in the vertical direction. The tensor glyph Tij v i v j = 1 is
displayed. Note how the glyph is stretched in the same way as the coordinate system,
which is a correct transformation behavior.

functions that meets the fundamental requirements of the orientation tensor are
derived in [11].
For non-simple signals, the orientation tensor does however carry more information about the local signal neighborhood, like for instance degree of anisotropy
and how planar/linear a 3-dimensional neighborhood is. The term local structure
tensor in Eq. 9 is a wider interpretation of the orientation tensor, representing
local signal neighborhoods that are concentrated to a k-dimensional subspace in
the Fourier domain, spanned by the orthonormal basis u1 , u2 , · · · , uk .
Tij = λk uik ujk ,

λ1 , λ2 , · · · , λk ≥ 0

(9)

For displaying purposes, glyphs are a common way to visualize a tensor ﬁeld.
The isometric tensor glyph in Eq. 10, can be used to represent a second order
covariant tensor, which is positive semideﬁnite. Moreover this glyph is invariant
to √
change of coordinate system. The size of the glyph is inversely proportional
to λ.
(10)
Tij v i v j = 1
In Fig. 2 a few sample patches are shown in two diﬀerent coordinate systems.
The bottom row is the same continuous signal sampled more densely in the
vertical direction, i.e. the top row shows Cartesian tensors while the bottom
row shows non-Cartesian tensors, sampled in the coordinate system x̃2 = ax2 ,
with a > 1. Drawing the local structure tensor in this way implies that the local
structure tensor can be interpreted as a local image metric, describing how the
signal energy measure is locally distributed. The tensor glyph is then the isocurve where this measure is constant. This interpretation presumes a positive
semideﬁnite tensor.
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Tensor Estimation

In this paper quadrature ﬁlters are used to estimate the local structure tensor.
Without going through the details, a quadrature ﬁlter responses is a phaseinvariant signal energy measure projected on a discrete number of directions nk .
The projections, i.e. the ﬁlter responses {q1 , q2 , · · · , qk } (scalar values) for simple
signals of single frequencies are given by Eq. 11.
| qk | = λ(ui nk i )2

(11)

A tensor estimate in arbitrary direction is then obtained Eq. 12 by linearly
combine the ﬁlter responses by the use of a tensors {M 1 ij , M 2 ij , · · · M k ij }, where
each Mij is dual to the outer product of its corresponding ﬁlter direction ni nj .
Tij = |qk |M k ij

(12)

A quadrature-based estimate of the local structure tensor is approximately
phase-invariant for signals of low bandwidth, i.e. the tensor is insensitive to
small shifts of the signal s. Since the tensors T, M are all elements in V ∗ ⊗ V ∗ , a
local structure estimate T̃ij in a non-Cartesian coordinate system is obtained by
applying quadrature ﬁlters adjusted to the new coordinate system and compute
the estimate in Eq. 12 with M̃ij obtained by transforming Mij .
Constructing the tensor in this way is consistent with the tensor deﬁnition, if
the ﬁlter responses qk are invariant to a change of coordinate system. The convolution integral in Eq. 13 reveals that q(x̃k ) = q(xk ) if the ﬁlter is transformed
in the same way as the signal, i.e. h(x̃k ) = h(ai k xk ). This is not at all surprising, since a ﬁlter produce a scalar value and can be interpreted as a projection.
It is however important to realize that the spatial support Ω changes, e.g. an
isotropic spatial support becomes anisotropic in the warped coordinate system.


1
k
dỹ
s(ỹ k )h(ỹ k − x̃k )
=
s(y k )h(y k − xk )dy k = q(xk )
q(x̃k ) =
| det(ai k )|
Ω̃
Ω
(13)
Since estimators are usually deﬁned in the frequency domain, it is desirable
to translate this result to the frequency domain. If ai k is an aﬃne transform
the frequency response of the ﬁlter h(x̃k ) = h(ai k x) relates to the frequency
response of h(xk ) by Eq. 14.

H(ũi ) = F {h(x̃)} =
h(x̃k ) exp(−iũk x̃k )dxk = | det(ai k )|H(a−1 i k uk ) (14)
Rd

Thus, an estimate consistent with the deﬁnition in Eq. 8 is obtained if F {h(x̃)} =
| det(ai k )|H(a−1 i k uk ). But so far ignored the eﬀect of sampling has been ignored.
The limitations brought on by sampling makes it diﬃcult to estimate a tensor,
which is strictly consistent with the deﬁnition due to aliasing eﬀects and limited
resolution.
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Fig. 3. In a Cartesian coordinate system (left) the ﬁlters must suppress the corners
of the frequency domain, to ensure that T  does not vary with signal orientation.
Aliasing occurs for frequencies which is above the sampling frequency (u > π).
Taking fewer samples in the vertical direction implies that aliasing occurs for ũ2 > π
which correspond to u2 > απ, where α < 1. To simultaneously avoid aliasing and
still get an unbiased tensor estimate in the non-Cartesian coordinate system (right)
the ﬁlters must suppress frequencies outside u < απ (dark-gray), a region which is
isotropic to the left and consequently anisotropic to the right.

5

Filter Design

For a sampled signal it is enough to study the frequencies contained in U = {u :
|ui | ≤ π}, since frequencies outside U can not be represented and will suﬀer from
aliasing. A change of basis then implies that the sampling distance varies with
direction and U is reshaped. In fact this phenomenon actually occurs already in
the Cartesian coordinate system. To get an unbiased estimate of local structure
the ﬁlters then must suppress the corners of the Fourier domain , i.e. directions
in which frequencies above the Nyquist frequency (u > π).
To avoid aliasing, the Shannon sampling theorem states that a signal can be
perfectly reconstructed if the signal is band-limited, in this case if the signal is
contained in U. Reshaping U then might imply a limited ability to represent
signals as illustrated in Fig. 3. Restricting the transformations to be aﬃne as in
the previous section ensures that the Shannon sampling theorem is applicable
for the warped coordinate system.
Another important observation is that h(x) and h(x̃) no longer can be the
same functions, since samples are acquired at integer positions z k ∈ Zd pointing
∂
i ∂
out diﬀerent locations z i ∂x
i and z ∂ x̃i if the coordinate system is changed. It
is however possible to choose the values of the ﬁlter coeﬃcients c, c̃ at these
positions such that h(xk ) and h̃(x̃k ) deﬁned by Eq. 15 approximate the same
frequency response H(ui ) and H(ũi ) derived in the previous section.
h(x) = ck δ(xk − z k )

h̃(x̃k ) = c̃k δ(x̃k − z k )

(15)
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Solving the optimization problem in Eq. 16 yields the spatial kernel h̃(x̃k )
with the closest ﬁt to the desired frequency response H(ũi ).
min ε = H(ũi ) − F {h̃(x̃k )}2W + λh̃(x̃k )2w
c

(16)

The weighted norm is used to favor a close ﬁt for the most common frequencies
and the regularization term is used to favor a small spatial size of the ﬁlter kernel
[12].

6

Experiments

The following experiment was setup to compare estimation of local structure
before resampling to the more common approach where the signal ﬁrst is resampled using bilinear interpolation to a geometrically correct grid from which the
local structure is estimated.
The continuous simple signal s = cos(ui xi + θ) shown in Fig. 2 corrupted
with additive white Gaussian noise was sampled in a coordinate system where
the vertical axis was shortened a factor 2, i.e. a patch of size 17 × 9 pixels. 60000
signal neighborhoods with 2000 diﬀerent orientations uniformly distributed and
random phase-shift θ was used in the experiments. Two diﬀerent local structure
tensors were estimated for the neighborhood origin for all patches. One estimated
directly in the non-Cartesian coordinate system, one estimated after resampling
the patch to a spatial size of 17 × 17 pixels, i.e. a Cartesian coordinate system.
As a reference a tensor was also estimated from a signal with all samples in
the 17 × 17 patch available, i.e. a signal with twice the amount of information
compared to the two former estimates.
Since s is a simple signal the largest eigenvector u of the tensor should correspond to the signal direction v. Measuring the root-mean-square angular error
Δϕrms reveals the squared deviation between v and u. Fig. 4 shows the errormeasures deﬁned by Eq. 17 for the three diﬀerent tensor estimations. It is also
interesting to study how the estimate u varies with the true signal direction v
calculating the angular bias Δϕ for all sampled signal orientations.





1
1
−1
−1
u, v2
(u × v)sign(u, v)
Δϕ = sin
Δϕrms = cos
n u
n u
(17)
Estimating the dominant orientation directly in the non-Cartesian system
yields a better accuracy compared to the approach where the signal is resampled
prior to tensor estimation. A small bias is obtained for noise-free signals due to
ﬁlter approximation errors. This bias is however very small in comparison to the
bias introduced by resampled noise. It should also be mentioned that estimating
the non-Cartesian tensor requires no resampling and is roughly 2 times faster
due to smaller ﬁlters.

956

B. Svensson et al.
30

0.6

0.4

25

0.2
20
0
15
−0.2
10
−0.4

5

0

−0.6

0

0.05

0.1

0.15

0.2

0.25

0.3

0.35

2

−0.8

0

0.5

1

1.5

2

2.5

3

3.5

0

0.5

1

1.5

2

2.5

3

3.5

6

1.5
4
1
2
0.5

0

0

−0.5
−2
−1
−4
−1.5

−2

0

0.5

1

1.5

2

2.5

3

3.5

−6

Fig. 4. The angular root mean square error Δϕrms in degrees is shown as a function
of noise level (upper left), going from a signal-to-noise ratio of SN R = ∞dB to a
signal-to-noise ratio of SN R = 0dB. Estimating the dominant orientation directly in
the non-Cartesian coordinate system (dashed) yields a smaller angular error compared
to estimation after resampling (dotted) as the noise level increases. The angular deviation Δϕ as a function of signal orientation ϕ reveals a biased estimate, the mean
angular deviation from the true signal varies with signal orientation. For noise-free signal patches (upper right), the deviation is very small and the diﬀerence between the
non-Cartesian (dashed), resampled(dotted) and the reference is not signiﬁcant. However for moderate (lower left) and high (lower right) noise levels (SN R = 9.3dB,
SN R = 0dB) the non-Cartesian estimation shows better performance compared to
resampling.

7

Discussion

A framework for estimation of local structure directly from sampled signals in
warped coordinate systems was presented. This approach can be advantageous
in situations where resampling deteriorates signal and noise characteristics. Experiments show that for the test pattern used more accurate estimates can be
obtained with less amount of processing. The presented work is also applicable to curved manifolds, provided that they are locally ﬂat, i.e. a relatively low
curvature.
Designing ﬁlters for estimating non-Cartesian local structure tensors might
seem straightforward. However, it becomes more diﬃcult to meet the contradictory demands on locality in both the spatial and the frequency domain, as the
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signal of interest moves closer to the Nyquist frequency it becomes harder to
avoid aliasing and at the same time achieve unbiased tensor estimates.
The presented work relies on that the transformation between the coordinate
systems can be approximated by an aﬃne transformation, at least locally. This
is required for the Shannon sampling theorem to be applicable. However, there
are sampling theorems that allow more general transformations as long as the
signal band-limitedness is preserved.
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(1989)
2. Westin, C-F., Knutsson, H., Kikinis, R.: Adaptive image ﬁltering. In: Bankman
(ed.) Handbook of Medical Imaging - Processing and Analysis, Academic press,
San Diego (2000)
3. Hemmendorﬀ, M.: Motion Estimation and Compensation in Medical Imaging. PhD
thesis, Linköping University, Sweden, SE-581 85 Linköping, Sweden, Dissertation
No 703 (2001)
4. Westin, C.-F., Richolt, J., Moharir, V., Kikinis, R.: Aﬃne adaptive ﬁltering of CT
data. Medical Image Analysis 4(2), 161–172 (2000)
5. Andersson, M., Knutsson, H.: Transformation of local spatio-temporal structure
tensor ﬁelds. In: IEEE International Conference on Acoustics Speech and Signal
Processing (ICASSP), Presented at ICIP 2003 in Barcelona, Spain, (September 20
2003)
6. Knutsson, H.: Filtering and Reconstruction in Image Processing. PhD thesis,
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Similar Pattern Discrimination by Filter Mask
Learning with Probabilistic Descent
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Abstract. The purpose of this research was to examine the learning
system for a feature extraction unit in OCR. Average Risk Criterion and
Probabilistic Descent (basic model of MCE/GPD) are employed in the
character recognition system which consists of feature extraction with
ﬁlters and Euclidian distance. The learning process was applied to the
similar character discrimination problem and the eﬀects were shown as
the accuracy improvement.
Key words: OCR, Feature, Filter, Learning, GPD, MCE.

1

Introduction

Similar character discrimination has become a primal factor to improve the OCR
performance in recent years. One of the solutions for this problem is to develop
an individual discrimination process for each similar pattern pair. But diﬃculties
with this approach emerge when the number of similar pairs becomes too large. A
new learning technique for ﬁxing feature extraction parameters will be eﬀective
in such a case. This report describes a technique to ﬁx the ﬁlter mask parameters
in the feature extraction of OCR. For this purpose, Averaged Risk Criterion and
Probabilistic Descent (AR/PD) were adopted as a learning method.
AR/PD was proposed by Amari [1], and improved by Katagiri and others
[2] as Minimum Classiﬁcation Error Criterion (MCE) with Generalized Probabilistic Descent (GPD). As the method of MCE/GPD, a simpler version which
might be called AR/PD was used in this research. The learning target is the feature extraction in the system and this approach was proposed as Discriminative
Feature Extraction (DFE) [3].
There are three types of target in DFE: Filter Parameter Learning, Filter
Selector Learning and Filter Mask Learning. In the Filter Parameter Learning
[4] [5] [6], the ﬁlters are described by some parameters like the sigma and mean
value of a Gaussian ﬁlter. In the Filter Mask Learning, the learning target is
the mask value of the ﬁlters. In the Filter Selector Learning [7], the ﬁlter is not
used for feature extraction itself in comparison with above two approach, the
ﬁlters are used for reducing the dimension of the feature vector which has been
extracted by the other feature extractor.
The ﬁlter mask is the most popular technique for the feature extraction in
the OCR ﬁeld, and this is the reason why the Filter Mask Learning is examined
in this research.
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 958–967, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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The learning system adopted here resembles 3 layer neural nets [8]. The intermediate layer of those NN corresponds to the ﬁlters in the system adopted here.
Also, Cognitron [9] is one of the related systems. There have been other feature
learning systems [10] [11] and they have shown good performance respectively
against complex and diﬃcult problems.
Through these previous works, the ﬁlters generated in the learning system have
not been considered as ﬁlters in some cases, and have not been observed visually in
many cases. It has been too complex to analyze the inner workings in some cases.
The purpose of this research is to investigate the learning process of feature extraction ﬁlters, the basic eﬀect of this learning, the generated ﬁlter’s performance
and the human visual observation of generated ﬁlters. This report describes the
successive research of the preliminary investigation [12] on this subject.

2

Overview of a Learning System

The recognition system used in this research is shown in Fig. 1. The local regions
are assigned in the input image region and the local ﬁlter masks are deﬁned and
correspond to each local region. The inner products calculated by the local region
vector consists of pixel values and local ﬁlter masks are treated as the elements of
feature vector. The nonlinear transformation is executed after the inner products
calculation. This feature vector is provided to the Euclidian distance unit and
the distance is calculated with reference vectors.
If the local ﬁlter denoted F is a linear transformation, z is an input vector
and x̂ is a transformed vector, the transformation is described as x̂ = F z.
Let the element value of x and x̂ be xi and x̂i respectively, the nonlinear
conversion is deﬁned as xi = ρ(x̂i ) and let it be denoted as x = ρ(x̂). By this
notation, the feature extraction from z is described as follows.
x = ρ(F z).

(1)

If the reference vector is denoted as ϕ, the Euclidian distance S is described as
S = ||x − ϕ||2 .
Input Pattern

(2)

filters

IP
(IP:inner product)

distance

local region
local filter

distance calculation

IP

feature vector

IP

reference vector

IP

non linear conversion

IP

Fig. 1. Outline of recognition system used for ﬁlter mask learning
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The recognition result is determined by the category whose reference have the
minimum distance.
The update terms ΔF, Δϕ are calculated from F and ϕ by AR/PD theory
and F and ϕ are changed so that the system has better performance through
this updating. The changed ﬁlter masks F are arranged and displayed to be
observed visually as shown in Fig. 1.
The update equation is obtained as described below by AR/PD. Let l(d) be
the loss function and l (d) represent the diﬀerential function. Here, d is deﬁned
by d = Sok − Serr where Sok is the distance between the correct category’s
reference and the input, and Serr is the one between the other best category’s
reference and input (see ( 2)). The update equations are
ΔF = ∓2f l (d)ρ (x̂)(x − ϕ)z T ,

(3)

Δϕ = ±2r l (d)(x − ϕ),

(4)

where f , r are the values which deﬁne the strength of the learning. The upper
part of ± or ∓ is for updating when an input category is same as reference’s one
and the lower is for other category’s input.

3

Experiments

System of Experiments. An input character image’s size is normalized to be a
40x40 pattern and is provided to the feature extractor. Fig. 2 shows arrangements
of local ﬁlter masks at the upper left portion of the input image area and the
small square represents one pixel. The positions a, . . . , p means the center of each
ﬁlter. The ﬁlter size is 7x7 and it is shown as a square in broken line. The ﬁlter
F is the ﬁlter whose center is f , the ﬁlter K is the ﬁlter whose center is k. The
ﬁlters are located at intervals of 3 pixels for horizontal and vertical directions.
The output feature vector size is 14x14.
The initial values fx,y of ﬁlters are given by
fx,y = A · exp(−1/2(x2 /σx + y 2 /σy )),

(5)

where (x,y) is the pixel position and A is a constant for normalization.
The concrete values of the initial ﬁlter used in this research are shown in Fig. 3.
The upper left 4x4 pixels of the 7x7 mask which corresponds to (5) are shown.
In this ﬁlter, σx is slightly larger than σy because it shows better performance
when comparing the case of σx = σy in the preliminary test. The initial reference
vectors are calculated by these initial ﬁlters.
The value x̂i is obtained as an inner product of the ﬁlter mask and the input
pattern’s pixel values in the local region. Then it is converted by a nonlinear
function. The function adopted here is
ρ(x̂i ) = 1/(1 + e(b−ax̂i ) ).

(6)

The values a, b are set to a = 9.4, b = 2 so that the output is from 0.12 to 0.88
when the input is from 0 to 0.42.
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Fig. 2. Filter size and arrangement

Fig. 3. Upper left 4x4 values of initial ﬁlter

The sigmoid function is adopted as a loss function and it’s diﬀerential form are
l(d) = 1/(1 + e−δd ),

l (d) = δl(d)(1 − l(d)).

(7)

Environment of Experiments. There are two similar character pairs used
in the experiments, one is “bo” and “po”, and the other is “ma” and “mon”.
These are all Japanese handwritten characters. The example of “bo” and “po”
are shown in Fig. 5, 6 and the diﬀerence between those characters is only the
upper right portion. The example of “ma” and “mon” are shown in Fig. 8, 9 and
the diﬀerence between those characters is only the lower center portion.
There are 2000 “bo-po” patterns for learning and 2000 for testing.
There are 2000 “ma-mon” patterns for learning and 1300 for testing.
The number of iteration was 3540 times for “bopo”, and 2020 times for “mamon” where one cycle learning needed approximately 1.5 seconds with 2.8G
PenIV PC.
Results of Experiment for “bo-po”. Fig. 4 (A) shows the initial ﬁlters
used in this research. The ﬁlters are arranged with 14 pieces horizontally and 14
pieces vertically (just 4 columns are shown). Each of the ﬁlters has 7x7 pixels.
The pixel values are represented by a black circle. A large black circle means a
large plus value and a small black circle means a large minus value. The value
zero corresponds to the circles observed at the rim of the ﬁlters. Here, even if
the ﬁlters in the ﬁgure seem to be slightly diﬀerent, all ﬁlters are the same and
this might be the eﬀect of image capture and printing.
Fig. 4 (B) shows the generated ﬁlters after learning. Almost all ﬁlters except
the ﬁlters located in the upper right corner seem to be the same as the initial
ﬁlter. The generated ﬁlters in the upper right corner are considered to be the
vertical line extraction ﬁlter. They resemble a Gabor ﬁlter or a Mexican hat
ﬁlter. These results show that the learning has made the ﬁlter emphasize the
diﬀerence between the two category images.
Fig. 5 and 6 show the input patterns in the upper array of the ﬁgure, the
feature patterns obtained by initial ﬁlters in the middle array, and the feature
patterns obtained by generated ﬁlters in the bottom array. The feature patterns
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(A)

(B)

Fig. 4. (A) Initial ﬁlters before learning (left side part: 4 columns), (B) Filters generated by “bo”,“po” character learning

Fig. 5. “bo”: Original (upper), Gauss
(middle), Generated (bottom)

Fig. 6. “po”: same order as the patterns on the left (“bo”)

become noisy and the right upper part is emphasized more after learning. Some
of the “bo” pattern’s two dots in the right upper part are separated while they
are touching in the initial one. In the “po” case, the upper part seems slightly
larger than the initial one.
Results of Experiment for “ma-mon”. Fig. 7 (B) shows the generated ﬁlters
after learning. Fig. 8 and 9 shows the input patterns and feature patterns in
the same manner as the “bo-po” results. In these ﬁgures, the lower center part
of the generated patterns seem to be emphasized and they are noisy compared
with the initial patterns.
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(B)

Fig. 7. (A) Initial ﬁlters before learning (left side part: 4 columns), (B) Filters generated by “ma”,“mon” character learning

Fig. 8. “ma”: Original (upper), Gauss
(middle), Generated (bottom)

Fig. 9. “mon”:same order as the patterns on the left (“ma”)

Evaluation of Performance of Generated Filters. In the case of “bo-po”
discrimination, the learning performance in terms of recognition accuracy was
tested by comparing it to the Gabor feature extraction [13]. The Gabor feature
extraction adopted here has a simple structure that has 8x8 local regions and 4
directions in each local region, totaling 256 output elements. This kind of Gabor
ﬁlter is often used for character recognition and considered to have reasonable
processing speed and good performance. As for the recognition method, LVQ,
SVM, MQDF (modiﬁed quadratic discriminant functions) were tested. LVQ [14]
is the version of a diﬀerentiated sigmoid window function, the system “svmlight”
[15] is used as SVM and MQDF is constructed based on the reference [16].
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Table 1. Error rate for “bo-po”
Method
FML
LVQ
SVM
MQDF
Average

Gauss Learning
2.7%
6.2% 2.8%
5.5% 2.7%
6.6% 3.2%
6.1% 2.9%

Gabor
3.8%
3.9%
4.7%
4.1%

Table 2. Error rate for “ma-mon”
Method
FML
LVQ
SVM
MQDF
Average

Gauss Learning
8.3%
12.8% 8.2%
8.7% 7.3%
12.9% 9.8%
11.5% 8.4%

Gabor
16.1%
11.5%
14.3%
14.0%

The results of “bo-po” are shown in Table. 1. The values in the table are
the error rate. The column labeled “Gauss” means the ﬁlter is Gaussian, that is
the initial ﬁlter. “Learning” means the ﬁlter is the ﬁlter obtained by ﬁlter mask
learning. “Gabor” means the ﬁlter is Gabor. The array of “FML” shows the results of the ﬁlter mask learning, consequently it shows the system’s performance
of itself after learning.
The array of “LVQ” shows the results of LVQ with 3 types of ﬁlters, and
“SVM”, ”MQDF” are the same. The ﬁnal “Average” shows the average results
of LVQ, SVM and MQDF.
From this comparison, “FML” had better performance compared to the conventional recognition system with a Gabor ﬁlter. And also, as for the ﬁlter itself,
the “FML” ﬁlter had better performance compared with the Gabor ﬁlter in 3
diﬀerent recognition systems.
These results are considered reasonable because the portion where the similar
patterns are diﬀerent is strongly focused in the generated ﬁlters. The results for
“ma-mon” are also shown in Table. 2.

4

Parameter Setting

Relation Between f and r . The parameter setting is important to make
a learning process stable and eﬀective, especially the parameters f and r are
essential. Both parameters have a relationship to each other and need to have
diﬀerent values in some cases for eﬀective learning.
Fig. 10 shows a simple evaluation function as an example. This ﬁgure represents a contour map of some function on the x-y plane. The lower value is better
and position B has the lowest value. Let the start position be A, and let the
optimization process be a descent algorithm. In this case, the ﬁrst direction to
change position is shown by arrow C which is the normal line to the contour
line. In this ﬁgure, let’s imagine that the ellipse’s long axis is 1000 times longer
than the short axis, like the Grand Canyon. It might be diﬃcult to come close
to B from A because there is too much distance between A and B in comparison
with the adequate length of C for stable learning. The direction of C is completely diﬀerent from the desired direction. This problem could be related to the
research [17], but a simple approach is adopted here.
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C
B
A
Fig. 10. Grand Canyon problem in descent algorithm

To avoid this problem, we need to convert such a super thin ellipse to the
adequate size ellipse to avoid this diﬃculty. This conversion is virtually realized
by the technique in which the parameters f and r have diﬀerent values.
For this purpose, the proper value of  was estimated as follows. The elements
of the update ﬁlter (3) and vector (4) are described as
ΔFij = ∓2f l (d)ρ (x̂i )(xi − ϕi )zj , Δϕi = ±2r l (d)(xi − ϕi ).

(8)

Here, |a| denotes the estimated average of absolute value of a, and Fij ,
ΔFij , ϕi  and Δϕi  are deﬁned by follows. Fij  = |Fij |, ϕi  = |ϕi |,
ΔFij  = 2f |l (d)| |ρ (x̂i )| |(xi − ϕi )| |zj |, Δϕi  = 2r |l (d)| |(xi − ϕi )|. (9)
These estimated average values are determined by human observation of experimental data. The following results are obtained by those values.
Fij  = 0.2, ΔFij  = 1200f , ϕi  = 32, Δϕi  = 8r .

(10)

The ﬁnal result f /r is calculated by (10) and the assumption (11).
ΔFij /Fij  = Δϕi /ϕi .
f /r = 40 × 10

−6

.

(11)
(12)

-6

ef(10 )

This estimated result is compared with the experimental results in Fig. 11.
Several values of r are tested with a certain value of f , and the best value of r
is determined for each value of f . This best value is calculated as the average
of the good values with which the system has showed good performance. These
best values are plotted in Fig. 11 as “result”. The line “estimated” refers to
equation (12). This estimation ﬁts well to the obtained values as the best values
up to the value r = 0.03.
As a result, the above mentioned approach was proved to be useful to estimate
the ratio of .
3
2.5
2
1.5
1
0.5
0

result
estimated

0

0.01 0.02 0.03 0.04 0.05 0.06 0.07 0.08
er

Fig. 11. Estimated f /r and the experimental results
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Fixing δ in Sigmoid Function. The recognition accuracy after learning depends on the parameter δ in (7). This value is determined by human observation
on the distribution of value d obtained from the actual recognition system. This
value was determined so that about 1/5 or 1/10 of the patterns contribute to
the learning. After that, several values around the above determined value are
tested in preliminary attempts, and the best value is ﬁnally determined as δ .

5

Conclusion

Through these experiments, the AR/PD approach for Filter Mask Learning was
proved to be eﬀective in terms of the system’s recognition accuracy and the
generated ﬁlters had good performance even if it was embedded in the other
recognition systems. The ﬁlter images and the feature patterns prepared for
human observation showed that the learning was focused on the important part
for discrimination of similar patterns.
The multiple ﬁlters at the local regions and the multi layer ﬁlter structure will
be considered in the further research and they are expected to become useful
technology in pattern recognition and provide new knowledge about intelligence
and learning.
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Abstract. In this paper a robust method is presented to classify and
estimate an objects pose from a real time range image and a low dimensional model. The model is made from a range image training set which is
reduced dimensionally by a nonlinear manifold learning method named
Local Linear Embedding (LLE). New range images are then projected
to this model giving the low dimensional coordinates of the object pose
in an eﬃcient manner. The range images are acquired by a state of the
art SwissRanger SR-3000 camera making the projection process work in
real-time.

1

Introduction

The pose says how the object is oriented in space. Detecting an objects pose
is an active research ﬁeld in computer vision and closely related to other very
active topics such as object recognition, classiﬁcation and face recognition.
In this work a statistical machine learning method of dimensionality reduction
of data is proposed to detect the pose of an object; on which side it lies and
the planar angle from the cameras view. A low dimensional model is trained
using images of an object in various positions. The model then gives the low
dimensional pose coordinates of the data points. Finally a new image can be
projected onto the model resulting in the objects pose coordinates. Analyzing
intensity image data with manifold methods have shown good results before
[1,2,3]. In the present work a model is constructed from range images from a
SwissRanger camera that produces range images in real time.
1.1

Related Research

The pose estimation problem has been approached in numerous ways. Many
industrial methods are based on matching objects to a CAD model [9]. Other
methods such as extended gaussian images [8] recognize the pose by analyzing
the surface normal behavior of the object. Machine learning has been a "hot"
subject in academic research in this ﬁeld, especially dimensionality reduction
techniques. Eigen shapes and optimal component projections have shown good
results on a wide range of data [10]. In recent years manifold learning methods
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 968–975, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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such as isomap, Laplacian eigenmaps and locally linear embedding (LLE) have
shown how various data lie on nonlinear manifolds that can be uncovered [1,3,4].
These methods strive at the same goal but have diﬀerent diﬀerent properties with
regard to classiﬁcation and projecting new data etc. In this work the LLE will
be investigated and shown how its properties suit the pose problem.
1.2

Contributions

The potential of this nonlinear pose estimator based on range data is considerable. LLE interprets the change between the training images in the simplest
fashion while at the same time giving a possibility to project a new data point
onto the model without needing to go through the heavy eigen - calculations.
The eﬀect of using range data from the SwissRanger camera also gives the
model added robustness; eliminating the eﬀect of variable lighting and giving a
possibility of dimensionally scaling new images before projecting onto the model.
1.3

Outline of Paper

This paper proposes a pose estimation technique based on the locally linear
embedding (LLE). It is composed of four main sections. In section 2 the the
theoretical background of LLE is given and the SwissRanger is introduced. In
section 3 data, the experiments and their results are discussed. Finally section 4
shows the direction for further research.

2

Technical Approach

The approach presented is based on the following:
– Images of an object in diﬀerent poses lie on a non-linear manifold in the high
dimensional pixel space.
– LLE ﬁnds the intrinsic dimension of the manifold.
– New data points are projected onto the embedded dimensions using Locally
Linear Projecting (LLP)
– Range data adds robustness to the model and simpliﬁes preprocessing of
both training data and the new data.
2.1

Reduction of Dimensionality

One of the hottest topics in statistical machine learning is dealing with high
dimensional data. A sequence of 100 × 100 pixel images can be seen as points in
a 10000 dimensional pixel space. If these images are in some way correlated it
is likely that a much lower dimensional feature space can be found; where the
features in some way describe the sequence.
The classical approach to dimensionality reduction is Principal Component
Analysis (PCA). PCA linearly maps the dataset to the maximum variance subspace by eigen-analyses of the covariance matrix, where the eigenvectors are the
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principal axes of the subspace, the eigenvalues give the projected variance of the
data and the number of the signiﬁcant eigenvalues gives the "true" dimensionality. PCA is an optimal linear approach and through its usage nonlinear structures
in the data can be lost. It has been shown ([4,1,3]) that many very interesting data
types lie on nonlinear low dimensional manifolds in the high dimensional space
and several so called nonlinear manifold learning methods have been developed
to describe the data in terms of these manifolds. One example of such methods is
Locally Linear Embedding (LLE) which is the subject of the next section.
2.2

Local Linear Embedding

LLE assumes that locally each data-points’ close neighborhood is linear and
optimally preserves the geometry in these neighborhoods. It is an elegant unsupervised, non-iterative method that avoids the local minima problems that
plague many other methods. For a dataset X with N points in D dimensions
(D × N ), an output Y of N , d dimensional points is found (d × N ) where d  D.
The algorithm has three basic steps. In the ﬁrst step each points K-nearest
neighbors are found, second the points are approximated by a linear weighted
combination of its neighbors. Finally a linear mapping is found through an eigenvalue problem to reduce the dimensionality of the approximated points to the
embedded dimensions d. A full description and proofs of the algorithm is given
in [2].
LLE Properties: LLE is a "natural" classiﬁer. The separate classes’ samples
are mapped to separate dimensions as they are seen as lying on separate manifolds in the data. With C classes all samples of a certain class are mapped onto
a single point in C − 1 dimensions. The choice of dimensions for the third step in
LLE is then twofold; choice of the local intrinsic dimensionality dL which is the
dimension of the manifold each class lies on, and the choice of global intrinsic
dimensionality which is then used in step 3:
dG = C · dL + (C − 1)

(1)

Finding dL can be a complicated matter as the residual variances of each
component cannot be measured such as is done in PCA and Isomap. On the other
hand the intrinsic dimension can be found by using Isomap or by experiment in
LLE to ﬁnd what dL describes the manifold. It has been shown in research ([1,3])
that the dimensionality of a dataset made of images of a 3D object rotated 360◦ ,
then 2D are needed to describe the change between the points, i.e. the rotation
is described by a circle.
LLE is not easily extended to out-of-sample data and new images xn cannot simply be mapped to the low dimensional feature space. Calculating new
LLE coordinates for each new image with a large training set is way too heavy
computationally and therefore out of the question for most fast or real time
applications.
A simple method to map new data is sometimes called Local Linear Projecting
(LLP, [6,7,2]). It utilizes the ﬁrst two steps in LLE and omits the expensive third
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step. First it ﬁnds K neighbors’ of xn in the training set X, then the weights are
calculated as in step 2 and these are used to make a weighted combination of
the neighbors embeddings in Y. The method thus exploits the local geometrical
preservation quality of LLE. On the other hand the method is sensitive to translated input but this eﬀect can be eliminated by preprocessing. This has been
proved as a quick and eﬀective method with good results.
2.3

The SwissRanger SR-3000 Camera and Data

The SwissRanger [11] camera is designed on the criteria to be a cost-eﬃcient
and eye-safe range ﬁnder solution.

Fig. 1. The CSEM SwissRanger SR-3000 Camera

Basically it has an amplitude modulated light source and a two dimensional
sensor built in a miniaturized package (see ﬁg. 1). The light source is an array of
55 near-infrared diodes (wavelength 850nm ) that are modulated by a sinusoidal
at 20MHz. This light is invisible to the naked eye.
The sensor is a 176 × 144 custom designed 0.8μm CMOS/CCD chip where
each pixel in the sensor demodulates the reﬂected light by a lock-in pixel method,
taking four measurement samples 90◦ apart for every period. From these samples
the returning signal can be reconstructed. From the reconstructed signal two
images are generated: An intensity (gray scale) image and a range image derived
from the amplitude and the phase oﬀset of the signal in each pixel.
The quality of the range-images is not as high as in many other range imaging
devices. The spatial resolution is low and due to low emitted power the accuracy
is dependent on the reﬂection properties of the subject and in some situations the
results can be distorted by high noise and eﬀects such as multiple-paths. This
makes these images diﬃcult to use in some conventional 3D pose recognition
methods where higher accuracy is needed. On the other hand the low latency
and high frame rate giving near real-time images with near ﬁeld accuracy within
2 mm makes the camera excellently suited in many scenarios. For the purposes
of this experiment this camera was an excellent choice.
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Testing Methodology

The experiment data was made of images of a cardboard box with wooden
knobs attached to it (ﬁgure 2). This object can lie on 3 sides and is without
symmetrical features. The images were acquired of the box while it was rotated
360◦ in each lying pose with 2◦ intervals (540 images in each dataset). The
dataset was purposely made to make a model that could detect on which side
a new image of the object was lying and detecting its orientation at the same
time. Two models were constructed; one using the range data the other using
intensity data for comparison purposes. The depth data was aligned so that the
a smoothed version of the data’s closest point was centralized.

Fig. 2. The box dataset. The upper row is from the range dataset and the lower is
from the intensity dataset. One image from each class is shown.

The LLP projection of new data points was tested by choosing a subset of
the images and using them as a test set on the model made from the remaining
images. As the test points positions are known relative to the training points it
can be measured if the points are mapped between the correct points. The test
points where aligned according to the depth in the same manor as the training
points. In this way the depth is used to minimize the input translation problem
of LLP.
3.1

Results

The two ﬁrst principal components of both datasets in ﬁgure 3A shows that the
classes can be separated but the method completely fails to capture the regularity
of the objects change in orientation. Still these two components contain 95% of
the variance of the points.
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Fig. 3. A:) Two ﬁrst principal components of the box data. B:)The the "Class" dimensions of the LLE mapping of the data.

The plot in ﬁgure 3B shows that the LLE embedding in 2D gives a perfect
separation by mapping all the 180 data points of each class to three points. The
three 2D local dimensional embeddings are shown in ﬁgure 4.
Figure 4 shows the local dimensions of each class using the range data on
one hand and intensity data on the other. Both models model the 360◦ rotation
of the object with a circle and in the case of range data the circles are almost
perfectly smooth while the intensity model’s curves are less smooth.
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Fig. 4. The local intrinsic dimensions for each class. Six examples of image to intrinsic
dimension mappings are shown.

Experiments on LLP by projecting small subsets of the image data gave 100%
correct pose estimations. Figure 5 shows the results when only half of the data
is used to ﬁnd the embedding dimensions and the other half is projected one by
one into these dimensions. This sparser model results in less smooth curves than
before but the test points are still projected to correct positions in all cases. The
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Fig. 5. The Range Model. An embedding made from 270 range images, the remaining
270 are then projected onto the embedding one by one.
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Fig. 6. The Intensity Model. An embedding made from 270 intensity images, the remaining 270 are then projected onto the embedding one by one.

intensity model in ﬁgure 6 shows poorer performance with not as smooth curves
and in the case of class 3 it has problems with connecting the starting and ﬁnal
points of the rotation, resulting in almost erratic projections i.e. points have a
third close neighbor on the embedding.

4

Summary

LLE proved to capture the nature of the change between the points in a very
eﬃcient manner; both ﬁnding on which side the object is lying and the planar angle. LLP is also a very eﬃcient way to quickly project an image to a
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pre-calculated model. Creating a model from range images also showed advantages over intensity images; i.e. smoother curves better capturing the nature of
the points.
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Abstract. The availability of ground-truth ﬂow ﬁeld is crucial for quantitative evaluation of any optical ﬂow computation method. The ﬁdelity
of test data is also important when artiﬁcially generated. Therefore, we
generated an artiﬁcial ﬂow ﬁeld together with an artiﬁcial image sequence
based on real-world sample image. The presented framework beneﬁts of
a two-layered approach in which user-selected foreground was locally
moved and inserted into an artiﬁcially generated background. The background is visually similar to input sample image while the foreground
is extracted from original and so is the same. The framework is capable
of generating 2D and 3D image sequences of arbitrary length. Several
examples of the version tuned to simulate real ﬂuorescent microscope
images are presented. We also provide a brief discussion.

1

Introduction

There is hardly any new method being used in image analysis that hadn’t been
tested thoroughly beforehand. The situation is not diﬀerent in the ﬁeld of optical
ﬂow computing methods. The optical ﬂow is, according to Horn and Schunck [1],
the distribution of apparent velocities of movement of brightness patterns in an
image. In other words, the outcome of an optical ﬂow method is a ﬂow ﬁeld in
which a velocity vector is assigned to every voxel in the image. The vector represents movement of a given voxel. Thus, this is often used for representation of a
movement in the sequence of images [2]. In particular, optical ﬂow methods are
used for analysis of such time-lapse image sequences acquired from ﬂuorescence
optical microscope [3, 4].
The most common approach to the validation of a method for computing optical ﬂow is to compare its result to some certain ﬂow ﬁeld [5], which is commonly
termed as ground-truth ﬂow ﬁeld. Unfortunately, we don’t have the ground-truth
information at hand when testing some method on real data. Therefore, the automatic generation of pseudo-real high-ﬁdelity data together with correct ﬂow
ﬁeld is very useful. Not only it can produce vast amount of unbiased data, it also
may speed up the tuning of an existing or newly developed optical ﬂow computation method by allowing for its immediate evaluation over close-to-real data.
This may lead to a real improvement of the investigated method’s precision.
B.K. Ersbøll and K.S. Pedersen (Eds.): SCIA 2007, LNCS 4522, pp. 976–985, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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We propose a framework in this paper that allows for the evaluation of optical
ﬂow computing methods. The primary aim is to create a pair of new grayscale
images similar to the given real-world image (e.g. Fig. 3A) together with appropriate ﬂow ﬁeld. The framework should be ﬂexible: it should handle global
cell motion together with independent local motions of selected intracellular
structures which is a phenomenon often observed in the ﬁeld of ﬂuorescence microscopy. It should be accurate: the created images should perfectly resemble the
real-world images as well as created ﬂow ﬁeld should describe the movements
that are displayed in the image data. Since we considered 3D image as a stack
of 2D images, we didn’t have to utilize any 3D-to-2D projection – the ﬂow ﬁeld
remained three-dimensional in this case. Hence, we referred to such a 2D or
3D ﬂow ﬁeld as to a ground-truth ﬂow ﬁeld. Last but not least, the framework
should be fast and simple to use too.
The next section describes our proposed framework. It also gives the motivation to the adopted solution by means of very decent overview of some possible
approaches. The third section will describe its behaviour and present few sample
images coming out of the system tuned to ﬂuorescence optical microscopy. The
paper is concluded in the last section.

2

The Framework

Basically, there are just two possible approaches to obtain image sequences with
ground-truth ﬂow ﬁelds. One may inspect the real data and manually determine
the ﬂow ﬁeld. Despite the bias [6] and possible errors, this usually leads to a tedious work, especially, when inspecting 3D image sequences. The other way is
to generate sequences of artiﬁcial images from scratch by exploiting some prior
knowledge of a generated scene. This is most often accomplished by taking 2D
snapshots of a changing 3D scene [7, 5, 8]. The prior knowledge is encoded in models which control everything from the shape of objects, movements, generation of
textures, noise simulation, etc. [9, 10]. This may involve a determination of many
parameters as well as proper understanding of the modeled system. Once the two
consecutive images are created, the information about movement between these
two can be extracted from the underlying model and represented in the ﬂow ﬁeld.
We have adopted, in fact, the latter approach. Every created artiﬁcial image consisted of two layers. The bottom background layer contained an artiﬁcial
background generated by the algorithm that will be described later. The background area was given by a mask image M. The parameters of the algorithm
were determined online from a real-world image which we will refer to as the
sample input image I. The foreground layer contained exact copies of regions of
the sample input image. The foreground regions were deﬁned by a mask image
m. All images had to be of the same size. We denote the value of voxel intensity
in image I at position x as I(x). Similarly, the ﬂow ﬁeld FF holds a vector FF(x)
at each position x.
The background was subject to a global movement while the foreground was
subject to global and independent local movements. The ground-truth ﬂow ﬁeld
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was a composition of these. Since both background and foreground were given
only by mask images, we accomplished the movements using the backward transformation technique [11]. Let us write O = BackT(I, FF) and say that the image
O is the image I transformed according to the ﬂow ﬁeld FF. Basically, the backward technique translates I(x + FF(x)) to O(x) for every x – voxel values move
“against” the ﬂow ﬁeld. There exists a forward transformation technique too,
refer to [11] for more detailed explanation. Figures 1 and 2 show the major pitfalls of both techniques. The artifacts occur when the ﬂow ﬁeld is not smooth
enough. Unfortunately, that was the case owing to the local independent movements. Hence, we developed the following framework in order to avoid that. We
use the notation O = Copy(I, m) to state that only a regions given by mask m
are copied from I, the rest of O remains untouched.

G

A

F

H

I

B

C
D

Fig. 1. The backward transformation. Left section: The grid represents voxels and their
boundaries. The position of coordinate of voxel A is illustrated by dashed lines. The
transformation moves value from vector’s end to its beginning. In the case of realvalued vector (as is the one originating from voxel B), the moved value is the weighted
sum of the nearest voxels’ values with weights given by the portion of the gray area
(values of voxels F, G, H and I). More vectors from distant places (as demonstrated
with vectors originating from C and D) may fetch almost the same value when the
ﬂow is not smooth enough. This drawback results in the “copy” eﬀect. Middle section:
An example of input image with non-smooth ﬂow ﬁeld. Right section: A result of the
backward transformation with the “copy” eﬀect.

The framework’s input was a sample input image I, the background mask M
and the foreground mask m. The output would consist of images I1st , I2nd and
ground-truth ﬂow ﬁeld gtFF between I1st , I2nd which denoted the ﬁrst and the
second image in the created sequence, respectively. It would hold: if ∀x : gtFF(x)
is an integer valued vector then ∀x : I1st (x) = I2nd (x + gtFF(x)).
The preliminary step of the algorithm was to prepare a pool R of voxel intensities. Only voxels x satisfying M(x) > 0 and m(x) = 0 (exactly the background
voxels) were copied into the pool. The mean value μ was computed within R
since we observed that histogram of the background voxels resembled Gaussianshaped distribution (Fig. 3B). Because of that, voxels with intensities i for which
i ∈ (μ − σ, μ + kσ) were removed from the pool. We chose σ = 11 and k = 3/2
to ﬁt the histogram better. This interval is shown as the white strip in Fig. 3B.
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Fig. 2. The forward transformation. Left section: The grid represents voxels and their
boundaries. The position of coordinate of voxel A is illustrated by dashed lines. The
transformation moves value from vector’s beginning to its end. In the case of realvalued vectors (as are those originating from voxels F, G, H and I), the value for
particular voxel must be searched for in the close vicinity (illustrated by gray region
around voxel B). The value is then weighted with weights being the distance of the
nearest vectors’ ends in each quadrant of the marked area. More vectors from distant
places (as demonstrated with vectors originating from D and E) may end up in almost
the same location when the ﬂow is not smooth enough. This drawback results in the
“averaging” eﬀect. Middle section: An example of input image with non-smooth ﬂow
ﬁeld. Right section: A result of the forward transformation with the “averaging” eﬀect.

Fig. 3. Example of an image formation. A) The input image I of ﬂuorescently marked
HP1 proteins in the HL60 cell. B) The intensity histogram of the input image at the
bottom, binary image above displays voxels with intensities in the white strip of the
histogram. C) Outcome of the rand(R) generator. D) fI from (4). E) I2nd from (5). F)
The weights of the extended foreground mask,brighter intensity shows higher weights,
see section 3. G) I2nd from (6). H) The map of intensity diﬀerences between I and
I2nd , the maximal brightness shows the value of 30. All images were enhanced for the
purpose of displaying.
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An artiﬁcial background was generated in two steps. First, the foreground was
replaced by interpolated values. For each x = (x, y, z), m(x) > 0 ﬁnd x1 and x2
such that
x1 = max (x < x and x = (x , y, z) and m(x ) = 0) ,
x2 = min (x > x and x = (x , y, z) and m(x ) = 0)

(1)
(2)

and set Vx1 = I(x1 , y, z) and Vx2 = I(x2 , y, z). If there were no such x1 , which
happens exceptionally only when a mask touches the image border, then set
Vx1 = μ and x1 to the leftmost coordinate in I. The x2 was treated in the
similar fashion. The value for I(x), proportionally along x-axis, was
Vx = (Vx2 − Vx1 ) ·

x − x1
+ Vx1
lx + 1

(3)

with lx + 1 = x2 − x1 . The Vy and Vz values were obtained in the similar fashion.
The replacing of foreground was ﬁnished by assigning (Fig. 3D):
 l l V +l l V +l l V
y z x
x z y
x y z
if m(x) > 0
ly lz +lx lz +lx ly
(4)
∀x : fI(x) =
I(x)
otherwise .
Second, the new artiﬁcial background was generated. The fI image was convolved with separable averaging kernel. We used the ﬁlter 19 (1, 1, 1, 1, 1, 1, 1, 1, 1)
for each axis. The new background image was then computed as
∀x : I2nd (x) = rand(R) + (fI(x) − μ)

(5)

where rand() is a generator of random numbers obeying uniform distribution.
The eﬀect of this term in (5) was to uniformly choose intensity values from
the pool R. This ensured the generated background to share similar statistics,
including intensity ﬂuctuations and noise. The last term in (5) enabled to display
intracellular structures in the background, e.g. nucleolus as in Fig. 3E. Finally,
the image was Gaussian blurred with sigma set to 0.7px.
To ﬁnish the output image I2nd , the foreground was overlaid over the artiﬁcial
background:
(6)
I2nd = Copy(I, m) .
The ground-truth ﬂow ﬁeld for global movement of the whole image was created into gtFF. We utilized an arbitrary rotation around arbitrary centre together with arbitrary translation. The ﬂow ﬁeld was created regardless of masks
m and M. In fact, any ﬂow ﬁeld could have been used provided it is reasonably
smooth. The images were transformed:
I = BackT(I, gtFF),

(7)

M = BackT(M, gtFF),

(8)

m = BackT(m, gtFF) .

(9)
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We repeated the process of artiﬁcial background generation in the new position
with I instead of I. The result was stored into I1st . Note that we used the same
intensity pool R.
A random translational vector, say vi , was assigned to each component i of
the mask m. For each i, we created ﬂow ﬁeld FFi and mask image mi
∀x :
∀x :

FFi (x) = vi ,

1 if x belongs to component i
mi (x) =
0 otherwise .

(10)
(11)

Note that FFi is uniformly ﬁlled what guarantees a smooth ﬂow ﬁeld. Independent local movements are embedded into gtFF by computing the following
equations:
∀x :
∀i :

gFF(x) = gtFF(x),
mi = BackT(mi , FFi ),

∀i :
∀i :
∀i :
∀x : ∀i :

Ii = BackT(I , FFi ),
gtFF = Copy(BackT(gFF, FFi ), mi ),
FFi = Copy(0, 1 − mi ),
gtFF(x) = gtFF(x) + FFi (x)

(12)
(13)
(14)
(15)
(16)
(17)

with the following interpretations: backup gtFF (12), translate the patch corresponding to each component in gtFF (15) together with its mask (13) according
to its ﬂow ﬁeld, zero the component’s ﬂow ﬁeld outside of its moved mask (16)
and add the result to the gtFF (17). Equations (15) to (17), in fact, concatenate
global and local ﬂow ﬁelds since the movement of the foreground consisted of
global (9) and then local (13) movement. The image of each component was
separately moved according to its ﬂow ﬁeld (14). Moving the entire image I according to the ﬁnal gtFF would produce image corrupted by the “copy” eﬀect
of non-smooth ﬂow ﬁeld.
Finally, the output image I1st was computed:
∀i : I1st = Copy(Ii , mi ) .

(18)

The Copy() operation just overlaid the moved foreground regions over the artiﬁcially generated background. Optionally, the ground-truth ﬂow ﬁeld could be
trimmed:
gtFF = Copy(0, 1 − M) .
(19)
The presented framework also allows for generation of an arbitrary long timelapse image sequence. Due to the property of the backward transformation technique, the generation proceeds from the last image Inth of the sequence, given
some n ≥ 2, towards the ﬁrst image I1st . Clearly, the last image is the artiﬁcial
substitute for the sample input image and so I can be used as a sample without
any modiﬁcation. For the other images in the generated sequence, I must be
transformed to the actual position. Instead of iteratively moving the image, we
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suggest to hold the ﬂow ﬁelds that prescribe the transformations required to get I
to the demanded position. Two ﬂow ﬁelds should be enough. Let gtFFi,j , i < j
denote the ﬂow between images Iith and Ijth . For the purpose of consecutive
generation of Ikth , k = n − 2 . . . 1, compute
∀x : gtFFk,n (x) = gtFFk,k+1 (x) + BackT(gtFFk+1,n , gtFFk,k+1 )(x),

(20)

∀x : glFFk,n (x) = glFFk,k+1 (x) + BackT(glFFk+1,n , glFFk,k+1 )(x)

(21)

where glFFk,k+1 is the ﬂow ﬁeld corresponding to just the global component of
gtFFk,k+1 . Then, repeat the second part of the proposed framework from (7),
as if I1st should be created, with the following exceptions: for the background
generation use glFFk,n in (7) while for the foreground movements prepare I
with gtFFk,n in (7) and set gtFF = gtFFk,k+1 . Also start the background
generation from its second step with the convolution of fI.

3

Results and Discussion

We implemented and tested presented framework in variants utilizing both backward and forward transformations. The framework was designed to transform
images only according to the smooth ﬂow ﬁelds. This and the deﬁnition of both
transformations justify the ground-truth property of the created ﬂow ﬁeld.
Table 1. Comparisons of images I and I2nd . The column heading “Ext.” shows the
number of dilations performed on the foreground mask m. The mask controlled the
foreground extraction as well as its plain overlaying1 or weighted merging2 (explained
in section 3). A) and B) Comparisons over two 2D images. C) Comparison over a 3D
image. D) Comparison over the same 3D image, separate pools of voxel intensities were
used for each 2D slice during the formation of the artiﬁcial background.

A

B

C

D

Ext.
0
1
2
3
0
1
2
3
0
1
2
3
0
1
2
3

Corr.1
0.989
0.989
0.989
0.989
0.992
0.992
0.993
0.993
0.980
0.980
0.981
0.981
0.982
0.983
0.983
0.984

Avg. diﬀ.1 RMS1
3.87
5.13
3.80
5.03
3.73
4.94
3.68
4.90
2.76
3.83
2.62
3.69
2.41
3.46
2.33
3.40
3.67
4.79
3.73
4.89
3.53
4.69
3.42
4.59
3.15
4.16
3.07
4.08
3.00
4.03
2.92
3.96

Corr.2
0.989
0.989
0.989
0.989
0.992
0.992
0.992
0.992
0.980
0.980
0.981
0.981
0.982
0.982
0.983
0.983

Avg. diﬀ.2 RMS2
3.87
5.12
3.85
5.05
3.82
5.00
3.83
4.98
2.77
3.85
2.74
3.75
2.62
3.58
2.64
3.57
3.67
4.79
3.81
4.92
3.70
4.77
3.66
4.72
3.16
4.17
3.13
4.11
3.11
4.08
3.10
4.05
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The masks were generated by thresholding of sample input image with manually chosen threshold. The thresholded output was considered as a starting point
for advanced segmentation method [12] which produced ﬁnal cell and foreground
masks. The generator was tested on several diﬀerent 2D real-world images and
one such 3D image.

Fig. 4. Examples of generated pseudo-real 2D images. The I1st , the I2nd and the sample
input image I are shown in rows A), B) and C), respectively. Notice the similarity
between rows B) and C) in columns 1), 2) and 3). Images A4) and C4) should be similar
too. Foreground objects (the white spots) in each cell were subject to additional local
movements. 1) An example of the cell rotated 9 degrees clock-wise around its edge.
2) An example of another cell rotated 9 degrees clock-wise around its centre. 3) An
example of a similar cell with more foreground objects and with no global motion. 4)
The same as 3) but the generator based on the forward transformation was used. All
images were enhanced for the purpose of displaying.

All generated images were inspected. Since every generated image arose from
some supplied sample image I, we could compare I and I2nd . For each pair, we
computed the correlation coeﬃcient (Corr.), average absolute diﬀerence (Avg.
diﬀ.) and root mean squared diﬀerence (RMS). The results are summarized in
Table 1. The generator achieved minimal value of 0.98 for correlation, see Fig.
3H. This quantitatively supports our observations that generated images were
very similar to their originals. A few 2D examples are shown in Fig. 4. Decent
improvement was observed when artiﬁcial background of 3D images was formed
in a slice-per-slice manner what is also acknowledged in Table 1.
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The image I1st could not be evaluated quantitatively for the obvious reason.
Nevertheless, the ratio would be deﬁnitely worse since all moved images are
blurred a little. This is a feature of both backward and forward transformations when processing ﬂow ﬁelds containing vectors with non-integer elements.
In order to make both output images appear the same, we suggest to let I2nd
image perform the translation along vector (0.5, 0.5, 0.5) and modify the gtFF
correspondingly.
Inappropriately created foreground mask may emphasize the borders of extracted foreground when inserted into artiﬁcial background. We replaced the
Copy() operation in eqs. (6) and (18) by the following sequence of operations:
extend the foreground mask by several dilations (the “Ext.” column in Table 1),
compute the distance transform (we used [13]) on the mask and threshold it (see
Fig. 3F), insert the foreground according to the weights (for details refer to [14]).
We generally observed visually better results with this modiﬁcation. According
to Table 1, just 2 dilations achieved qualitatively better results in comparison
to overlaying of foreground driven by unmodiﬁed input mask m.
We also tried the local movements mask which permitted the foreground to
translate only inside this mask. This should prevent the structures from moving
into the regions where there were not supposed to be, i.e. outside the cell. The
masks are simple to create, for example by extending the foreground mask into
demanded directions. The generated images became even more real.
We argue against further iterations of the framework to get Ikth from I(k+1)th .
When proceeding towards smaller k, transforming images iteratively leads to
worse quality images because of the smoothing eﬀect (Fig. 4A) of both transformations. Our suggested solution guarantees not more than two transformations
of sample input image when creating Ikth for arbitrary k ∈ 1, n − 1.
We implemented the algorithm in C++. We conﬁrm that forward variant is
up to two orders of magnitude slower than backward variant for 2D images. This
is mainly because of greater complexity of forward transformation in contrast to
backward transformation.

4

Conclusion

We have proposed a framework for generating time-lapse pseudo-real image data.
It allows for automatic synthesis of unbiased sequences of 2D and 3D images.
By suppling real-world sample image we could force images in the sequence to
look more realistic. The background mask of the cell and the foreground mask of
selected intracellular structures were supplied too. This gave us a layered control
over the regions where global and local movements should occur. The aim was to
automatically generate a vast amount of data together with corresponding ﬂow
ﬁeld, that we called ground-truth, in order to evaluate methods for foreground
tracking as the next step. The methodology was targeted at ﬂuorescence optical
microscopy.
We have tested the framework mainly in 2D. From Table 1 we may conclude
that it generated images very similar to the sample image. The foreground was a
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copy from the sample image which implicitly assured its quality. The background
voxels posed the same statistics since they were generated to do so. Theoretically,
the presented framework has ambitions to work reliably on arbitrary data comprising of unimodal background distribution. The framework is also less sensitive
to errors in the foreground segmentation. This is due to the seamless overlaying
of the foreground. We also made use of local movements mask which gave us
ultimate control over the foreground movements.
Acknowledgements. This work has been supported by the Ministry of Education of the Czech Republic (Grant No. MSM0021622419, LC535 and 2B06052).
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Hrkać, Tomislav 383
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Wählby, Carolina 631
Weickert, Joachim 173, 601
Westin, Carl-Fredrik 818
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