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Abstract. Image generation has got wide attention in recent times;
however, despite advances in image generation techniques, document im-
age generation having wide industry application has remained largely
neglected. The previous research on structured document image genera-
tion uses adversarial training, which is prone to mode collapse and over-
fitting, resulting in lower sample diversity. Since then, diffusion models
have surpassed previous models on conditional and unconditional image
generation. In this work, we propose diffusion models for unconditional
and layout-controlled document image generation. The unconditional
model achieves state-of-the-art FID 14.82 in document image genera-
tion on DocLayNet. Furthermore, our layout-controlled document image
generation models beat previous state-of-the-art in image fidelity and
diversity. On the PubLayNet dataset, we get an FID score of 15.02. On
the complicated DocLayNet dataset, we obtained an FID score of 20.58
with 256× 256 resolution for conditional image generation.
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1 Introduction

Document image understanding is one of the most important objectives of the
Document AI community. Often there is a need to augment real data for train-
ing and fine-tuning with generated data. So far generative models are not able
to achieve document image generation with readable text. However, end-to-end
document generation is useful for training document region detection models.
Building and maintaining large datasets is expensive and often prohibitive for
most businesses. We propose a document image generation model which acts
as augmentation for training document region detection models and serves as a
basis for end-to-end readable document image generation. The proposed genera-
tion model can be used to augment small datasets for improved performance on
region detection. So far not much work has been done to address this need. Ac-
cording to Office Document Architecture (ODA), a document can be expressed
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with two formalisms: an image for displaying and its textual representation [32]
both of these can be met by a digitized image. Organizations in the US spend 120
Billion dollars on printed forms alone, most of which becomes obsolete within 3
months [27]. Furthermore, the environmental impact of deforestation caused by
the paper industry has forced organizations to consider going paperless [28]. This
has further increased the importance of digital documents. Current template-
based approaches, however, are unable to cater to the huge variety of documents
that need to be digitized and provide an otherwise restrictive use of the doc-
ument space in terms of layout and content as specified by the ODA [29,32].
A controllable document image generation system can address both of these
problems.

Generative models have achieved ground-breaking results in unconditioned
and text-conditioned image generation over the past few years. Notably Dall-
E [1], Dall-E-2 [2], StyleGan3 [3], Imagen [4], VQ-VAE2 [5] have achieved signif-
icant results. In parallel, however, document image generation has not received
much attention apart from a few works [6,30].

Controlled document image generation has traditionally been restricted by
two factors: difficulties in text generation and the difficulty in the presentation of
the information. the first problem has gotten a lot of attention [31,46,47], lately
and has largely been resolved. To address the second problem i.e. the visual
presentation of document layout information in the document form, we pro-
pose a layout-controlled document image generation diffusion model. Although
previous generative models i.e. StyleGANs [3,48], VAEs [5] performed well in
generating high-resolution images on everyday objects i.e. COCO and ImageNet
datasets [24,25], these models have been out-performed by diffusion models on
fidelity and diversity metrics [15,14,4]. As far as we know, no work has been done
in the document domain using diffusion models [6,30].

There are multiple approaches to image generation. The most popular ones
include Generative Adversarial Networks (GANs), Variational Auto-encoders
(VAEs), Auto-regressive models, and flow-based models. Each of these has spe-
cific trade-offs associated with it. GANs although good at high-resolution im-
age generation and fast generation, require adversarial training and suffer from
Mode-collapsed, adversely affecting the sample diversity. VAEs offer fast image
generation and higher sample diversity but the quality of the generated samples
is not as good as the GANs. Auto-regressive models although performing well at
generating high-quality samples are very slow at inference times. Similarly, flow-
based models offer explicit distribution modeling of the data but impose strong
restrictions on the architecture of the models. There also exist several mixed
approaches i.e. VQ-GANs [33], Energy-based models [34] and Auto-regressive
Generative models [35] that try to combine these approaches and try to improve
on the individual approaches.

One of the latest generative approaches, the diffusion models, has recently
gotten much attention from the research community due to their improvement
over the previous approaches in terms of sample quality i.e. Fréchet Inception
Distance (FID) and Diversity Score, and achieving state-of-the-art results on a
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Fig. 1. Layout guided document image synthesis. Given a layout, the model generates
a sample from the training data distribution p(x) with the given layout.

number of datasets [19,20,21,24,49]. At training time diffusion models progres-
sively add noise to the image and create a Markov Chain of increasingly noisy
images according to a noising schedule that controls the amount of the noise to
the point when the images are indistinguishable from the random noise.

A stateful model then learns to reverse the noising process at each step and is
trained to predict the noise added at the corresponding step. At inference time,
the models can then generate highly diverse samples from random noise. A trade-
off associated with diffusion models was that they took huge computing resources
to train. This was addressed by the Latent Diffusion Models (LDMs) [22] that
propose to apply diffusion models on the latent space of an auto-encoder instead
of the full-resolution images. LDMs offer similar sample quality for a fraction of
the computing cost by ignoring the pixel-level details whose contribution to the
semantic understanding of the image is minuscule. LDMs can further be used for
conditional image generation by using embeddings from domain-specific encoders
and applying cross attention at the latent space of the diffusion model.

DocSynth [6] proposed controlled document image generation similar to 1
using GANs for the first time. They conditioned image generation with the
desired layout of the image. In addition to using complicated architecture and a
number of auxiliary losses, they trained their models on 64� 64 and 128� 128
resolutions. Using diffusion models for this task can result in higher fidelity and
diversity.

The following are the major contributions of this work:

1. We propose a diffusion model for controlled document image generation,
guided by the desired document layout.

2. We demonstrate that the samples generated by our model can improve the
performance of a visual document region detector.

3. We demonstrate the ability of the diffusion model to generate diverse docu-
ment images, by unconditional training on DocLayNet.

The rest of the paper is divided into the following sections. Section 2 provides
the necessary background in generative diffusion models. Section 3 discusses the
components of the proposed architecture. Sections 4 and 5 provide experimental
details and results respectively. Lastly, Section 6 gives the conclusion.
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2 Background

In the limited work done in document image generation, models use adversar-
ial training e.g. Generative Adversarial Models (GANs). Adversarial training is
prone to over-fitting and mode collapse and requires a lot of hyper-parameter
tuning to get right. Although some improvements have been made in this re-
gard [37,38], this still leads to lower sample diversity in GANs. Diffusion Models
(DMs) have recently addressed these issues and achieved state-of-the-art results
in Image Generation [15]. We propose a diffusion model for layout-controlled
document image generation building on the following previous work in genera-
tive and multimodal-distribution modeling.

Deep image generation models were popularized by the introduction of Gen-
erative Adversarial Models [39]. Since then, GANs have undergone several mod-
ifications and fine-tuned many times (BigGANs [40], StyleGANs [42] and Hi-
erarchial GANs [41]) to improve the results notably. In GANs, two models are
trained in an adversarial manner to generate high-fidelity images; as a result,
they are difficult to train and suffer from mode collapse issues. Recently, diffusion
models that are a subclass of the likelihood-based models have achieved better
results than GANs. In addition, since these models are not trained adversarially,
their training is stable and scales favorably with compute.

Diffusion Models (DMs) are a type of latent variable model in which the latent
variables are of the same dimension as the original data distribution p(x) [12].
DMs define a Markov Chain x1;x2; :::;xn of these latents. The forward process
adds Gaussian noise to the image sample according to a schedule �1; �1; :::; �n
as:

q(x1:T jx0) =
T∏
i

q(xtjxt�1) (1)

Where:
q(xtjxt�1) = N (xt;

√
1� �t � xt�1; �tI) (2)

Here � represents the schedule variable from a noise scheduler that controls
the amount of noise to be added at each step [12] and q represents the latent
distribution of the noised data. For a long Markov Chain, the noised sample is
indistinguishable from random noise. In the reverse (generation/regeneration)
process a model (usually, U-Net for images) learns to reverse these Gaussian
transitions. The final distribution is given as:

pθ(x0:T ) = p(x
T
)

T∏
t=1

pθ(xt�1jxt) (3)

Where:
pθ(xt�1jxt) = N (xt�1;�θ(xt; t);

∑
θ

(xt; t)) (4)

Here p is the data distribution and
∑

represents the variance matrix. Where
all the transitions have a shared set of parameters, i.e., t = [1�T ]. Additionally,
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