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Abstract. Governments worldwide have enforced laws and regulations 
to protect digital data and ensure privacy. Data owners thus have been 
granted the right to be forgotten. An integral part of ensuring compliance 
requires companies to take reasonable steps to delete user data not only 
from databases but also from any AI models trained on it. In addition, 
model owners may also need to remove data harming the model’s util-
ity, and doing so efficiently, via Selective Forgetting, is crucial. Although 
extensively studied in classification, its application to document object 
detection remains underexplored. This paper introduces a novel selec-
tive unlearning framework using enhanced Sharded, Isolated, Sliced, 
and Aggregated (SISA) training combined with an Enhanced Weighted 
Box Fusion (WBF) strategy. By partitioning datasets into isolated 
shards and slices, we enable localized unlearning through selective sub-
model retraining while mitigating performance loss via ensemble aggre-
gation techniques. Experiments on the ICDAR 2017 POD and Invoices 
datasets demonstrate that our approach achieves better aggregation per-
formance compared to standard WBF and soft Non-Maximum Sup-
pression (sNMS), striking a balance between unlearning efficiency and 
model accuracy. These findings provide insights into scalable, privacy-
preserving document AI for real-world applications. 

Keywords: Machine Unlearning · Document Analysis · Object 
Detection · Privacy Protection 

1 Introduction 

Graphical objects within documents play an important role in automated doc-
ument processing, archival, and compliance monitoring [ 1]. While tools exist to 
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convert documents like medical reports or invoices into structured formats, these 
documents often contain sensitive information and any Machine Learning mod-
els trained on them are vulnerable to model inversion [ 2] and data extraction 
attacks [ 3]. It is these privacy concerns along with data regulatory compliance 
which have necessitated the development of techniques which allow models to 
forget specific data [ 4]. Although deletion of database records is easily achievable, 
the challenge lies in removing traces of such data from complex deep learning 
models used in document processing. A naive approach would be to retrain a 
model from scratch while excluding the data in question from the training set. 
However, this is computationally expensive and infeasible for real-life model 
deployments. A recently emerging promising alternative, Machine Unlearning 
(MU) [ 5] aims to efficiently forget data while also providing comparable perfor-
mance to models retrained from scratch. Despite its relative newness, several MU 
techniques have been proposed in the literature [ 6]. However, existing research 
primarily targets forgetting in classification tasks, where forgetting is applied at 
the class level [ 7] and in many real-world applications, such as document analy-
sis, the need is more granular, where a model must forget specific objects such 
as specific ‘Name’ or ‘Address’ objects within an image. This makes unlearning 
significantly more challenging for object detection models, as bounding boxes 
and their relationships must be preserved. 

In this paper, we conduct a preliminary investigation of the application of 
machine unlearning on document object detection which focuses on forgetting 
individual objects from a document image. For this study, we adapt a pop-
ular MU training framework called Sharded, Isolated, Sliced, and Aggregated 
(SISA) [ 8], to our document object detection use-case. SISA is an Exact Unlearn-
ing framework that partitions data into isolated shards and slices. While SISA 
training provides a foundation for machine unlearning, its direct application 
to document object detection presents several challenges, including overlapping 
entities in structured layouts, maintaining localization accuracy, and handling 
high inter-class dependencies within a single image. To address these challenges, 
we introduce a novel ensemble-based SISA framework modified for document 
object detection. Unlike prior works [ 7] that focus on removing an entire doc-
ument class, our approach enables selective forgetting of individual instances 
within a document image while preserving the overall document structure. Our 
study presents the following key contributions. 

1. This work defines a new problem setting where MU is applied to document 
object detection, requiring selective removal of objects while preserving struc-
tured layouts. To the best of our knowledge, this challenge has not been 
addressed in prior research on unlearning. 

2. A structured sharding and fusion-based framework is introduced to enable 
efficient unlearning in object detection models. Comprehensive experiments 
on real-world datasets (ICDAR 2017 POD, Invoices Dataset) quantify the 
trade-off between accuracy degradation, unlearning speed, and computational 
cost.



Selective Forgetting in Document Images Using Enhanced Ensembles 83

3. An improved Weighted Box Fusion algorithm is proposed that increases object 
detection accuracy by integrating model-wise and class-wise weighting, and 
other modifications while maintaining detection robustness better than stan-
dard WBF and soft Non-Maximum Suppression. 

The rest of the paper is structured as follows. Section 2 reviews related work 
on document object detection and machine unlearning techniques. Sections 3 
and 4 detail our enhanced ensemble aggregation strategies and sharded unlearn-
ing framework respectively. Section 5 analyzes empirical results on benchmark 
datasets and Sect. 6 provides experimental proof of data removal. Finally, Sect. 7 
concludes the paper with key takeaways and future research directions. 

2 Related Work 

Machine unlearning has emerged as a crucial research area in response to growing 
privacy concerns in machine learning models. The ability to selectively remove 
learned information is particularly relevant in domains where models are trained 
on sensitive data, such as document analysis. 

Early studies on unlearning introduced statistical query-based data forget-
ting mechanisms [ 9] and later extended to specific machine learning architec-
tures, including random forests [ 10], clustering models [ 11], and deep neural 
networks [ 12]. Existing approaches to machine unlearning fall into two primary 
categories i.e. Exact unlearning and Approximate unlearning. Exact unlearning 
methods aim to completely remove data from a trained model and although it 
guarantees complete data removal, nonetheless, it is computationally expensive. 
In contrast, approximate unlearning applies incremental updates to trained mod-
els aiming to erase unwanted knowledge while preserving model performance. 
Although this approach is more efficient, it is characterized by accuracy degra-
dation, and there is no assured way to ascertain if the data requested to be 
deleted have actually been unlearned. 

In scenarios where data removal is critical, exact unlearning techniques are 
usually preferred. In such cases, efficiency is often introduced by partitioning 
and retraining of data only on retained subsets. The authors in [ 8] presented a 
training framework known as SISA, which isolates training data into shards 
and slices to facilitate efficient unlearning. Yan et al. [ 13] extended this idea by 
using class-based data partitioning, selectively training on high-entropy data to 
optimize learning complexity. Similarly, the authors in [ 14] applied data split-
ting for recommendation systems, dynamically weighting sub-models per test 
sample through an attention-based adaptive aggregation mechanism although 
at the added cost of retraining the aggregation model during unlearning. Amne-
siac Unlearning [ 15] introduced a gradient reversal approach, where parameter 
updates involving sensitive data are undone to forget it. In the context of ensem-
ble learning, Schelter et al. [ 16] proposed HedgeCut, a decision tree-based model 
designed for low-latency machine unlearning. 

Despite the advancements in machine unlearning for generic classification 
tasks, its application to structured document processing remains underexplored.
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Preliminary studies [ 7] explored machine unlearning in document classification, 
primarily focusing on category-level forgetting, where entire document classes 
are removed from trained models. This approach does not address the problem 
of object-level unlearning, where specific entities such as names, figures, or sig-
natures need to be selectively erased without affecting the detection of other 
components. Unlike standard image classification tasks, document object detec-
tion involves complex spatial relationships between textual and graphical ele-
ments, which makes selective unlearning more challenging. Existing document 
classification unlearning methods do not account for the challenges posed by 
object detection, where bounding box adjustments and feature-space modifica-
tions are necessary for effective unlearning. Moreover, the evaluation metrics 
used in classification-based unlearning, such as accuracy degradation on the for-
gotten class, do not directly translate to object detection tasks, where precision, 
recall, and mAP (Mean Average Precision) rates must be considered in assessing 
unlearning effectiveness. 

Additionally, existing machine unlearning techniques do not leverage 
ensemble-based strategies, which have been widely used in object detection 
to improve robustness. Methods such as Weighted Box Fusion [ 17] and Soft-
NMS [ 18] have demonstrated effectiveness in refining object detection pre-
dictions by aggregating outputs from multiple models. However, their role in 
unlearning remains unexplored. Incorporating ensemble techniques into unlearn-
ing could provide additional control over selective forgetting while minimizing 
accuracy loss. This study addresses these gaps by introducing an ensemble-based 
unlearning framework adjusted for document object detection, ensuring selective 
removal of specific objects while preserving detection accuracy for non-forgotten 
elements. The proposed approach extends standard unlearning methods by mod-
ifying ensemble fusion mechanisms to compensate for forgotten data, thereby 
mitigating the negative impact of unlearning on document structure and model 
performance. 

3 Proposed Methodology 

In this section, we explain our proposed framework with a detailed discussion of 
each technique used. A graphical representation of the framework is provided in 
Fig. 1 with which we present an overview. 

1. The data is first partitioned into S equally sized isolated partitions called 
Shards and each Shard is further split into R disjoint slices. 

2. Each shard has a model trained on it. These models, using similar archi-
tectures and hyperparameters, train independently of each other and also 
support training in parallel. At the inference stage, the sub-model results are 
aggregated via different aggregation strategies 

3. Whenever an unlearning request is made for an object in the image provided 
by the user, we reload the saved states for the affected model just before it 
had been trained on the slice containing the data in question. The sub-model 
is then re-trained from the rth to the Rth slice without including the data
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requested to be removed. Of course, if multiple requests are to be handled at 
once, model states in the affected shards need to be rolled back to the earliest 
affected slice. 

Fig. 1. The overall training, unlearning and the Decision Aggregation Process 

3.1 Data Partitioning 

To facilitate efficient selective forgetting, we adopt a sharded training approach 
where the dataset is divided into S independent shards, and each shard is further 
split into R slices as formalized in Eq. 1. 

D = 
S 

s=1 

R 

r=1 

Ds,r (1) 

where Ds,r represents the data slice r within shard s. This setup ensures that 
forgetting any object only requires rolling back a fraction of the model’s training 
data, significantly reducing computational costs. Two partitioning strategies are 
evaluated: 

1. Horizontal Sharding: The dataset is randomly divided into balanced 
shards, ensuring that each shard contains a representative mix of all object 
classes. 

2. Vertical Sharding: Each class is assigned to a separate shard, ensuring 
class-specific isolation but potentially leading to class imbalance issues and 
highly dependent on the distribution of classes within original data.
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It is important to note a key difference between vertical sharding in classification 
versus object detection. In classification tasks, each image belongs to exactly one 
class, so the sum of all class-specific shards exactly equals the size of the original 
dataset as shown in Eq. 2. 

C 

i=1 

size(Si) =  size(S) (2) 

where C is the number of classes, and Si represents the shard corresponding to 
class i. On the contrary, in object detection tasks where multiple object classes 
may appear in the same image, the total number of images across vertical shards 
can be represented by Eq. 3. 

size(S) ≤ 
C 

i=1 

size(Si) ≤ C · size(S) (3) 

. 
In cases where objects from multiple classes co-occur in images, vertical 

sharding leads to redundancy, increasing the effective dataset size by up to a 
factor of C, which impacts both memory consumption and training efficiency. 
Due to this reason, we primarily use horizontal sharding, as it offers the best 
balance between computational efficiency and unlearning effectiveness. 

3.2 Sub-model Training 

Each shard is assigned a separate YOLOv8m [ 19] model pre-trained on the 
MS COCO dataset [ 20]. Training occurs incrementally on slices within a shard 
with the model state saved after each slice’s training. Model parameters are 
saved to non-volatile storage after training on every slice allowing for rollback. 
When an unlearning request is received, the model does not need to be retrained 
from scratch. Instead, we reload the most recent checkpoint before the forgotten 
data was introduced and retrain only on the remaining slices. While state saving 
undeniably adds to storage costs, we believe this overhead isn’t a drawback. This 
is because it is common practice to checkpoint models and storage services such 
as that of Amazon Web Service, which costs just $0.023/GB/Month while its 
cheapest GPU costs $0.90/hour. 

3.3 Decision Aggregation 

Aggregating outputs for detection tasks is not as straightforward as in classifica-
tion due to the overlapping spatial relationships between objects and variations 
in confidence scores across models. We use Concatenation, Soft-NMS, WBF and 
Enhanced Weighted Box Fusion (WBF) in our detection aggregation pipeline. 
Concatenation is primarily used when models are trained on vertically sharded 
data, where each model specializes in detecting objects of different classes. In
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such cases, simple concatenation of outputs is effective as there are no overlap-
ping detections across models. However, concatenation is not effective for hori-
zontally sharded models since it does not resolve duplicate detections, potentially 
leading to redundant bounding boxes. Soft-NMS first sorts all detection boxes 
on the basis of their confidence scores. The detection box with the maximum 
score is selected and all other detection boxes with a significant overlap (using 
a pre-defined threshold) are suppressed. Instead of discarding non-overlapping 
boxes, as we would do in Non Maximum Suppression (NMS), their scores are 
reduced using a decay function. While this works better than NMS the end 
result for a given object is still typically a single, highest-scoring box being cho-
sen as the final representation and thus can not produce averaged localization 
predictions combined from different models effectively [ 17]. WBF [ 17] counters 
this by averaging candidate bounding box coordinates for a given object into a 
totally newer one. However, standard WBF assigns weights based solely on detec-
tion confidence, assuming all models contribute equally to the final decision. And 
during our experiments, we found it struggling to deal with false positives so to 
address these challenges, we improved upon traditional WBF by incorporating 
model-wise and class-wise weighting to dynamically adjust the contribution of 
each model based on its accuracy, be it pre or post-unlearning. 

To better understand the proposed enhancements, let us consider B = 
{b1, b2, ..., bT } be a set of bounding boxes predicted by different models. Each 
box i is characterized by a Confidence score ci, Bounding box coordinates 
(x1i, y1i, x2i, y2i), Model index mi, and  Class label li. 

Model-Wise Weighting: Each model mi has a performance metric pmi
, rep-

resenting its mAP50-95 the dataset. The weight assigned to each bounding box 
is given by Eq. 4. 

wi = αci + βpmi
(4) 

where α, β are hyperparameters controlling the contribution of confidence and 
model performance (α + β = 1). The total weight W of all predictions in the 
cluster is given by Eq. 5. 

W = 
T 

i=1 

wi = 
T 

i=1 

(αci + βpmi
) (5) 

The final fused bounding box coordinates are computed as shown in Eq. 6. 

X1,2 = 
T 
i=1 X1,2iwi 

W 
, Y1,2 = 

T 
i=1 Y1,2iwi 

W 
(6)
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Class-Wise Weighting: Since the model can perform differently in different 
classes, we further refine the weighting function considering the performance of 
the model for a given class li, as shown in Eq. 7. 

wi = αci + βpmi,li (7) 

where pmi,li is the model’s mAP50-95 score on class li. This ensures that bound-
ing boxes from better-performing models in a particular class contribute more to 
the final prediction. The fused quantities are computed using weighted averaging 
described in Eq. 8. 

C = 
T 
i=1 Ciwi 

W 
, X1,2 = 

T 
i=1 X1,2iwi 

W 
, Y1,2 = 

T 
i=1 Y1,2iwi 

W 
(8) 

Same Classes Only: This flag when set to True only allows boxes belonging 
to the same class to be included in the box clusters. 

Length Pruning: This value determines the minimum number of boxes 
required to be in the cluster of boxes that get to be fused into an output box. 

Confidence Pruning: This works similarly to Length Pruning but uses the 
summation of confidences of the individual boxes in the box cluster to determine 
their suitability. 

It is important to note that only one model-wise or class-wise weighing and 
length or confidence pruning can be used at a time. 

To reduce the inference overhead caused by split learning, we used weighted 
averaging to fuse sub-models that were initialized with the same parameters, 
as is done in federated learning [ 21]. Models with the least weight differences 
are clustered and averaged at various levels (e.g., merging 10 into 5, 2, or 1). 
Unlike federated learning, no further training rounds are performed post-fusion 
to save costs, which led to poor performance-so these fused models were excluded 
from the final results. 

3.4 Preprocessing for Data Removal 

Whenever a user makes a request to delete their data, the system first identifies 
and preprocesses their existing data to remove objects within the image and their 
corresponding labels thus allowing targeted forgetting. Unless the request is to 
delete the entire image, we remove only the classes in question. Figure 2 shows 
how this affects the image in practice by removing the Buyer’s Address class 
from the original image. Note that multiple instances of a class requested to be 
removed can be in a single image, in which case all occurrences are removed.
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Fig. 2. Original Image (left) with BADD class removed (right) 

4 Computational Cost Reduction from Sharding 
and Slicing 

In this section, we provide an analytical analysis of cost reduction due to sharding 
and slicing compared to the naive retraining complexity of O(N). 

4.1 Impact of Sharding 

The dataset, of size N , is assumed to be randomly and evenly divided among 
S disjoint shards and any data point has an equal probability of being removed 
in the case an unlearning request arrives. When an unlearning request arrives, 
only the constituent model corresponding to the shard containing the data point 
needs to be retrained. Since each shard holds approximately N 

S data points, the 
effective training complexity for a single sub-model, trained on one shard, is 
significantly reduced from O(N ) to  O(N 

S ). 

4.2 Impact of Slicing 

To further increase unlearning efficiency within a single shard, each shard is 
divided into R disjoint slices. When an unlearning request is processed for a 
data point located in slice r (where 1 ≤ r ≤ R) of a specific shard s, we do not  
need to retrain the entire shard. Instead, it loads the model state θs,r−1, which  
was saved after training on slice r − 1 of shard  s. The retraining then continues 
from slice r onwards, processing slices r, r + 1, ..., R, with the unlearned point 
excluded from the data in slice r. The number of slices that need to be retrained is 
R − r + 1 and since each slice contains approximately 1 

R of the shard’s data, the
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computational cost for unlearning a single data point, given its location in slice 
r is given by Eq. 9 

O N 
S 

× (R − r + 1)  
R 

(9) 

This indicates that the closer the unlearned data point is to the end of the 
shard, (i.e., larger r), the fewer slices need to be retrained. The worst case sce-
nario is when the affected data point lies in the first slice (i.e. r = 1) and the 
unlearn complexity becomes O(N/S). However, the expected number of slices 
needed to be retrained is R+1 

2 and the expected cost per removal of data point, 
for uniformly distributed r from 1 to  R, is given by Eq. 10 

E[C] =  N 
S 

× R + 1  
2R 

(10) 

5 Experiments and Results 

In this section, we report the experimental setup and results of the empirical 
analysis performed to evaluate the performance of our unlearning framework for 
document object detection. 

5.1 Datasets 

We evaluate performance on two benchmark datasets: the ICDAR 2017 POD 
version corrected by [ 22], and an Invoices dataset [ 23]. The ICDAR 2017 POD 
dataset consists of scanned scientific and technical documents with labelled 
regions for 3 classes i.e. figures, formulas, and  tables. The dataset is widely used 
for document object detection and layout analysis. We use the default train-
test split provided by the authors. 

The Invoices dataset contains structured financial documents with labelled 
entities such as ‘Buyer’s Address (BADD)’, ‘Buyer’s GST Number (BGST)’, 
‘Buyer’s name (BNAM)’, ‘Table (BOX)’, ‘DATE’, ‘Invoice Number (NO)’, 
‘POSu’, ‘Seller’s Address (SADD)’, ‘Seller’s GST Number (SGST)’, and  
‘Seller’s Name (SNAM)’. The dataset is split using an 80-10-10 ratio. For 
unlearning, we consider the figure class within the ICDAR 2017 POD dataset 
and the Buyer’s Address (BADD) class within the Invoices dataset. 

Each image is resized to a height of 640 while maintaining its aspect ratio 
and then padded to final dimensions of 640 × 640. 

5.2 Implementation Details 

This study Ultralytics’s YOLOv8 medium (25M parameters) [ 19] trained for 50 
epochs with a batch size of 16 and using AdamW as the optimizer. The baseline 
chosen is a naively trained model using the complete training set. Eight different 
augmentation techniques such as Mosaic, Mix-up, Random Perspective, Random 
HSV, Random Flip, Replicate, and Albumentation were used. The evaluation
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follows the code provided by Padilla et al. [ 24] which is a Python implemen-
tation of the Matlab code provided by the PASCAL VOC 2012 competition 
organizers. We do not use transformer-based document object detectors in this 
study due to their computational complexity, entangled representations, and 
inefficiency in selective unlearning. Additionally, CNN-based models offer faster 
inference speed, making them more practical for real-time document processing 
while ensuring effective and provable unlearning. 

5.3 Evaluation of Enhancement Strategies 

We evaluate the baseline and SISA models using different ensemble strategies, 
with Fig. 5 showing the performance per class with different ensemble algorithms. 
Table 1 and Table 2 show that model performance on the ICDAR 2017 POD 
dataset is higher than on the Invoices dataset. This is expected, as the Invoices 
dataset contains fewer objects per class, making detection more challenging. On 
the POD dataset, performance remains consistent across most classes, except 
for the ‘Table’ class, which achieves the highest accuracy due to its distinct 
structural features. Interestingly, despite being the most frequently occurring 
class, ‘Formula’ has the lowest performance, likely because of its higher visual 
similarity to the background compared to ‘Figure’ and ‘Table’ classes. On the 
Invoices dataset, the ‘POSu‘ class performs the worst as it is the least represented 
in the training data and the BOX class performs the best because of its distinct 
visual difference from the rest of the classes. The other 8 classes show somewhat 
similar performances. 

Fig. 3. Comparison of ensemble techniques on ICDAR 2017 POD dataset with S = 10 
R = 5  

Sharding inherently leads to performance degradation, which becomes more 
pronounced as the number of shards increases, as each sub-model trains on only
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Table 1. Learning Results for the ICDAR 2017 POD Dataset (best values are bold) 

ICDAR 2017 POD 

Shard Params Ensemble Method Ensemble Params mAP50 mAP75 mAP50-95 

S R IoU Thr. SC Len. Conf. W-Mod W-Cl Sigma Score Thr. 

× × Naive Model × × × × × × × × 94.69 92.78 87.06 

3 5 enhanced-WBF 0.65 2 − − × × 87.39 83.76 75.04 

3 5 WBF 0.65 × × × × × × × 87.64 83.68 74.72 

3 5 Soft-NMS 0.75 × × × × × 0.0 0.25 88.27 84.04 74.23 

3 5 Concatenation × × × × × × × × 79.25 82.06 73.54 

10 5 enhanced-WBF 0.60 3 − − × × 80.37 75.43 65.63 

10 5 WBF 0.60 × × × × × × × 77.07 69.46 60.71 

10 5 Soft-NMS 0.45 × × × × × 0.0 0.35 81.73 69.77 61.64 

SC: Same Classes Only Len: Length Threshold. Conf: Confidence Threshold 

W-Mod: Weight Modelwise W-Cl: Weight Classwise ×: N/A : Enabled —: Not Used 

Table 2. Learning Results for the Invoices Dataset (best values are bold) 

Invoices 

Shard Params Ensemble Method Ensemble Params mAP50 mAP75 mAP50-95 

S R IoU Thr. SC Len. Conf. W-Mod W-Cl Sigma Score Thr. 

× × Naive Model × × × × × × × × 82.49 58.26 53.18 

3 5 enhanced-WBF 0.55 − 0.1 − × × 76.74 50.31 46.88 

3 5 WBF 0.55 × × × × × × × 75.84 50.21 46.62 

3 5 Soft-NMS 0.65 × × × × × 0.0 0.25 75.87 46.78 45.34 

10 5 enhanced-WBF 0.55 − 2 − − × × 69.61 42.53 40.80 

10 5 WBF 0.55 × × × × × × × 69.55 41.79 40.46 

10 5 Soft-NMS 0.0 × × × × × 0.30 0.25 70.51 38.93 39.57 

10 5 Concatenation × × × × × × × × 32.89 25.25 22.25 

SC: Same Classes Only Len: Length Threshold. Conf: Confidence Threshold 

W-Mod: Weight Modelwise W-Cl: Weight Classwise ×: N/A : Enabled —: Not Used 

a fraction of the complete dataset, reducing overall robustness. However, using 
ensemble methods to aggregate sub-model outputs helps mitigate this issue. As 
shown in Tables  1 and Table 2, enhanced WBF generally outperforms both Soft-
NMS and standard WBF when evaluated using mAP75 and mAP50-95 metrics. 
While standard WBF typically surpasses Soft-NMS on broader metrics, Soft-
NMS achieves higher mAP50 scores than enhanced WBF, as its decay-based 
suppression mechanism is more effective for lower IoU thresholds. However, the 
Weight-ClassWise and Weight-ModelWise strategies used in enhanced WBF are 
optimized for mAP50-95, explaining their superior performance on a wider range 
of IoU thresholds. The effectiveness of ensemble techniques on the ICDAR 2017 
POD dataset is illustrated in Fig. 3, further demonstrating the effectiveness of 
enhanced WBF.
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Fig. 4. Class-wise Ensemble performance comparison before and after unlearning for 
different datasets. 

5.4 Evaluation of Unlearning Accuracy 

To evaluate the unlearning results, we unlearn the ‘Buyer’s Address’ (BADD) 
class in the Invoices dataset and the ‘Figure’ class in the POD dataset. Addi-
tionally, we unlearn whole images as well to simulate real-life scenarios where 
users may request all their data to be deleted and not just the sensitive informa-
tion. Figure 5(a), 5(b), 5(c), and 5(d) show mAP50 and mAP50-95 scores against 
several unlearning requests for removing the ‘Figure’ and ‘BADD’ classes and 
whole images for the Invoices and ICDAR 2017 POD datasets respectively. In our 
experiments, we unlearned objects from up to 86 images across both datasets. 
Although this represents only 45% of the total dataset, meaningful reductions in 
retraining costs are typically achievable only when unlearning a small fraction 
of the data. We found that unlearning these images had a minimal impact on 
overall performance, with naive retraining leading to a marginal performance 
reduction of approximately 0.5%. Experiments on configurations with 3 shards 
demonstrated a performance decrease of 1% upon unlearning a single class and 
a more pronounced, yet still modest, performance drop of approximately 1.5%
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Fig. 5. Unlearning performance showing (top) ICDAR 2017 POD dataset results and 
(bottom) Invoices dataset results, for selected classes and whole images (S = 10, R = 5). 

when all classes were unlearned. A comparative analysis between the sharded 
configurations indicated that the 10-shard setup incurred an additional perfor-
mance penalty of roughly 1% over the 3-shard configuration post-unlearning. 
The general trend was a slight degradation in performance, with minor, infre-
quent exceptions. As illustrated in Fig. 4, unlearning the ‘BADD’ class (Invoices 
dataset) and the ‘Figure’ class (POD dataset) under a 10-shard, 5-slice configu-
ration led to a performance degradation of approximately 4% for these targeted 
classes. Furthermore, this process induced a decline in performance across most 
of the remaining classes, with only sporadic minor increases observed. All eval-
uations reported here are based on the unlearning of 86 images. 

5.5 Evaluation of Unlearning Times 

Figures 6 and 7 show the impact on the speedup and number of retrained images 
when unlearning using increasing batch sizes of 1 to 86 with a step size of 1. 
A higher number of deletion requests reduces speedup gains and increases the 
number of images needed to be retrained. This can be made better by increasing 
the number of shards and slices but leads to weaker learners and hence, reduced 
ensemble performance.
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Fig. 6. Unlearning speed vs Number of 
deletion requests 

Fig. 7. Number of images retrained vs 
Number of deletion requests 

6 Verifiable Unlearning 

Exact Unlearning, by design, guarantees the complete removal of a data point. 
By rolling back the model state to the pre-slice checkpoint, the model’s param-
eters are identical to those obtained had the data never been seen. However, 
this does not prove that the server has actually deleted the data as claimed. To 
address this concern, we adopt the backdoor-based verification technique pro-
posed by Sommer et al. [ 25]. To inject the watermark, we perturb each shard’s 
training data by randomly setting 1 in every 100 pixels of a randomly selected 
object to 0 (RGB channels are treated as different pixels) and reassign the 
object’s label to the SADD class (can be any randomly selected class). Only 
one object at max is infected in an image. And since the training dataset is 
partitioned into disjoint shards, verifying deletion for the model trained on a 
specific shard suffices to ensure deletion integrity system-wide. 

Fig. 8. Comparison of Confusion Matrices 
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Because the backdoor introduces a distinctive distribution shift in the 
infected data, the model trained on it learns to misclassify the poisoned objects 
as the SADD class. To detect this behaviour, we evaluate predictions using an 
IoU-based rule: Specifically, for each infected ground-truth box, we find the pre-
dicted bounding box with the highest IoU. If this IoU exceeds 0.5 and the pre-
dicted box’s class is SADD, we count it as a backdoor success; otherwise, it is 
considered a failure. If no sufficiently overlapping box is found, the predicted 
class is “No Match” and is also considered a backdoor failure. This IoU-based 
pairing ensures that detections are spatially aligned with the injected backdoor 
examples, maintaining the integrity of the evaluation process. 

Figures 8(a) and 8(b) illustrate the confusion matrices before and after 
unlearning. Prior to unlearning, a significant fraction of objects are misclas-
sified as SADD, whereas after unlearning, we barely see an object misclassified 
as SADD, suggesting a high likelihood of successful data deletion. 

To quantify this rigorously, we use the deletion confidence ρA,α(s, n) defined 
by Sommer et al. as: 

ρA,α(s, n) = 1  − 
n 

k=0 

n 
k 

pk(1−p)n−k H 
k 

=0 

n 
q (1−q)n− ≤ 1−α (11) 

This expression measures the statistical confidence that deletion has actually 
occurred. Here, p is the backdoor success rate before unlearning, q is the suc-
cess rate after unlearning, α is the maximum acceptable false positive rate (i.e. 
the probability of wrongly accusing an honest server of not having carried out 
unlearning when, in fact, it has), n is the number of unlearned samples and H(·) 
is the heavy-side step function. 

In our case, we compute p = 0.6635 and q = 0.0818 using n = 318 test 
samples. Setting α = 10−3 we evaluate Eq. 11 to obtain the deletion confidence 
ρ = 1  − (4 × 10−87), indicating an extremely high statistical certainty in the 
success of the unlearning procedure. 

7 Conclusion and Future Work 

This paper presents a novel approach to machine unlearning in document object 
detection, enabling the selective removal of specific objects while preserving the 
overall document structure. The authors propose an improved ensemble-based 
aggregation method, extending Weighted Box Fusion (WBF) with model-wise 
and class-wise weighting to enhance detection accuracy after unlearning. Exper-
iments on the ICDAR 2017 POD and Invoice datasets show that the proposed 
method outperforms standard WBF and Soft-NMS in maintaining performance 
post-unlearning. The success of unlearning is further validated through back-
door attack-based evaluations, highlighting key trade-offs between unlearning 
efficiency and model accuracy. While the study demonstrates the feasibility of 
deploying unlearning in real-world document systems, it also identifies areas for 
future work, including the use of alternative machine unlearning metrics and the 
extension of techniques to transformer-based document object detection models. 
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