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Abstract— Depression is a major contributor to the global 

disease burden and is closely associated with variations in facial 

expressions, making them a critical biomarker for its recognition. 

Traditional local binary convolutional neural networks (LBCNN) 

rely on fixed binary weights, which fail to capture complex and 

nuanced features, limiting their adaptability and generalization. 

Existing methods often lack extracting spatial hierarchies and 

model long-range dependencies within facial expressions. To 

address these gaps, an enhanced random binary multilevel 

attention network (ERBMA-Net) is proposed for facial 

depression recognition, which employs a multi-branch 

architecture to extract global (face) and local (eyes and mouth) 

features. Subsequently, the enhanced random binary 

convolutional neural network (ERBCNN) introduces random 

binary filters and a refinement layer to improve adaptability over 

LBCNN. Furthermore, multilevel attention mechanisms, 

including spatial attention are applied independently to global 

and local features and self-attention on concatenated features to 

capture critical spatial and relational patterns. Comprehensive 

evaluations on the Audio-Visual Emotion Challenge 2014 

(AVEC2014) and the Changzhou No. 2 People’s Hospital 

(CZ2024) datasets demonstrate the superior performance of 

ERBMA-Net, achieving mean absolute error and root mean 

square error: 6.80/8.18 and 6.37/8.08, respectively. These results 

establish ERBMA-Net as a robust framework for artificial 

intelligence-assisted mental health diagnostics. The code is 

available at: https://github.com/DrTuryalai/ERBMA-Net. 

 
Index Terms—Deep learning, facial depression recognition, 

enhanced random binary convolutional neural network, 

multilevel attention network. 
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I. INTRODUCTION 

ENTAL health disorders encompass a broad range 

of conditions that significantly influence a person's 

emotional, cognitive, and behavioral health [1], [2]. 

The World Health Organization (WHO) reports that one in 

every eight individuals globally experiences a mental health 

issue at some point in their life, making such conditions one of 

the leading causes of disability worldwide [3]. These 

conditions cover a diverse range, including psychotic, anxiety, 

mood, and personality disorders, all of which significantly 

contribute to the global mental health burden. Among these 

disorders, major depressive disorder, often referred to simply 

as depression, is one of the most common and debilitating. 

Depression affects people across all demographics and is 

marked by prolonged periods of sadness, loss of interest in 

activities, and a variety of physical and cognitive symptoms 

[4]. In severe cases, individuals with depression are more 

vulnerable to self-harm and suicidal tendencies, and the 

disorder is linked to the development of other chronic illnesses 

such as cardiovascular diseases, diabetes, and cancer [5], [6]. 

The WHO has projected that depression will become the 

leading cause of disease burden by 2030 [7]. Early detection 

and intervention are crucial to improving treatment outcomes, 

yet diagnosis remains challenging due to its reliance on 

subjective clinical assessments, which can lead to delays in 

receiving proper care [8]. Consequently, the approach to 

diagnosing mental illnesses is evolving from the traditional 

'human-to-human' interaction to a more advanced 'machine-to-

human' model. This shift underscores the importance of 

exploring artificial intelligence-based methods for diagnosing 

depression, aiming to augment the efficiency and accuracy of 

medical practitioners. 

The use of artificial intelligence (AI) combined with facial 

expression recognition (FER) has the potential to revolutionize 

the detection of depressive symptoms and improve mental 

health assessments [8], [9]. Machine learning and deep 

learning techniques have been successfully applied across 

various domains such as speech analysis, signal classification, 

and image processing [10], [11], [12], [13]. In the context of 

depression, the goal of automated recognition is to identify 

depressive states by analyzing a patient’s physical behavior in 

a consistent and unbiased manner. Various modalities, 

including electroencephalography (EEG) [14], near-infrared 

spectroscopy [15], neuroimaging [16], eye movement analysis 

[17], speech signals [18], and facial expressions [19], [20], 

have been explored for this purpose. However, these 
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approaches often face significant challenges such as EEG and 

neuroimaging require specialized equipment and controlled 

environments, making them less suitable for real-world 

applications. Near-infrared spectroscopy and eye movement 

analysis, while promising, are similarly constrained by high 

costs and the need for physical proximity or calibration. 

Speech signals, on the other hand, can be influenced by 

background noise, cultural differences, and speaker variability, 

potentially compromising reliability. In contrast, facial 

expressions are particularly advantageous, as they can be 

captured in a non-intrusive manner using widely available 

cameras and are closely linked to emotional states, including 

depression [21], [22]. Moreover, facial expressions convey 

critical nonverbal cues and play a vital role in interpreting 

emotions during human communication and interaction [23]. 

Over the past few decades, FER has emerged as a prominent 

research area in computer vision, fueled by its diverse 

applications in fields such as entertainment, social robotics, 

and data-driven animation [24]. This positions facial 

expressions as one of the most effective features for 

recognizing depression and anxiety in real-world applications. 

Initially, depression recognition through facial cues relied 

on manually extracted features such as texture descriptors 

[21], [25]. However, these methods often fail to capture 

higher-level semantic information, limiting their effectiveness. 

The advent of deep learning, particularly convolutional neural 

networks (CNNs), revolutionized the field by enabling end-to-

end learning from raw data, allowing for automatic feature 

extraction from facial images [26], [27]. CNNs became the 

standard approach for depression recognition, leveraging their 

ability to extract complex patterns from images and predict 

depression levels. However, while CNNs showed promising 

results, they came with several limitations. Training CNNs 

requires significant computational resources, and their large 

model size makes them prone to overfitting, especially when 

dealing with small datasets [28]. Additionally, CNNs demand 

substantial memory and are not always suitable for 

deployment on resource-constrained devices. To address these 

challenges, local binary convolutional neural networks 

(LBCNN) were introduced, offering a more efficient 

alternative by reducing the computational complexity and 

memory requirements, while maintaining competitive 

performance [29]. LBCNN incorporates fixed sparse binary 

filters, which are pre-defined and do not change during 

training. These filters are either +1, -1, or 0 enabling 

computational efficiency by replacing floating-point 

multiplications with simpler additions and subtractions. The 

sparse design further minimizes the number of non-zero 

weights, reducing computational and memory overhead. 

Instead of learning the convolutional filters, LBCNN learns a 

set of linear weights to combine the responses of these fixed 

binary filters after convolving them with the input. This 

approach significantly decreases the number of trainable 

parameters, thereby addressing overfitting and making the 

model suitable for deployment on resource-constrained 

platforms. However, the fixed nature of LBCNN’s filters can 

limit its adaptability to diverse or noisy datasets, as the pre-

designed filters may not fully capture complex and nuanced 

patterns in the data. 

Therefore, in this paper, a random binary convolutional 

neural network (RBCNN) has been presented as a more 

flexible and adaptive approach to overcome the limitations of 

the LBCNN. The RBCNN replaces the fixed binary filters in 

LBCNN with randomly initialized binary filters, which are 

assigned weights of +1, -1, or 0 at the start of training. This 

stochastic initialization introduces diversity in the filters, 

enabling the network to capture a broader range of patterns in 

the data. The randomness at initialization eliminates the need 

for a pre-defined design and improves the model’s capacity to 

generalize across varied datasets. This adaptability is 

particularly beneficial for tasks such as depression 

recognition, where data often exhibit high variability and 

noise. Despite the randomness, RBC retains the computational 

efficiency of binary convolutions, making it well-suited for 

real-time applications. Table I shows the key differences 

between LBCNN and RBCNN. 

TABLE I 

KEY DIFFERENCES BETWEEN LBCNN AND RBCNN 

 
Aspect LBCNN RBCNN 

Filter design Pre-designed binary filters 
Randomly initialized 

binary filters 

Initialization 
Deterministic (fixed-binary 

values) 

Stochastic (random-

binary values) 

Adaptability Limited Greater   

Efficiency Computationally efficient 
Equally efficient with 

improved diversity 

 

To further improve the performance of RBCNN, an 

enhanced random binary convolutional neural network 

(ERBCNN) is proposed. The key enhancements include the 

incorporation of batch normalization for more stable training, 

the leaky rectified linear unit (leaky ReLU) activation function 

for better handling of negative values, and a refinement layer 

that utilizes a 1×1 convolution to improve feature extraction. 

This refinement layer allows the network to generate more 

discriminative features, enhancing its ability to generalize 

across diverse datasets. Together, these enhancements enable 

the model to capture richer, more relevant features, improving 

its performance on complex tasks like depression recognition. 

Although ERBCNN improves feature extraction by 

incorporating batch normalization and refinement layers, 

further enhancement can be achieved by selectively focusing 

on the most informative facial regions. Psychological studies 

highlight the importance of both general facial expressions 

and specific facial features such as those from the eyes, 

mouth, and subtle changes in facial muscles when recognizing 

emotions like depression [30]. Attention mechanisms have 

proven to be an effective method for focusing on these critical 

facial regions [31]. By dividing the face into segments like the 

eyes, mouth, and full face, attention mechanisms can 

dynamically allocate emphasis to the most significant areas. 

This enables the model to capture subtle emotional cues that 
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are closely tied to depressive states. Such methods combine 

both broad and specific features, improving the model’s 

capacity to focus on facial attributes that are most indicative of 

depression. 

Motivated by the preceding discussion, a multilevel 

attention approach is integrated with the proposed ERBCNN 

to develop an enhanced random binary multilevel attention 

network (ERBMA-Net). By leveraging multiple attention 

layers at different levels, the ERBMA-Net can refine its focus 

on facial regions and integrate both local and global features 

more effectively. This hierarchical approach not only captures 

finer-grained details but also ensures that the most relevant 

facial cues for depression recognition are prioritized, leading 

to enhanced performance in complex tasks. 

In addition to its technical innovation, the proposed system 

has practical utility across several application domains. It can 

support large-scale mental health screening, facilitate remote 

assessments via telemedicine, and assist non-specialist 

healthcare providers in identifying individuals at risk. These 

scenarios are particularly important in settings where access to 

specialized psychiatric care is limited or delayed. 

Building upon the aforementioned challenges and 

solutions, this paper makes the following key contributions to 

the field of depression recognition: 

• Random Binary Filters for Improved 

Generalization: The introduction of randomly 

initialized binary filters to enhance the model’s 

generalization capability across varied datasets. This 

innovative approach eliminates the need for pre-

defined filters and introduces flexibility, making the 

model more adaptable. 

• Development of Enhanced Random Binary 

Convolutional Neural Network (ERBCNN): The 

development of ERBCNN advances the feature 

extraction process by incorporating batch 

normalization, leaky ReLU activation, and a 

refinement layer. These improvements address the 

limitations of LBCNN, enhancing both performance 

and robustness. 

• Integration of Multilevel Attention Mechanism: 

The integration of a multilevel attention mechanism 

to improve feature extraction by prioritizing the most 

relevant facial regions for depression recognition. 

This hierarchical approach refines the ERBMA-Net's 

ability to focus on critical facial cues, enhancing its 

accuracy. 

• Incorporation of a Real-World Dataset: The 

incorporation and analysis of a real-world video 

dataset collected from Changzhou No. 2 People's 

Hospital (CZ2024), which includes recordings of 

patients diagnosed with depression. This dataset 

strengthens the study by offering authentic, diverse, 

and clinically relevant samples for depression 

detection. 

The remainder of the paper is organized as follows: Section 

II provides a detailed review of related work in the field of 

depression recognition and facial expression analysis, 

highlighting the challenges and solutions that inform the current 

study. Section III explains the methodology, including 

preprocessing techniques, multi-stage feature extraction, the 

architecture of the proposed ERBCNN, and the multilevel 

attention mechanism. The experimental setup including 

datasets, evaluation metrics, and implementation details, is 

described in Section IV. In Section V, results and discussions 

are presented, with comprehensive ablation studies, a 

comparison to related works, and a discussion of limitations. 

Finally, Section VI concludes the paper with a summary of key 

findings and suggestions for future work. 

II. RELATED WORK 

Recent years have seen growing interest in automated 

depression recognition using facial expressions. These 

approaches can be broadly categorized into deep learning 

methods and multilevel attention mechanisms, applied to both 

image and video data. 

 

A. Deep Learning for Depression Recognition 

Progress in deep learning has encouraged researchers to 

investigate its potential for depression recognition, with 

methods based on convolutional neural networks (CNNs) 

emerging as particularly prominent. Several studies have 

demonstrated the potential of CNN-based pre-trained models 

in identifying certain mental health conditions by analyzing 

subtle facial expressions [32], [33], [34]. For example, 

EfficientNet and visual geometry group (VGG) architectures 

have been compared for their ability to assess mental states, 

confirming that facial emotion recognition is a critical factor 

in detecting mental illnesses [35]. Similarly, residual network 

(ResNet) has been utilized for facial expression recognition 

(FER)-based depression detection, leveraging its strengths in 

feature extraction [33]. Despite the effectiveness of CNN-

based models in extracting facial features, challenges remain 

in capturing higher-level semantics and adequately addressing 

the subtlety of emotional expressions across different regions 

of the face. These limitations highlight the need for more 

refined methods, such as image segmentation, which can focus 

on specific facial regions like eyes and mouth that carry 

critical emotional cues and improve feature extraction for 

depression recognition. 

To overcome these limitations, image segmentation 

techniques have emerged as a promising approach. By 

isolating specific regions of interest, such as the eyes and 

mouth, segmentation can enhance the extraction of subtle 

emotional cues that are crucial for depression recognition [36]. 

A four-stream system, designed to segment the face into four 

distinct regions, was implemented as part of a depression 

activation map to predict depression scores using ResNet, 

achieving a root mean square error (RMSE) of 8.39 and a 

mean absolute error (MAE) of 6.21 [8]. While these methods 

perform better, their high computational complexity makes 

them unsuitable for resource-constrained devices. 
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To address this challenge, local binary convolutional neural 

networks (LBCNN) have been introduced, offering a more 

efficient alternative by utilizing binary filters that reduce 

computational demands [29]. LBCNN can either replace 

convolutional filters entirely or complement CNNs by 

enhancing texture feature extraction with minimal added 

complexity. For instance, a dual-stream framework has been 

proposed, where one stream employs a 4-layer CNN to 

capture spatial information from a face image, and the other 

incorporates a local binary convolutional (LBC) layer to 

enhance texture extraction [37]. By concatenating the features 

from both streams, the framework leverages the strengths of 

each approach to achieve improved performance while 

maintaining efficiency. Although this method has shown 

promising results, it lacks the incorporation of attention 

mechanisms, which could further enhance feature extraction 

by allowing the model to focus on the most relevant regions of 

the face. While deep learning methods provide a solid 

foundation for feature extraction, incorporating attention 

mechanisms can further enhance the model's ability to focus 

on critical emotional cues for depression recognition. 

 

B. Attention Mechanisms 

Attention mechanisms have become a pivotal component in 

facial expression-based depression recognition, offering an 

effective way to refine feature extraction. By allowing 

networks to dynamically focus on the most relevant features, 

these mechanisms enhance the detection of subtle emotional 

cues that are critical for accurate analysis [31], [38], [39], [40]. 

Spatial attention mechanisms, in particular, emphasize specific 

spatial regions within a feature map by assigning importance 

to different spatial locations (height and width) based on task 

relevance. This approach has shown significant promise in 

enhancing the recognition of depression-related facial 

expressions by prioritizing subtle emotional cues [40]. Spatial 

attention achieves this by computing an attention map that 

highlights important spatial regions while suppressing less 

relevant areas, thereby improving the quality of the extracted 

features. Such mechanisms are particularly valuable in 

depression recognition, where subtle variations in facial 

expressions across regions like the eyes and mouth often carry 

critical emotional information. Moreover, spatial attention can 

be seamlessly integrated with existing feature extraction 

methods to further refine the representation of facial cues, 

enabling more accurate predictions. This integration ensures 

that networks are better equipped to capture localized patterns 

that might otherwise be overlooked in a global analysis, which 

is especially important for understanding nuanced emotional 

states. 

In contrast, self-attention mechanisms capture relationships 

and dependencies between elements of the data, regardless of 

their spatial, temporal, or channel positions, enabling long-

range interactions [38], [41]. This ability to capture long-range 

dependencies has proven to be highly effective in a variety of 

tasks, including facial expression recognition. The self-

attention module calculates a dynamic weighted average 

across input features, with attention weights determined by the 

contextual similarity between feature pairs [42]. This 

adaptability allows the model to focus on varying regions of 

the input, enhancing the capture of more informative and 

contextually relevant features. In some approaches, self-

attention has been applied separately to global and local 

features before concatenating them [31], which helps refine 

both types of features individually. However, applying self-

attention on the spatially preserved concatenated features 

could potentially capture more comprehensive and 

contextually relevant patterns, rather than treating them 

separately [43]. 

Building on the individual strengths of spatial and self-

attention mechanisms, recent research has explored the 

potential of combining attention mechanisms at different 

stages of feature extraction to enhance performance. For 

instance, the spatial and channel synergistic attention module 

integrates multi-semantic spatial attention to guide channel-

wise self-attention, effectively capturing both local and global 

contextual relationships [44]. Similarly, the joint spatial and 

layer attention approach sequentially attends to different CNN 

layers and spatial locations, refining feature extraction by 

focusing on pertinent local features early and capturing 

broader contextual information in subsequent stages [45]. 

Multilevel attention approaches, which integrate attention 

mechanisms across different stages, are particularly promising 

as they enable networks to refine local features and establish 

long-range dependencies in a complementary manner [46]. 

Inspired by these advances, multilevel attention networks have 

emerged, which emphasize relevant information across 

multiple stages by leveraging attention mechanisms at 

different levels within the network's structure. However, much 

of the existing work treats these mechanisms independently or 

applies them at a single stage, often lacking the benefits of 

dynamically applying spatial and self-attention across multiple 

levels to maximize their combined potential for depression 

recognition. Despite significant progress in leveraging deep 

learning and attention mechanisms for depression recognition, 

several challenges are still present in the existing 

methodologies. CNN-based approaches often lack the ability 

to capture higher-level semantics and subtle facial expressions 

from different regions of the face. While LBCNN offer 

computational efficiency by using fixed binary weights, this 

limitation reduces their adaptability and feature extraction 

capability, resulting in poor generalization across varied 

datasets. Attention mechanisms, though effective individually, 

are often applied independently or at a single stage, lacking 

the dynamic combination of spatial and self-attention across 

multiple levels. These gaps underscore the importance of a 

multilevel attention framework to dynamically enhance both 

local and global features. Furthermore, integrating random 

binary weights for diverse adaptability, along with a sequential 

convolutional layer to refine features, offers a promising 

direction to improve generalization and ensure a robust 

solution for depression recognition, demonstrating effective 

performance. However, none of these approaches take into 
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account the interplay amid local facial areas as well as their 

connection to the overall representation. Consequently, the 

aforementioned methodologies constrain the model's capacity 

to discriminate the spatial dispersal of depression cues, 

hindering further enhancements in depression recognition 

performance. 

III. METHODOLOGY 

This section presents the methodology of the proposed novel 

system for facial depression recognition. A high-level overview 

of the system is provided in the block diagram illustrated in Fig. 

1, which is briefly described in this paragraph. Detailed 

explanations of each component, along with their architectures 

and mathematical formulations, are presented in the subsequent 

subsections. As depicted in Fig. 1, the overall workflow is divided 

into five main stages: preprocessing, feature extraction, feature 

refinement, dimensionality reduction, and regression. In the 

preprocessing stage, frames are extracted from the video using the 

open-source computer vision library (OpenCV) [47]. This is 

followed by facial key point detection with multi-task cascaded 

convolutional networks (MTCNN) and image segmentation 

through selective cropping of the face, eyes, and mouth regions 

[48]. A customized EfficientNet processes the face image to 

extract global features, while local features from the eyes and 

mouth are extracted separately using customized ResNet [33], 

[35]. The feature refinement stage introduces the enhanced 

random binary convolutional neural network (ERBCNN), which 

enhances these features through randomly initializing binary 

filters and the incorporation of the refinement layer. This is 

followed by a spatial attention mechanism to emphasize specific 

spatial regions within feature maps [40]. Subsequently, multi-

scale feature extraction (MSFE) is applied to capture spatial 

hierarchies by extracting features at different scales from the face, 

eyes, and mouth feature maps [49], [50]. Residual blocks are then 

employed to further enhance feature representation [51]. To 

prepare the feature maps for fusion, they are resampled to a 

common size using bilinear interpolation and concatenated along 

the channel dimension to form a unified feature map [52]. Self-

attention is applied to this combined feature map to model long-

range dependencies and interdependence among features, 

irrespective of their spatial locations [43]. The refined feature 

map is progressively reduced in spatial dimensions using three 

average pooling layers, preserving key features while minimizing 

dimensionality. Finally, this pooled feature map is flattened into a 

feature vector, which is fed into a regression model for training 

and inference to generate the Beck Depression Inventory-II (BDI-

II) or Hamilton Depression Rating Scale (HAMD) score.  

 

A. Preprocessing 

The preprocessing stage of the proposed system begins with 

extracting frames from input videos at fixed intervals to ensure 

consistent sampling of facial expressions over time. Using the 

OpenCV [47], frames were sampled every 5 seconds, striking 

a balance between computational efficiency and the 

availability of meaningful facial features for analysis. Facial 

key point detection is performed on each extracted frame 

using the MTCNN [48]. MTCNN employs a cascaded 

architecture to jointly detect faces and locate key facial points 

through three processing steps: the proposal network generates 

candidate face regions, the refine network filters and refines 

Fig. 1. Block diagram of the enhanced random binary multilevel attention network (ERBMA-Net) for facial depression recognition. 

Abbreviations: OpenCV – Open-Source Computer Vision library, MTCNN - Multi-task Cascaded Convolutional Networks, EfficientNet – 

Efficient Network, ResNet – Residual Network, ERBCNN – Enhanced Random Binary Convolutional Neural Network, MSFE – Multi-Scale 

Feature Extraction, concat. – concatenation, and avg. pooling – average pooling. 
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these regions to reduce false positives, and the output network 

precisely localizes facial key points, such as the corners of the 

eyes and the center of the mouth. 

Utilizing the coordinates of the detected facial key points, 

the next step involves selective cropping of three specific 

regions of interest (ROIs): the entire face, eyes, and mouth. 

These ROIs are cropped to fixed dimensions to ensure 

uniformity across the dataset and facilitate subsequent 

processing. The face region is cropped to dimensions 

224×224×3, corresponding to height, width, and red, green, 

and blue (RGB) channels. Similarly, the eyes region, which 

requires a wider aspect ratio to encompass both eyes, is 

cropped to 96×192×3, while the mouth region is cropped to 

96×128×3. These specific dimensions are chosen to balance 

the resolution required for detailed analysis with 

computational efficiency. Unlike resizing, the cropping 

process ensures that the original spatial resolution and 

positional context of the facial features are preserved. This 

standardization across facial regions creates a consistent input 

structure for feature extraction and downstream tasks, 

enabling the system to effectively analyze both global and 

local facial features. By isolating these key regions, the 

preprocessing step establishes a solid foundation for the 

subsequent feature extraction stage, ensuring that critical 

information is retained and emphasized.  

In cases where any facial feature region (face, eyes, or 

mouth) cannot be reliably detected by MTCNN, the 

corresponding video frame is discarded during preprocessing 

to ensure consistency in the input structure. This approach 

avoids introducing incomplete data that could lead to 

irregularities during training and helps maintain the overall 

integrity of the model’s learning process. 

B. Feature Extraction 

Feature extraction is a critical step in the proposed system, 

transforming raw input data into representative features that 

capture both global and local information relevant to 

depression recognition. Global features represent overarching 

patterns across the entire face, while local features emphasize 

specific details from key regions such as the eyes and mouth. 

Effectively extracting and analyzing these features is essential 

for identifying subtle emotional cues indicative of depressive 

states. 

To achieve this, a customized EfficientNet processes the 

face image to extract global features, leveraging its compound 

scaling method for efficient and accurate feature extraction 

with minimal computational overhead [53], [54]. For local 

features, a customized ResNet is employed to process the eyes 

and mouth regions, using its residual learning framework to 

capture detailed features from smaller, localized areas while 

maintaining training stability [51], [55]. This combination 

ensures a comprehensive analysis of both high-level and fine-

grained facial features. The details of each customized 

architecture are discussed in the following subsections. 

1) Customized EfficientNet: The customized EfficientNet 

architecture in the proposed system is specifically designed to 

extract global features from face images for depression 

recognition. Fig. 2 provides a detailed overview of this 

architecture, emphasizing its tailored components and 

innovations over the traditional EfficientNet [54]. The 

architecture employs the fused mobile bottleneck convolution 

(FusedMBConv) block instead of the mobile inverted 

bottleneck (MBConv) block used in the original EfficientNet. 

This modification replaces depthwise separable convolutions 

with standard convolutions, simplifying the design while 

improving computational efficiency and performance, 

particularly for smaller datasets and resource-constrained 

environments. FusedMBConv block integrates a Squeeze-and-

Excitation (SE) module, which applies channel-wise attention 

by recalibrating feature maps to emphasize the most 

informative channels [56]. Mathematically, the feature 

transformation in a FusedMBConv block is represented as: 

Fig. 2. Customized EfficientNet architecture for global feature extraction from face images. Abbreviations: conv – convolution, Batch Norm – 

Batch Normalization, SiLU – Sigmoid Linear Unit, econv – expand convolution, and adaptive avg. pool – adaptive average pooling. 
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       Fout = 𝜎 (BN (Wp ∗ (𝜎(BN(We ∗ Fin))))) + Fin        (1) 

Here, Fin and Fout are the input and output feature maps, We 

and Wp denote the weights of the expand and project 

convolutions, BN represents batch normalization, and 𝜎 is the 

Sigmoid Linear Unit (SiLU) activation function. 

The architecture begins with an initial stem block, where a 

3×3 convolution with 24 filters and a stride of 2 (denoted as 

24@3×3conv, /2) is applied to the input image with 

dimensions 3×224×224. This operation is followed by the 

batch normalization and SiLU activation to downsample the 

spatial resolution. The FusedMBConv block starts with an 

expand convolution (econv), followed by a project 

convolution (24@3×3conv, /1) for dimensionality reduction. 

A final SE module is used to refine the feature maps locally 

through channel-wise attention, which ensures that the most 

informative features are emphasized. After the FusedMBConv 

layers, a global SE block is applied to aggregate and refine 

features across the entire network. Unlike traditional SE 

modules that operate within individual blocks, the global SE 

block performs channel-wise attention globally, refining 

features aggregated from the network and enhancing the 

model’s ability to focus on crucial patterns for depression 

recognition. The final feature map, after applying 

configuration-1 with 64 channels, has a dimension of 

64×56×56, where 64 represents the number of channels and 

56×56 denotes the spatial resolution. This configuration is 

specifically designed to balance computational efficiency and 

detailed feature representation, aligning well with the 

downstream processing stages. 

Overall, the customized EfficientNet introduces several key 

innovations: replacing MBConv with FusedMBConv, using 

lightweight 1×1 convolutions in the SE blocks instead of 

dense layers to improve efficiency, and employing dual SE 

mechanisms. These changes make the architecture uniquely 

tailored for the depression recognition task, enhancing its 

ability to extract meaningful global features from facial 

images while maintaining computational efficiency. 

2) Customized ResNet: The customized residual network 

(ResNet) architecture is specifically designed to extract local 

features from eyes and mouth images, tailored for depression 

recognition tasks. Fig. 3 illustrates this architecture, which 

integrates the coordinate attention (CA) mechanism into a 

bottleneck structure to enhance spatial and channel feature 

representations [57]. The input to the architecture is an image 

with dimensions 3×96×192 for the eyes and 3×96×128 for the 

mouth, representing their respective channels, height, and 

width. Although the input dimensions differ, the same 

processing pipeline is applied to both. 

The core of the architecture consists of a series of 

coordinate attention bottleneck (CAB) blocks. Each CAB 

block begins with a 1×1 convolution layer for channel 

expansion, followed by a 3×3 convolution layer for capturing 

spatial context, and another 1×1 projection convolution for 

channel reduction. Batch normalization and rectified linear 

unit (ReLU) activation are applied after each convolution 

operation to improve stability and nonlinearity. Residual 

connections are included in every CAB block, ensuring 

effective gradient flow and mitigating the risk of vanishing 

gradients during training. When the input and output channel 

dimensions differ, a projection layer is added to align them. 

The coordinate attention (CA) mechanism is embedded 

within each CAB block, providing spatially aware channel 

refinement. It employs adaptive average pooling along the 

height (H) and width (W) dimensions separately, generating 

two distinct spatial attention maps. These maps are 

concatenated and passed through a 1×1 convolution for 

Fig. 3. Customized ResNet architecture for local feature extraction from eyes and mouth images. Abbreviations: conv – convolution, Batch 

Norm – batch normalization, ReLU – rectified linear unit, adaptive avg. pool (H) – adaptive average pooling across height, adaptive avg. pool 

(W) – adaptive average pooling across width, concat. – concatenation, SiLU – Sigmoid linear unit, and CAB – Coordinate Attention 

Bottleneck. 
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dimensionality reduction, followed by another 1×1 

convolution for each spatial direction (H and W). 

Mathematically, the attention maps are represented as: 

                      𝑎ℎ = 𝜎(conv1×1(𝑓ℎ))                            (2) 

                               𝑎𝑤 = 𝜎(conv1×1(𝑓𝑤))                           (3) 

where, 𝑎ℎ and 𝑎𝑤 are the attention maps along height and 

width, respectively. 𝑓ℎ and 𝑓𝑤 are the outputs of adaptive 

average pooling along height and width, which are applied 

multiplicatively to the input feature maps to recalibrate their 

spatial and channel information. 

The architecture consists of four sequential CAB blocks, 

with the number of filters progressively increasing from 64 to 

128, 256, and finally 512. These blocks process the feature 

maps hierarchically, refining and enhancing local patterns 

relevant to the eyes and mouth regions. The final feature 

maps, with dimensions 512×96×192 for the eyes and 

512×96×128 for the mouth, provide high-resolution local 

representations that are well-suited for downstream 

processing. Unlike traditional ResNet [51], this customized 

architecture replaces global average pooling with the more 

spatially aware coordinate attention mechanism, enabling it to 

capture long-range dependencies and subtle spatial details. By 

combining efficient bottleneck structures with enhanced 

attention mechanisms, the customized ResNet is uniquely 

adapted for local feature extraction in depression recognition, 

balancing computational efficiency and detailed 

representation. 

 

C. Feature Refinement  

Feature refinement is a critical component in facial expression-

based depression recognition, as it enhances the quality of 

extracted features by emphasizing their most informative aspects 

while suppressing noise and irrelevant information [31], [38]. 

Subtle emotional cues embedded in facial expressions, 

particularly in regions like the eyes and mouth, are often difficult 

to capture and differentiate. Refining these features ensures they 

are more discriminative and robust, addressing the challenges 

posed by the subtle and complex nature of depressive states. 

This stage plays a vital role in improving the network's 

ability to focus on critical spatial and channel-wise patterns, 

retaining and amplifying features that are indicative of 

depressive cues. Such refinement is particularly important in 

depression recognition tasks, where datasets frequently exhibit 

variations in lighting, pose, and facial expressions, making 

raw features inadequate for capturing the nuanced details 

necessary for accurate predictions. 

In the proposed system, feature refinement is achieved 

through the integration of an ERBCNN and multilevel 

attention mechanisms. These components work synergistically 

to refine both global and local features extracted during the 

feature extraction stage, preparing them for dimensionality 

reduction and regression. Each refinement step is designed to 

enhance specific aspects of the features. 

1) Enhanced Random Binary Convolutional Neural 

Network: The enhanced random binary convolutional neural 

network (ERBCNN) is a key innovation in the proposed 

system, designed to refine both global and local feature maps 

with improved adaptability and robustness. As illustrated in 

Fig. 4, ERBCNN significantly enhances the capabilities of 

traditional LBCNN by introducing two major innovations: 

random binary filters and a refinement layer. LBCNN employs 

fixed binary filters that, while computationally efficient, lack 

adaptability and often fail to generalize effectively across 

diverse datasets [29]. In ERBCNN, the convolutional filters 

are randomly initialized with values {−1, 0, 1}, creating a 

diverse set of binary filters that adapt better to the data. 

Mathematically, the random binary weights W in the RBC 

layer are initialized as: 

                       W𝑖,𝑗 = 2 ∙ rand({0, 1}) − 1, ∀𝑖, 𝑗                    (4) 

where, rand({0, 1}) generates binary values, and the scaling 

ensures the weights are distributed in {-1,0,1}. 

Another important component of ERBCNN is the 

refinement layer, implemented as a 1×1 convolution. This 

layer projects the output feature maps into a higher-

dimensional space, facilitating better representation learning. 

By enhancing feature discrimination, the refinement layer 

makes ERBCNN more robust against noise and variations in 

input data. 

ERBCNN processes feature maps extracted from both 

global (face) and local (eyes and mouth) regions. Although the 

input feature map sizes differ, the same architecture is applied 

independently to both types of features. For instance, global 

features have input dimensions of 64×56×56 and output 

dimensions of 512×56×56, while local eyes and mouth 

features have input dimensions of 512×96×192 and 

512×96×128, respectively, their output dimensions remain 

unchanged. The random binary convolution (RBC) layer 

applies 64 random binary filters of size 3x3 with a stride of 1 

and padding of 1 to the input features. Following this, batch 

normalization normalizes the output of the RBC layer, 

accelerating convergence and improving stability during 

training. The leaky rectified linear unit (LeakyReLU) 

activation function introduces non-linearity, allowing the 

model to handle negative feature values more effectively. 

Finally, the refinement layer further processes the output 

feature maps by projecting them into a 512-channel space, 

enabling enhanced feature representation and robustness.  

 
Fig. 4. Enhanced Random Binary Convolutional Neural Network 

(ERBCNN) architecture for feature map refinement. Abbreviations: 

RBC – random binary convolution, Batch Norm – batch 

normalization, LeakyReLU – leaky rectified linear unit, and conv – 

convolution. 
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1) Spatial Attention: Spatial attention plays a crucial role in 

refining feature maps by emphasizing spatially important 

regions, allowing the network to focus on areas that contain 

the most informative patterns [40]. In the context of 

depression recognition, subtle spatial cues in facial 

expressions, particularly in regions like the eyes and mouth, 

are critical. After the ERBCNN enhances the feature maps, 

spatial attention is applied individually to the global (face) 

features and local (eyes and mouth) features, further refining 

them.  

The spatial attention mechanism, as depicted in Fig. 5, 

begins by computing spatial descriptors through average 

pooling and maximum pooling applied independently across 

the channel dimension of the input feature maps. Outputs of 

these pooling operations, representing spatial averages and 

maximum activations, respectively, are concatenated along the 

channel dimension. This concatenated representation 

undergoes a convolution operation with a kernel size of 7×7, 

generating a single-channel attention map. The attention map 

is then normalized using a Sigmoid activation function to 

ensure all values lie within the range [0, 1]. Finally, the 

attention map is applied multiplicatively to the original input 

feature maps, recalibrating the spatial information by 

amplifying important regions while suppressing irrelevant 

areas. 

By applying spatial attention separately to global and local 

features, the network can refine distinct spatial patterns 

present in different facial regions, ensuring that both 

overarching and region-specific details are preserved and 

amplified. This targeted refinement is particularly effective in 

depression recognition, where subtle spatial variations in 

facial features often indicate depressive states. 

 
Fig. 5. Spatial attention mechanism applied to refine input feature 

maps by emphasizing spatially significant regions. Abbreviations: 

avg. pool – average pooling, max pool – maximum pooling, concat. – 

concatenation, and conv – convolution. 

3) Multi-Scale Feature Extraction: Multi-scale feature 

extraction (MSFE) is an essential step in the proposed system, 

following spatial attention, to further refine the feature maps. 

Depression recognition from facial expressions requires 

capturing spatial hierarchies and patterns at multiple scales 

[49], [50]. Subtle variations in emotional expressions often 

manifest differently across spatial resolutions, making multi-

scale analysis crucial for preserving detailed and 

comprehensive information. 

 
Fig. 6. Multi-scale feature extraction architecture to capture spatial 

hierarchies at multiple scales from feature maps for enhancement. 

Abbreviations: conv – convolution and ReLU – rectified linear unit. 

The MSFE module, as illustrated in Fig. 6, processes the 

input feature maps using 512 convolutional filters of varying 

kernel sizes: 3×3, 5×5, and 7×7, with a stride of 1. These 

kernel sizes are chosen for their established effectiveness in 

capturing visual features across varying receptive fields, a 

technique notably employed in the InceptionNet architecture 

[58]. Specifically, the 3×3 filters are effective in extracting 

local features such as fine-grained texture and micro-

expressions, the 5×5 filters are suited for capturing 

intermediate-level structures spanning facial regions including 

nasolabial folds and brow furrows, while the 7×7 filters are 

designed to model broader spatial context, capturing global 

facial symmetry and muscle distribution patterns.  

After applying each convolution, a ReLU activation 

function is employed to introduce non-linearity and suppress 

irrelevant information. The outputs of these convolutions are 

summed element-wise to integrate multi-scale features into a  

unified representation. By combining features at different 

scales, the MSFE module effectively retains critical emotional 

cues across spatial hierarchies. 

 

4) Residual Block: The residual block is a critical 

component in the proposed architecture, ensuring enhanced 

feature representation by capturing intricate patterns while 

preserving input information through skip connections [51]. 

After multi-scale feature extraction, the integration of residual 

blocks provides an additional layer of feature enhancement, 

ensuring that both local and global patterns are effectively 

captured and refined. As illustrated in Fig. 7, the residual 

block processes the refined feature maps to further improve 

their discriminative power. This refinement is essential for 

depression recognition, as it helps in capturing subtle 

variations in facial expressions that are indicative of 

depressive states. The residual block begins with a 3×3 

convolution applied to the input feature maps, followed by 

batch normalization and ReLU activation. This sequence 

allows the network to learn complex patterns while 

maintaining stable gradients. A second 3×3 convolution and 

batch normalization are subsequently applied to extract  
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Fig. 7. Residual block architecture employed for enhanced feature 

representation. Abbreviations: conv – convolution, Batch Norm – 

batch normalization, and ReLU – rectified linear unit. 

additional contextual features. The key innovation lies in the 

skip connection, where the input feature maps are directly 

added to the output of the second batch normalization layer, 

performing element-wise addition. This design preserves the 

original information while complementing it with newly 

learned features, effectively mitigating the risk of vanishing 

gradients during training. 

The application of residual blocks separately to the global and 

local feature maps as shown in Fig. 1 ensures tailored 

refinement for each type of input. For global (face) features, 

the residual block captures overarching patterns with 

dimensions 512×56×56. For local features, it specializes in 

enhancing details within the eyes (512×96×192) and mouth 

(512×96×128) regions. This segregation ensures that the  

features most relevant to depressive cues in different facial 

regions are effectively emphasized. 

 

5) Bilinear Interpolation and Concatenation: Following the 

enhancement of feature representations through residual 

blocks, bilinear interpolation is applied to standardize the 

dimensions of the feature maps, enabling effective integration 

in subsequent stages [52]. Bilinear interpolation performs 

resampling of the feature maps to a common target size of 

96×192, ensuring uniformity across different regions. The face 

and mouth feature maps at the residual blocks output were 

sized 512×56×56 and 512×96×128, respectively, are 

resampled to 512×96×192 using bilinear interpolation. While 

the eyes feature map already matches the target size of 

512×96×192. Mathematically, bilinear interpolation for a pixel 

value at (𝑥, 𝑦) can be expressed as: 

                    𝐼(𝑥, 𝑦) = ∑ ∑ 𝑤(𝑖, 𝑗) ∙ 𝐼(𝑥𝑖 , 𝑦𝑗)1
𝑗=0

1
𝑖=0                 (5) 

where, 𝐼(𝑥, 𝑦) is the interpolated pixel value, 𝐼(𝑥𝑖 , 𝑦𝑗) are the 

pixel values at the four nearest neighbors, and 𝑤(𝑖, 𝑗) 

represents the weights computed based on the distances 

between (𝑥, 𝑦) and its neighbors. 

The interpolation ensures that the spatial information is 

preserved while aligning the feature maps for seamless fusion. 

This step is crucial for subsequent fusion and attention 

mechanisms, as it provides a uniform spatial resolution for all 

regions, facilitating efficient processing. 

Once the feature maps are resampled to the target size, 

concatenation is performed across the channel dimension to 

integrate the global (face) and local (eyes and mouth) features 

into a single unified feature map. This operation combines the 

512-channel feature maps of the face, eyes, and mouth into a 

concatenated feature map that retains the distinct 

characteristics of each region while creating a comprehensive 

representation of facial features, serving as input for 

subsequent attention mechanisms. 

6) Self-Attention: The self-attention mechanism in the 

proposed system enhances the concatenated feature map by 

modeling long-range dependencies and emphasizing 

interdependence among features [43]. It achieves this by 

transforming the input feature map through three key 

operations: query, key, and value, all derived using 1×1 

convolutional layers, as shown in Fig. 8. The query and key 

operations capture relationships between spatial locations in 

the feature map, while the value operation represents the 

feature information at those locations. The attention map is 

calculated by measuring the similarity between the query and 

key features, capturing correlations between different regions 

of the feature map. This attention map is then used to scale the 

value features, refining the feature map based on global spatial 

dependencies. The refined output is further enhanced using a 

learnable scaling parameter, which balances the influence of 

self-attention and the original input features. By focusing on 

both spatial and channel-wise interrelations, the self-attention 

mechanism ensures that the system effectively captures and 

refines subtle depressive cues across facial regions, enhancing 

the discriminative power of the concatenated feature map. 

D. Dimensionality Reduction  

Dimensionality reduction is an essential step in the proposed 

system, aimed at reducing the spatial complexity of the 

concatenated feature map while retaining critical information. 

This process involves three-stage average pooling followed by 

flattening to generate a compact feature vector, making it 

suitable for subsequent regression tasks. The concatenated 

feature map, comprising fused global and local features, initially 

has dimensions of 1536×96×192, where 1536 represents the total 

number of channels, and 96×192 denotes the spatial resolution 

(height and width). By using three average pooling layers, the 

refined feature map is progressively reduced in spatial 

dimensions, which balances the retention of key features with 

dimensionality reduction. 

The three-stage pooling process progressively reduces the 

spatial dimensions of the feature map while retaining crucial 

features. Initially, average pooling with a 2×2 kernel and a 

Fig. 8. Self-attention architecture applied to the concatenated feature map. 



 

> REPLACE THIS LINE WITH YOUR MANUSCRIPT ID NUMBER (DOUBLE-CLICK HERE TO EDIT) < 

 

stride of 2 is applied, reducing the dimensions to 1536×48×96. 

In the second stage, a 4×4 kernel with a stride of 4 further 

condenses the dimensions to 1536×12×24. Finally, the third 

stage uses another 4×4 pooling operation with a stride of 4, 

minimizing the feature map to 1536×3×6 while preserving 

essential details. 

After pooling, the feature map undergoes a flattening 

operation to convert the 4D tensor into a 1D vector. The 

flattened feature vector has a total size of 27,648 elements, 

where each facial region contributes equally: 9216 features 

each from the face, eyes, and mouth. This compact 

representation effectively preserves the discriminative 

information from all regions while significantly reducing 

computational complexity. 

E. Regression  

The regression model is designed as a fully connected 

neural network to predict the Beck Depression Inventory-II 

(BDI-II) or Hamilton Depression Rating Scale (HAMD) score 

based on the extracted and refined feature vector. The input to 

this model is the flattened feature vector of size 1×27648, 

containing both global (face) and local (eyes and mouth) 

features. The architecture comprises three fully connected 

layers, where the first layer reduces the dimensionality to 256 

neurons, applying a Leaky ReLU activation function with a 

negative slope of 0.2 to handle negative values effectively. To 

prevent overfitting, a dropout layer with a 20% probability is 

incorporated. The second layer further reduces the feature 

dimensions to 64 neurons, again employing Leaky ReLU and 

dropout for robustness. The final fully connected layer 

consists of a single neuron that outputs the predicted score, 

which quantifies the severity of depressive symptoms. This 

architecture is optimized for capturing the non-linear 

relationships between the input features and the target output, 

ensuring accurate predictions of the BDI-II/HAMD score 

while maintaining generalization. 

The network is trained using the mean squared error (MSE) 

loss, which measures the average of the squared differences 

between the predicted and actual depression scores [39]. It is 

defined as: 

                              𝐿MSE =  
1

𝑁
∑ (𝑦𝑖 − 𝑦𝑖̂)

2𝑁
𝑖=1                          (6) 

where 𝑦𝑖 is the ground truth score, 𝑦𝑖̂ is the predicted score for 

the 𝑖-th sample, and 𝑁 is the number of training samples. This 

loss function penalizes larger errors more strongly than 

smaller ones, making it particularly suitable for regression 

tasks such as estimating BDI-II or HAMD scores. Minimizing 

this loss encourages the model to produce accurate 

predictions. The BDI-II and HAMD are used as rating scales 

for quantifying depression severity, and are not intended to 

serve as diagnostic instruments. 

Table II illustrates the transformation of feature map sizes 

throughout the different stages of the proposed facial 

depression recognition methodology. The table begins with 

the original input images for both global (face) and local (eyes 

and mouth) features. As the feature maps progress through 

various stages such as the customized EfficientNet for face 

feature extraction, customized ResNet for local features, 

ERBCNN for feature refinement, and bilinear interpolation for 

resampling, the dimensions of the feature maps change 

accordingly. The concatenation step combines the global and 

local features into a single feature map, which is subsequently 

reduced in spatial dimensions and flattened before being 

passed through the regression model to generate the final 

output. This table succinctly summarizes the key 

transformations and dimensionality adjustments that are 

crucial for processing and analyzing facial expressions to 

recognize depression. 

TABLE II 

TRANSFORMATION OF FEATURE MAP SIZES ACROSS DIFFERENT 

STAGES OF THE ERBMA-NET 

 
Stage Input size Output size 

customized EfficientNet (face) 224 × 224 × 3 112 × 112 × 24 

112 × 112 × 24 56 × 56 × 64 

customized ResNet (eyes) 96 × 192 × 3 96 × 192 × 64   

96 × 192 × 64 96 × 192 × 128 

96 × 192 × 128 96 × 192 × 256 
96 × 192 × 256 96 × 192 × 512 

customized ResNet (mouth) 96 × 128 × 3 96 × 128 × 64 

 96 × 128 × 64 96 × 128 × 128 

 96 × 128 × 128 96 × 128 × 256 

 96 × 128 × 256 96 × 128 × 512 

ERBCNN (face) 56 × 56 × 64 56 × 56 × 512 

ERBCNN (eyes) 96 × 192 × 512 96 × 192 × 512 

ERBCNN (mouth) 96 × 128 × 512 96 × 128 × 512 

bilinear interpolation (face) 56 × 56 × 512 96 × 192 × 512 

bilinear interpolation (eyes) 96 × 192 × 512 96 × 192 × 512 

bilinear interpolation (mouth) 96 × 128 × 512 96 × 192 × 512 

concatenation (face, eyes, mouth) - 96 × 192 × 1536 

average pooling (2×2, /2) 96 × 192 × 1536 48 × 96 × 1536 
average pooling (4×4, /4) 48 × 96 × 1536 12 × 24 × 1536 
average pooling (4×4, /4) 12 × 24 × 1536 3 × 6 × 1536 

flattening 3 × 6 × 1536 1 × 27648 

regression 1 × 27648 1 × 1 

IV. EXPERIMENT 

A. Datasets 

To evaluate the effectiveness of the proposed system, 

experiments were conducted using two datasets: the publicly 

available audio-visual emotion challenge 2014 (AVEC2014) 

dataset [59], and a clinical dataset from Changzhou No. 2 

People’s Hospital (CZ2024) in Jiangsu, China. The 

AVEC2014 dataset provided a variety of videos where 

participants performed specific tasks, whereas the CZ2024 

dataset focused exclusively on videos of individuals clinically 

diagnosed with depression. Depression severity across the 

AVEC2014 and CZ2024 datasets was quantified using the 

Beck Depression Inventory-II (BDI-II) and Hamilton 

Depression Rating Scale (HAMD), respectively, [60], [61]. 

The former categorizes severity into four distinct levels: 

minimal (0–13), mild (14–19), moderate (20–28), and severe 

(29–63) as shown in Table III, whereas the latter sorts as in 

Table IV: minimal (0–7), mild (8–19), moderate (20–34), and 

severe (≥35). This categorization enabled a thorough 

evaluation of the proposed method across varying degrees of 

depression. 
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TABLE III 

SAMPLES FROM THE AVEC2014 DATASET [59] 

 
Samples BDI-II Severity levels 

   

3 minimal 

   

15 mild 

   

25 moderate 

   

33 severe 

TABLE IV 

SAMPLES FROM THE CZ2024 DATASET 

 
Samples HAMD Severity levels 

   

5 minimal 

   

16 mild 

   

25 moderate 

   

37 severe 

The AVEC2014 dataset was a key resource for validating 

the proposed system. A total of 84 participants with German 

ethnicity including both male and female participated. It 

included two task-based recordings: the Freeform task, where 

participants were asked to discuss memory, and the Northwind 

task, which required reading an excerpt from a fable. The 

dataset consisted of 300 video recordings, where 200 videos 

were used for training and 50 each for validation and testing 

[62]. Each video had corresponding ground truth scores and 

varied in duration from 6 to 248 seconds, recorded at 30 

frames per second (fps). This diversity in content and duration 

made the dataset ideal for testing the model's robustness in 

depression recognition, as it included samples spanning 

different severity levels, illustrated in Table III. 

The CZ2024 dataset, on the other hand, comprised 401 video 

recordings with durations ranging from 4 to 18 minutes. A 

comprehensive group of 401 Asian (Chinese) participants was 

 

 
Fig. 9. Data distribution of AVEC2014 and CZ2024 datasets. 

involved, featuring an average age of 31.5 years and spanning 

an extensive age range from 14 to 78 years, including both 

male and female individuals. This dataset was specifically 

designed for depression assessment and provided a rich 

resource for testing the model in a clinical context. For 

effective training and evaluation, the dataset was divided into 

three subsets: 240 videos for training, 107 for validation, and 

54 for testing. Furthermore, data distribution of severity levels 

in both the AVEC2014 and CZ2024 datasets are shown in Fig. 

9. Subject-level overlap was avoided in both datasets: each 

CZ2024 video represents a unique participant, and AVEC2014 

splits were organized to ensure no individual appeared in more 

than one subset. 

B. Evaluation Metrics 

To evaluate the effectiveness of the proposed method in the 

regression task of depression recognition, two widely adopted 

metrics, root mean square error (RMSE) and mean absolute 

error (MAE), were utilized. These metrics are specifically 

suited for regression tasks, where the objective is to predict 

continuous numerical values, such as depression severity 

scores. RMSE and MAE are standard tools for assessing the 

performance of regression algorithms and are commonly used 

to measure both the accuracy and precision of predictions 

[40], [63]. RMSE evaluates the average magnitude of the 

differences between the predicted and actual depression 

severity scores, providing a comprehensive assessment of 

prediction accuracy. Meanwhile, MAE calculates the mean 

absolute difference between the predicted and actual severity 

levels, capturing the model’s precision by reflecting the 

average error magnitude. Together, these metrics ensure a 

robust evaluation by addressing both accuracy and precision in 
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the regression context. The metrics are mathematically defined 

as follows: 

                          RMSE =  √
1

𝑁
∑ (𝑦𝑖 − 𝑦𝑖̂)

2𝑁
𝑖=1                        (7) 

                              MAE =  
1

𝑁
∑ |𝑦𝑖 − 𝑦𝑖̂|

𝑁
𝑖=1                               (8) 

here, 𝑁 is the total samples, 𝑦𝑖  represents the actual 

depression severity score, and 𝑦𝑖̂ corresponds to the predicted 

score. 

C. Implementation Details 

The implementation of the proposed system was carried out on 

a Linux Ubuntu operating system, utilizing the Python 

programming language. Key deep learning frameworks, such as 

PyTorch and TensorFlow, were employed to develop and train 

the network. The experiments were conducted on an NVIDIA 

Tesla T4 GPU, which provided the computational power 

necessary to handle the AVEC2014 and CZ2024 datasets 

effectively. With approximately 1.67 million parameters per 

stream, the proposed ERBCNN backbone is highly lightweight 

making it well-suited for efficient local feature extraction from 

the face, eyes, and mouth regions. In total, the ERBMA-Net 

model comprises approximately 23.3 million parameters, 

offering a parameter count slightly less than ResNet50 while 

being specifically optimized for the task of facial depression 

recognition. The model achieves an average inference time of 

approximately 0.85 milliseconds per video on an NVIDIA Tesla 

T4 GPU, indicating high computational efficiency and suitability 

for near real-time clinical or screening applications. 

The hyperparameters used during the training phase are 

presented in Table V. The root mean-square propagation 

(RMSprop) optimizer, with an alpha value of 0.9, was chosen 

for its capability to handle non-stationary objectives 

effectively. A learning rate of 0.00001 was set to ensure stable 

convergence and prevent issues such as overfitting or 

prolonged training durations [64], [65]. The network was 

trained over 100 epochs with a mini-batch size of 128, striking 

a balance between computational efficiency and stable 

gradient estimation. 

To further enhance convergence, the reduce learning rate on 

plateau (ReduceLROnPlateau) scheduler was employed to 

dynamically adjust the learning rate when the validation 

performance plateaued. The mean square error (MSE) loss 

function was utilized to measure the regression error during 

training, aligning with the objective of predicting depression 

severity scores. This carefully designed combination of  

TABLE V 

HYPERPARAMETERS OF THE PROPOSED NETWORK 

 

Hyperparameters Values 

Optimizer RMSprop 

Alpha 0.9 
Learning rate 0.00001   

Mini-batch size 128 

No. of epochs 100 
Learning rate schedule ReduceLROnPlateau   

Loss function MSE 

hyperparameters, optimization strategies, and computational 

resources ensured the efficient training and robust 

performance of the proposed network in recognizing 

depression severity. 

V. RESULTS AND DISCUSSION 

This section presents a comprehensive evaluation of the 

performance of the enhanced random binary multilevel 

attention network (ERBMA-Net) using RMSE and MAE 

metrics to assess its accuracy and precision in depression 

recognition. The results are systematically analyzed to 

underscore the significance of each component of the 

proposed methodology. Initially, the performance of the 

complete model is showcased, providing an overview of its 

effectiveness on the AVEC2014 and CZ2024 datasets. 

Subsequently, an in-depth exploration of the contributions of 

individual components, including the enhanced random binary 

convolutional neural network (ERBCNN), attention 

mechanisms, and feature analysis, is conducted through 

ablation studies, supported by detailed bar charts and line 

graph. The results achieved by the proposed ERBMA-Net are 

compared with state-of-the-art methods, demonstrating its 

superiority in facial depression recognition tasks and 

culminating in a synthesis of the key findings. Finally, the 

limitations of the proposed study are also discussed. 

A. Performance of the ERBMA-Net 

Fig. 10 illustrates the performance of the proposed ERBMA-

Net model on the AVEC2014 and CZ2024 datasets, evaluated 

using the mean absolute error (MAE) and root mean square 

error (RMSE) metrics. On the AVEC2014 dataset, the model 

achieved an MAE of 6.80, indicating the average deviation of 

predictions from the ground truth, while the RMSE was 8.18, 

reflecting its ability to minimize larger errors effectively. On 

the CZ2024 dataset, the model demonstrated even better 

performance, with a lower MAE of 6.37 and an RMSE of 

8.08. These results highlight the robustness of ERBMA-Net 

across different datasets. The improved performance on the 

CZ2024 dataset suggests that the model adapts effectively to 

its characteristics, such as higher data quality or more 

consistent patterns in facial depression cues, showcasing its 

generalization capabilities and precision in diverse 

experimental settings. 

 
Fig. 10. Performance of the ERBMA-Net on AVEC2014 and 

CZ2024 datasets. 

B. Ablation Studies 

This section presents a detailed ablation study to evaluate 

the impact of individual components of the proposed 
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ERBMA-Net model. The analysis focuses on three key 

aspects: (i) the contribution of the enhanced random binary 

convolutional neural network (ERBCNN) to overall 

performance, (ii) the effectiveness of the employed attention 

mechanisms in refining feature extraction, and (iii) the 

importance of different feature groups, including global (face) 

and local regions (eyes and mouth), in depression recognition. 

Each component is analyzed independently to highlight its 

significance in enhancing the model's accuracy and 

robustness. 

1) Impact of ERBCNN: Fig. 11 presents the ablation study 

results on the AVEC2014 dataset, highlighting the 

performance impact of different components and 

configurations on the RMSE (root mean square error) and 

MAE (mean absolute error). The comparison includes three 

ablations and the complete model, ERBMA-Net, which 

integrates ERBCNN. The first bar (Disabled ERBCNN) 

demonstrates the performance when the ERBCNN component 

is removed from ERBMA-Net. This results in the highest error 

rates, with an RMSE of 18.61 and an MAE of 13.10, clearly 

indicating the critical role of ERBCNN in reducing error and 

enhancing prediction accuracy. The second bar (LBCNN) 

replaces ERBCNN with the local binary convolutional neural 

network (LBCNN) [29], which employs fixed binary weights. 

It achieves better results than the absence of ERBCNN, with 

an RMSE of 13.80 and an MAE of 12.06. However, the lack 

of adaptability due to fixed binary weights limits its 

effectiveness compared to ERBCNN. 

The third bar (RBCNN) replaces ERBCNN, in the ERBMA-

Net, with random binary convolutional neural network 

(RBCNN). It is a key contribution of this paper which 

introduces random binary weights, providing greater 

flexibility and adaptability compared to LBCNN. This 

configuration achieves significantly lower error rates, with an 

RMSE of 11.14 and an MAE of 8.51, underscoring its superior 

performance. The fourth bar (ERBMA-Net) represents the 

performance of the full model, including ERBCNN. ERBCNN 

builds upon RBCNN by introducing not only random binary 

weights for enhanced adaptability but also a refinement layer 

that further processes extracted features for greater accuracy. 

This results in the lowest error rates, with an RMSE of 8.87 

and an MAE of 7.03, showcasing the effectiveness of 

ERBCNN as a key module in ERBMA-Net.  

Between LBCNN and RBCNN, the latter reduces the RMSE 

by 2.66 points (from 13.80 to 11.14) and the MAE by 3.55 

points (from 12.06 to 8.51). This improvement demonstrates 

the advantage of introducing random binary weights in 

 
Fig. 11. Impact of the ERBCNN, LBCNN, and RBCNN on ERBMA-

Net’s recognition performance. 

RBCNN over LBCNN’s fixed binary weights, offering greater 

adaptability to varying input features. Additionally, 

incorporating the refinement layer in ERBCNN further 

reduces the RMSE by 2.96 points (from 11.14 to 8.18) and the 

MAE by 1.71 points (from 8.51 to 6.80). This emphasizes the 

significance of the refinement layer in enhancing feature 

extraction and improving overall performance. 

2) Attention Mechanisms: Fig. 12 illustrates the 

performance impact of disabling spatial and self-attention 

mechanisms in the proposed ERBMA-Net model. The first 

bar, "Disabled Spatial Attention," shows a notable increase in 

both RMSE and MAE, with RMSE rising to 9.91 and MAE to 

7.93. The difference between this and the full ERBMA-Net 

model (RMSE: 8.18 and MAE: 6.80) is substantial: a 1.73-

point increase in RMSE and a 1.13-point increase in MAE, 

demonstrating the critical role of spatial attention. Spatial 

attention focuses on the most informative parts of the feature 

map, and its absence leads to a decrease in the model's 

accuracy, as it struggles to properly emphasize crucial regions 

in facial expressions. 

The second bar, "Disabled Self Attention," shows the 

performance after removing self-attention, with RMSE at 9.62 

and MAE at 7.62. Compared to ERBMA-Net, this 

configuration results in a 1.44-point increase in RMSE (9.62-

8.18) and a 0.59-point increase in MAE (7.62  ̵6.80). The self-

attention mechanism plays a key role in capturing long-range 

dependencies and interdependencies across facial features, and 

its absence reduces the model's ability to understand complex 

relationships in the data, ultimately affecting performance. 

Comparing these results with the full ERBMA-Net model, 

which incorporates multilevel attention, both spatial and self-

attention mechanisms, it is evident that the combination of 

these two attention types significantly improves the model’s 

performance. Spatial attention was applied individually to 

face, eyes, and mouth feature maps, allowing the model to 

focus on critical spatial regions. Meanwhile, self-attention was 

applied to the concatenated features, enabling the model to 

capture long-range dependencies and interdependencies across 

facial regions. This multilevel attention approach enhances the 

model's ability to recognize subtle patterns in facial 

expressions, improving both its accuracy and precision in 

depression recognition tasks. 

 
Fig. 12. Impact of attention mechanisms on the performance of 

ERBMA-Net. 

3) Feature Analysis: Fig. 13 presents the feature analysis, 

evaluating the contribution of different facial regions to the  
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Fig. 13. Impact of facial features on the performance of ERBMA-

Net. 

performance of ERBMA-Net. The first bar represents the 

model using only face features, yielding an RMSE of 10.43 

and MAE of 8.68. When mouth features are added in the 

second bar, the RMSE decreases to 9.82 and MAE to 7.87, 

showing improvements of 0.81 in MAE and 0.61 in RMSE. 

Adding eyes features to face in the third bar further improves 

the performance, with RMSE at 9.97 and MAE at 7.91, 

providing improvements of 0.77 in MAE and 0.46 in RMSE 

compared to the face-only configuration. Finally, the 

ERBMA-Net model as shown in Fig. 11, which incorporates 

face, eyes, and mouth features, achieves the lowest RMSE 

(8.18) and MAE (6.80), demonstrating a significant 

improvement of 1.64 in RMSE and 1.07 in MAE compared to 

the face and eyes configuration. This highlights the 

importance of combining all three facial regions for accurately 

capturing emotional cues associated with depression. 

Fig. 14 illustrates the progressive impact of various 

components on the performance of the proposed ERBMA-Net 

model, with the MAE and RMSE plotted for different 

configurations. Each point on the graph represents a distinct 

model setup, labelled sequentially from 'a' to 'n,' where 'a' 

denotes the baseline configuration without ERBCNN and 'n' 

represents the full ERBMA-Net model. The results 

demonstrate significant performance improvements as critical 

components such as random binary filters, spatial attention, 

self-attention, and multi-scale feature extraction are 

incorporated. For instance, replacing the ERBCNN with 

LBCNN ('b') results in noticeably higher errors compared to 

the configuration with ERBCNN ('e'). Additionally, disabling 

spatial attention ('g') or self-attention ('j') leads to marked 

increases in both MAE and RMSE, highlighting the 

importance of these multilevel attention mechanisms. 

Moreover, removing the MSFE module ('l') increases the 

RMSE from 8.18 to 9.03 and the MAE from 6.80 to 7.47, 

emphasizing the benefit of incorporating varied receptive 

fields. The complete ERBMA-Net ('n') achieves the lowest 

MAE of 6.80 and RMSE of 8.18, reflecting substantial 

improvements over the baseline ('a') with an MAE of 13.10 

and RMSE of 18.61. These findings emphasize the crucial role 

of each component in refining the model’s ability to capture 

intricate facial cues and dependencies, ultimately enabling 

robust depression recognition. 

C. Prediction Analysis 

Fig. 15 illustrates the predicted depression scores generated  

 
Fig. 14. Performance impact of each component of the ERBMA-Net. 

The model legends are as follows: a = disabled ERBCNN, b = 

LBCNN, c = face features only, d = EfficientNet replaced with 

ResNet for face feature extraction, e =   RBCNN, f = disabled 

residual blocks, g = disabled spatial attention, h = face and mouth 

features, i = face and eyes features, j = disabled self-attention, k = 

disabled spatial and self-attention, l = disabled multi-scale feature 

extraction, m = eyes and mouth features, and n = ERBMA-Net. 

by ERBMA-Net on the AVEC2014 (a) and CZ2024 (b) test 

sets. On AVEC2014, the model often underestimates the 

severity of moderate and severe cases, favoring lower output 

scores. This tendency corresponds with the data imbalance 

shown in Fig. 9(a), where 154 out of 300 samples are 

categorized as minimally depressed. The disproportionate 

representation of low-severity samples likely biases the 

model’s learning process, leading to reduced responsiveness to 

higher-intensity symptoms. 

A contrasting pattern is observed on CZ2024, where the 

model’s predictions are clustered around moderate severity 

levels. This reflects the underlying dataset structure, as shown  

 

 
Fig. 15. Prediction analysis of the ERBMA-Net model on 

AVEC2014 and CZ2024 datasets. 
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in Fig. 9(b), where 222 out of 401 samples fall within the 

moderate category. The prevalence of this class likely causes 

the model to default toward predicting the most frequently 

occurring severity level. As a result, individuals with mild 

depression tend to be overestimated, while those with severe 

symptoms are often underestimated. This inclination toward 

central predictions underscores the challenge of class 

imbalance, which has been widely recognized in affective 

computing research. To quantify this behavior, the Pearson 

Correlation Coefficient (PCC) and the Concordance 

Correlation Coefficient (CCC) are computed as [66]: 

                                      PCC =  
cov(x,y)

𝜎𝑥𝜎𝑦
                                   (9) 

                              CCC =
2𝜌𝑥,𝑦𝜎𝑥𝜎𝑦

𝜎2
𝑥+𝜎2

𝑦+(µ𝑥−µ𝑦)
2                            (10) 

here, cov denotes the covariance, 𝜎𝑥 and 𝜎𝑦 represent the 

standard deviations, µ𝑥 and µ𝑦 are the mean values, and 𝜌 

represents the PCC. As seen in Table VI, ERBMA-Net 

achieves a strong positive correlation and concordance on 

AVEC2014, while the correlation is weak on CZ2024. This 

discrepancy further supports the earlier observation that 

dataset imbalance impacts model generalization, especially in 

underrepresented severity levels. 

TABLE VI 

PCC AND CCC BETWEEN PREDICTED AND GROUND TRUTH 

SCORES 

 

Dataset PCC CCC 

AVEC2014 0.64 0.52 

CZ2024 ̶ 0.0006 ̶ 0.0001 

D. Comparison with Relevant Works 

Table VII provides a comprehensive comparison of the 

proposed enhanced random binary multilevel attention 

network (ERBMA-Net) with state-of-the-art methods on the 

AVEC2014 dataset. Early approaches, such as [59], relied 

heavily on traditional handcrafted features, resulting in high 

error rates (MAE of 10.03, RMSE of 12.56). Subsequent 

advancements, including [22], [25], utilized deep learning 

frameworks to significantly improve performance, with RMSE 

scores dropping below 10. Recent works, such as [39], [67], 

further optimized feature extraction techniques. The former 

achieved an RMSE of 8.82 and MAE of 7.89, while the latter 

achieved an RMSE of 9.08 and MAE of 7.19, demonstrating 

incremental improvements. Among the best-performing 

methods, [20], [66], and [70] achieved notable results with 

RMSE scores of 8.49, 7.97, and 7.96 respectively. ERBMA-

Net achieves competitive performance, with an RMSE of 8.18 

and an MAE of 6.80. While slightly exceeding the errors of 

[66] and [70], ERBMA-Net demonstrates the effectiveness of 

its enhanced random binary convolutions and multilevel 

attention mechanism in capturing subtle patterns in facial 

expressions, validating its novel contributions. 

TABLE VII 

COMPARISON WITH RELEVANT WORKS ON AVEC2014 

DATASET 

 

Method MAE RMSE 

Baseline [59] 10.03 12.56 
Feature histogram [68] 8.07 10.28 

MRLBP-TOP [25] 7.21 9.01 
Pre-trained Deep CNN [22] 7.47 9.55 

Deep + handcrafted features [20] 6.57 8.49 

CNN + LSTM [69] 6.86 8.78 
End-to-End 2D-CNN [63] 6.78 8.42 

End-to-End 3D-CNN [26] 6.95 9.24 

3D MobileNetV3 [67] 7.19 9.08 
Transformer [39] 7.89 8.82 

Transformer [71] 8.54 10.61 

CNN + Vision Transformer [70] 6.27 7.96 

Multi-Scale Transformer [66]  6.05 7.97 
ERBMA-Net (this work) 6.80 8.18 

 

Table VIII compares performance on the CZ2024 dataset. 

[70], [72] Jiang et al. (2024) and Khan et al. (2025) represent 

the primary baselines, reporting MAE scores of 7.46 and 6.84 

and RMSE scores of 9.15 and 8.77, respectively. The 

proposed ERBMA-Net significantly outperforms both 

methods, achieving an RMSE of 8.08 and MAE of 6.37. These 

results highlight its superior adaptability and generalization 

across datasets with varying characteristics. Overall, the 

comparative analysis underscores the competitive performance 

of ERBMA-Net on both the AVEC2014 and CZ2024 datasets. 

By achieving low error rates and demonstrating robustness in 

diverse experimental settings, ERBMA-Net establishes itself 

as an effective tool for depression recognition. It leverages a 

multilevel attention mechanism and an enhanced random 

binary convolutional framework. 

TABLE VIII 

COMPARISON WITH RELEVANT WORKS ON CZ2024 DATASET 

 

Method MAE RMSE 

CNN + Vision Transformer [70] 7.46 9.15 
MCNN [72] 6..84 8.77 

ERBMA-Net (this work) 6.37 8.08 

E. Limitations 

Despite the strong performance of ERBMA-Net, the model 

operates on independently sampled static frames and does not 

capture temporal dynamics, which are important for assessing 

affective consistency in clinical interviews. This choice was 

driven by resource constraints, as temporal models such as 

3D-CNN and Transformers require significantly more 

computation. Additionally, both AVEC2014 and CZ2024 are 

anonymized datasets that lack clinical metadata such as 

comorbidities, disease duration, or medication use. These 

constraints limited the model ability to assess confounding 

clinical factors. 

VI. CONCLUSION AND FUTURE WORK 

The proposed ERBMA-Net effectively addresses the 

challenges of facial depression recognition through a multi-
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branch architecture that extracts global and local features. By 

introducing the ERBCNN with random binary filters and a 

refinement layer, the model demonstrates significant 

improvements in adaptability and generalization compared to 

traditional LBCNN. Multilevel attention mechanisms, 

including spatial attention applied separately to global and 

local features and self-attention on concatenated features, 

further enhance the system's ability to capture subtle and long-

range dependencies in facial expressions. Evaluations on the 

AVEC2014 and CZ2024 datasets highlight the superior 

performance of ERBMA-Net, achieving MAE/RMSE scores 

of 6.80/8.18 and 6.37/8.08, respectively, surpassing several 

state-of-the-art approaches. 

Future enhancements to the system will focus on integrating 

micro-expressions from different facial regions to capture 

more detailed emotional cues, further refining its ability to 

recognize depression. Investigating domain adaptation 

techniques to improve generalization across diverse datasets 

and incorporating multimodal inputs, such as audio and text, 

holds promise for expanding the framework’s applicability in 

real-world mental health diagnostics. These directions aim to 

further advance the potential of ERBMA-Net in artificial 

intelligence-assisted healthcare solutions. 
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