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Abstract
Deploying state-of-the-art document understanding models remains resource-intensive and impractical in many real-world
scenarios, particularly where labeled data is scarce and computational budgets are constrained. To address these challenges,
this work proposes a novel approach towards parameter-efficient document understanding models capable of adapting to
specific tasks and document types without the need for labeled data. Specifically, we propose an approach coined SlimDoc
to distill multimodal document transformer encoder models into smaller student models, using internal signals at different
training stages, followed by external signals. Our approach is inspired by TinyBERT and adapted to the domain of document
understanding transformers. We demonstrate SlimDoc to outperform both a single-stage distillation and a direct fine-tuning
of the student. Experimental results across six document understanding datasets demonstrate our approach’s effectiveness:
Our distilled student models achieve on average 93.0% of the teacher’s performance, while the fine-tuned students achieve
87.0% of the teacher’s performance. Without requiring any labeled data, we create a compact student which achieves 96.0%
of the performance of its supervised-distilled counterpart and 86.2% of the performance of a supervised-fine-tuned teacher
model. We demonstrate our distillation approach to pick up on document geometry and to be effective on the two popular
document understanding models LiLT and LayoutLMv3. Our implementation and training data is available at https://github.
com/marcel-lamott/SlimDoc.

Keywords Document Understanding · Multimodal Transformers · Knowledge Distillation · Model Downscaling ·
Unsupervised Methods · Transitive Distillation

1 Introduction

Despite increasing digitalization, unstructured documents
remain widely used, including invoices, complaints, reports,
forms, and contracts. Their processing is essential for the effi-
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ciency of many business processes, such as request routing,
extracting and storing data, and support with search requests.

Here, AI-based document understanding (DU) is com-
monly considered a key technology towards automation. DU
is targeted at analyzing and interpreting documents with
complex layouts that may include both text and images.
Prominent tasks in the area include Key Information Extrac-
tion (KIE), which is concerned with retrieving key-value
pairs such as product prices or company names; Semantic
Entity Recognition (SER), which identifies and classifies
entities within the text (such as dates, locations, or prod-
ucts); andVisualQuestionAnswering (VQA),where amodel
responds to questions by consulting a document’s content. To
solve these tasks, the textual information must be interpreted
in combination with visual cues. Also, the spatial arrange-
ment of layout elements, which guides the reading process,
must be taken into account.

Recently, DU has taken vast strides forward with pro-
gresses in natural language processing (NLP). This is due
to neural architectures – most notably, the transformer [1]
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Fig. 1 Westudy a transititive distillation procedure to distill small-scale
document transformers for specific document types and tasks. Our key
focus is SlimDoc (right, blue), a feature-based distillation procedure for
document transformers that focuses on distilling hidden states, atten-

tions and output logits at different stages of training. To apply SlimDoc
in unsupervised settings, we preceed it with a label distillation from
labels generated with an LLM (red, left) (colour figure online)

– and self-supervised pre-training tasks – most notably, lan-
guagemodeling [2]. The resultingmodels display impressive
abilities at interpreting text, and have led to a new generation
of DU models. These can be categorized into two classes:

1. Large Language Models (LLMs) such as OpenAI’s
ChatGPT [3] and Meta’s LLaMA [4]. Due to their
enormeous size and extensive pre-training, these offer
general problem-solving abilities, even without fine-
tuning to the specific document type or task at hand.
However, with multiple billions of parameters, operating
LLMs at scale is extremely resource-intensive, making
them costly and impractical for many industrial appli-
cations, particularly when data confidentiality renders
cloud-based solutions infeasible.

2. Multimodal document transformers, which are tai-
lored specifically at interpreting documents, either in the
form of text enriched with bounding boxes [5–8] or by
directly interpreting the document image [9–11]. These
models are pretrained using layout-specific objectives.
In contrast to LLMs, they require fine-tuning to spe-
cific document types and tasks. These models are more
parameter-efficient than LLMs but still require substantial
resources and a large volume of labeled data.

The resource demands of the above models raise the ques-
tion for more efficient solutions. Here, model compression
and knowledge distillation have become important areas
of research. Knowledge distillation, in particular, transfers
knowledge from larger models to smaller, more efficient
ones that retain similar performance while lowering com-

putational costs [12]. Although these techniques are widely
researched, and also distillation for LLMs has been studied
[13], little attention has been paid to applying knowledge dis-
tillation specifically to DU models or to distilling LLMs for
DU specific tasks or datasets.

To fill this gap, our work targets new DU models which
are more parameter-efficient than the aforementioned solu-
tions, and can be adapted to specific documents/taskswithout
labeled data. Specifically, we make the following contribu-
tions:

Contribution 1: Novel Distillation Procedure for Docu-
ment Understanding Models: We propose a novel distil-
lation procedure for multimodal document understanding
transformer encoder models, coined SlimDoc, which is, to
the best of our knowledge, the first application of knowl-
edge distillation on multimodal DU transformers which
focuses on aggressive model downscaling and efficiency.
Our approach is inspired by TinyBERT [14], however in
contrast to TinyBERT, we omit the data split across stages,
introduce weighted loss components to control the contribu-
tion of each alignment objective more precisely, and evaluate
our approach specifically in the context of document under-
standing. In quantitative experiments on six DU datasets, we
demonstrate that SlimDoc significantly outperforms base-
lines distilled from teachers without layout signals, which
shows that the distillation preserves layout information. We
further demonstrate our approach to outperform a single-
stage distillation as well as a direct fine-tuning of student
models.

Contribution 2:UnsupervisedTransitiveDistillation: The
aforementioned experiments were conducted with labeled
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data on the target task. However, LLMs as general-problem
solvers offer the possibility of acquiring silver-standard
labels without the need for manual labeling. To this end,
we first demonstrate the SlimDoc distillation to be equally
effective on LLM-generated labels compared to ground truth
labels. These results suggest an unsupervised transitive dis-
tillation procedure, as outlined in Figure 1: First, the LLM
is used to produce labeled data on the target domain for
fine-tuning a large-scale multimodal transformer [8]. This
first, label-based stage distills knowledge from the LLM to
the multimodal transformer. Second, we apply SlimDoc – as
described above – to distill knowledge from the multimodal
transformer to a smaller student.

Contribution 3: Investigation of Distillation Parameters:
In multiple ablation studies, we study the effect of different
hyperparameters on the effectiveness of the distillation pro-
cess: We investigate various reduction levels in the number
of layers and in vocabulary size, and investigate the question
with which layers the student model should be initialized.
Our experimental results show that reducing vocabulary size
provides an efficient way to downscale the model, with min-
imal performance loss, and that the choice of layers used to
initialize the studentmodel plays a crucial role in downstream
performance.

To the best of our knowledge, we are the first to investigate
an unsupervised transitive distillation method for parameter-
efficient multimodal document understanding, where knowl-
edge is first distilled from an LLM to a large document
transformer using silver-standard labels and then further dis-
tilled to a smaller student model. This two-stage approach
effectively combines knowledge distillation strategies of spe-
cialized document transformers with the generalist problem
solving abilities of LLMs.

This paper is organized as follows: Section 2 reviews
previous works related to our research. Our approach is pre-
sented in Section 3, followed by an evaluation in Section 4,
where we introduce our datasets and discuss the results of
our comprehensive experiments. Finally, Section 5 reviews
our proposed approach, discusses its limitations, and presents
directions for future work.

2 Related work

(Large) LanguageModels Transformer-based [1] language
models represent a major progress in NLP, showing remark-
able abilities in generating coherent, contextually relevant
answers across diverse tasks andperformingwell in zero-shot
scenarios. These models are generally built on three archi-
tectures: Encoder-only models (e.g., BERT [15], RoBERTa
[16]) process input text to produce fixed-size embeddings,
making them suitable for classification and other analysis

tasks without text generation. Encoder-decoder models (e.g.,
T5 [17], BART [18]) are designed for tasks that require both
understanding and generating text, such as machine trans-
lation, where the encoder fully interprets the input before
the decoder generates the output. Decoder-only models (e.g.,
GPT-3 [19], LLaMA [4]) focus solely on generating text
by processing input sequentially and generating each word
based on the previous tokens, making them suitable for tasks
like text completion or open-ended generation. Most LLMs
nowadays are based on decoder-only architectures, and are
trained on vast, unlabeled text datasets. Instruction tuning
[20] has further enhanced LLMs’ ability to generalize to new
tasks, particularly benefiting complex areas like document
understanding, where models need to interpret and reason
about unstructured data to extract valuable information.

Some recentworks, such asLATIN-Prompt [21] andLAP-
Doc [22], have explored applying purely text-based LLMs
to DU tasks without modifying their architecture. Instead,
they enrich text-based promptswith layout information using
OCR, allowing LLMs to interpret document structures more
effectively.

Despite their broad capabilities, LLMs demand substan-
tial resources due to their enormous scale, creating challenges
for deployment and scalability, particularly in constrained
environments. When LLMs are used for document-related
tasks, it seems obvious that much of their capacity goes
underutilized. In this work, we aim to leverage the gener-
alist problem-solving abilities of pre-trained LLMs while
addressing these resource challenges by utilizing them to
distill much more compact models.

MultiModal Transformers forDocumentUnderstanding
Early work on document understanding, such as [23], relied
on symbolic, rule-based methods to extract structure from
text. This evolved in the 1990swith broader systems like [24],
which combined layout, linguistic, and knowledge-based
processing. By the late 1990s, works like [25] outlined key
challenges, emphasizing the need for adaptive and context-
aware approaches. More recently, neural models have taken
prominence, as seen in [26], which applied deep learning to
capture complex patterns in semi-structured text. Recently,
the introduction of transformer architectures marked a turn-
ing point in document understanding, enabling models to
effectively capture context and structure across diverse doc-
ument formats. Multimodal document transformers combine
text, vision, and layout data to performwell on DU tasks, and
can be grouped into two types: OCR-free and OCR-reliant.

OCR-free models process raw document images directly,
bypassing traditional OCR. For instance, Donut [9] (Docu-
ment Understanding Transformer) uses an encoder-decoder
to interpret text within images, and DiT [10] (Document
Image Transformer) uses a Vision Transformer-like archi-
tecture to handle vision-based DU tasks. Other models
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like Dessurt [11] similarly focus on image-based data for
structured information extraction. Instead,OCR-reliantmod-
els use OCR-extracted text along with visual or layout
embeddings to create multimodal representations. Examples
include the LayoutLM model series [5–7], which integrates
OCR text with image patches, and DocFormer [27], which
fuses text and image features early in the model. LiLT [8]
models spatial relationships explicitly and consists of a text-
and a layout-flow, where both modalities interact with each
other through the bi-directional attention complementation
mechanism (BiACM).

Like language models, document transformers are split
into encoder-only and encoder-decoder architectures:Encoder-
onlymodels (e.g., LayoutLMseries [5–7], LiLT [8]) generate
embeddings for multimodal tasks like classification and
VQA. Encoder-decoder models (e.g., Donut, DocFormer)
generate text from input data and task prompts but lack the
broad problem-solving capabilities of large LLMs due to
their smaller training datasets. These models require super-
vised training on large labeled datasets,which can be a barrier
for practical applications where labeled data is scarce. In
this work, we propose combining document transformers
with LLMs in a KD setup: LLMs can help handle complex
DU tasks and label training data to eliminate the need to
laborious data annotations, addressing the limitations of data
availability and task complexity, and resulting in a compact,
task-specific document transformer.

Model Compression and Knowledge Distillation Model
compression [28] focuses on optimizing deep learning mod-
els for deployment in settings where speed, memory, and
computational resources are limited. As models grow in
complexity, ensuring faster inference and reduced resource
demands becomes essential. While different techniques in
model compression exist, e.g. pruning [29, 30] to remove
unneeded weights, quantization [31, 32] to reduce parameter
precision, and low-rank factorization [33] to decompose large
weight matrices into smaller components, this work focuses
on Knowledge Distillation [12] (KD): a targeted model com-
pression approach that transfers knowledge from a large,
complex model (teacher) to a smaller model (student) using
the model’s intermediate representations and logits as signal,
aiming to preserve the performance of the originalmodel. Fit-
Nets [34] introduces a KD framework that extends beyond
output logits by training the student network to match inter-
mediate representations (hints) from the teacher. Attention
Transfer [35] presents a method for knowledge distillation
that focuses on transferring spatial attention maps from a
teacher network to a student network.

Extensive research has also been conducted on compress-
ingLLMsusingKD,with an overviewprovided in [13].Most
relevant for our work is the disitillation of encoder models:
Patient Knowledge Distillation [36] introduces a technique

for compressing large transformer models and encourages
the student model to learn from multiple intermediate layers
of the teacher. DistilBERT [37] compresses BERT by min-
imizing the divergence between the soft target probabilities
of the teacher and student models, while also incorporat-
ing a masked language modeling objective and optionally a
cosine embedding loss on hidden states to preserve internal
representations. TinyBERT [14], in contrast, adopts a more
comprehensive distillation framework that separates the pro-
cess into two stages and aligns the student with the teacher
at multiple levels – including logits, hidden states, and atten-
tion maps. This approach serves as the primary inspiration
for the distillation strategy proposed in this work. However,
unlike TinyBERT, we omit the data split across stages, intro-
duce weighted loss components to control the contribution
of each alignment objective more precisely, and evaluate our
approach specifically in the context of document understand-
ing.

Distilling Document Understanding Models In contrast to
the distillation of transformer models for NLP tasks, only
limited research exists on KD for DU models or distill-
ing LLMs specifically for DU tasks. Notable works include
DistilDoc [38], which distills vision-based architectures for
document image classification and document layout analysis
(DIC and DLA) and introduces methods to benchmark KD-
based compression for DIC and DLA. Another example is
Lamott et al.’s previous work [39], which explores distilling
DU knowledge from a large black-box LLM into a FLAN-
T5 [40] model using layout-aware prompts from LAPDoc
[22]. 3MVRD [41] introduces a multi-teacher, multi-task
framework to distill knowledge for multimodal document
understanding, where multiple teacher models are used to
train a single student model across various tasks and docu-
ment types.

While [38] focuses on the distillation of vision-based DU
architectures for DIC and DLA, and [39] addresses KD for
DU via distillation of purely text-based LLMs, we target
the distillation of multimodal transformer encoder architec-
tures for VQA, KIE and SER on documents. Unlike [41],
our method focuses on KD for aggressive model down-
scaling, instead of knowledge aggregation from multiple
teachers. Further, we are the first to investigate an unsu-
pervised transitive distillation with minimal labeled data,
distilling knowledge from LLMs first into a teacher model
and subsequently to a smaller student model.

3 Approach

We suggest – as illustrated in Figure 1 – an unsupervised,
transitive distillation procedure from an LLM (which gen-
erates silver-standard labels) via a multimodal document
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transformer to a small-scale student model. Particularly, our
focus is on the second distillation step, which we coin Slim-
Doc, and which we describe in Subsections 3.1 to 3.3.

Since we target DUmodels with high efficiency, we focus
on encoder-only transformers,which can solve extractiveDU
tasks and require no text generation process, which is known
to be particularly costly since – in contrast to processing the
input – it cannot be parallelized.

3.1 Architecture and initialization

Teacher The teacher model T is created by fine-tuning a
pre-trained base model B and a custom head model for the
specific target task. For B we employ the well known DU
transformer models LiLT and LayoutLMv3:

LiLT For LiLTwe use SCUT-DLVCLab/lilt-roberta-en-base
from HuggingFace, composed of a RoBERTa text encoder
pre-trained on an English corpus and a pre-trained LiLT lay-
out encoder, both of which contain N = 12 layers with
H = 12 attention heads each. The hidden sizes for text-
and layout-flow are d = 768 and 192, respectively.

LayoutLMv3 For LayoutLMv3 we use
microsoft/layoutlmv3-base from HuggingFace, which con-
sists of a transformer-based encoder pre-trained on a mul-
timodal document corpus, incorporating text, layout, and
image information. The model contains N = 12 layers with
H = 12 attention heads each and a hidden size of d = 768.

We use two task-specific head models, both of which
accept the last hidden states as input:

• For VQA tasks, we use a head model for extractive VQA
and adhere to common practice [15, 42–45]: The head
model is composed of two parallel layers with shape
(d, 1), which predict the answer’s start and end position
respectively, where d is the hidden dimensionality of B.
See Figure 2 for an overview.

• For KIE and SER tasks, we use a head model for token
classification, composed of a single layer with shape (d,
C), where C is the number of classes. See Figure 3 for
an overview.

Student The student model’s architecture equals the one of
its respective teacher, with two modifications: 1) we strip
some layers from the student, and 2) we reduce the student’s
vocabulary. Given a teacher model T with transformer layers
indexed by IT = 〈1, . . . , N 〉, we construct a student model
with M < N layers by selecting a subset of teacher layers.
The selected indices are denoted IS = 〈l1, . . . , lM 〉, where
each li ∈ IT specifies the teacher layer whose weights ini-
tialize student layer i , i.e., Wi

S = Wli
T . This holds both for

the layer’s (or transformer block’s, respectively) projection

Fig. 2 Extractive VQA Head Model: The last hidden states from the
DU transformer (LiLT or LayoutLMv3) are passed through a dropout
layer, then through linear layers and softmax functions to predict the
start and end positions of the answer spans.

Fig. 3 Token Classification HeadModel: The last hidden states the DU
transformer (LiLT or LayoutLMv3) are passed through a dropout layer,
a linear layer, and a softmax function for token classification

matrices of multi-head attention, as well as for the fully con-
nected layers. Thenumber of the student’s hiddendimensions
are the same as the teacher’s. The weights of the head model
layers are copied as well from T .

We also explore different sizes of the vocabulary VS
for S, by selecting only the k most frequent tokens from
the teacher’s vocabulary based on statistics from our train-
ing data (see Subsection 4.3), while keeping the embedding
dimensions unchanged. Each token included in the student
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vocabulary VS copies its initial embedding from the teacher
vocabulary VT . Tokens not included in VS map to the special
UNK-token.

3.2 Teacher fine-tuning

We fine-tune the teacher using Cross-Entropy (CE) loss for
three different tasks: extractive VQA, SER and KIE. The
computation of CE loss differs for these tasks:

For extractive VQA, the model predicts a start and an end
position in the text that correspond to the answer span. The
CE loss is computed for both the start and end positions.
Specifically, the model digests an input document, repre-
sented as a sequence x1:n of n tokens (hereafter referred to
as x), and outputs two sequences of probabilities ps(x)1:n
and pe(x)1:n , in which the i’th element ps(x)i (or pe(x)i )
represents the i’th token’s probability to be the answer’s start
(or end) token. The total CE loss for the extractive VQA task
is

LCE,QA = − [
log(ps(x)ys ) + log(pe(x)ye )

]
, (1)

where ys and ye are the true start and end position, respec-
tively.

For SER and KIE, the task is to classify each token in
the input sequence into one of C predefined entity classes
(including a “non-entity” class). The model outputs a proba-
bility matrix p(x)1:C1:n , where p(x) ji indicates the probability
of token no. i to belong to class no. j . The CE loss for SER
and KIE is defined as

LCE, SER+KIE = −1

n

n∑

i=1

log(p(x)yii ), (2)

where yi is token no. i’s true class and n is the number of
tokens in the sequence. This loss is averaged across all tokens,
encouraging the model to predict the correct entity label for
each token.

3.3 Distillation training

After having fine-tuned the teacher to the target task, we
now address the key step of distilling a smaller student from
the fine-tuned teacher with our proposed method SlimDoc, a
schematic overview of which is shown in Figure 4. Note that
LiLT consists of two separate transformer stacks (text- and
layout-flow), while LayoutLMv3 consists of a single multi-
modal transformer stack.We perform our distillation training
on LiLT’s text-flow, which contains layout signals due to the
interaction of both flows via theBiACMmechanism.We split
the distillation training into two phases:

Phase 1 – Embeddings, Hidden States and Attentions: In
the first phase, we focus on transferring knowledge from the

Fig. 4 Overview of our distillation approach SlimDoc: Distillation of
the student model with M transformer layers from a teacher model
with N layers is split into two phases: in the first phase, embeddings,
attention scores and hidden states of the text flow from the studentmodel
are aligned with the teacher model usingMSE loss. In the second phase,
the student model’s logits are aligned with the teacher model’s using
KL divergence loss

teacher model T ’s internal signals to the student model S
by aligning both models’ hidden states and attention scores,
using a multi-task Mean Squared Error (MSE) loss.

Our first loss component focuses on the hidden states,
which are the results of each layer’s (or transformer block’s)
fully connected layers (see Figure 4). Let Hi

S(x) denote the

hidden states of layer i in the student model and Hli
T (x)

the corresponding hidden states in the teacher model, given
an input sequence x of n tokens. Since we do not change
the embedding size between student and teacher, both these
states contain n vectors of d dimensions each. The hidden
state loss is defined as

Lhidden = 1

M

M∑

i=1

MSE
(
Hi
S(x), Hli

T (x)
)

(3)

where

MSE
(
Hi
S , Hli

T

)
= 1

d · n
n∑

j=1

d∑

k=1

(
Hi
S, jk − Hli

T , jk

)2
. (4)

The embedding loss is defined as

Lemb = MSE
(
H0
S(x), H0

T (x)
)

(5)

where H0
S(x) and H0

T (x) denote the embeddings for input
sequence x in the student and teacher model, respectively.
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Wealso align bothmodels’ attentionwith a third loss com-
ponent: Let Ai

S(x) and Ali
T (x) represent the attention scores,

i.e. the softmaxed probabilities, for layer i in the student
model and the corresponding layer li in the teacher. Since
we do not change the number of heads H between teacher
and student, both are tensors of shape H×n×n. We define
the attention score loss as

Lattn = 1

M

M∑

i=1

MSE
(
Ai
S(x), Ali

T (x)
)

, (6)

where

MSE
(
Ai
S , Ali

T

)
= 1

H ·n2
H∑

h=1

n∑

j=1

n∑

k=1

(
Ai
S,h jk − Ali

T ,h jk

)2
.

(7)

Finally, the overall distillation loss for this phase is aweighted
combination of the embedding, hidden state and attention
score losses:

Ldistill = α · Lemb + β · Lhidden + γ · Lattn, (8)

where α, β, γ > 0 are hyperparameters that control the
relative contributions of the embedding, hidden state and
attention score losses in the final objective.

Phase 2 –Output Logits: In the second phase of distillation,
we focus on aligning the output scores of the teacher model
T and the student modelS. Adhering to established practices
in KD [12], we use a Kullback-Leibler (KL) divergence [46]
loss tominimize the difference between the probability distri-
butions generated by both models. Given an input sequence
x , let pS(x) and pT (x) denote the normalized probability
distributions for student and teacher, respectively. For token
classification tasks (SER and KIE), both are n×C matrices
(with C classes). The KL divergence loss is defined as:

LKL = KL(pS(x) ‖ pT (x))

= 1

n·C
n∑

j=1

C∑

k=1

pS(x) jk · log
(
pS(x) jk
pT (x) jk

)
.

(9)

For the VQA task, we average this loss over start and
end token probabilites correspondingly (compare Subsec-
tion 3.2).

3.4 LLM data labeling

Having explored the detailed mechanics of our distillation
process, we now turn to a broader aspect of our approach: the
unsupervised distillation setup, for which we utilize an LLM
to supply silver-standard labels for the teacher’s training data

Fig. 5 LAPDoc SpatialFormat verbalization strategy visualized on a
sample from the SROIE dataset: the original document image (left) is
converted into a textual representation preserving it’s layout (right) by
strategic placement of the bounding box contents, which then serves as
input for the LLM teacher. Figure adapted from [22]

(see Figure 1). To do so, we first convert the document con-
tents into a textual representation using the LAPDoc [22]
SpatialFormat verbalization strategy. This approach converts
a document into a textual representation, whereas insertions
of spaces and newlines make the textual representation faith-
ful to the original layout of the document. An example
is illustrated in Figure 5. A document’s textual represen-
tation is then inserted into a prompt template with task
specific instructions. These zero-shot prompt templates were
designedmanually overmultiple iterations and do not require
labeled data. Examples of resulting prompts for VQA and
KIE samples are given in Appendix A. For each document,
the LLM returns a set of answers, which then have to be iden-
tified in the source document due to the extractive nature of
our tasks. We do so using token matching. Details regarding
the used prompt templates, the answer extraction and label
assignment process, as well as the prompted LLM are given
in Subsection 4.3.

4 Experiments

This section introduces the models and datasets used in our
evaluation, details the hyperparameters and design choices
of our approach, explains the training and evaluation proce-
dures. Further, it presents the results of our comprehensive
experimental studies,which seek to evaluate the effectiveness
of SlimDoc distillation, particularly compared to a fine-
tuning of a student, and to assess the effectiveness of the
overall pipeline, i.e. the usage of silver-standard labels to
distill a student model.
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4.1 Models

For the base model B, we employ the well known DU trans-
former models LiLT and LayoutLMv3 (see Subsection 3.1)
and also evaluate various ablations of these architectures as
baselines. The motivation for these ablations is to study the
implicit transfer of layout and visual information during dis-
tillation and to assess the necessity of explicit distillation on
layout signals.

LiLT-Layout: The HuggingFace implementation for LiLT
returns only embeddings, hidden states and attention scores
for the text-flow. While the attention scores for text- and
layout-flows are identical due to the BiACMmechanism [8],
we adapt the model and distill an additional LiLT student,
where we explicitly incorporate the embeddings and hidden
states from the layout-flow. The distillation loss for this stu-
dent is thus defined as

LLiLT-Layout
distill = α · L

T

emb + LL

emb

2

+β · L
T

hidden + LL

hidden

2
+ γ · Lattn,

(10)

whereT andL refer to the text- and layout-flow, respectively.

LiLT-NoLayout: We also fine-tune a teacher and student
model and distill a student model for LiLT, where we don’t
input any layout information during the teacher training and
SlimDoc distillation. To this end, we set the coordinates of
all bounding boxes to 0 during training and inference.

LayoutLMv3-NoVision: Further, we fine-tune a teacher and
student model and distill a student model for LayoutLMv3,
where we bypass the visual branch of the model by not
inputting any document images during training and infer-
ence.

LayoutLMv3-NoVisionNoLayout: Furthermore, we fine-
tune a teacher and student model and distill a student model
for LayoutLMv3, where we bypass both the visual- and the
layout-branch of the model by not inputting any document
images and setting the coordinates of all bounding boxes to
0 during training and inference.

4.2 Datasets

We evaluate our distillation approach on three document
understanding tasks, using five publicly available datasets:
Three VQA datasets from the DUE benchmark: DocVQA,
InfographicsVQA, Wiki-TableQuestions, one KIE dataset
SROIE, and one SER dataset FUNSD, as well as one pro-
prietary industry dataset ITP2P. Hereafter, we will refer to
InfographicsVQA as InfoVQA and toWikiTableQuestions as
WTQ for brevity.

DUE Benchmark [47] is a collection of DU datasets, from
which we use DocVQA [48], InfoVQA [49] and WTQ [50]
with the tasks VQA (DocVQA & InfoVQA) and TableQA
(WTQ) 1 DocVQA is a collection of 13k documents such as
scanned forms, invoices and receipts and 50k correspond-
ing QA pairs, InfoVQA spans 5k infographic documents
with 30k corresponding QA pairs and WTQ consist of 2k
Wikipedia tables with 18k corresponding QA pairs. We per-
formextractiveVQAbyconstructing a subset of each dataset.
These subsets are limited to samples in which the answer can
be found verbatim within the source document. For all sam-
ples where multiple valid answers exist for a given question,
i.e. for different valid wordings, we take the first one which
can be found verbatim in the source document.

SROIE [51] (ScannedReceipt OCR and Information Extrac-
tion) is a collection of 973 scanned receipts and correspond-
ingOCR results, designed for theKIE task2: For each sample,
the entities company, date, address and total are to
be extracted. We had to drop 25 erroneous samples from the
train split and 18 from the test split, e.g. due to missing entity
labels or entities which could not be found in the sample. To
assign token-level labels, we first label each bounding box:
if the text of an entity E is fully contained within or fully
contains the text of a bounding box B, then B is assigned
label E ; all tokens within B then inherit label E , while
tokens without an assigned entity are given the additional
class NO_ENTITY.

FUNSD [52] (Form Understanding in Noisy Scanned Doc-
uments) is a collection of 199 form documents and corre-
sponding OCR results, designed for the SER task3: Each
word in the document has to be assigned one of the four
classes header, question, answer and other.

ITP2P is a proprietary KIE dataset provided by the industry
partner Insiders Technologies. It consist of invoice docu-
ments from business transactions and covers 33 classes.

For all datasets except those from the DUE benchmark,
we create an eval-split from 5% of the training samples,
while DocVQA, InfographicsVQA andWikiTableQuestions
are delivered with a dedicated eval-split. Further, we create a
version with LLM supplied training labels according to the
procedure laid out in Subsection 3.4 for four of our datasets,
denoted by✢: DocVQA✢, InfoVQA✢,WTQ✢ and SROIE✢.
Table 1 gives an overview of the original datasets, our corre-
sponding subsets and the LLM-variants used in this work.

1 We use the standardized version for each dataset from the well known
DUE benchmark [47]
2 We use https://www.kaggle.com/datasets/urbikn/sroie-datasetv2
3 We use https://guillaumejaume.github.io/FUNSD/dataset.zip
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Table 1 Overview of our datasets: DocVQA, InfoVQA and WTQ
represent the original datasets, while (ours) indicates our subsets for
extractive VQA used in this paper. Note that the number of samples dif-
fers, since we only use samples where the labels can be found verbatim
in the source document, due to the extractive nature of our tasks.

Dataset Task Train Eval Test

DocVQA VQA 39,461 5,348 5,186

DocVQA (ours) VQA 31,097 3,937 3,921

DocVQA✢(ours) VQA 32,320 3,937 3,921

InfoVQA VQA 23,934 2,800 3,288

InfoVQA (ours) VQA 11,911 967 1,175

InfoVQA✢(ours) VQA 12,788 967 1,175

WTQ TQA 14,224 3,464 4,343

WTQ (ours) TQA 10,103 2,415 3,088

WTQ✢(ours) TQA 9,200 2,415 3,088

SROIE KIE(4) 570 31† 329

SROIE✢ KIE(4) 591 32† 329

FUNSD SER(4) 141 8† 50

ITP2P KIE(33) 198 11† 53

✢ denotes variants where LLM supplied labels are used for the train
split, instead of the ones delivered with the original dataset. Again the
number of samples may vary slightly, for the same reason as stated
above. Numbers in brackets denote the number of classes for KIE and
SER tasks, and † denotes a custom eval-split created from 5%of training
samples

4.3 Setup

This subsection gives an overview about the setup of our
trainings, the creation of the vocabulary variants, the LLM-
based labeling approach and the evaluations. For the sake
of brevity, we will refer in the following with DocVQA,
InfoVQA and WTQ to our custom subsets.

Training For DocVQA, InfoVQA, and WTQ the training is
run for 30 epochs in the non-distilled setup, while for the
distillation process, this is extended to 30 epochs per stage.
Due to the smaller sample sizes in SROIE, FUNSD, and
ITP2P, we set the number of epochs to 50 for standard fine-
tuning and 50 epochs per stage for distillation. We found
the models to converge after 30 and 50 epochs, respectively,
during fine-tuning. Early stopping was applied during fine-
tuning and distillation based on accuracy on the evaluation
split, where accuracy is defined as the percentage of correctly
predicted classes and start/end positions for KIE/SER and
VQA, respectively.

All experiments useseed=0, a batch size of 16 and distil-
lation loss weights α=1, β=1 and γ=100. All layers added
by the head models are initialized with zeros for the bias and
values drawn from the normal distribution with σ = 0.02
for the weights. During training, the head models apply a
10% dropout to the input hidden states before processing

them, and LiLT’s and LayoutLMv3’s internal 10% dropout
is also kept enabled for both student and teacher models,
both during fine-tuning and distilling. We found that keeping
the teacher’s dropout enabled during distillation leads to an
average improvement of ≈ 0.4% across our datasets.

The learning rate is scheduled to decay linearly from an
initial value of 1 × 10−5 to 1 × 10−8, with a linear warmup
applied over the first 10% of total steps. For the distillation
process, the learning rate scheduling is reset and starts again
after half of all epochs are finished, due to the start of phase
2 of the distillation training (see Subsection 3.3). We share
our training logs for all public datasets for future reference
at wandb.ai/mlamott_promotion_org/SlimDoc.4

Vocabulary: As described in Subsection 3.1, we create stu-
dents with different vocabulary sizes, for which we explore
three choices: fullwith 50k tokens, smallwith 15k tokens
and tiny with 5k tokens. For the small and tiny vocab-
ulary variants, we collect the most frequent 15k and 5k
tokens respectively from the train split of our DocVQA and
InfoVQA subsets.

LLM Labeling: As described in Subsection 3.4, we use
the LAPDoc [22] SpatialFormat verbalization to convert the
documents into a textual representation. We use the LAP-
Doc “QA Prompt Template A” for DocVQA, InfoVQA and
WTQ, and “KIE Prompt Template A” for SROIE. Exam-
ples of resulting prompts for both templates are shown in
Appendix A. To generate the labels we prompt ChatGPT in
version gpt-3.5-turbo-1106. The prompt templates
demand the requested values to be delivered in JSON for-
mat, which are then extracted and assigned as labels to the
sample’s tokens via the same procedure as described in Sub-
section 4.2.

Evaluation: For the datasets which are originally part of the
DUE benchmark, we use the official evaluation repository5

with the default metrics: ANLS for DocVQA and InfoVQA
and an accuracy variant called WTQ for WTQ. For SROIE,
FUNSD and Insiders P2P, we report the F1 score. Each of
these metrics falls within the interval [0, 100] percent, and
all results are based on the test split of each dataset.

4.4 Results

We investigate the effectiveness of our distillation approach,
analyze the impact of different vocabulary sizes, and explore
different choices of layers for the student model. Further, we
perform various ablation studies to investigate the transfer of

4 While the run names are self explanatory, the following may help to
guide the reader: LiLT-TextFlow refers to default LiLT model (see
Subsection 4.1) and teacher_eval refers to runs, where teacher
dropout has been disabled during distillation (see Subsection 4.3).
5 github.com/due-benchmark/evaluator.
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Table 2 General and vocabulary-specific results. The upper half (Sub-
subsection 4.4.1) compares our distilled students (DT) to the teacher
models and fine-tuned students (FT), where best student results are
shown in bold. It shows, that the distillation procedure provides an
advantage compared to regular fine-tuning: the distilled 4-layer student
models achieve on average 93.4% and 92.5% of the performance of the
12-layer teachers for LiLT and LayoutLMv3, respectively, while the
fine-tuned students only achieve 87.3% and 86.6%. Further, the data
indicates that an explicit distillation of layout signals is not necessary
for LiLT, as the LiLT-Layout adaptation is on par with the distilla-
tion of LiLT’s text-flow, which captures layout signals via the BiACM
mechanism. Furthermore, it can be observed that omission of layout
signals during training leads to a sharp drop in performance (LiLT-

NoLayout, LayoutLMv3-NoVisionNoLayout) and that our approach
implicitly distills layout signals. The lower half (Subsubsection 4.4.2)
evaluates different vocabulary sizes for the student models: the full
vocabulary with 50k tokens is compared against the small variant with
15k tokens and the tiny variant with 5k tokens. Best student results
for small vocab are shown in bold and best student results for tiny
vocab are shown in bold and italics. Column Comp. shows relative
performance compared to full-size vocabulary students in percent. The
results suggest that reducing vocabulary size is an efficient approach to
decreasing model size, having only a moderate impact on performance:
on average, the distilled student with the small vocabulary variant
achieves 97.7% and 98.0% of the performance of distilled student with
the full vocabulary for LiLT and LayoutLMv3, respectively

Model Mode Vocab Size Avg Comp. DocVQA InfoVQA WTQ SROIE FUNSD ITP2P

LiLT Teacher 50k 66.3 61.4 33.8 33.3 97.5 85.9 85.8

Student-FT 50k 57.9 50.1 17.0 15.2 96.5 83.9 84.6

Student-DT 50k 61.9 56.0 25.9 23.9 97.1 83.9 84.4

LiLT-Layout Student-DT 50k 61.8 55.5 26.0 23.3 97.0 84.4 84.3

LiLT-NoLayout Teacher 50k 61.4 56.5 19.4 29.3 97.1 81.3 84.5

Student-FT 50k 53.0 44.1 8.6 12.7 95.8 74.1 82.8

Student-DT 50k 56.4 49.9 13.6 21.9 96.4 73.4 83.2

LayoutLMv3 Teacher 50k 66.6 63.1 32.0 32.7 97.5 90.2 83.9

Student-FT 50k 57.8 50.2 19.2 14.9 96.4 82.7 83.2

Student-DT 50k 61.6 54.9 26.2 25.9 96.8 82.7 82.8

LayoutLMv3-NoVision Teacher 50k 66.8 62.0 31.7 31.5 97.4 87.6 90.3

Student-FT 50k 58.0 49.8 18.3 13.5 95.9 81.3 89.2

Student-DT 50k 62.5 56.4 24.3 25.0 96.9 82.5 89.9

LayoutLMv3- NoVisionNoLayout Teacher 50k 58.8 53.9 15.9 25.4 96.5 78.2 82.9

Student-FT 50k 52.4 43.5 9.4 13.1 95.4 72.9 79.9

Student-DT 50k 55.3 49.6 11.8 20.1 95.9 73.5 81.0

LiLT Student-FT 15k 55.3 95.6% 46.9 12.1 10.7 96.2 82.8 83.2

Student-DT 15k 60.4 97.7% 53.3 22.5 20.9 97.0 83.9 85.0

Student-FT 5k 53.3 92.0% 40.8 9.3 10.4 96.2 80.3 82.5

Student-DT 5k 57.8 93.5% 48.2 17.4 18.0 96.9 82.6 83.8

LiLT-Layout Student-DT 15k 60.4 97.9% 53.0 23.7 20.5 96.9 84.1 84.4

Student-DT 5k 57.0 92.3% 47.5 17.8 16.3 96.7 82.2 81.6

LayoutLMv3 Student-FT 15k 56.5 97.9% 47.7 17.4 12.5 96.3 82.8 82.6

Student-DT 15k 60.3 98.0% 53.3 23.5 23.1 96.3 83.4 82.4

Student-FT 5k 54.1 93.7% 41.3 14.4 10.4 96.2 80.1 82.4

Student-DT 5k 57.1 92.8% 46.8 18.8 16.9 96.6 80.8 82.7

layout and visual information during distillation and to assess
the necessity of explicit distillation on layout signals. Finally,
we review the unsupervised distillation procedure, and ana-
lyze model size and inference time of our distilled student
models. Unless stated otherwise, all evaluated student mod-
els use the full vocabulary with 50k tokens and consist of
layers IS = 〈0, 3, 6, 9〉 copied from the teacher, while the
teacher models always use the full vocabulary. To serve as
a baseline, we also fine-tune a student model by initializing
it in the usual way with the teacher’s weights (compare Sub-
section 3.1) and training it using LCE,QA and LCE, SER+KIE

losses for VQA and SER/KIE tasks, respectively (compare
Subsection 3.3).

4.4.1 Supervised distillation

Wecompare the proposed SlimDoc distillation approach (see
Subsection 3.3) to the teacher model and a fine-tuned stu-
dent model baseline. The results are shown in the upper half
of Table 2 and indicate that our methodology successfully
distilled a student model from the teacher model: The dis-
tilled 4-layer student models achieve on average 93.4% and
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Table 3 Results of our layer mapping analysis for 4, 3, 2 and 1-layer
LiLT and LayoutLM student models: values shown are scores averaged
over all six datasets. Scores are listed for the teacher model, the fine-
tuned student model (Fnt.) and the distilled student model (Dst.). For
each category, the best results for fine-tuned and distilled studentmodels
are shown in bold and Avg denotes the average over all students in the
category. Our experiments reveal that for the distillation of a 4-layer
LiLT or LayoutLMv3 student model, the best choice on our data are the
layers IS = 〈0, 3, 6, 9〉
Layers LiLT LayoutLMv3

Fnt. Dst. Fnt. Dst.

Teacher 66.3 / 66.6 /

4-Layer Student

0, 1, 2, 3 58.3 58.6 58.4 59.0

0, 3, 6, 9 57.9 61.9 57.8 61.6

1, 4, 7, 10 55.3 61.0 54.2 61.0

2, 5, 8, 11 52.8 60.8 50.6 59.7

8, 9, 10, 11 45.4 51.8 44.9 50.8

Avg 53.9 58.8 53.2 58.4

3-Layer Student

0, 1, 2 54.1 55.2 54.2 55.1

0, 4, 8 52.6 57.5 52.0 56.6

1, 5, 9 51.5 59.1 52.4 59.2

2, 6, 10 49.2 57.4 48.3 56.2

3, 7, 11 46.4 56.0 47.2 55.5

9, 10, 11 45.6 49.9 44.4 49.1

Avg 49.9 55.8 49.8 55.3

2-Layer Student

0, 1 48.7 50.1 49.9 50.2

0, 6 48.1 52.3 49.5 50.9

1, 7 47.6 52.3 48.0 52.4

2, 8 45.4 51.0 45.8 51.6

3, 9 44.1 51.4 45.1 51.2

4, 10 43.6 49.6 44.5 49.4

5, 11 43.2 49.6 45.4 50.2

10, 11 43.7 45.7 43.8 46.3

Avg 45.6 50.2 46.5 50.3

1-Layer Student

0 43.1 43.6 43.8 43.9

1 42.5 44.7 43.5 44.2

2 42.5 44.2 43.1 45.0

3 41.3 44.3 42.3 44.2

4 41.6 44.5 41.9 44.2

5 41.9 44.2 42.4 44.2

6 41.2 44.0 42.0 43.7

Table 3 continued

Layers LiLT LayoutLMv3
Fnt. Dst. Fnt. Dst.

7 41.0 44.3 41.5 44.3

8 40.4 44.0 41.3 44.4

9 40.7 43.6 41.6 44.4

10 40.6 43.8 41.7 43.3

11 40.6 42.6 41.6 42.6

Avg 41.4 44.0 42.2 44.0

92.5% of the performance of the 12-layer teachers for LiLT
andLayoutLMv3, respectively. In comparison, thefine-tuned
student models achieve 87.3% and 86.6% of the teacher’s
performance for LiLT and LayoutLMv3, respectively. Aver-
aging these values leads to the conclusion that our distilled
student models achieve on average 93% of the teacher’s per-
formance, while the fine-tuned students achieve 87% of the
teacher’s performance. This demonstrates the clear advan-
tage of our distillation over fine-tuning, where the greatest
improvements can be observed on the VQA datasets. Fur-
ther, it is shown that the explicit distillation of text- and
layout-flows (LiLT-Layout, see Subsection 4.1) did not lead
to any improvements compared to the sole distillation of the
text-flow and combined attention scores from both flows
(LiLT). Omission of layout information (LiLT-NoLayout,
LayoutLMv3-NoVisionNoLayout) has a significant impact
on the VQA datasets, while omission of visual informa-
tion (LayoutLMv3-NoVision) had a neglible impact overall
across all datasets when compared to LayoutLMv3, even
leading to slightly better results on average. This indicates
that a) our distillation procedure does implicitly pick up on
document geometry and that b) explicit distillation of layout
signals appears to yield no substantial improvements over
our implicit SlimDoc distillation.

4.4.2 Hyperparameters: vocabulary size

As laid out in Subsection 3.1, we compare different sizes
for the student model’s vocabulary VS : the original vocabu-
lary with 50k tokens, a small variant with 15k tokens and
a tiny variant with 5k tokens. The results in the lower half
of Table 2 show that reducing the vocabulary size only has a
moderate impact on performance: the distilled student mod-
els with the small vocabulary variant achieve 97.7% and
98.0% of the performance of the distilled students with the
full vocabulary and 91.1% and 90.5% of the performance
of the teachers using the full vocabulary for LiLT and Lay-
outLMv3, respectively. The distilled students with the tiny
vocabulary variant achieve 93.5% and 92.8% of the perfor-
mance of the distilled students with the full vocabulary for
LiLT and LayoutLMv3, respectively. These numbers indi-
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cate that reducing the vocabulary size is an efficient strategy
for decreasing the overall model size, as it results in only
minor performance degradation.

4.4.3 Hyperparameters: layer mapping

To gain deeper insights about the choice of layers IS dur-
ing distillation of transformer based DU encoder models,
we perform comprehensive experiments with the 12 layers
of LiLT and LayoutLMv3: We compare 5 different choices
for 4 layers, 6 choices for 3 layers, 8 choices for 2 layers,
distill each of the 12 layers individually, and also fine-tune
a student model for each set of layers IS . Figure 6 shows
the relative improvement of distillation over fine-tuning by
layers, while the extensive results for each student are listed
in Table 3. From the relative improvements shown in Fig-
ure 6, it can be concluded that the middle layers of LiLT
and LayoutLMv3 benefit significantly more from distilla-
tion compared to the outer layers. In particular, the first n
layers show little improvement from distillation over fine-
tuning. From the results shown in Table 3 we conclude
that for the distillation of a 4-layer student LiLT or Lay-
outLMv3 model, the best choice for our data is the set of
layers IS = 〈0, 3, 6, 9〉, achieving 93.4% and 92.5% of the
teacher model’s performance on average for LiLT and Lay-
outLMv3, respectively. For the 3-, 2-, and 1-layer student
models, the results are less conclusive, but they generally
suggest that selecting the final layers often leads to poorer
performance compared to other layer configurations.

4.4.4 Ablation studies

Like TinyBERT [14], we split distillation in two phases (see
Subsection 3.3): In the first phase, only attention scores, hid-
den states and embeddings are distilled, while in the second
phase, only logits are distilled. To evaluate this method, we
also distill a student model S1phase in a single phase by com-
bining both losses from Equations 8 and 9:

L1phase = Ldistill + LKL

Further, we fine-tune a student SB where weights are not
copied from the fine-tuned teacher T but instead from the
pre-trained base model B, i.e. SB is initialized by picking a
source layer li ∈ IB for each student layer i ∈ ISB (compare
Subsection 3.1). The motivation is to assess the impact of
student weights initialization on downstream performance.
The head model layers of SB are initialized according to the
procedure laid out in Subsection 4.3.

We compare the fine-tuned student, the fine-tuned and
non-teacher-initialized student SB, the two-phase distilled
student model S and the one-phase distilled student S1phase,
the results of which are listed in Table 4. The data indicates

that the two-phase distillation setup provides an advantage
over 1-phase distillation, with improvements of up to 2.5 pp.
Further, it is shown that initializing the student model layers
with the teacher’s weights leads to improvements of up to 9.6
pp compared to initializationwith the pre-trained basemodel.
Both results highlight the effectiveness of our approach.

4.4.5 Unsupervised distillation

Gold-standard labels are often not available in practice, thus
we employ an LLM to generate synthetic labels instead of
relying on the annotations provided with the datasets, as
described in Subsection 3.4. This approach offers flexibility
in generating domain-specific labels or adapting to datasets
with limited labeled examples. The following section com-
pares these synthetic labels to the original annotations: For
DocVQA, InfoVQA, WTQ, and SROIE, we compare the
teacher model, fine-tuned student models, and distilled stu-
dent models under both supervised (gold-standard labels)
and unsupervised (LLM-based silver-standard labels) train-
ing conditions. The results presented in Table 5 demonstrate
that unsupervised training achieves performance compara-
ble to supervised training, with the unsupervised-distilled
LiLT student reaching 96.0% of its supervised counterpart’s
performance and 86.2% of the supervised teacher’s perfor-
mance. This indicates that the benefits of distillation also
hold on silver-standard labels. While this approach to unsu-
pervised distillation depends largely on the underlying LLM
and the format inwhich the document is fed into it, the results
demonstrate that our procedure is a viable solution to setups
with little or no labeled training data.

4.4.6 Model size and inference time

A key motivation for distillation is the reduction of model
size and the improvement of inference speed. To assess the
effectiveness of our distillation approach, we quantify these
factors by measuring the inference time and model size of
both the teacher and student models. We measure inference
time for batch size 16 on a singleNVIDIARTX6000Ada and
run 10 warm-up iterations with the given batch size prior to
eachmeasurement. Eachmeasurement is carried out over 100
batches and repeated 10 times. Measurements are performed
with samples from DocVQA, with each sample having the
maximum sequence length of 512 tokens. Model size is mea-
sured through the size of the model’s PyTorch checkpoint
file. Table 6 shows an overview of the various model sizes
and inference times. The measurements reveal that even the
largest student models with 4 layers achieve considerable
reductions in size and inference time, while maintaining a
performance close to that of the teacher. Further, it is shown
that reduction of the vocabulary size is an effective strategy
to decrease the model’s memory footprint: student models
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Fig. 6 Relative improvement of distillation over fine-tuning by layers
for LiLT (left bars) and LayoutLMv3 (right bars): x-labels denote the set
of layers IS . Averages shown are calculated over all datasets for the 4,
3, 2 and 1-layer students. The results indicate, that the middle layers of

these models benefit more from distillation compared to the outer lay-
ers. For LiLT, distillation with the set of layers IS = 〈3, 7, 11〉 gives the
greatest improvement compared to fine-tuning, while for LayoutLMv3
this is the case for layers IS = 〈2, 5, 8, 11〉

Table 4 Results of our ablation studies, where we use a single-phase
distillation (DT-1Phase) compared to our usual two-phase setup (DT)
and fine-tune a student model initialized with the weights of the pre-
trained base model (FT-NewInit) instead of the fine-tuned teacher (FT).
Best student results are shown in bold. The results suggest, that the
two-phase distillation setup provides an advantage compared to distil-

lation of hidden states, attention scores and logits together, leading to
improvements of up to 2.5 pp. Further, the data demonstrates that the
initialization of the student model’s weights plays a crucial role in the
learning process, with the teacher initialized student model achieving
better scores on all datasets

Model Mode Avg DocVQA InfoVQA WTQ SROIE FUNSD ITP2P

LiLT Student-FT 57.9 50.1 17.0 15.2 96.5 83.9 84.6

Student-FT-NewInit 55.5 47.3 13.4 10.5 96.3 82.8 82.6

Student-DT 61.9 56.0 25.9 23.9 97.1 83.9 84.4

Student-DT-1Phase 61.0 54.4 23.4 22.9 96.5 84.0 84.6

LayoutLMv3 Student-FT 57.8 50.2 19.2 14.9 96.4 82.7 83.2

Student-FT-NewInit 54.7 46.8 15.8 5.3 95.9 81.8 82.3

Student-DT 61.6 54.9 26.2 25.9 96.8 82.7 82.8

Student-DT-1Phase 60.5 54.3 24.5 22.8 95.9 83.5 82.1

using the small vocabulary variant with 15k tokens are only
one-third the size of the teacher, while maintaining a perfor-
mance close to that of the teacher. Further, student models
using the tiny vocabulary variant with 5k tokens are only
26.9% the size of the teacher, while achieving up to 87.2% of
its performance (as shown by the avg. score over all datasets
for the LiLT distilled student with IS = 〈0, 3, 6, 9〉). Over-
all, the results suggest that reducing the vocabulary size is a
more effective and efficient approach to model downscaling
than reducing the number of layers below 4.

5 Conclusion

We presented a novel approach for the distillation of
transformer based document understanding encoder models
named SlimDoc, which we have demonstrated to be effective
using both LiLT and LayoutLMv3, and validated through
ablation studies. Our findings suggest that for both mod-
els, the optimal layers to select from the 12-layer teacher
model for the distillation of a 4-layer student are layers
IS = 〈0, 3, 6, 9〉, with the corresponding students achieving
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Table 5 Comparison of supervised and unsupervised distillation: FT
and DT denote fine-tuned and distilled student models, respectively.
Models marked with ✢ were trained using LLM-supplied silver-
standard labels in place of gold-standard GT annotations. ColumnC-ST
shows average performance relative to the supervised-trained teacher.
ColumnC-CS shows average performance relative to the corresponding

supervised-trainedmodel, i.e. teacher, fine-tuned student or distilled stu-
dent. RowChatGPT 3.5 denotes performance of LLM supplied answers
on the test-split. Best student results are shown in bold. The results show
that unsupervised training achieves performance comparable to super-
vised training, with the unsupervised-distilled LiLT student reaching
96.0% of its supervised counterpart’s performance

Model Mode Avg C-ST C-CS DocVQA InfoVQA WTQ SROIE

ChatGPT 3.5 72.6 86.0 59.0 56.7 88.6

LiLT Teacher 56.5 61.4 33.8 33.3 97.5

Student-FT 44.7 79.1% 50.1 17.0 15.2 96.5

Student-DT 50.7 89.8% 56.0 25.9 23.9 97.1

Teacher✢ 52.9 93.6% 93.6% 60.0 27.4 27.7 96.5

Student-FT✢ 42.5 75.3% 95.1% 48.4 13.8 12.5 95.4

Student-DT✢ 48.7 86.2% 96.0% 54.1 23.4 21.4 95.9

LayoutLMv3 Teacher 56.3 63.1 32.0 32.7 97.5

Student-FT 45.2 80.2% 50.2 19.2 14.9 96.4

Student-DT 51.0 90.5% 54.9 26.2 25.9 96.8

Teacher✢ 53.1 94.4% 94.4% 61.1 27.0 28.3 96.2

Student-FT✢ 43.1 76.5% 95.4% 48.7 15.3 13.1 95.3

Student-DT✢ 47.9 85.0% 94.0% 53.4 20.7 21.9 95.6

Table 6 Overview of models size and inference times for teacher and
student models. Inference time is measured on 100 batches of DocVQA
for batch size 16 (column Inf. (ms)). Column D.s. indicates the down-
scaling factor by comparing size of the teacher to the student. SV and
TV denote the small and tiny vocabulary variants, respectively. Col-
umn Best Avg Score shows the best average score across all datasets
achieved by an n-layer student (compare Tables 2 and 3). Best student
metrics are shown in bold. It is shown, that even the largest student

models with 4 layers reach considerable improvements in model size
and inference time, while maintaining a performance close to that of
the teacher. While both downscaling strategies – vocabulary reduction
and layer reduction –produce smaller models, reducing the number of
layers below 4 leads to a more significant performance drop, whereas
vocabulary reduction more effectively preserves accuracy at compara-
ble model sizes

Model Variant #Params #FLOPS Size (MB) D.s. Inf. (ms) Speedup Best Avg Score

Fnt. Dst.

LiLT 12-Layer Teacher 131M 52.1B 1489 / 174.1 / 66.3 /

4-Layer Student 70M 17.3B 799 1.9 99.9 1.7 58.3 61.9

4-Layer Student (SV) 43M 17.3B 489 3.0 101.2 1.7 55.3 60.4

4-Layer Student (TV) 36M 17.3B 401 3.7 104.8 1.7 53.3 57.8

3-Layer Student 63M 12.9B 713 2.1 91.9 1.9 54.1 59.1

2-Layer Student 55M 8.6B 627 2.4 123.2 1.4 48.7 52.3

1-Layer Student 48M 4.2B 540 2.8 126.7 1.4 43.1 44.7

LayoutLMv3 12-Layer Teacher 125M 69.7B 1434 / 253.8 / 66.6 /

4-Layer Student 69M 23.3B 785 1.8 133.6 1.9 58.4 61.6

4-Layer Student (SV) 42M 23.3B 475 3.0 131.7 1.9 56.5 60.3

4-Layer Student (TV) 34M 23.3B 387 3.7 137.6 1.8 54.1 57.1

3-Layer Student 62M 17.5B 704 2.0 117.6 2.2 54.2 59.2

2-Layer Student 54M 11.7B 623 2.3 104.0 2.4 49.9 52.4

1-Layer Student 47M 5.9B 542 2.7 130.3 2.0 43.8 45.0
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on average 93.0% of the teacher’s performance, while the
fine-tuned students achieve 87.0% of the teacher’s perfor-
mance. With various model ablations we demonstrated that
our distillation procedure does implicitly pick up on docu-
ment geometry and that explicit distillation of layout signals
is not necessary. Further, we explored different vocabulary
sizes for the student and showed that a reduction from the ini-
tial 50k tokens to 15k tokens strikes a good balance between
performance and model size reduction: the distilled LiLT
student using this reduced vocabulary achieves on average
97.7% of the performance of the student with the full-size
vocabulary and 91.1% of the performance of the teacher,
while being only one-third the size of the teacher. We also
introduced an unsupervised distillation setup and demon-
strated its effectiveness, by creating a compact student which
achieves 96.0%of the performance of its supervised-distilled
counterpart and 86.2% of the performance of a supervised-
fine-tuned teacher model.

LimitationsOur work currently lacks comprehensive evalu-
ation on comparable datasets other than FUNSD and SROIE,
as the used VQA datasets had to be reduced to a sub-
set compatible with extractive VQA and due to our study
being limited by the scarcity of challenging, high-quality DU
datasets. Further, we did not evaluate our unsupervised dis-
tillation setup on FUNSD, as the dataset’s SER task provided
challenges for the LLM labeling approach.

Future Work While our current work offers significant
insights into the distillation of transformer basedDUmodels,
there are still several aspects that warrant further exploration.
Future research could focus on an evaluation on different
tasks, particularly with the unsupervised distillation setup.
Furthermore, the application of our approach to other large
DU transformers would provide valuable insights.

Appendix A LLM labeling prompt examples

As described in Subsection 3.4, we use the LAPDoc [22]
SpatialFormat verbalization to convert the documents into
a textual representation. This section shows the resulting
prompts for “QA Prompt Template A” applied to a sample of
DocVQA in Figure 7 and “KIE Prompt Template A” applied
to a sample of SROIE in Figure 8.

Fig. 7 Resulting prompt for a sample from DocVQA with LAPDoc
SpatialFormat verbalization with “QA Prompt Template A”

Fig. 8 Resulting prompt for a sample from SROIE with LAPDoc Spa-
tialFormat verbalization with “KIE Prompt Template A”
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